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Types and characteristics of biological and medical 
data (today)

Medial Data
Biological Data
Current challenges: fill in the gaps

Examples from liver fibrosis Research (on Thursday)

Scope of Applications (1 week: 
HY)
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Molecular Networks and Medical Practice
Photomicrograph images of 
cells removed due to 
copyright restrictions.
See Nikon Small World 
(http://nikonsmallworld.com)

Diagram of myosin molecule 
structure removed due to 
copyright restrictions.

Image courtesy of Elsevier, Inc., http://www.sciencedirect.com. 
Used with permission. Source: Apic, G., et al. FEBS Letters 579 no. 
8 (2005): 1872-1877.

Diagrams of head / neck / 
tail structure for Myosin I, 
Myosin II, and Myosin V. 
(from Alberts et al, 
Molecular Biology of the 
Cell) removed due to 
copryight restrictions.

Figure by MIT 
OpenCourseWare.
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What are Medical Data?
Documentation about individual patient’s illness and 
medical care
Includes:

Medical history
All medical events and problems experienced by patient

Clinical findings
Symptoms: reported by patients (subjective)
Signs: detected by physician during physical examination 
(objective)
Laboratory test results

Diagnoses 
Process of identifying disease by its signs, symptoms and 
laboratory test results
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Therapies
Description of application of treatment to effect a cure
Treatment includes:

• Medication, dosage and dosing schedule
• Care regime, e.g. diet, exercise, etc. 

Prognosis 
Duration of disease
Chances of complications
Probable outcomes
Prospects for recovery
Recovery period
Survival rates
Death rates

What are Medical Data?
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Questions Medical Data Can Answer

What is the patient’s medical history?
What are the symptoms?
What are the examination findings?
What are the changes in symptoms and signs over time? 

Progression of chronic diseases
Provides information for prescribing treatment

What are the changes in physiological function over 
time?
What were previous treatment given?
What was the rationale for treatment?
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Purposes of Medical Data
Supports patient care

Basis of historical record
Communication among care providers

Allergic conditions
Treatment plan for chronic diseases (e.g. high blood pressure, diabetes)

Anticipate future health problems
Supports medical/clinical research

Assists in screening of patient groups for clinical trials
Patients’ profile can be matched with clinical trial requirements
Electronic health record systems can perform match and prompt doctors of 
suitable candidates during patient’s visit – improve recruitment rate

Electronic health record systems can systemically generate hypotheses for 
research based on patients’ information
Mechanisms and causes of diseases

Formulation of possible treatments
Assists in studying the efficacy of drugs and medical equipment
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Purposes of Medical Data

Allows surveillance of epidemic 
and bio-terrorism

Epidemic: SARS, avian flu etc
Bio-terrorism: anthrax, smallpox 
etc
Electronic medical record 
systems allows real-time 
nationwide surveillance.

Provides legal record

The System Architecture of NationThe System Architecture of Nation--Wide Hospital Emergency Wide Hospital Emergency 
DepartmentDepartment--based based SyndromicSyndromic Surveillance System (EDSurveillance System (ED--SSSSSS) in ) in 
Taiwan, established in 2003.Taiwan, established in 2003.
Source: Wu, Source: Wu, TT--SS J., et al, 2008. J., et al, 2008. ““Establishing a nationwide emergency departmentEstablishing a nationwide emergency department--based based 
syndromicsyndromic surveillance system for better public health responses in Taiwasurveillance system for better public health responses in Taiwan. n. BMC Public HealthBMC Public Health
8 (2008): 18. http://8 (2008): 18. http://www.pubmedcentral.nih.gov/articlerender.fcgi?artidwww.pubmedcentral.nih.gov/articlerender.fcgi?artid=2249581=2249581

Detect outbreakDetect outbreak
Formulate plan and policies Formulate plan and policies 
to handle outbreakto handle outbreak

Image courtesy of Wu, T-S J., et al.www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

9
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



© Hanry Yu 20082.771J   20.453J   HST.958J  SMA5304  Fall 2008

Biomedical
Information
Technology

Types of Medical Data
Images

Computed tomography (CT) scan
Magnetic resonance imaging (MRI) scan
Positron emission tomography (PET) scan
Ultrasound imaging etc

Recorded signals
Blood pressure
Electrocardiogram (ECG) etc

Numerical measurements
Temperature
Laboratory results etc

Textual description
Medical symptoms or signs description
Treatment plan
Prognosis etc
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Image Data - CT scan
Diagnostic procedure that takes a detailed cross-sectional x-ray picture of a 
"slice" of the body 

X-ray machine rotates around the patient and takes pictures from many angles
Computer combines the pictures into a very detailed cross-sectional image 

Show the shape, size and the exact location of organs and tissues in any 
"slice" of the body 

Good spatial resolution
Able to distinguish 2 structures which are very near each other as separate entities

Image size of CT scans depend on:
Number of “slices”
Resolution of scanner
Area scanned 

Other important information:
Device type
Device settings CT scan of Fibrosing Mediastinitis CT scan of Fibrosing Mediastinitis 

Source: The FM Foundation. http://www.mrsnewengland2007.com/FMSource: The FM Foundation. http://www.mrsnewengland2007.com/FM--MedicalMedical--Information.htmlInformation.htm

Courtesy of The FM Foundation.
Used with permission.www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Image Data - MRI scan

Diagnostic procedure that uses magnetic/radio waves to affect the body’s atoms
Radio waves force nuclei (usually hydrogen – body consists mainly of water) into different 
position
When they restore their position, radio waves are emitted
Scanner picks up signals and a computer uses the signal to compose the image
Image formed is based on location and strength of the signals

Used to visualize structure and function of the body
Provides detailed images of body in any plane
Provides much greater contrast between soft tissues than CT scan

Useful for brain, musculoskeletal, cardiovascular and cancer imaging
Contrast agents sometimes used to enhance appearance of blood vessels, tumors or inflammation.
Image size of MRI scans depend on:

Number of “slices” (for 3D reconstruction)
Resolution of scanner
Area scanned 

Other important information:
Device type
Device settings

Animated MRI images of a human headAnimated MRI images of a human head
Source: Source: DawyneDawyne Reed. http://Reed. http://en.wikipedia.org/wiki/Image:Structural.gifen.wikipedia.org/wiki/Image:Structural.gif

Image Data - MRI

Image removed due to copyright restrictions. 

See http://en.wikipedia.org/wiki/File:Structural.gif.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

12
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://en.wikipedia.org/wiki/File:Structural.gif


© Hanry Yu 20082.771J   20.453J   HST.958J  SMA5304  Fall 2008

Biomedical
Information
Technology

Nuclear medicine imaging technique
Patients given injection of very small amount of tracer (e.g. fluorine 18 – radioactive version 
of glucose. Can be used to image brain where glucose is the main source of energy)
PET scanner used to detect emission from the injected tracer
2D and 3D images of the scanned area is created by the computer

Can be used for:
Early detection and monitoring of cancer

Can reveal changes in metabolism and how organs and tissues are working
Can show if (and where) cancer is spreading to other parts of the body

Neurological disease
Can provide biochemical function information of the brain

Assessment of cardiovascular disease
Can be used to assess blood flow to the heart and how the heart is functioning

Limitations:
Can give false results if chemical balances within body are not normal.
Resolution of structures of the body may not be as clear compared with CT and MRI scans 
although information gained from PET scan is much more.

PET image of human brainPET image of human brain
Courtesy of Jens Courtesy of Jens LangnerLangner. . http://en.wikipedia.org/wiki/Image:PEThttp://en.wikipedia.org/wiki/Image:PET--image.jpgimage.jpg

Image Data - PET
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Combination of PET with CT and MRI
CT and MRI scan provides anatomic information 
PET scan provides metabolic information 

Image size of MRI scans depend on:
Number of “slices” (for 3D reconstruction)
Resolution of scanner
Area scanned

Other important information:
Device type
Device settings

Scans showing lung cancer (bright spot in the chest). Scans showing lung cancer (bright spot in the chest). 
Left: CT scan; Center: PET scan; Right: combined CTLeft: CT scan; Center: PET scan; Right: combined CT--PET scanPET scan

Source: Mayo Clinic. http://www.mayoclinic.org/pet/Source: Mayo Clinic. http://www.mayoclinic.org/pet/

Lung cancerLung cancer

CT scanCT scan PET scanPET scan CTCT--PET scanPET scan

Image Data – Multi-Modal 
Imaging

Image removed due to copyright restrictions.

See http://www.mayoclinic.org/pet/.
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Records the electrical activity of the heart over time
Measured by an array of electrodes placed on the body surface
American Heart Association requires the ECG signal to consist of 3 individual leads, 
each recording 10 bits per sample, and 500 samples per second
Some ECG signals, may require 12 leads, 11 bits per second, 1000 samples per 
second, and last 24 hours

This ECG record requires 1.36 gigabytes of storage when converted to digital 
format ECGECG

Activation of the Activation of the 
atria(chambersatria(chambers of of 
the heart that the heart that 
receive blood)receive blood)

Depolarization of Depolarization of 
the ventriclethe ventricle

RepolarizationRepolarization
(or recovery) of (or recovery) of 
the ventriclesthe ventricles

P

R

Q
S

T

Recorded Signals - ECG

Figure by MIT OpenCourseWare, after Lynch, 1985.

Source: Clifford, G. F. Azuaje, and P. McSharry. “The Physiological Basis of 
the Electrocardiogram.” Advanced Methods and Tools for ECG Data Analysis. 
Norwood, MA: Artech House, 2006. Courtesy of Artech House. Used with 
permission. © Artech House, 2006.
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Characteristics of Medical Data
Medical data = single instance of observation (signs, symptoms, 
clinical findings) or description of diagnosis, therapy or prognosis

Defined by:
Patient
Parameter being observed
Description of parameter

Numerical value
Textual description
Graphical image

Device used (when applicable)
Device setting (when applicable)
Time of observation

Medical data = collection of medical data

Example:Example:

Peter Tan has a fever of 38.1Peter Tan has a fever of 38.1°°C C on 20on 20thth

May 2008 at May 2008 at 5.30pm5.30pm

Patient:Patient: Peter TanPeter Tan
Parameter:Parameter: Body temperatureBody temperature

Description:Description: 38.138.1°°C C 
Time:Time: 2020thth May 2008, May 2008, 5.30pm5.30pm
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Lifecycle of Current Clinical Research

Source: Kahn, Source: Kahn, M.GM.G. Integrating Electronic Health Records and Clinical Trials . Integrating Electronic Health Records and Clinical Trials –– An Examination of Pragmatic Issues.An Examination of Pragmatic Issues.
http://www.esihttp://www.esi--bethesda.com/ncrrworkshops/clinicalResearch/pdf/MichaelKahnPaperbethesda.com/ncrrworkshops/clinicalResearch/pdf/MichaelKahnPaper.pdf.pdf

??

Courtesy of Michael G. Kahn MD, PhD.
Used with permission.
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What are Biological Data? 

Chemical Molecules (DNA, RNA, 
Carbohydrates, Proteins, Lipids): Identities & 
Interactions
Pathways and networks

~25000 genes, 100-200 pathways and a 
fraction relevant to diseases per cell type
(Bauch A. et al., Immune Review 2006, 
210: 187-207)

Phenotypes (in vitro and in vivo)
Meso-cale mechanistic studies
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Image removed due to copyright restrictions.
See Fig. 5 in: Bauch, A., and G. Superti-Furga. "Charting Protein Complexes, Signaling Pathways,
and Networks in the Immune System." Immunological Reviews 210, no. 1 (2006): 187-207.
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nucleic acids, proteins, carbohydrates, lipids

Chemical Molecules

“Anchoring of integral proteins to the plasma membrane…”
Figure 3-36 in Lodish, H., et al. Molecular Cell Biology. 4th edition. 
New York, NY: W. H. Freeman, 2000.
Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?rid=mcb.figgrp.618

Images removed due to copyright restrictions.

Diagram of phospholipid bilayer, 
containing retinal pigment.

Molecule structure image, 
highlighting small domain and 
large domain.
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Molecular Signals and Metabolism via molecular 
interactions (nucleic acids, proteins, carbohydrates, lipids)

Conformations and Interactions

Image removed due to copyright restrictions.
Figure 6-10 in Silverthorn, D. Human Physiology. 2nd ed. Prentice-Hall, 2000.
http://cwx.prenhall.com/bookbind/pubbooks/silverthorn2/medialib/Image_Bank/CH06/FG06_10.jpg
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Phosphorylation

Image removed due to copyright restrictions.

“The two branches of the inositol phospholipid pathway.”
Figure 15-36 in Alberts, B., et al. Molecular Biology of the Cell. 4th edition.  
New York, NY: Garland Science, 2002.

Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?rid=mboc4.figgrp.2812
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Pathway: e.g. Glycolysis Regulation

Image removed due to copyright restrictions.

See http://www.biocarta.com/pathfiles/h_GLYCOLYSISPATHWAY.asp.
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Pathway Interactions

Image removed due to copyright restrictions.

“Five parallel intracellular signaling pathways…”
Figure 15-61 in Alberts, B., et al. Molecular Biology of the Cell. 4th edition.  
New York, NY: Garland Science, 2002.

Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?rid=mboc4.figgrp.2866
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Network Formation

Image removed due to copyright restrictions.

“Chart of the major signaling pathways relevant to cancer in human cells…”
Figure 23-31 in Alberts, B., et al. Molecular Biology of the Cell. 4th edition.  New York, 
NY: Garland Science, 2002.

Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?highlight=23-31&rid=mboc4.figgrp.4327
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Pathways and Networks

Image removed due to copyright restrictions.

“Glycolysis and the citric acid cycle provide 
the precursors needed to synthesize many 
important biological molecules.”
Figure 2-87 in Alberts, B., et al. Molecular 
Biology of the Cell. 4th edition.  New York, NY: 
Garland Science, 2002.

Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?hi
ghlight=2-87&rid=mboc4.figgrp.318

Image removed due to copyright restrictions.

“Glycolysis and the citric acid cycle are at the 
center of metabolism.”
Figure 2-88 in Alberts, B., et al. Molecular 
Biology of the Cell. 4th edition.  New York, NY: 
Garland Science, 2002.

Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?hi
ghlight=2-88&rid=mboc4.figgrp.320
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Network Dimensions

Image removed due to copyright restrictions.

“A representation of all of the known metabolic reactions involving small molecules in a yeast cell.”
Figure 2-89 in Alberts, B., et al. Molecular Biology of the Cell. 4th edition.  New York, NY: Garland 
Science, 2002. [From Jeong, H., et al. Nature 411 (2001): 41-42]

Viewable at the NCBI Bookshelf 
http://www.ncbi.nlm.nih.gov/books/bv.fcgi?highlight=2-89&rid=mboc4.figgrp.321
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Pathways
Association with phenotypes and diseases
Drug discovery

Bauch, A., and G. Superti-Furga. "Charting protein complexes, signaling pathways, and 
networks in the immune system."  Immunological Reviews 210, no. 1 (2006): 187-207.

Image removed due to copyright restrictions. 
See Table 1 in: Bauch, A., and G. Superti-Furga. "Charting Protein Complexes, 
Signaling Pathways, and Networks in the Immune System." Immunological 
Reviews 210, no. 1 (2006): 187-207. 
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Drug Discovery Approaches

Image removed due to copyright restrictions. 
See Fig. 1 in: Butcher, E. C. "Can Cell Systems Biology Rescue Drug 
Discovery?" Nature Reviews Drug Discovery 4, (June 2005): 461-467. 
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Cell Systems Biology Approach

Courtesy of BioSeek, Inc. Used with permission.
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High Content Screening (HCS)
High content screening combines automated microscopy with image analysis to 
capture multiple parameters of individual cells, to allow rapid, large scale and highly 
parallel biological research and drug discovery. 

(Neumann, Held et al. 2006) (Neumann, Held et al. 2006) 

Liquid handling Liquid handling 
systemsystem

Automated Automated 
microscopymicroscopy

Single cell Single cell 
analysisanalysis

Advanced statistics Advanced statistics 
for chemical profilingfor chemical profiling

Courtesy of Jan Ellenberg. Used with permission.
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Quantitative, multiple 
parameter analysis of large 
numbers of individual cells

Cell surface markers
Intracellular proteins
Ca++ mobilization 

12 colors and 15 
parameters
Sorting: 60,000 cell/second

Ref.: Jianmin Chen, MIT

Fluorescence Activated Cell Sorter 
(FACS) (Flow cytometry)

Figure by MIT OpenCourseWare
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Advantages of HCS
Combination of modern cell biology, with all its 
molecular tools

High-throughput and high efficiency using automated 
system

Obtain knowledge on multiple parameters in an 
individual experiment to give us rich information at 
single cell level

Spatial and temporal information of the cells with their 
neighbors and environment 
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Genome wide gene functional study, e.g. genome-wide 
RNAi approach (Pelkmans et al. 2005, Sonnichsen et al. 2005); 

Proteome sub-cellular localization (Huh et al. 2003); 

Protein-protein interaction, chemical profiling and drug 
screening (Perlman et al. 2004, Mitchison 2005, Abraham et al. 2004). 

Applications of HCS
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Systems Biology for Drug Discovery
Target ID and validation
Side effects
Molecular mechanisms for toxicity

Images courtesy of Elsevier, Inc., http://www.sciencedirect.com. Used with 
permission. Source: Apic, G., et al. FEBS Letters 579 no. 8 (2005): 1872-1877.
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Cell Systems Biology Approach

1.1. Tissue Biology/Tissue Biology/
EngineeringEngineering

2. Meso2. Meso--scalescale
UnderstandingUnderstanding

Courtesy of BioSeek, Inc. Used with permission.
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Medical Data: physiologic and pathologic phenotypes
Biological Data: molecular parts and interaction maps
Lack meso-scale functional modules or steps to 
construct Operations Manuals at cell/tissue/systems 
levels; and
Repairs Manuals

Gaps in Bio-Medical Data
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The CAR analogy

Images removed due to copyright restrictions. Two diagrams of model car assembly,
 from DuraTrax "Delphi" Assembly and Operation Manual, http://manuals.hobbico.com/dtx/dtxc0012-manual.pdf.
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The airplane analogy
Understand how an airplane work:
Observe how an airplane flying phenotype:
Take the plane apart into individual parts
Record the interaction maps
What is the missing information? Why it is difficult to 
construct an airplane operations manual from the 
description of the parts and their interaction maps?
Meso-scale studies: functional modules or steps that 
are small enough to be readily described by parts; and 
yet large enough to link with other modules to 
understand how the whole plane works: engine, 
steering, fuel, navigation systems etc.
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Functional Modules vs Molecular Networks
Photomicrograph images of 
cells removed due to 
copyright restrictions.
See Nikon Small World 
(http://nikonsmallworld.com)

Diagram of myosin molecule 
structure removed due to 
copyright restrictions.

Image courtesy of Elsevier, Inc., http://www.sciencedirect.com. 
Used wi th pe rmi ssion . Sou rce: Api c, G ., et al . FEBS Lett ers 579 no.  
8 ( 2005 ) :  187 2- 187 7.

Diagrams of head / neck / 
tail structure for Myosin I, 
Myosin II, and Myosin V. 
(from Alberts et al, 
Molecular Biology of the 
Cell) removed due to 
copryight restrictions.

Figure by MIT 
OpenCourseWare.
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Meso-scale studies: a functional module or step of a 
larger process is typically defined by a group of 
chemical reactions or molecular networks.
Link Molecular Networks to Physiology/Pathology
Improve understanding of HOW things work
Drug development
Regenerative medicine
Unique opportunities for computational approach to 
handle the complexity of constructing Operations 
Manual or Repairs Manual.

Fill Gaps in Bio-Medical Data
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Things to Ponder…

Phenotypic ProcessesPhenotypic Processes

Functional Modules or Steps?Functional Modules or Steps?Functional Modules or Steps?

Molecular networksMolecular networks

Medical PracticesMedical Practices
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Next lecture: example in liver fibrosis

Image removed due to copyright restrictions.
Photo of liver with fibrosis.
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Creating Databases from Ontologies
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Technology

C. Forbes Dewey, Jr.
Massachusetts Institute of Technology

Cambridge, MA USA
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Here’s our agenda

Review of database technology
History
What is their role?
What do they do well?
What do they do poorly?

Ontologies
Why are they desirable?
What are their advantages?
What are their weaknesses?

Relationship between DB and Ontologies
Exploiting the combination - OWLdb
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Review of relational database technology
Started in mid-80’s

Composed of tables with rows and columns
Minimal language to construct and query them: 
SQL
Generally fixed and unchanged relationships

Java-based interface JDBC a real 
breakthrough; common interface for all 
flavors.  Can write programs!!!

Databases don’t talk to each other
Stove-piping, warehousing, federation

Updates, security, reliability, performance
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OWL Ontologies
Describe meaning

OWL is a language (set of relationships) that 
can be extended with additional definitions

OWL is written in RDF, is machine-readable,    
and can be parsed and combined

Representing databases as ontologies
Can represent a database schema by an 
ontology
Will discuss state-of-the art programs to do the 
conversion
If we can convert, can have the best of both 
environments
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OWL – Web Ontology Language
• An expressive and uniform way of defining meaning for 

terms used to transmit data and relationships
• Can be used for many key purposes

Guarantee that two definitions are the same
Discover that two terms are synonymous
Encode complete object descriptions
Define unambiguous database schema

• Comes in multiple flavors
OWL Lite – OWL DL – OWL Full

http://www.w3.org/TR/2004/REChttp://www.w3.org/TR/2004/REC--owlowl--featuresfeatures--20040210/#s2.120040210/#s2.1
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Owl Structure

• Classes
• Properties
• Types
• Meta-Data

Owl is written in RDF
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OWL – Web Ontology Language (2)

RDF Schema Features:
Class (Thing, Nothing)

rdfs:subClassOf
rdf:Property

rdfs:subPropertyOf
rdfs:domain
rdfs:range
Individual

http://www.w3.org/TR/2004/REChttp://www.w3.org/TR/2004/REC--owlowl--featuresfeatures--20040210/#s2.120040210/#s2.1

(In)Equalitiy:
equivalentClass

equivalentProperty
sameAs

differentFrom
AllDifferent

distinctMembers

Property Characteristics:
Property Restrictions:
Restricted Cardinality:

Header Information:
Class Axioms:

Arbitrary Cardinality

Class Intersection:
Versioning:

Annotation Properties:
Datatypes:

Boolean Combinations:
Filler Information
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OWL – Web Ontology Language (3)
RDF Schema Features:

rdfs:subPropertyOf

http://www.w3.org/TR/2004/REChttp://www.w3.org/TR/2004/REC--owlowl--featuresfeatures--20040210/#s2.120040210/#s2.1

rdfs:subPropertyOf: Property hierarchies may be 
created by making one or more statements that a 
property is a subproperty of one or more other properties. 
For example, hasSibling may be stated to be a 
subproperty of hasRelative. From this a reasoner can 
deduce that if an individual is related to another by the 
hasSibling property, then it is also related to the other by
the hasRelative property.

One of 54 base language constructs 
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OWL – Web Ontology Language (2)

RDF Schema Features:
Class (Thing, Nothing)

rdfs:subClassOf
rdf:Property

rdfs:subPropertyOf
rdfs:domain
rdfs:range
Individual

http://www.w3.org/TR/2004/REChttp://www.w3.org/TR/2004/REC--owlowl--featuresfeatures--20040210/#s2.120040210/#s2.1

(In)Equalitiy:
equivalentClass

equivalentProperty
sameAs

differentFrom
AllDifferent

distinctMembers

Property Characteristics:
Property Restrictions:
Restricted Cardinality:

Header Information:
Class Axioms:

Arbitrary Cardinality

Class Intersection:
Versioning:

Annotation Properties:
Datatypes:

Boolean Combinations:
Filler Information
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XML Schema Datatypes used in OWL 
http://www.w3.org/2001/XMLSchema#name

xsd:string, xsd:boolean, xsd:decimal, xsd:float, 
xsd:double, xsd:dateTime, xsd:time, xsd:date, 
xsd:gYearMonth, xsd:gYear, xsd:gMonthDay, 
xsd:gDay, xsd:gMonth, xsd:hexBinary, 
xsd:base64Binary, xsd:anyURI, xsd:normalizedString, 
xsd:token, xsd:language, xsd:NMTOKEN, xsd:Name, 
xsd:NCName, xsd:integer, xsd:nonPositiveInteger, 
xsd:negativeInteger, xsd:long, xsd:int, xsd:short, 
xsd:byte, xsd:nonNegativeInteger, xsd:unsignedLong, 
xsd:unsignedInt, xsd:unsignedShort, xsd:unsignedByte
and xsd:positiveInteger
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http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#float
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#double
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#dateTime
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#time
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#date
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#gYearMonth
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#gYear
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#gMonthDay
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#gDay
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#gMonth
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#hexBinary
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#base64Binary
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#anyURI
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#normalizedString
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#token
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#language
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#NMTOKEN
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#Name
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#NCName
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#integer
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#nonPositiveInteger
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#negativeInteger
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#long
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#int
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#short
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#byte
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#nonNegativeInteger
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#unsignedLong
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#unsignedInt
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#unsignedShort
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#unsignedByte
http://www.w3.org/TR/2001/REC-xmlschema-2-20010502/#positiveInteger
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Our approach to creating and merging databases

Create ontologies from database schema

Edit and maintain the ontologies

Utilize merged & aligned ontologies

Create on-the-fly databases from ontologies

Model scientific processes - use cases

Allow for interoperability
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Creating ontologies from database schema
D2RQ is a declarative language to describe 

mappings between relational database 
schemata and OWL/RDFS ontologies.

http://www4.wiwiss.fu-berlin.de/bizer/D2RQ/

Courtesy of Prof. Dr. Christian Bizer. Used with permission.
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http://www4.wiwiss.fu-berlin.de/bizer/D2RQ/

More on D2RQ

Courtesy of Prof. Dr. Christian Bizer. Used with permission.
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Options for Ontology Merging & Aligning
Kim, Jaehong, Minsu Jang, Young-Guk Ha, Joo-Chan Sohn, and Sang Jo Lee. “MoA: 
OWL Ontology Merging and Alignment Tool for the Semantic Web.” 18th Conference on 
IAAI, Bari Italy, 2005.

API Shell Ontomo Editor

Query Interface

Aligned 
Ontology

Bossam Inference Engine

Application User Expert

View Update

MoA Engine
Semantic 

Bridge

Merged 

S

UserMerger

h

Ontology

ell

SB
Generator

O1 O2

Source Ontologies

Architecture of MoA system.
Figure by MIT OpenCourseWare, after Kim et al, 2005. © cfdewey 2008
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Options for Ontology Merging & Aligning (2)

Lam, H.Y.K. et al.  “Using Web Ontology Language to Integrate Heterogeneous 
Databases in the Neurosciences.” AMIA Annual Symposium Proc. 2006, 464-468.
[PubMed Central OpenAccess article.]
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Options for Ontology Merging & Aligning

Proceedings of the International Workshop for Foundations of Models for Information 
Integration (FMII-2001), Viterbo, Italy, September 2001.

Figure by MIT OpenCourseWare.

Linguistic
Processing

Lattice
Exploration

Linguistic
Processing

FCA-Merge

K1

K2

R2

R1

Onew

O2

O1

D

B {K}

Ontology Merging Method

D: set of natural language documents     K: formal context     O: ontology     R: set of relation names
B {K}: concept lattice of K
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Options for Ontology Merging & Aligning
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OWLdb: A new paradigm for creating databases

. . . . Courtesy of Kurt Stiehl

XML
File

From Stiehl, Kurt R. “Development of Dynamic Database Structures Using OWL Ontologies.” MIT BSME Thesis, June 2007.
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Integration - Ontology

UniProt

BioModels

UniModels

External Ontologies Internal Ontologies
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The Species Link

UniProt BioModels

Protein

Model

ProteinProteinProtein Protein 
TableTable
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The OWLdb design

Ontology 1Ontology 1
Merge and alignMerge and align

ontologiesontologies
Ontology nOntology n

OWLdbOWLdb

QueryQuery
ontologyontology

JDBCJDBC
SQLSQLDatabases
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Architecture

BioModels.BioModels.
NetNet

UniProtUniProt

SBO/BioSBO/Bio
PAXPAX

UniProtUniProt
RDFRDF

UniModel
MetaOntology

in OWL
(Handcrafted )

+ inference 
rules

OWL
db

UniModel
UniProt + BioModel

DB
(MySQL etc.)

SQLSQL

SPARQLSPARQLFront EndFront End
+ + 

ContextualizationContextualization
+ Use Case+ Use Case

UniModel
MetaOntology

in OWL
(Handcrafted )

+ inference 
rules

OWL
db
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Key Components
UniModels

Registry LSID

Interface UniModels Ontology

Nomenclature UniModels / SBO / UniPROT RDF

Editor Protege/SBMLEditor

Parser Jena

Reasoner Jena/OWLdb

Storage Oracle / MySQL / PostgresSQL / Sesame

Query SPARQL / SQL / D2RQ / SeRQL
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Computational and Systems Biology
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Image: Dewey Lab, MIT.
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Evolution in Biology
Mutations and rearrangement in genomic DNA 

Changes in protein structures, abundances, and 
modification states

Variation at the protein level
Impact proteins interaction with one another, with 
DNA, and with small molecules
Affects signaling, regulatory, and metabolic networks

Changes in network organization
Affects cellular function, tissue-level responses, 
behavior and morphology of whole organisms
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Example

SMA5304: Biomedical Information Technology

Mouse Rat

Rat_gene_1 Rat_gene_2Mouse_gene_1 Mouse_gene_2

A gene that diverged 
after speciation to 
mouse and rat gene

Duplicated to 
two different 
genes
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Metrics for Evolutionary 
Change

Gene and protein sequences
Why?

Fundamental level of biological variation
Readily available through automated sequence 
technology

Network of protein interactions as metric?
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Protein-Protein Interaction
Often, proteins interact with other proteins to perform
their functions
Backbone of molecular activity within the cell 

Cell can be understood as a complex network of 
interacting proteins

SMA5304: Biomedical Information Technology

Image removed due to copyright restrictions.

See: "MAPK/ERK in Growth and Differentiation."

http://focosi.altervista.org/mapkmap2.html.
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Why?

SMA5304: Biomedical Information Technology

Increased complexity (function) is not explained 
simply by variations in gene (or protein) count
Exponential growth in data

Mass spectrometry
Genome-wide-chromatin immunoprecipation
Yeast two-hybrid assays
Combinatorial reverse genetic screens
Literature mining
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Questions in evolutionary 
and comparative biology

SMA5304: Biomedical Information Technology

Given that protein sequences and structures are 
conserved in and among species, are networks 
of protein interactions conserved as well?

Is there some minimal set of interaction 
pathways required for all species?

Can we measure evolutionary distance at the 
level of network connectivity rather than at the 
level of DNA or protein sequence?
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Molecular Network 
Comparison

SMA5304: Biomedical Information Technology

Process of contrasting two or more interaction 
networks, representing different species, 
conditions, interaction types or time points.
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Answer To

SMA5304: Biomedical Information Technology

Why proteins, protein interactions and groups of 
interactions are likely to have equivalent 
functions across species?

Based on these similarities, can we predict new 
functional information about proteins and 
interactions that are poorly characterized?

What do these relationships tell us about the 
evolution of proteins, networks and whole 
species?
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Answer To

SMA5304: Biomedical Information Technology

Given that systematic screens for protein 
interactions may report large numbers of false-
positive measurements, which interactions 
represent true binding events?
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Types of Network 
Comparison
Network alignment

process of globally comparing two networks, identifying regions 
of similarity and dissimilarity

Network integration
process of combining several networks, encompassing 
interactions of different types over the same set of elements, to 
study their interrelations.

Network querying
a given network is searched for subnetworks that are similar to 
a subnetwork query of interest
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Network & Sequence 
Comparison

SMA5304: Biomedical Information Technology

Courtesy of Roded Sharan. Used with permission.
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Network & Sequence 
Comparison
Sequence Comparison
Sequence alignment 
methods were proposed 
long before large sequence 
databases were widely 
available. 

Network Comparison
Large network and 
interaction databases have 
been available from the 
late 1990s onwards, three 
to four years before the first 
network comparisons were 
performed.
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Network & Sequence 
Comparison
Sequence Comparison
Computational searches for 
motifs and systematic 
characterization of global 
properties arose relatively 
late in the history of 
sequence analysis. 
Local sequence alignment 
can be solved efficiently

Network Comparison
Occurred early in the field 
of network comparison.

Analogous problem of 
identifying conserved 
protein modules is 
computationally hard
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Network & Sequence 
Comparison
Sequence Comparison
Integrating biological 
sequences data types 
(nucleotides or amino 
acids) has not posed a 
major problem.

Network Comparison
Integrating different data 
types of molecular 
networks is a challenging 
problem
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Protein-Protein 
Interaction Network 
(PPI)
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Network Alignment 
Problem
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Usefulness
Functional Annotation

Assign roles to unknown proteins
Annotation transfer

Assigns to a protein of unknown function the 
annotation of a protein to which it is aligned

Landmark extension
If a protein of unknown function appears as part of an 
alignment together with a “landmark” protein of 
known function, we can label the protein with a 
similar annotation
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Usefulness
Compute functional orthologs

Proteins which perform the same function across 
species

Separating true protein-protein interactions from 
false positives
Organizing large-scale interaction data into 
models of cellular signaling and regulatory 
machinery
Identify novel modules by detecting unusual 
conserved subnetworks
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Core Problems

SMA5304: Biomedical Information Technology

A scoring framework that captures the 
knowledge about module evolution

Identify high scoring alignments (conserved 
functional modules) from among exponentially 
large set of possible alignments

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

91
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Protein Similarity

SMA5304: Biomedical Information Technology

Mouse Rat

Rat_gene_1 Rat_gene_2Mouse_gene_1 Mouse_gene_2

Orthologous proteins –
Two proteins from different 
species that diverged after a 
speciation event

Paralogous proteins – Two 
proteins from the same 
species that diverged after a 
duplication event

Homologous proteins – Two proteins that have 
common ancestry
•Detected by sequence similarity
•Proteins can be from same or different specieswww.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Overview
B. P. Kelley et al. Pathblast: a tool for alignment of protein interaction networks.
PNAS.,  2003.
M. Chen, R. Hofestaedt. PathAligner: Metabolic Pathway Retrieval and Alignment.
Applied Bioinformatics, 3(4), 241–252, 2004.
R. Sharan, S. Suthram, R. M. Kelley et al. Conserved patterns of protein interaction 
in multiple species. PNAS, 102, pp. 1974-1979, 2005.
R. Y. Pinter, O. Rokhlenko, E. Yeger-Lotem, and M. Ziv-Ukelson. Alignment of 
metabolic pathways. Bioinformatics, 21(16):3401–8, 2005.
M Koyuturk, Y Kim et al. Pairwise Alignment of Protein Interaction Networks. 
Journal of Comp Biology, 13(2), 2006.
J. Flannick, A. Novak, B.S. Srinivasan et al. Græmlin: General and robust alignment 
of multiple large interaction networks. Genome Research, 2006.
Dutkowsky, J., Tiuryn, J.: Identication of functional modules from conserved 
ancestral protein-protein interactions. Bioinformatics, 2007.
N Przulj. Biological Network Comparison with Graphlet Degree Distribution.
Bioinformatics, 23, e177-e183, 2007.
M. Kalaev, V. Bafna, R. Sharan. Fast and Accurate Alignment of Multiple Protein 
Networks. In Proc. of ACM RECOMB, 2008.
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PathBlast
Implements a scoring function and search 
algorithm to find high probability pathway 
alignments between two protein interaction 
networks
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Pathway Alignment
Consists of two paths one from each network (N1 
and N2)
Proteins in the first path pair with putative 
homologs occurring in the same order in the 
second path

A homologous protein pair may not occur more than 
once per pathway alignment

May include nonhomologous proteins
Using gaps and mismatches
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Gaps and Mismatches
Why?

Overcome noisy PPI data as well as evolutionary variations

Gap
Occurs when a protein interaction in one path skips over a protein in 
the other

Mismatch
Occurs when two proteins at the same position in the alignment do 
not share sequence homology

Neither gaps nor mismatches may occur consecutively
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Global Alignment Graph

SMA5304: Biomedical Information Technology

A path through this 
represents a conserved 
pathway between the two 
networks

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.
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Similarity Between 
Proteins
In order to build the global alignment graph, similarity 
between proteins need to be measured

Using BLAST
Quantifies the similarity
Assigns it a p-value 

probability of observing such similarity at random

E-value or Expectation value
number of different sequence pairs with score equivalent or better 
than this hit’s score that are expected to result by a random search
Unalignable proteins are assigned max E-value of 5
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Log Probability Score

SMA5304: Biomedical Information Technology

Probability of true 
homology within the protein 
pair represented by v in P

Probability that the protein-
protein interaction 
represented by e is real (not 
false positive error) 

Expected values of p(v) 
over all vertices and 
edges in G

Expected values of q(e) 
over all vertices and 
edges in G
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Alignment Algorithm
Identify the highest-scoring pathway alignment 
P* of fixed length L (L vertices and L -1 edges). 
If G is directed and acyclic, 

linear time (in the number of edges) 
using dynamic programming 
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Alignment Algorithm
The highest-scoring path of length l = 2…L 
ending in vertex v will have score

SMA5304: Biomedical Information Technology

Base Case
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Alignment Algorithm
G is generally not acyclic

First construct a sufficient number (5L!) of 
directed acyclic subgraphs
Use the dynamic programming method to 
compute the highest-scoring paths for each.
Can be done in linear time 
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Experiments
Yeast (S. cerevisiae) vs. Bacteria (H. pylori)

Orthologous pathways between the networks of two species.

Yeast vs. Yeast
Paralogous pathways within the network of a single species, by 
aligning the yeast PPI network versus itself.

Yeast vs. Yeast
Interrogating the protein network with pathway queries, by aligning 
the yeast PPI network versus simple pathways.
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Comparison between Yeast and 
Bacteria GAGs to the 
corresponding randomized networks

SMA5304: Biomedical Information Technology

Graph size and best pathway-
alignment scores were significantly 
larger for the real aligned networks

Both species indeed share 
conserved interaction pathways

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.
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Comparison between Yeast and 
Bacteria GAGs to the 
corresponding randomized networks

SMA5304: Biomedical Information Technology

• Direct interaction was rare
•Gaps and Mismatch allowed to find much 
larger regions that were conserved

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.
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Relation between seemingly 
unrelated processes

SMA5304: Biomedical I

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
onserved Pathways Within Bacteria and Yeast

ork alignment." PNAS 100, no. 20 (September 
Source: Kelley, Brian P., et al. "C

20,
c) 2003 National Academy of Sciences, U.S.A.
nformation Technology

 as Revealed by Global Protein Netw
 2003): 11304-11309. Copyright (
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Yeast vs Yeast
Search for paralogous pathways
Constructing a GAG merging the yeast protein 
interaction network with an identical copy of itself

Only direct edge permitted
Proteins were not allowed to pair with themselves or 
their network neighbors
Obtain 300 highest scoring pathway alignments of 
length 4 (level of significance p <= 0.0001)

SMA5304: Biomedical Information Technologywww.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

107
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.

Paralogous Pathways

SMA5304: Biomedical Information Technology

• Both have DNA binding activity, they act in two 
distinct processes
• Msh2/3/6 is involved in mismatch repair during 
meiosis and vegetative growth
• Msh4/5 facilitates crossing over during 
homologous recombination and is specific to 
meiosis
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Pathway Queries
Query a single protein network with specific 
pathways of interest

Similar to using BLAST to query a sequence 
database with a short nucleotide or amino acid 
sequence query

Query Yeast network with a MAPK pathway
associated with filamentation response
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Querying Yeast 
Network

SMA5304: Biomedical Information Technology

• Two other well known pathways
• low and high-osmolarity response 
pathways

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.
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SMA5304: Biomedical Information Technology

Query: Ste20-Act1-Myo1
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Graphical Display

SMA5304: Biomedical IAnformation Technology

Short pathway queries are 
capable of identifying both known 
and potentially novel paralogous
pathways

Image courtesy of Brian P. Kelley. Source: Kelley, B. P., et al “PathBLAST: A Tool for Alignment of Protein Interaction Networks.” Nucleic 
Acids Res 32, web server issue, (July 1, 2004): W83-W88. © the authors, published by Oxford University Press under open access.www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

112
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Summary
Pathways from a well 
studied network is used to 
shed light on their aligned 
counterparts from a less 
well characterized ones
HP0609 is adjacent to 
HP0610 and HP0289, 
which localize to the 
bacterial outer 
membrane, and opposite 
yeast Nup1, which 
localizes to the nuclear 
pore. 

SMA5304: Biomedical Information Technology

HP0609 is also
membrane-specific and that the 
bacterial pathway shares homology 
with the yeast nuclear pore complex

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.
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Summary
Single pathways in 
bacteria frequently 
correspond to multiple 
pathways in yeast
Yeast has undergone or 
more whole-genome 
duplications relative to 
bacteria

SMA5304: Biomedical Information Technology

A single bacterial RNA helicase (deaD) occupies the same 
pathway position, and perhaps functional role, as three different 
helicases in yeast (Dbp2, Mak5, and Has1).

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
Source: Kelley, Brian P., et al. "Conserved Pathways Within Bacteria and Yeast
 as Revealed by Global Protein Network Alignment." PNAS 100, no. 20 (September 20,
 2003): 11304-11309. Copyright (c) 2003 National Academy of Sciences, U.S.A.
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Summary
Proteins within high-
scoring pathway 
alignments did not 
necessarily pair with their 
best sequence matches 
in other pathway
Bcp and Tsa1 are 
functional orthologs 
despite weak sequence 
similarity

SMA5304: Biomedical Information Technology

Best match for bcp is Dot5 and not Tsa1
Best match for Tsa1 is TsaA

Courtesy of National Academy of Sciences, U. S. A. Used with permission. 
s Within Bacteria and Yeast

PNAS 100, no. 20 (September 20,
Academy of Sciences, U.S.A.

Source: Kelley, Brian P., et al. "Conserved Pathway
 as Revealed by Global Protein Network Alignment." 
 2003): 11304-11309. Copyright (c) 2003 National 
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Limitations
Proteins may occur more than once in an identified 
matched pathway

biologically implausible

The algorithm provides limited support for identifying non-
exact pathway matches

supporting no more than a single consecutive deletion of proteins 
from the query pathway 
no more than a single consecutive insertion of proteins to the 
matched pathway

The running time of the algorithm involves a factorial 
function of the pathway length
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Multiple Alignment 
(Sharan et al, 2005)
Three-way alignment of the protein–protein 
interaction networks

Caenorhabditis elegans
Drosophila melanogaster
Saccharomyces cerevisiae. 

Protein interaction data were obtained from the 
Database of Interacting Proteins 

14,319 interactions among 4,389 proteins in yeast
3,926 interactions among 2,718 proteins in worm
20,720 interactions among 7,038 proteins in fly

SMA5304: Biomedical Information Technologywww.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

117
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Experimental Results
Protein sequences obtained from

Saccharomyces Genome Database
WormBase
FlyBase

Combined with the protein interaction data to generate a 
network alignment

9,011 protein similarity groups
49,688 conserved interactions for the three networks

183 protein clusters and 240 paths conserved at a 
significance level of P < 0.01
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Conserved Network 
Regions

SMA5304: Biomedical Information Technology

Orange oval – Yeast
Green rectangle – Worm
Blue hexagon - Fly

Courtesy of National Academy of Sciences, U. S. A. Used with permission.
Source: Sharan, R., et al. " Conserved Patterns of Protein Interaction in
Multiple Species." PNAS 102, no. 6 (February 8, 2005): 1974-1979.
Copyright (c) 2005 National Academy of Sciences, U.S.A.
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SMA5304: Biomedical Information Technology

Conserved links 
between different 
biological processesRegions group 

together clusters that 
share 15% overlap with 
at least one other 
cluster in the group 
and are all enriched for 
the same GO cellular 
process

Square box:
Network regions

Largest number 
of conserved 
clusters

Courtesy of National Academy of Sciences, U. S. A. Used with permission.
Source: Sharan, R., et al. " Conserved Patterns of Protein Interaction in Multiple Species."
PNAS 102, no. 6 (February 8, 2005): 1974-1979. Copyright (c) 2005 National Academy of Sciences, U.S.A.www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Conserved Network 
Regions

SMA5304: Biomedical Information Technology

Orange oval – Yeast
Green rectangle – Worm
Blue hexagon - Fly

Courtesy of National Academy of Sciences, U. S. A. Used with permission.
Source: Sharan, R., et al. " Conserved Patterns of Protein Interaction in
Multiple Species." PNAS 102, no. 6 (February 8, 2005): 1974-1979.
 Copyright (c) 2005 National Academy of Sciences, U.S.A.
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Prediction of Protein 
Functions

SMA5304: Biomedical Information Technology

Better than sequence-
based methods 
(accuracy is 37-53%)

Two-hybrid tests of predicted interactions 
yielded a success rate in the range of 40-52%

Courtesy of National Academy of Sciences, U. S. A. Used with permission.
Source: Sharan, R., et al. " Conserved Patterns of Protein Interaction in Multiple Species."
PNAS 102, no. 6 (February 8, 2005): 1974-1979. Copyright (c) 2005 National Academy of Sciences, U.S.A.
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Prediction of Proteins 
Interaction

SMA CSB Program

Prediction accuracy was highly significant

Courtesy of National Academy of Sciences, U. S. A. Used with permission.
Source: Sharan, R., et al. " Conserved Patterns of Protein Interaction in Multiple Species."
PNAS 102, no. 6 (February 8, 2005): 1974-1979. Copyright (c) 2005 National Academy of Sciences, U.S.A.
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Overview
T. Shlomi, D. Segal, E. Ruppin, and R. Sharan. QPath: A 
Method for Querying Pathways in a Protein-Protein 
Interaction Network. BMC Bioinformatics, 7(199), 2006.
B. Dost, T. Shlomi, N. Gupta et al. QNet: A Tool for Querying 

Protein Interaction Networks. In Proc. of ACM RECOMB, 
2007.
Y. Tian, R. C. McEachin, C. Santos et al. SAGA: A subgraph
matching tool for biological graphs. Bioinformatics, 2006. 
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QPath
Goal

Querying linear pathways within a given network
QPath

Searches for matching pathways composed of distinct
proteins that are similar to the query proteins in their 
sequence and interaction patterns
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Path Query Problem
Input

a target network, represented as an undirected 
weighted graph G(V,E) with a weight function on 
the edges w : E×E→R
a path query Q = (q1,…,qk).
Additionally, a scoring function H : Q×V is given. 
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Path Query Problem
Output

A set of best matching pathways P = (p1,…,pk) in G, 
where a good match is measured in two respects

Each node in the matched pathway and its 
corresponding node in the query are similar with 
respect to the given scoring function H.
The reliability of edges in the matched pathway 
is high
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Example of Alignment

SMA5304: Biomedical Information Technology

Image source: Figure 1b in Shlomi, T., et al. "QPath: A Method for Querying Pathways in a Protein-
protein Interaction Network." BMC Bioinformatics 7 (2006): 199.
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Evaluation of Pathway 
Queries

Queried the yeast network with the yeast 
filamentous growth MAPK cascade.

SMA5304: Biomedical Information Technology

Image source: Figure 6 (supplemental material) in Shlomi, T., et al. "QPath: A Method for Querying 
Pathways in a Protein-protein Interaction Network." BMC Bioinformatics 7 (2006): 199.
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Evaluation of QPath
Modified QPath algorithm is used to search the 
network for pathways that have high interaction 
scores

Limited to pathways consisting of 6 proteins
Allow for (up to 3) insertions and deletions.

Identified a set of 271 non-redundant pathways 
whose scores exceeded those of 99% of 
randomly chosen pathways
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Quality Assessment of 
the Pathways

Functional enrichment 
Representing the tendency of the pathway's 
proteins to have coherent GO functions

Expression coherency
measuring the similarity in expression profiles of 
the pathway's coding genes across different 
experimental conditions
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Functional Significance

SMA5304: Biomedical Information Technology

Source: Table 1 in Shlomi, T., et al. "QPath: A Method for Querying Pathways in a Protein-protein 
Interaction Network." BMC Bioinformatics 7 (2006): 199.
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Best Matching Pathways 
in Fly

SMA5304: Biomedical Information Technology

Source: Figure 3 in Shlomi, T., et al. "QPath: A Method for Querying Pathways in a Protein-protein 
Interaction Network." BMC Bioinformatics 7 (2006): 199.
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Is the Insertion and Deletion 
Flexibility Really Required?

SMA5304: Biomedical Information Technology

Most conserved paths 
between the yeast and 
the fly required more 
than one insertion and 
deletion 

Source: Figure 2 in Shlomi, T., et al. "QPath: A Method for Querying Pathways 
in a Protein-protein Interaction Network." BMC Bioinformatics 7 (2006): 199.
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Is the Insertion and Deletion 
Flexibility Really Required?

SMA5304: Biomedical Information Technology

Functionally enriched 
paths are strongly 
depended on Ins/Del

Source: Figure 2 in Shlomi, T., et al. "QPath: A Method for Querying Pathways 
in a Protein-protein Interaction Network." BMC Bioinformatics 7 (2006): 199.
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Functional Conservation
For 64% of the conserved paths, the 
matched paths in the fly network conserved 
one or more functions of the yeast query 
pathways
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Conclusions
Very young field!
Advanced computational methodology 

Scaling multiple network alignment
Association of network features with diseases
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Biomedical
Information
Technology

Welcome to the class
Information – the class web site
Who to contact 
The schedule and homework issues
Objectives and methodology
The information-driven scientific method
Ontologies and semantics for biomedical 
information
Term paper instructions
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Meet the staff

Biomedical
Information
Technology

Instructors:
Forbes Dewey MIT
Sourav Bhowmick NTU
Hanry Yu NUS

Teaching Assistants:
Huey Eng Chua NTU
Boon Soo Seah NTU
Baracah Yankama MIT
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Biomedical
Information
TechnologyThe Syllabus

Introduction (1 Week)
The course in outline
Term papers

Scope of Applications (1 Week)
Biological and medical data

Basic Technologies (4 Weeks)
Storing and querying biomedical data
Relational databases, querying methods
XML data

Ontologies (2 Weeks)
What they are and how they can be exploited

Biological Pathways(1.5 Week)
Quantitative descriptions of biology

Data Integration   (1.5 Weeks)
Discussion of several large integration projects

Student Presentations and Summary (2 Weeks) 
www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

144
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



© cfdewey 20082.771J   20.453J   HST.958J  SMA5304  Fall 2008

Biomedical
Information
Technology

The Syllabus
Introduction (1 Week)

The course in outline
Term papers

Scope of Applications (1 Week)
Biological and medical data

Basic Technologies (4 Weeks)
Storing and querying biomedical data
Relational databases, querying methods
XML data

Ontologies (2 Weeks)
What they are and how they can be exploited

Biological Pathways(1.5 Week)
Quantitative descriptions of biology

Data Integration   (1.5 Weeks)
Discussion of several large integration projects

Student Presentations and Summary (2 Weeks) 
www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

145
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



© cfdewey 20082.771J   20.453J   HST.958J  SMA5304  Fall 2008

Biomedical
Information
Technology

The Syllabus
Introduction (1 Week)

The course in outline
Term papers

Scope of Applications (1 Week)
Biological and medical data

Basic Technologies (4 Weeks)
Storing and querying biomedical data
Relational databases, querying methods
XML data

Ontologies (2 Weeks)
What they are and how they can be exploited

Biological Pathways(1.5 Week)
Quantitative descriptions of biology

Data Integration   (1.5 Weeks)
Discussion of several large integration projects

Student Presentations and Summary (2 Weeks) 
www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

146
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



© cfdewey 20082.771J   20.453J   HST.958J  SMA5304  Fall 2008

Biomedical
Information
Technology

Reading and Homework
Read the primary papers for each session before

the session.
Use the secondary papers and any other material you 

can find to expand you understanding and answer 
homework.

All homework is due at the beginning of the 
assigned class.  “We take no prisoners.” Primarily 
electronic submission.

Tutorials can be run from your own computers.

Download Cell Designer:     
http://www.celldesigner.org/
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Biomedical
Information
Technology

Original work
There are three forms of student creativity that are 

recorded in this class.  First, each student must show 
mastery of the materials in the homework problems. 
Second, we have tutorials in which each student should 
achieve a high level of competence.  We do not test this 
formally except to observe the ability of each student to 
perform the stated exercise.  Third, we have individual 
projects.  You must make sure that your original work and 
creativity are apparent in the final presentation.  Just 
reading from a review article is far short of our standard.  
In all three cases, If a student consults with others or 
uses published materials, this must be recorded and fairly 
described.  Plagiarism will not be tolerated.
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Biomedical
Information
Technology

Term paper instructions

Each student in the course is required to Each student in the course is required to 
present a term project that illustrates the use of present a term project that illustrates the use of 
the course material in a real information the course material in a real information 
technology case in biology or medicine.  The technology case in biology or medicine.  The 
actual content of the case can vary depending actual content of the case can vary depending 
upon the studentupon the student’’s interests and existing skills.  s interests and existing skills.  
Projects can range from general studies of a Projects can range from general studies of a 
class of problems class of problems and the recommendation of a the recommendation of a 
solution to a detailed implementation in running solution to a detailed implementation in running 
software. software. 
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Medicine is an information science 
and a healing art

Our objective is to create information 
systems that serve the development of 
biology and medicine.  In the end, we 
want to make this information available 
in human treatment of disease and the 
enhancement of life.  
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Active areas of modern biology

Biological discovery
How to knock out specific proteins
How to modify the genome
How to use stem cells appropriately

Mechanisms of cells, tissues and organs
Predictive molecular dependencies
Designable living biological constructs
Direct intervention in disease states

Genetically-aware personal healthcare
“What-if” scenarios for medical treatment
Personal genome for genetically-aware therapy
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Information technology in modern biology
Biological discovery

Queryable archives for high-throughput proteomics
Processing algorithms to understand data
Search for new relationships between known facts

Mechanisms of cells, tissues and organs
Predictive models for interactions between proteins
Predictive models for molecular ensembles
Toxicity and dose predictions in drug development

Genetically-aware personal healthcare
Predictive response to pharmeceuticals
Better control and prevention of chronic diseases 

(Alzheimer’s disease, obesity, AIDS, and diabetes)
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Objectives
Introduce the subject of bioinformatics

Demonstrate the current state of the art

Teach new methods to approach the field

Provide design experience through a project

Develop practical applications to biological and 

medical problems
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Methodology

Set the intellectual context

Define the scientific and engineering challenge

Design a solution

Implement the solution

Examine the consequences

The scientific methodThe scientific method
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Keys to biomedical computing standards
Semantics
Investigators can agree on meaning
Ontologies for standardizing meaning
Curation of ontologies – the LSID identifier
Schema
Share schema and concepts – Ontologies
Scaleability
The ability to scale to larger problems in the future
Standard tools
Common ontologies and schema for sharing data   

Reusable software!!!              
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Semantics and ontologies

Semantics:
The science of meanings . . 
for communication and interchange 
of scientific information

Ontology: 
A specification of a conceptualization

Tim Gruber, Stanford, circa 1993
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The big impediment . . . sematics

What does the word “sample” mean?
( Quiz:  “Football” = ? )

How can one establish meaning with certainty?
Use ontologies to define objects and concepts
How can meanings be compared and 

combined?
Use the Web Ontology language . . OWL

How can one create a “collisionless” schema?
Find a good example from a related field
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The biomedical information platform

Clinical
Complexity

Computational
Complexity

Biological
Complexity

Systems
Complexity
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Systems
Knowledge

Pathways & Models

Data 
Normalization

Experimental
Curated & Derived

Clinical
Applied

Use Cases
Drug Trials

Standards
Interoperability
Data Integrity

Curation

Platform
Knowledge

Representation

Interface
Semantic Web

Access & Query 
Creation & Sharing

The biomedical information platform
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The Syllabus
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Types and characteristics of biological and medical 
data

Distributed data systems 
The  life cycle of scientific data
Current challenges

Examples from liver fibrosis 
Gel Electrophoresis
Microarrays
FACS and other methods
Creating biological pathways
Designing new experiments
Integrating information from the literature

Scope of Applications (1 week: HY)
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Fluorescence Activated Cell Sorter (FACS)
(Flow cytometry)

Quantitative, multiple 
parameter analysis of large 
numbers of individual cells

Cell surface markers
Intracellular proteins
Ca++ mobilization 

12 colors and 15 
parameters
Sorting: 60,000 cell/second

Ref.: Jianmin Chen, MIT
Figure by MIT OpenCourseWare

Ultrasonic nozzle 
vibrator
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Deflection plates
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All you ever wanted to know about databases
• Relational model
• Database schema
• Query methods using SQL

Trees and graphs

XML
• Schema for XML relations
• Querying XML

Data integration without semantics

Integrating biomedical data (4 weeks: SSB)
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An example –
Fluorescence Activated Cell Sorting (FACS)

Illustrate the semantics issues

Give an example of how to express semantics

Show how XML can be used in the description
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FACS IOD
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FACS IOD (Expanded Portion)
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XML schema
<simpleType name="Beam_Splitter_Simple_Type">

<restriction base="dicom:Bd_64_Type">
<enumeration value="Mirror"/>
<enumeration value="Dichroic_Reflect_Low"/>
<enumeration value="Dichroic_Reflect_High"/>
<enumeration value="Block_All"/>
<enumeration value="Other"/>

</restriction>
</simpleType>
<!--xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx-->
<complexType name="Beam_Splitter_Type">

<sequence>
<element name="Beam_Splitter" type="filters:Beam_Splitter_Simple_Type"/>
<element name="Low_Cut_Off_1" type="filters:Wavelength_Type" minOccurs="0"/>
<element name="High_Cut_Off_1" type="filters:Wavelength_Type" minOccurs="0"/>
<element name="Low_Cut_Off_2" type="filters:Wavelength_Type" minOccurs="0"/>
<element name="High_Cut_Off_2" type="filters:Wavelength_Type" minOccurs="0"/>
<element name="Low_Cut_Off_3" type="filters:Wavelength_Type" minOccurs="0"/>
<element name="High_Cut_Off_3" type="filters:Wavelength_Type" minOccurs="0"/>
<element name="Description" type="dicom:Bd_64_Type" minOccurs="0"/>
<element name="Item_General_Info" type="item:Item_General_Info_Type" minOccurs="0"/>

</sequence>
<attribute name="Prefix" type="units:Prefixes_Type" fixed="nano"/>
<attribute name="Unit" type="units:Si_Unit_Name_Type" fixed="meter"/>

</complexType>
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Definition and application of ontologies
• Standards (OWL, RDF)
• Examples and usage
• Unique identifiers (LSID)

Database approach to ontology storage 

Querying ontologies with SPARQL
• Integrating ontologies and XML query processing
• Role of ontologies in systems biology

Creating relational databases from ontologies
• OWLdb
• Ontology-based querying

Ontologies in Biology (2 Weeks: SSB & CFD)
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RDF – a step beyond XML

• Lexical triples

• Can be used to describe       
relationships

• Used to express the data  in 
an OWL repository

• XML used to transmit 
information stored in an OWL 
repository

es: W3C
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Modeling and computing biological pathways
• SBML, CellML, MML
• Cell Designer
• Cytosolve

Biological pathway databases

Molecular network comparisons

Biological pathways (2 weeks: CFD & SSB)
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The CytoSolve computational network

Composite Model
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SWAN
• An advanced architecture for sharing data
• Application to Alzheimer disease
• Generalization 
• Workflow and useability

Building a distributed biological pathway system

Biological and medical data integration
(1 week: TC & CFD)
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Predicting drug efficacy by modeling
• Current technology
• Future technology
• Ecamples

Revolutionizing the drug discovery pipeline
• New paradigms
• New challenges with multiple drugs
• Integration issues and opportunities

Grand Challenges (1 week: CFD)
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A new paradigm in drug toxicity and efficacyA new paradigm in drug toxicity and efficacy

Modeling as the preclinical accelerator 

In Vitro

Animal

Human

Cross Prediction

Cross Prediction

Cross Prediction

Imaging Data 
In vitro
Animal
Human

X
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Computational and Systems Biology
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Abstract 
The bio-ontology community falls into two camps: first we have biology domain experts, who 
actually hold the knowledge we wish to capture in ontologies; second, we have ontology specialists, 
who hold knowledge about techniques and best practice on ontology development. In the bio
ontology domain, these two camps have often come into conflict, especially where pragmatism 
comes into conflict with perceived best practice. One of these areas is the insistence of computer 
scientists on a well-defined semantic basis for the Knowledge Representation language being used. 
In this article, we will first describe why this community is so insistent. Second, we will illustrate 
this by examining the semantics of the Web   Ontology Language and the semantics placed on the 
Directed Acyclic Graph  as used by the Gene Ontology. Finally we will reconcile the two 
representations, including the broader Open Biomedical Ontologies format. The ability to 
exchange between the two representations means that we can capitalise on the features of both 
languages. Such utility can only arise by the understanding of the semantics of the languages being 
used. By this illustration of the usefulness of a clear, well-defined language semantics, we wish to 
promote a wider understanding of the computer science perspective amongst potential users 
within the biological community. 

1 Background 
In this paper, we explain the role of a Knowledge Repre
sentation (KR) language's semantics. To illustrate the util
ity of language semantics we will use it to explore the 
reconciliation of the representations used for the Gene 
Ontology (GO) [1] and that used for the ontologies repre
sented in the W3C recommendation Web Ontology Lan
guage (OWL [2]). A language's semantics is often a great 
concern to computer scientists, a concern that is some

times lost on biologists. The goal of this paper is, there
fore, to explain the role of language semantics to a 
community outside computer science (this albeit anecdo
tal evidence is built up over many years of teaching and 
tutorials in this domain between the two disciplines). In 
the text of this document Boldface font is used to refer to 
objects and logical keywords within an ontology and Ital
ics Boldface font for terms that have a definition available 
in the glossary (see Additional file 1). 
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Different knowledge representation languages provide dif
ferent means to make statements about the knowledge to 
be captured in different ways. The semantics of these lan
guages tell both humans and computers how to interpret 
statements made in those languages. Different languages 
have varying expressivity and computational properties, 
hence the corresponding tools can offer different querying 
and reasoning mechanisms; consequently there is often a 
need to exchange between languages to take advantage of 
their characteristics. For example, the Web Ontology Lan
guage OWL-DL [3] comes with rather high expressivity 
and some powerful reasoning services. As a consequence, 
we can annotate data using terms (and expressions built 
from these terms) whose meaning is defined in some 
OWL-DL knowledge base, usually called an "ontology", 
and then use a software application called a reasoner to 
query that data. The reasoner will take into account the 
definitions of the terms when answering queries, thereby 
providing flexible access to that data. When translating a 
knowledge base from one language to another, we have to 
make sure that the knowledge captured in statements in 
one language is changed as little as possible when trans
forming them into statements in another language. 
Hence, the semantics of one language needs to be recon
ciled with the semantics of the other. 

The GO has become the de facto standard for describing 
the principal attributes (the molecular function, biologi
cal process, and cellular component) of knowledge about 
gene products across many databases [1,4]. It succeeds in 
the major aim of an ontology in providing a common, 
shared understanding of the concepts used to describe 
those attributes–for humans. It does this by providing 
terms used to label those concepts as well as natural lan
guage definitions of those terms. 

GO is part of an umbrella project that encompasses many 
other bio-ontologies called Open Biomedical Ontologies 
(OBO [5]). GO uses a knowledge representation language 
developed in-house–based on the Directed Acyclic Graph 
(DAG) [4]. The DAG is a common-place representation 
across computer science and other disciplines. What the 
edges and nodes in the DAG mean, their semantics, is 
determined by the specific user community. In some 
graphs, for example, a node represents a railway station, 
an atom, etc. As we will see in Section 4 there is a particular 
meaning to the edges and nodes used in representing GO, 
which have been determined by the GO Consortium. The 
GO's DAG is encoded using a syntax also developed by 
this group. The DAG has the tremendous advantage of 
simplicity and this has been a factor in enabling the Gene 
Ontology to develop to its current pre-dominant status 
[6]. 

http://www.biomedcentral.com/1471-2105/8/57 

GO's DAG is available in different formats, including 
MySQL tables, XML and OWL [7]. The most commonly 
used format is, however, the OBO file format, which is 
shared by most of the other OBO bio-ontologies [8]. 

The OBO file format not only enforces the syntax the OBO 
files should have, it also provides a set of elements that 
can be used to define semantics such as domain, range, 
is_symmetric, is_cyclic, is_transitive, etc. GO's DAG can 
be represented in the OBO file format, making use of a 
subset from all the possible elements available. Other bio
ontologies make use of other elements, and all those bio
ontologies (GO and other OBO bio-ontologies) are com
pliant with the OBO file format. 

The OBO site states that submitted ontologies can be pre
sented in the OBO file format (including GO's DAG) or in 
OWL. Being a collection of bio-ontologies, it would be 
useful to be able to translate ontologies between the two 
formats. Indeed, this has already been attempted in both 
the current version of DAG-Edit [9] and its successor, 
OBO-Edit [10], the COBrA ontology editor [11] and as an 
initial step in the Gene Ontology Next Generation 
(GONG) project [12,13]. 

The primary purpose in this paper is not to present a trans
lation of the DAG and OBO formats into OWL, but to 
show how such a translation is achieved. Such translation 
has already been done by the Gene Ontology consortium 
themselves [14]. We use the case study here as an illustra
tion of the use of a language's semantics to achieve the 
translation and in doing so show how a strict semantics is 
very important. In doing this, in Section 2 we explain why 
computer scientists, in particular, like to have a well-
defined semantics in their knowledge representation lan
guages. In Sections 3 and 4 we outline the semantics of 
GO's DAG representation and that of OWL. In Section 5, 
we attempt to reconcile the two representations. Section 7 
describes the implementation of this translation. 

2 Why do computer scientists care so much 
about semantics? 

ge representation community within compu
as the aim of representing knowledge in a 

understandable by humans and one that is 
ally amenable. Computers, of course, do not 

me facility to "understand" knowledge cap
ntology as do the human users of that ontol
mputer, the term labeling a concept is not 

ible. For illustration (see Figure 1) we will use 
y simplistic ontology that is by no means bio
his article a toy example is able to convey the 
antics more easily than a "true" biological 

at would obscure the message. Taking the 
igure 1, a human might read the information 
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An example toy ontology of Person

BMC Bioinformatics 2007, 8:57 

in this representation as saying that 
son is either a Man or a Woman, but 
time"(at least not in this view of the 

"an instance of Per
not both at the same 
world!). In contrast, 

a computer might not have such an understanding. A 
human brings their world experience and their under
standing of terms such as "man" and "woman" to under
standing the representation–something a computer does 
not do. 

The need to capture knowledge with high-fidelity and 
interpret it unambiguously is enabled by having a repre
sentation language with well-defined semantics. In the 
same way that a C programming language compiler must 
unambiguously "understand" what each of the language 
components means in terms of constructing a programme 
that runs on a particular machine, so must a computer 
understand what each of the statements in the description 
of some knowledge represents. This is not the deeper mean
ing of the software (such as typesetting this document 
according to standard publishing principles) or what, for 
instance, an ontology is stating about biology. What is 
unambiguously interpreted is the relationship between 
the symbols being used. The (computer's) "understand
ing" is determined by the semantics of the language–be it 
a programming language or a knowledge representation 
language. As we will see below, just as a compiler needs to 
know exactly what a particular programming construct 
means, though not the intention of the programmer, a 
computer needs to be able to interpret what the "circles 
and arrows" mean in Figure 1. 

Figure 1 shows, on its right hand side, a simple ontology 
of Person, with two child classes of Man and Woman. As 
human users we understand, or believe we understand, 
what is being represented in such an ontology; "there are 
two kinds of Person, namely Man and Woman". We can, 
however, ask several supplementary questions about this 
ontology: 

Figure 1 
An example toy ontology of Person. The ontology takes a 
very simplified view of biological reproduction, for the sake 
of clarity. 
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• Are all instances of Man also instances of Person? 

• Are Man and Woman the only kinds of Person that 
exist? 

• Is it possible for an instance of Person to be both a Man 
and a Woman? 

Now consider the left part of Figure 1 where we say that a 
Person has Gonads and that a Man has Testis. Again, we 
might ask ourselves several additional questions: 

• How many Testis does a Man have? 

• Can a Man only have Testis or may he have other parts? 

• Does having a Testis make an instance of Person a Man? 

• Are Testis the only gonads a Man can have? 

• Do all Man have Testis? 

• Are all Testis parts of Man? 

• May I say anything more about the parts that a Man has? 

Again, as human users of the ontology shown in Figure 1, 
we may understand, deduce, guess, or know the answers 
to these questions, or we may not; it is certain, however, 
that the computer will not do so. It is in the semantics of 
the knowledge representation language that the answers 
to such questions can be couched. It is part of the seman
tics of a language that says whether two children of a con
cept are overlapping, that is, is it possible for an instance 
of Person to be both a Man and a Woman. For a computer 
to know both the answer to this and that the only possible 
kinds of Person are Man and Woman, this has to either 
follow from the semantics of "is-a arrows" of our formal
ism, or it would have to be explicitly stated. Remember 
that the labels are just symbols; the computer does not 
understand those symbols, but the semantics of the lan
guage specifies, for instance, that we have symbols for 
class names (such as Man and Testis), that we have sym
bols for property names (such as has-part), and that the 
has-part-labelled arrow from Man to Testis means that 
each instance of the class called Man is has-part-related to 
at least one instance of the class called Testis. 

Returning to human users, the semantics of a program
ming language tells us how a computer will interpret our 

nables us to write software that does 
o. Similarly, the semantics of a knowl
 language tells us how a computer, a 
r human should understand the state-
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ments in our knowledge base–and a precise semantics 
tells us this in an unambiguous way. 

The semantics might enable a human to interpret a state
ment as "each and every Man has at least one Testis", as 
there is no other interpretation possible; he or she can also 
bring their world knowledge to decide whether this is 
true. A user might believe they understand what is repre
sented in the ontology shown in Figure 1, but dangerous 
assumptions might be made when doing so and this is 
where ambiguity can occur. If the knowledge representa
tion language has a precise semantics, then the knowledge 
captured in the ontology expressed in that language can 
be decoded with precision; that is, we can interpret exactly 
what each statement in a language means. Precision is 
vital for humans since it enables them to agree on the 
meaning of a statement, and for the design of software to 
take into account a knowledge base since it enables the 
comparison of what the software actually does with what 
it is supposed to do according to the semantics of the under
lying knowledge representation language. For example, a 
precise semantics allows us to make statements about the 
soundness and completeness of a query answering tool: 
does it retrieve all and only those answers that should be 
retrieved according to the semantics? This can mean, how
ever, that we need to make an effort to understand the 
semantics [15]. 

3 OWL 
OWL-DL [3] is an ontology language based on description 
logics (DLs), which are a family of logic-based knowledge 
representation formalisms describing "objects", "classes" 
and the "relationships" between them [16]. Most DLs are 
fragments of standard first order logic. Originally, they 
were designed to give a unified logical basis to various 
well-known traditions of knowledge representation like 
frame-based systems and semantic networks [17]; they 
have found various applications in conceptual modelling 
and as a logical underpinning of ontology languages [16]. 
OWL-DL is based on an expressive DL, i. e., it provides a 
wealth of constructors to describe complex class expres
sions from atomic classes and relationships. In this sec
tion, we will only use a small portion of OWL-DL's 
expressiveness to highlight its core features. 

The semantics of OWL-DL is best understood when talk
ing about "objects" that are "instances" of "classes", and 
that are related to other objects via "relations". 

An object can be an instance of a class, and a class can be 
a sub-class of another class. For example, the object Rob
ert is an instance of the class Man which, in turn, is a sub
class of Person. The meaning of the sub-class relationship 
is that all instances of the sub-class, Man, are also 
instances of its super class(es), Person. In OWL-DL, to 
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describe a class, we can describe it in terms of other classes 
(e.g., saying that Man are "Person and not Woman") and 
of properties of its instances. 

In Section 2, we have informally described an ontology 
with classes Man, Woman, Person, and others. In this sec
tion, we will formalize some of these classes in OWL-DL. 
We start by fixing the relationship between these three 
classes. First, we declare that Man and Woman are "dis
joint"; that is, it is not possible for an object to be an 
instance of both classes; this is expressed in the first state
ment of Figure 2. Similarly, we have to decide whether it 
is possible for an instance of Person to be neither an 
instance of Woman nor of Man. Assuming that this is not 
the case, we add the second statement of Figure 2. 
Together, these four statements imply that every person is 
either a man or a woman, but not both. 

Next, we make use of OWL-DL's ability to describe a class 
by describing its superclasses and how its instances are 
related to other objects. For example, the definition of the 
class Man in Figure 2 states that an instance of Man is a 
(instance of) Person which has an instance of Testis 
related to it via the has-part property. As this statement 
only says something about the existence of a relationship 
to another object, it is called an "existential" restriction– 
which is expressed in OWL-DL using the someValues-
From keyword. This asserts only that an instance of Man 
might have several parts that are testis, and other parts, as 
well–which is why we use the "amongst other things" in the 
paraphrase. For example, we have left it open in our 
description of Man whether a Man has ovaries, and so, 
with respect to the above definition of Man, a Man may or 
may not have ovaries. Additionally, to make this more 
precise, OWL-DL also allows "universal" restrictions to be 
made: e.g., in the definition of Woman, we say that an 
instance of Woman is related via the relation has-part only 
to instances of the complement of Testis, i.e., no part of a 
woman can be an instance of Testis. This is expressed 
using the allValuesFrom keyword and complementOf, 
another expressive means which corresponds to logical 
negation. 

In the definitions of the classes Man and Woman, we have 
used the keyword complete to indicate that the following 
expressions provide necessary and sufficient conditions 
for an object to be an instance of this class. That is, if we 
know that Robert is a Man, we also know that he has a 
part that is a testis and, if we find a person that has a part 
which is a testis, then this person is an instance of Man. 
This gives rise to the use of the "any" in the paraphrasing 
used in Figure 2. Replacing complete with partial means 
that only the first conclusion can be drawn. For example, 
Figure 3 contains a partial definition of Eunuch as those 
Persons that do not have Testis; so every Eunuch has no 
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Figure 2 
Man and Woman in OWL. Description and paraphrase provided. 

parts which are Testis, but not everyone with no Testis is 
a Eunuch. 

In all of these examples, we have only stated restrictions 
concerning Man and Woman and the objects to which 
they are related by the has-part relation. We have not 
restricted any other relationships we might choose to 
describe, such as has-mother, nor have we said anything 
about instances of Testis apart from the fact that they can 
be parts of a Man. After all, other species' male instances 
also have Testis, i.e., according to our ontology so far, an 
instance of Testis can be part of other objects or of noth
ing at all. 

In order to avoid such "homeless" testis, we can add a 
restriction which states that an instance of Testis is a part 
of a male animal. For this to have the desired effect, we 
also need to state that has-part is indeed the inverse of the 
relation part-of. Both statements are found in Figure 4. 

Due to its description logic underpinning, OWL-DL 
ontologies can be submitted to a DL reasoner which pro
vides reasoning services. Most importantly, a reasoner can 
decide the consistency of each class defined in the ontol
ogy and it can compute the implicit class hierarchy. For 
example, given the statements made so far, the reasoner 
infers that a Eunuch is, in fact, a subclass of Woman. This 
seems a little counter-intuitive, so we might also assert 
that a Eunuch is a subclass of Man. The reasoner will then 
tell us that Eunuch is inconsistent: there can be no 
instances of it. In this case, it is probably our definition of 
Man that is a poor model of reality. The inconsistency of 
the Eunuch forces us to re-examine this model. The pre
cise and explicit nature of models in OWL-DL allows us to 
check the knowledge we have captured as OWL-DL state
ments and have them to be interpreted correctly. 

For a complete description of OWL-DL, we refer the reader 
elsewhere [3]. Here, we have only used a small part of 
OWL-DL's expressiveness. In addition to using a relation 

in both directions (e.g., we have used the inverse direction 
of has-part via part-of), OWL-DL also enables us to state 
that a relation such as part-of is transitive (e.g., making a 
SemiNiferousTubule part of a Testis also makes it part of 
a Man) and to restrict the number of objects to which an 
instance of a class is related by a specific relationship (e.g., 
restricting the number of gonads a Person has to 2). It 
should be enough, however, to indicate that the well-
defined semantics of OWL-DL enables both the author 
and a computer to "understand" precisely what has been 
stated, and enable software such as a reasoner to deduce 
implicit knowledge from such representations [18,19]. 

4 GO and DAG 
The aim of this section is to elucidate the semantics of 
GO's encoding and not to examine the correctness of the 
biology captured in that encoding, which has been done 
elsewhere [20]. There is need, however, to sometimes look 
at the biology in order to understand the encoding. In 
contrast to OWL, the semantics of the representation used 
by the GO is not based on a logical formalism. Our under
standing of the GO DAG's semantics comes from its 
description in English [21], from consultation with mem
bers of the Gene Ontology Consortium, and from infer
ences made from the ontology itself. 

The GO is formalised as a Directed Acyclic Graph (DAG); 
see Figure 5 for an example of a DAG. More precisely, a 
"directed graph" is a structure with "nodes" and "edges", 
the latter being ordered pairs of nodes. In our case, both 
nodes and edges are "labelled": nodes with the term 
denoting the class they stand for, and edges with the kind 
of relationship that relates the corresponding classes. In 
GO's DAG, edge labels are restricted to is-a and part-of. 
Such a graph is acyclic, i.e., a DAG, if there is no path via 
edges that relates a node with itself–regardless of the 
edge's label, but using them only in a "forward" way. The 
graph in Figure 5 is a DAG, for example. In GO, the term 
labelling a node refers to this node and all of its children 
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Figure 3 
Eunuch in OWL. Description and paraphrase provided. 

In addition to this structured knowledge, the GO DAG 
contains additional information within nodes: a specific 
GO identifier for each node, as well as "exact", "broad", 
"narrow" and "related" synonyms for the term labelling a 
node, and possibly a definition of the meaning of the 
term. The latter are given in natural language, i.e., they are 
free text descriptions that "define" what a term means. As 
a consequence, they may come with all the ambiguities of 
natural language, and we can sometimes not distinguish, 
for example, between a necessary condition and one that 
is necessary and sufficient. GO definitions are used by 
annotators and GO curators alike when using GO, and are 
not intended to be used by an automated reasoning tool 
to draw new inferences. The format for the GO DAG also 
allows for some provenance information, such as author, 
source, etc. but this detail is beyond the scope of this arti
cle, where the emphasis is on the main ontological com
ponents of the representation. 

Next, we discuss what kind of statements can be made in 
GO's DAG representation. Firstly, GO uses two relation
ships, is-a and part-of. Figure 5 shows an example of a GO 
DAG with both kinds of relationships. The is-a relation
ship points from a child (more specialised) to a parent 
(more generalised) term [21]. We note that, if a parent has 
more than one child, there is no way to distinguish 
between possibly overlapping (e.g., Carnivores and Mam
mal) and disjoint (e.g., Man and Woman) classes [21]. 
When interpreting the GO documentation, care should be 
taken because the part-of relationship, in GO's usage, 
talks about parts and parents, not parts and wholes, as is 
ontologically conventional [22]. In Figure 5, we can see 
what some [13,23] have called "orphan" nodes, i.e., a 
node that is part-of another node, but is not a kind of any 
node. Conventionally, this would be a child with no par
ent, i.e., an orphan, and the GO curators are undertaking 
an effort to remove such orphans since they indicate an 

imprecise modeling (personal communication with Ame
lia Ireland from the Gene Ontology Consortium). 

There are (at least) four readings of a part-of relationship 
in GO's DAG [21]. Considering the part-of edge from a 
node labelled P to a node labelled W, we have the follow
ing possibilities: 

1. The part-of relationship makes no assumption of the 
existence of the relationship between the nodes in either 
direction. Any P may or may not be part of a W and any 
W may or may not have a part that is a P. An example is 
Person and Testis. Note that this need not contradict the 
directed nature of the arcs. The part-of is directed, but 
these semantics tell us how it is to be interpreted, particu
larly with respect to whether such a relationship exists or 
not. 

2. Wherever a P exists, it is as part of a W, e.g., Nucleus and 
Cell. 

3. Wherever a W exists, it has a part that is a P, e.g., Avian-
RedBloodCell and Nucleus. 

4. Wherever a P exists, it is a part of a W and wherever a W 
exists, it has a part that is a P. This reading is simply the 
conjunction of readings 2 and 3. An example of this is 
NuclearMembrane and Nucleus. 

In the GO documentation [21] the "true path rule" states 
that "the pathway from a child term all the way up to its 
top-level parent(s) must always be true". This should be 
true for both kinds of relationship in GO. For the is-a rela
tionship, this means that an individual labelled as Man 
could also legitimately be labelled as Person or Animal. 
So, a gene product labelled as a photoreceptor activity is 
also a kind of signal transducer activity and finally, a 

Figure 4 
Testis in OWL. Description and paraphrase provided. 
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Figure 5 
A Gene Ontology Directed Acyclic Graph (DAG). The DAG has both is-a and part-of relationships. 

molecular function. Thus, the "true path rule", when 
working along is-a relationships implies that we read 
these relationships in a monotonic way, i.e., every instance 
of a class is also an instance of its superclasses, without 
exceptions. 

For the part-of relationship, this has several implications. 
Firstly, it means that this relation is assumed to be transi
tive, e.g., if a gene is part of a nucleus which, in turn, is part 
of a cell, then this gene is part of this cell. This assumption 
is widely accepted [24]. Secondly, this means that we have 
to choose one of the readings 2 or 4 mentioned above. 
The GO editing style guide mentions that the majority of 
part-of links in GO conform to reading 2; readings 1 and 
3 are not used as they would violate the true path rule in 
GO [21]. 

If we restrict our attention to reading 2, then it is not dif
ficult to verify that the true path rule is even correct when 
we combine both kinds of relationship in one path: a path 

using both is-a and part-of becomes indeed part-of. The 
GO DAG editing style guide warns explicitly against 
employing a reading different from the second one since 
such an "abuse" might yield unwanted consequences via 
the true path rule, and suggests that the best strategy is to 
re-structure GO with new nodes and relationships so that 
only reading 2 is employed and the true path rule can be 
employed correctly. As a consequence, while we might 
have stated that a Testis is part of Man, we cannot say any
thing about a Man having part Testis since this would 
involve reading 3. 

5 Reconciling the two representations 
In this section we reconcile the semantics of OWL-DL and 
GO's DAG: we analyse how one can be translated to the 
other and where, in that process, there could be problems. 
To perform such a translation it is necessary to understand 
the semantics of source and target languages and the aim 
is, of course, to say the same in each representation. 
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We start by assessing a technical issue that does not affect 
the semantics, but is important: naming conventions. 
OWL-DL has got its own naming conventions: non alpha
numeric characters or white spaces are not allowed in the 
names of the classes, only underscores and alpha-numeric 
characters. This presents a problem since many GO term 
names include non-alphanumeric characters. A solution 
to this problem is to translate any non-alphanumeric 
character into a string that spells out the disallowed: for 
example (-)-borneol dehydrogenase activity in GO 
would become 
PAR_MINUS_PAR_MINUS_borneol_dehydrogenase_ac 
tivity in OWL. There is a choice to be made as to whether 
the term or GO identifier become the class label. The id is 
the primary identifier (GO:0047503), but the term is the 
more readable. Whatever the decision, one can be repre
sented using the class label and one using an assertion on 
an "annotation property": in OWL-DL, we can declare a 
property to be an annotation property, and then use such 
a property to attach information to classes–without them 
being taken into account by an OWL-DL reasoner. That is, 
assertions on annotation properties act as comments from 
a DL point of view, yet they can be displayed to the biolo
gist as a piece of information on this class–just as in GO. 
The most suitable annotation property for labelling a term 
with its id is rdfs:label, which is already included in OWL. 

We cannot translate the natural language definitions asso
ciated with a term into OWL-DL axioms. These definitions 
might be expressible in OWL, yet we cannot automatically 
generate the correct OWL-DL expressions from a piece of 
English text. We can, however, capture them using 
another assertion on an annotation property. 

We can capture the synonyms and other alternative labels 
given for a term in a variety of ways: 

1. As assertions on an annotation property; 

2. Using equivalence, subclass and superclass axioms; 

3. A mixture of approaches one and two. 

In the first approach, we can use a series of annotation 
properties such as exact synonym, broad synonym, nar
row synonym and related synonym. 

In the second approach, if S1,...,Sn are the exact synonyms 
given for a term T, then we translate this into an equiva
lence axiom EquivalentClasses(T S1...Sn). Thus, each 
instance of Si is also an instance of T and each Sj and, vice 
versa, each instance of T is also an instance of each Si. 

In OWL-DL, an equivalence axiom Equivalent 
Classes(T S) means that the classes T, S involved have 
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the same extent of instances. It can further be argued that 
they are therefore the same class. If the synonyms are 
exact, this is logically correct, though the ontologist might 
be presented with a plethora of classes in the user inter
face. It can be argued, however, that for the user this is 
simply a presentational issue, and that the user interface 
should collapse equivalent classes. Some methodologies, 
such as [25], suggest that a minimal number of classes 
should be used in an ontology. Use of equivalent classes 
does not break such an edict if we interpret classes with 
the same extent of objects as the same class (which is, after 
all, what is being said). It should be remembered, as is the 
message all through this article, that the reader should be 
wary of conflating presentation and the real semantics of 
a statement. Just as assumptions can be made about the 
presentation in Figure 1, so can assumptions be made 
about syntax showing "multiple" classes in an OWL-DL 
file. 

A more significant argument is that this solution conflates 
a class level argument with a lexical argument. It should 
be remembered that labels on classes can change, while 
the class itself is unaltered. One only has to think, for 
instance, of the different French, German and English 
words for Leg that all refer to the same class of instances. 
Also, the equivalence axiom approach breaks when the 
synonyms are not exact synonyms. It could then be argued 
that the synonym labels should not be used, but one of 
narrow, broad or related. Hence the equivalence axiom 
solution is slightly sub-optimal since we would have pre
ferred to have only a single class and more than one name 
for it, yet this would have required some expressiveness 
not (yet) available in OWL-DL, and the second approach 
has largely the same effect. In a similar manner to the 
equivalence axiom, if we have an alternative name S that 
is "broader than" a term T, then we add a statement Sub 
classOf(T S), and if we have an alternative name S that 
is "narrower than" a term T, then we add a statement 
SubclassOf(S T). 

Please note that the second approach does not take into 
account related class labels which are not either exact, nar
row nor broad, like virulence and pathogenesis. In this 
case, we can only suggest to use the first approach. In 
approach two, we cannot completely translate all class 
labels in an OWL-DL form, because the related-to tag has 
no reasonable representation as either subclass axiom or 
restriction upon a class, so we would have to use approach 
three, with a mixture of logical axioms and one assertion 
on an annotation property. 

The use of the extra equivalence and subclass axioms has 
a logical argument and can be useful. When a reasoner is 
applied to such a translation, inconsistencies can be 
found. If the translator, however, feels that this approach 
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mixes lexical and logical issues then only approach 1, 
using only assertions on annotation properties is the most 
valid approach. 

Next, the DAG is-a relationship translates directly into 
OWL's sub-class relationship since they have the same 
semantics, i.e., every instance of a class is also an instance 
of each of its superclasses. 

We can assume that subclasses in the DAG representation, 
like OWL subclasses, overlap by default, i.e., if C1 and C2 
are subclasses of the same superclass, then we cannot 
exclude that there exists an object that is an instance of 
both C1 and C2. This will capture most of the biology in 
GO correctly. However, we might want to examine the GO 
and check, for each pair of subclasses, whether we cannot 
provide more information. For example, we should ask 
ourselves whether it is possible for an individual molecu
lar function to be both function-x and function-y at the 
same time. If this is not the case, then we should make this 
knowledge explicit in the OWL ontology through the 
axiom DisjointClasses(function-x function-y). 

In a similar manual step, we should add covering con
straints where appropriate. A covering axiom means that, 
if an object is a member of a class, then it must be a mem
ber of one of the classes that it is asserted to "cover". That 
is, if Person covers Man and Woman, then any object that 
is a Person must be either a member of Man or a member 
of Woman, but it is possible not to have enough informa
tion to know to which of these classes that object belongs. 
For a biological example, if Enzyme activity covers all the 
enzyme functions, then an enzyme activity must be one of 
those activities; a new enzyme activity would be inconsist
ent with the ontology. The GO DAG representation does 
not allow such axioms and we believe that biologists 
would not use them widely even if it were possible 
because such axioms would require more knowledge than 
is usually available. An assumption of no covering is, 
therefore, not unreasonable. 

Since the GO DAG does not capture disjointness or cover
ing constraints, its inclusion is a matter of capturing bio
logical knowledge, and there is no way of simply 
automating knowledge of disjointness. An automatic 
translation is possible if it is assumed that there is no "cov
ering" and all sibling classes can possibly overlap. 

5.1 Capturing the GO DAG part-of in OWL 
OWL-DL provides a language that allows us to use as 
many properties as we want, and we can constrain their 
interpretation in a number of ways using existential, uni
versal, or cardinality restrictions, and we can make state
ments about them such as one property being implied by 
another one or that a property is transitive. In Section 4, 

http://www.biomedcentral.com/1471-2105/8/57 

we have discussed four possible readings of the GO DAG's 
part-of links, and we show here how these different inter
pretations can be captured via translations to OWL-DL 
axioms. The advantage here is that, rather than using a sin
gle construct which may be read in a number of different 
ways, OWL-DL allows us to distinguish between these dif
ferent readings. We can then use different readings of the 
part-of relationship (e.g., those discussed in Section 4), 
without any danger of confusion. In the following exam
ples, we consider how we capture the particular semantics 
of the assertion P part-of W. 

Reading 1 does not impose any restrictions on an 
instance of P or W as they only deal with the potential for 
the relationship. If one insists, one can translate this read
ing into an OWL-DL axiom 

SubClassOf (P UnionOf ((restriction(part-of 
someValuesFrom W)) 

ComplementOf (restriction(part-of someVal 
uesFrom W))), 

yet this statement does not impose any constraints: 
indeed, it is equivalent to saying that P is a subclass of 
OWL:thing or saying nothing. In contrast, impossibili
ties do impose constraints, and we can express them in 
OWL-DL: to express that a P can never be part of a W, we 
can add the OWL-DL axiom 

SubClassOf (P ComplementOf (restriction(part
ofallValuesFromW))) 

Reading 2 Whenever a P exists, it is part of a W. This can 
be represented through the following axiom: 

SubClassOf(P restriction(part-of someValues 
From W)), 

stating that, for each and every instance of P, there must be 
an instance of W of which it is a part. For example, every 
instance of SemiNiferousTubule is a part of an instance of 
Testis. 

Reading 3 Whenever a W exists, it has some P as a part. 
This can be represented through the following axiom: 

SubClassOf (W restriction(has-part someVal 
uesFrom P)), 

provided that we have declared that the property has-part 
is the inverse of part-of, as in Figure 4 (many description 
logics allow the definition and use of inverse relation
ships; in OWL there is no inverse property operator for use 
in expressions, but we can introduce and define properties 
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as inverses). Inverse properties are interpreted as one 
would expect: two individuals a and b are related via a 
property P if and only if b and a are related via the inverse 
of P. For example, we can use such an axiom to state that 
every instance of Testis has a part that is an instance of 
SemiNiferousTubule. Please note that this statement and 
the one given as an example for the third reading are inde
pendent in the sense that they do not imply each other. 

Reading 4 This is simply a conjunction of 2 and 3, and we 
can thus encode it by including both axioms introduced 
above. 

As mentioned before, GO employs reading 2 for part-of 
links. Hence we translate each such link into the corre
sponding OWL statement. Additionally, we can then 
manually add more statements, e.g., in cases where our 
biology tells us that reading 4 would be more precise. 
These various semantics for the part-of relationship used 
in the GO DAG pre-date the OBO relationships described 
below in Section 6. In the OBO relationships, as we shall 
see, the semantics are more strictly defined and the trans
lation to an existential property on a class, as in interpre
tation above, is clear. 

Recall that, in GO, orphan nodes are those that do not 
have any outgoing is-a link. In OWL-DL, the correspond
ing classes do not cause any problems since they will be 
automatically placed in the class hierarchy under the most 
general class called OWL:thing. There are, therefore, no 
orphan nodes in an OWL-DL ontology and any modelling 
that makes any biological assertions to overcome placing 
subclass axioms to OWL:thing must be part of a process 
independent of the translation of representation. 

That completes our discussion of the translation of GO's 
DAG into OWL-DL. We can see, therefore, that it is possi
ble to represent what is captured in the GO in OWL-DL 
with making only two assumptions, both of which are rea
sonable. The OWL-DL representation will capture the 
same knowledge as the GO DAG. In addition, we can even 
distinguish between the uses of readings two and four in 
the part-of relationship in GO. 

5.2 Translating OWL-DL back into DAG 
As we have observed above, the DAG's is-a relationship 
and the subclass relationship in an OWL-DL ontology 
have the same reading. Hence we can take an OWL-DL 
representation of a DAG ontology, ask a reasoner such as 
FaCT++, Pellet or Racer [26-28] to infer all subclass rela
tionships, and then translate the resulting class hierarchy 
back into DAG format. To be more precise, for each class 
name A, we first ask the reasoner to return all classes that 
are equivalent (if we have used the translation of syno
nyms using equivalence axioms described above) with A. 
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Then we choose a "main" node label A' from A and the 
reasoner's answer, and create a node labelled A' whose 
exact synonyms are set to A (in case that A' is different 
from A) and the reasoner's answer (possibly minus A'). As 
a result of this step, we obtain a set of nodes labelled with 
terms and exact synonyms. Next, for each pair of node 
labels A, B, we ask the reasoner whether A is a subclass of 
B. If this is the case, we add an is-a link from A to B, oth
erwise we do not do anything. Similarly, for each pair of 
node labels A, B, we ask the reasoner whether A is a sub
class of restriction(part-of someValuesFrom B). If 
this is the case, we add a part-of link from A to B, other
wise we do not do anything. Narrow and broad synonyms 
can be obtained by looking for subclasses and super
classes, respectively, yet this would be exactly the same 
information as represented in the is-a structure and thus 
redundant. Finally, those features of the GO DAG that we 
have translated to assertions on annotation properties can 
be retrieved and back-translated appropriately. 

As a result, we obtain a graph whose nodes are labelled 
with names and sets of synonyms, and whose edges are 
labelled with is-a and part-of. If any axioms have been 
added to the GO in OWL, such as disjointness or covering 
axioms, these are retrieved through calls to the reasoner. 
Disjointness can be represented in the OBO format (see 
Section 6 below), but covering cannot. So, the back-trans
lation of an augmented GO in OWL might well be lossy; 
i.e., they are lost in translation. This would also be true of 
all those features of OWL-DL that cannot be expressed in 
the OBO format. In general, this graph might not neces
sarily be acyclic, i.e., it may contain cycles. Since the GO 
DAG only allows part-of and not has-part relationships, 
however, common sense tells us that we should obtain an 
acyclic graph: a cycle would need to involve a part-of link 
since pure is-a cycles have been collapsed into a single 
node by construction. Now a cycle involving a part-of 
link, say from a node labelled A, would mean that, in 
every world conforming to our ontology, we have an infi
nite chain of instances ai of A with a1 part-of a2 part-of a3 
part-of..., which clearly clashes with our intuition. How
ever, if other relationships are used in the DAG, such as 
has-location or interacts-with, a cycle could easily arise 
(e.g. a protein that interacts with itself). As we will see 
below (Section 6) the wider OBO language allows cycles. 

6 Representing other OBO relationships in 
OWL 
Open biomedical Ontologies (OBO [5]) is a collection of 
bio-ontologies, and they come with a core set of biologi
cal properties for use within OBO ontologies [29,30]. The 
aim is to have consistent interpretation and use of proper
ties representing biological relationships. Here we 
describe what aspects of the OBO relationships can be 
represented in OWL. The OBO relationships talk about 
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properties at three levels, and we can easily distinguish 
these relationships in OWL: 

1. Stating that an individual a is an instance of a class C: 
this is expressed by 

Individual(a type C) 

2. Stating that an individual a is related via a certain prop
erty P with an individual b: this is expressed by 

Individual(a P b) 

3. Stating that each instance of a class C is related via a 
property P to some instance of a class D. 

SubClassOf(C restriction(P someValuesFrom 
D)) 

In our experience, the third of the above relationships is 
the most commonly used in building ontologies based on 
classes, where the (all – some) form of definition used in 
the OBO relationships fits perfectly with the DL style of 
relationships [31]. The OBO relationships, so far at least, 
are therefore readily mapped to a restriction with existen
tial quantification. The OBO relationships are of the third 
kind, but built upon a series of primitive relationships 
between instances such as part-of holding between two 
continuants; located-in holding between a continuant 
and a region; derives-from holding between two continu
ants; etc. 

As mentioned, these basic OBO relationships can be 
expressed in OWL. In OBO, they are extended, however, 
to take into account both temporal and spatial aspects, 
none of which can be expressed in OWL: for example, 
OWL allows us to state that every instance of C must be 
located-in an instance of D, yet we can not express that an 
instance of C' must eventually be located-in an instance of 
D or that an instance of E will eventually be an instance of 
a class F. For example, we might want to express that Adult 
is –a–cont child because an instance of the class Adult 
has at some previous time point been a Child. Since OWL-DL 
takes an entirely static view of the world, such a statement 
cannot be made in OWL. There are extensions of (the DL 
underlying) OWL-DL that can deal with these temporal 
aspects [32], but the reasoners used for OWL-DL do not 
handle these logics nor does the OWL-DL syntax or 
semantics accommodate these temporal aspects. 

The OBO file format includes several aspects that should 
be translated into OWL; some of them are required 
aspects, others are optional, see Table 1. Some of these 
aspects have already been analysed in this paper for the 
GO's DAG: the synonyms (related_synonym, 
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exact_synonym, broad_synonym and 
narrow_synonym), is_a (sub-class relationship in OWL), 
relationship (existential restrictions in OWL, as already 
described in the case of part-of) and is_transitive (transi
tive properties in OWL). For the rest, the translation is 
provided in Table 1. It is intended that the OBO language 
has the same semantics as OWL (personal communica
tion with Chris Mungall from the Gene Ontology Consor
tium) and this is the approach we have adopted, though 
the documentation was at times unclear. 

In Table 1, many of the OBO entries are described as being 
"extra-logical" in OWL-DL. This means that they are not 
part of the descriptions of the objects in a class. For 
instance, a GO id is a description of the class, not a 
description of the instances or objects of that class. OWL
DL can currently only represent these extra-logical aspects 
with the annotation properties mentioned earlier in Sec
tion 5. 

The OBO optional tag is_cyclic is intended to convey that 
a relationship can be used to form cycles (such as, inter
acts-with forming cycles of interacting proteins). Proper
ties in OWL-DL are inherently free to do this and so 
is_cyclic could only be preserved as another annotation 
property. 

The OBO file format allows for property hierarchies (for 
example in the Sequence Ontology [33]), but the DAG 
does not use them. For the wider OBO representation, it 
is perfectly possible to translate property hierarchies. 

7 Implementation 
This translation has been implemented as a Java (1.5) pro
gramme [34]. It takes a GO ontology expressed in the 
OBO 1.0 format [8] and produces the same ontology 
expressed in OWL DL in the RDF/XML syntax [35]. 

The OBO flat file is read and the WonderWeb OWL API 
[36] is used to create the OWL-DL ontology. The OBO flat 
file is parsed and loaded into memory as an intermediate 
representation that is later explored by the programme 
and each OBO element is used, as appropriate, to supply 
parameters to operations on the WonderWeb API. For 
example, two class identifiers are supplied to the subclass 
operation to create an OWL subclass axiom; the id of the 
OBO term is supplied as a value for rdfs:label property; 
the second half of the OBO part-of relationship is sup
plied as a filler for an existential restriction on the part-of 
object property; and so forth. Finally a new OWL file in 
RDF/XML syntax is created on the hard disk. 

The translation uses the approach 2 to deal with syno
nyms: exact synonyms, narrow synonyms and broad syn-
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Table 1: Translation of OBO aspects into OWL. 

OBO stanza OWL Required/Optional 

name OWL-DL class name required 
id Extra-logical required 
alt_id Extra-logical optional 
namespace OWL namespace optional 
definition Extra-logical optional 
comment Extra-logical optional 
subset Extra-logical optional 
related_synonym "Some values from" restriction on optional 

related_synonym 
exact_synonym Equivalent class optional 
broad_synonym Superclass optional 
narrow_synonym Subclass optional 
xref_analog Extra-logical optional 
xref_unknown Extra-logical optional 
is_a Subclass optional 
relationship "Some values from" restriction on object optional 

property 
is_obsolete Extra-logical optional 
use_term Object property optional 
domain domain optional 
range  range  optional  
is_cyclic (see Section 6) optional 
is_transitive transitive optional 
is_symmetric symmetric optional 

onyms are translated as new equivalent classes, subclasses 
and superclasses, respectively. 

8 Discussion 
In this paper we have attempted to convey why computer 
scientists seem to care so much about a representation 
language's semantics. In essence, it is in order to prevent 
ambiguity of interpretation (at a far simpler level than 
intention) of statements in the language. We only have to 
think back to our toy informal ontology for Man and 
Woman to see the trouble that imprecision can give. One 
only has to substitute genes, proteins, processes, etc. into 
these types of informal statement to realise the wide vari
ety of interpretations that can be placed on ill-defined 
statements. "P53 activates transcription"–is all transcrip
tion activated by P53? do all P53 activate transcription? In 
this sense formality is very useful. OWL is, of course, not 
the only formal language. Our point here is, however, to 
exemplify the benefits of such formality in communicat
ing to humans and computers. 

By examining the semantics of OWL-DL and GO's DAG, 
we have seen that converting from GO DAG to OWL-DL 
presents no real problem, as long as we are willing to 
make assumptions on disjointness and covering. We can 
even translate our OWL-DL ontology back into DAG. 
There are various benefits of having an OWL-DL version 
of a DAG ontology. Firstly, we can say things in OWL-DL 
that we cannot say in DAG, and we can thus make prop

erties and relations explicit. For example, we can express 
covering between classes, we can use properties in both 
directions, and we can formulate necessary and sufficient 
definitions of classes. Secondly, these statements are ame
nable to machine interpretation: that is, we can have an 
OWL-DL reasoner classify our ontology and detect incon
sistent classes. This can help us find modeling errors in 
our ontology, e.g., when the reasoner comes back with un
intended inferred is-a links or inconsistent classes, and 
thus supports the design of a good ontology. Thirdly, we 
can annotate documents with complex OWL-DL class 
descriptions and have the reasoner take these into account 
when answering queries. That is, we are no longer 
restricted to the classes present in the ontology, but we can 
make them up on-the-fly and have these descriptions 
taken into account for query answering. In DL style ontol
ogies, it is common for classes defined in an ontology to 
be the building blocks of other classes, rather than enu
merating all the possible classes. Obviously, converting an 
ontology that comes with such expressiveness and infer
ence services to one that lacks them might lead to an 
impoverished ontology. Fourthly, we can extend our 
translations in a straightforward way to other OBO rela
tions. 

In summary, we have described the role of a language's 
semantics. We have also described the role and benefits of 
a representation language with well-defined semantics 
and reasoning support. The core of the argument is that, if 
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ontologies are to fulfill their role of providing a common, 
shared understanding of a knowledge domain, then the 
statements within that ontology have to be able to be 
interpreted unambiguously. We then examined the 
semantics of GO's DAG and compared it with OWL-DL. 
Our results of examining the expressive means provided 
by both formalisms and their semantics is that conver
sions between the OBO representation and the GO DAG 
subset is possible (within some constraints) and leads to 
interesting new possibilities. 
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Abstract 
Background: Biological pathways, including metabolic pathways, protein interaction networks, 
signal transduction pathways, and gene regulatory networks, are currently represented in over 220 
diverse databases. These data are crucial for the study of specific biological processes, including 
human diseases. Standard exchange formats for pathway information, such as BioPAX, CellML, 
SBML and PSI-MI, enable convenient collection of this data for biological research, but mechanisms 
for common storage and communication are required. 

Results: We have developed cPath, an open source database and web application for collecting, 
storing, and querying biological pathway data. cPath makes it easy to aggregate custom pathway 
data sets available in standard exchange formats from multiple databases, present pathway data to 
biologists via a customizable web interface, and export pathway data via a web service to third-
party software, such as Cytoscape, for visualization and analysis. cPath is software only, and does 
not include new pathway information. Key features include: a built-in identifier mapping service for 
linking identical interactors and linking to external resources; built-in support for PSI-MI and 
BioPAX standard pathway exchange formats; a web service interface for searching and retrieving 
pathway data sets; and thorough documentation. The cPath software is freely available under the 
LGPL open source license for academic and commercial use. 

Conclusion: cPath is a robust, scalable, modular, professional-grade software platform for 
collecting, storing, and querying biological pathways. It can serve as the core data handling 
component in information systems for pathway visualization, analysis and modeling. 

Background 
Pathway Data Collection for Biology 
The complete sequencing of the genomes of numerous 
organisms provides a genetic "parts list" for human and 
many model organisms [1,2]. However, a blueprint for 
how these parts are assembled is required to explain how 

the system works [3]. This wiring diagram for a cell con
sists of multiple biological data types, including meta
bolic pathways, signal transduction pathways, protein-
protein interaction networks, gene regulatory networks 
and genetic interactions. For example, the galactose utili
zation pathway which allows yeast to harvest energy from 
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galactose sugar consists of a well-studied series of bio
chemical reactions responsible for converting galactose 
into glucose-6-phosphate, and a gene regulatory mecha
nism for switching the pathway on or off [4]. Aberrations 
within specific pathways have been implicated in many 
human diseases [5]. For example, the p53 tumor-suppres
sor pathway has important functions in regulating cell 
proliferation, and is disrupted in many human cancers 
[6]. 

Having interaction and pathway data available in com
putable form enables the construction of in silico models 
of complex biological processes according to specific 
hypotheses about how the process works. Such hypothe
ses can then be verified or falsified by experiment and the 
models further refined [4]. In the longer term, it may be 
possible to study the complete "integrated circuit" of a 
cell, and create mathematical models for understanding 
which perturbations within the circuit give rise to cancer 
[5]. Computational modeling of pathways may enable the 
identification and classification of common logic mod
ules within the cell [7], better enable mechanistic based 
drug development [3], facilitate the rational design of 
combination therapies [6], and accelerate the speed of 
clinical trials [8]. 

Central to any of these endeavors is the creation and 
maintenance of interaction and pathway databases. 
Because of the need to store and organize growing 
amounts of pathway information and the lack of a com
mon point of organization, the number of interaction 
databases is growing rapidly, and over 220 exist in the 
year 2006 [2,9]. Unfortunately, as is the case with many 
biological data resources [10], interaction and pathway 
databases have unique data models, distinct access meth
ods, different file formats, and subtle semantic differences 
[9]. This diversity of implementation makes it extremely 
difficult to collect data from multiple sources, and there
fore slows down scientific research involving pathways 
[11,12]. 

To make heterogeneous data sources easier to use, several 
standard XML exchange formats for sharing interaction 
and pathway data have been developed. The Systems Biol
ogy Markup Language (SBML) [13] and CellML [14] rep
resent mathematical models of pathways designed for 
quantitative simulation of concentration profiles of com
ponents over time. The Proteomics Standards Initiative's 
Molecular Interaction (PSI-MI) format enables exchange 
of molecular interaction data sets [11]. Finally, the Biolog
ical Pathway Exchange (BioPAX) format enables exchange 
of biological pathways in general [15]. 

As more pathway databases make their data available in 
standard formats, it is easier to aggregate pathway infor
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mation from multiple sources. A convenient single point 
of access for pathway information would provide 
researchers with a more complete and powerful view of 
biological networks and cellular machinery. Database and 
software systems that work towards this goal include path
way databases with original content, such as those listed 
in Table 2 and in Pathguide [16]; network analysis soft
ware applications that support multiple import formats 
and local interaction data stores, like PIANA [17], Ondex 
[18] and Cytoscape [19] and biological network data inte
gration systems, similar in scope to sequence integration 
systems like SRS [20], like Biozon [21], SigPath [22], Bio
models [23], Atlas [24] and PKB [25]. cPath is part of the 
latter class, but is the only system that is jointly open 
source, easy to locally install, contains identifier resolu
tion services, provides web based front end and web serv
ice API and includes support for pathway and molecular 
interaction information available in both the PSI-MI and 
BioPAX standard database file formats. 

Implementation 
Technical Architecture 
cPath is built using a traditional three-tier web architec
ture. The first tier consists of the open source MySQL data
base [26], and full-text index files generated by the open 
source Lucene index engine, which also handles most 
query tasks for the web service [27]. The second tier con
sists of a Java servlet application, which uses the Jakarta 
Struts Library [28] for cleanly separating application logic 
from HTML/XML presentation. The second tier also uses 
the Xerces Java XML parser [29], the open source JDOM 
library [30], and ARP: Another RDF Parser [31]. In-mem
ory caching is provided via the open source Ehcache tool 
kit [32], and database pooling is provided by the Apache 
Database Connection Pool (DBCP) [33]. Real-time log
ging is provided by Apache Log4J [34], unit tests are writ
ten in JUnit [35], functional tests are written in Anteater 
[36], and the entire build process is fully automated via 
Ant [37] and Cruise Control [38]. Detailed information 
about the cPath architecture, including graphical dia
grams and definitions of the table structure, can be found 
in the Architecture Guide PDF on the cPath developer web 
site [39]. 

Data Model 
The core cPath data model consists of just three elements: 
biological entities, links between biological entities, and 
links to external databases. For example, when storing a 
PSI-MI interaction, such as "p53 binds to TP73", cPath 
splits the PSI-MI record into three biological entity 
records: one for the interaction, one for p53 and one for 
TP73. For each record, cPath stores the complete PSI-MI 

d with that entity. cPath then stores 
 from the interaction record to p53, 
 interaction record to TP73. Finally, 
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cPath stores external link records defined in the PSI-MI 
record for each of the biological entities; for example, 
cPath will store a link from p53 to its UniProt identifier, 
as well as links from p53 to any matching Gene Ontology 
(GO) terms if those references are present in the PSI-MI 
file. External links are supplemented by any unification 
links available in the identifier mapping system. 

By maintaining a simple data model, and storing XML 
within a relational database structure, cPath is able to 
store data in multiple XML formats, including PSI-MI and 
BioPAX and the cPath table structure need not be updated 
when these formats change. cPath does not define any 
new XML formats, but rather adopts the data models of 
PSI-MI and BioPAX. Thus cPath can store any biological 
information represented by these standard exchange for
mats, from protein sequence, to experimental description, 
to thermodynamics information for biochemical reac
tions. Not all information will be displayed via the web 
interface, but all will be available in the XML returned by 
the web service API. Additional tables within cPath are 
used to support the three core entity tables. For example, 
cPath maintains an identity and reference table for map
ping between identifiers, an external database table for 
creating hyperlinks to other biological databases, an 
organism table for storing basic organism data, an XML 
cache table for storing pre-computed XML assembly doc
uments to speed loading of commonly accessed pages, 
and a log table for storing fatal errors in production mode. 

Results 
Overview 
Using cPath, researchers can import interaction and path
way data from multiple sources, access such data via a 
standard web interface, and export data to third-party 
applications via a standards-based web service (Figure 1). 
Biologists, computational biologists, and software devel
opers can utilize cPath for content aggregation, query and 
analysis (see Table 1 for a list of target audiences). cPath 
can serve as a modular, core software layer in larger path
way information systems that are capable of visualizing, 
analyzing, and modeling biological pathways. All cPath 
software is freely available under an open source license 
for local installation and modification. The key features 
provided by cPath are detailed below. 

Key Feature: Identifier Mapping System 
A recurring problem in bioinformatics is linking related or 
identical data described by different databases when mul
tiple database identifiers (primary keys) are used to refer 
to the same biological entity [40,41]. Interaction data
bases may use different identifiers for their proteins, RNA, 
DNA or small molecules (for example, a protein may be 
identified with a UniProt accession number, RefSeq acces
sion number or an NCBI GI number). This use of multiple 
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identifiers can significantly hinder the ability to seam
lessly use data from diverse sources, such as to retrieve all 
interactions involving a protein from numerous data 
sources. Recognizing when protein records that use differ
ent database identifiers actually represent the same pro
tein allows a query for the protein to correctly retrieve 
both original records [41]. To address this specific issue, 
cPath provides an identifier mapping system capable of 
storing equivalence between two or more identifiers. The 
system is pre-populated with identifier mappings loaded 
from external files. For example, a single protein unifica
tion mapping may map UniProt accession numbers to 
equivalent RefSeq accession numbers. Identifier mapping 
files are simple tab-delimited text files that must be loaded 
into cPath prior to import of any interaction or pathway 
data sets. With some scripting ability, cPath identifier 
mapping files can be created from external database 
resources, such as Alias Server [42], the EBI International 
Protein Index (IPI) [43], or Ensembl BioMart [44]. Sample 
protein unification files, derived from the IPI Protein 
Cross-References dataset, are available for download from 
the cPath web site. cPath also uses identifier equivalences 
available in imported pathway datasets that contain mul
tiple database references for the same interactors. 

Importantly, cPath also provides a similar service for stor
ing relationships between non-equivalent, but related 
biological entities. For example, a researcher can import a 
UniProt to Affymetrix mapping file, then when a new pro
tein with a matching UniProt identifier is subsequently 
imported into cPath, it is annotated with all known 
Affymetrix probe set identifiers. This is useful for tools 
that link gene expression data to pathways. 

Key Feature: Scalable Pathway Data Aggregation 
To support data aggregation from multiple databases, 
such as to create custom integrated sets of pathways for 
local use, cPath supports the PSI-MI [11] and BioPAX [15] 
exchange formats. As more databases make their data 
available in either of these two standard formats, cPath 
becomes increasingly useful. As some popular pathway 
databases do not permit public redistribution of their 
data, it is difficult for central websites to collect a complete 
set of pathways for research use. A local installation of 
cPath is one way to effectively collect and access all of this 
data. For example, we have successfully aggregated data 
from MINT [45] and IntAct [46], resulting in a final data 
set of over 20,000 proteins, and more than 84,000 inter
actions. cPath has also been successfully used to store all 
human pathways from Reactome [47], and one of our 
active users has used cPath to successfully store over 1 mil
lion interaction records. A complete list of external data
bases, which have been successfully imported and stored 
using cPath is provided in Table 2. 
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Figure 1 
cPath Open Source Pathway Database Software Overview. cPath is open source software for collecting, storing, and 
querying biological pathways. At left, multiple databases can be imported into cPath via standard exchange formats. At right, 
cPath data can be viewed via a standard web browser or exported via an XML-based web service API, making cPath data avail
able to third-party applications for pathway visualization and analysis. 

cPath supports PSI-MI format Level 1 and BioPAX format 
Levels 1 and 2. Level 1 of PSI-MI represents protein-pro
tein interactions. Level 1 of BioPAX represents metabolic 
pathways, Level 2 adds support for molecular interactions 
and post-translational protein modifications, such as 
those supported by PSI-MI, and future levels will add sup
port for signaling pathways, gene regulatory networks and 
genetic interactions by the end of 2006. 

Key Feature: Standardized Web Interface for Browsing and 
Querying Pathways 
Once pathway data is stored in cPath, it is available for 
browsing via a standard web browser. For example, the 
Cancer Cell Map [48] currently uses cPath software as the 
underlying database, and makes available a set of cancer-
specific pathways curated by the Institute of Bioinformat
ics in collaboration with Memorial Sloan-Kettering Can
cer Center. Users of cancer.cellmap.org or any other cPath
powered site, have multiple options for querying. A user 
can begin with a list of pathways, or search for a specific 
pathway of interest, and drill down to view embedded 

components, such as biochemical reactions, complexes 
and proteins (Figure 2). Alternatively, a user can enter a 
search string, such as a protein name or identifier, in the 
query box, and link from the resulting query results page 
to interactors, interactions or pathways. cPath includes a 
full-text search engine that automatically ranks records 
based on relevance of search results and supports a simple 
language to define more complex queries, such as 
Boolean combinations of words. 

Key Feature: Standardized Web Service Interface for 
Application Communication 
Data stored in cPath can be made available for query and 
export via a standards-based web service interface. For 
example, a third-party application can retrieve a list of all 
pathways stored in cPath, and then retrieve the full details 
of each pathway in subsequent calls back to cPath. The 
result of each query is a BioPAX or PSI-MI formatted XML 
data file that can be parsed and used by the application. 
By exposing all data via a standards-based web service 
interface, cPath enables interoperable communication 
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Table 1: cPath is useful for biologists, computational biologists and software developers. 

Target Audience	 cPath Usage 

Biologists	 Browse and search for pathways of interest. Drill down from a pathway to member interactions and 
molecules. Search for a specific protein of interest, and look up its role in specific pathways. Use third-
party tools to visualize and analyze pathways. For example, overlay expression data onto pathways of 
interest, and algorithmically identify regions of correlated activity. 

Computational Biologists	 Download all pathways in BioPAX format for global analysis using your own software. Install cPath 
locally to aggregate external and/or private data sets. Use cPath to distribute, annotate and share 
computationally predicted interaction data sets or pathway models. 

Software Developers/Tool Builders	 Build third-party software tools on top of the open cPath web service API, in order to programmatically 
access pathway data. For example, build software for visualizing pathways and organizing member 
molecules based on cellular location. 

with other software modules, and enables third-party 
applications to more easily build and expand tools for vis
ualization, analysis and model simulation. For example, 
the cPath plugin for Cytoscape [19] enables researchers to 
download and visualize protein-protein interaction net
works. A second Cytoscape plugin enables researchers to 
view gene expression data along a color gradient and in 
the context of known biological pathways retrieved from 
cPath (Figure 3). The cPath web service is not tied to a spe
cific operating system or programming language, and uses 
a REST-based (Representational State Transfer) architec
ture [49], which has only two requirements: queries must 
be specified as Internet URLs, and response documents 
must be specified as XML documents. This REST-based 
approach is considerably simpler than other web service 
options, such as SOAP [50], and enables developers to 
interactively experiment with the cPath web service with 
just a standard web browser. This helps lower the develop
ment effort required to interface with cPath, while simul
taneously maintaining platform and language independence. 

Key Feature: caBIG™ Interoperability 
In addition to our own software engineering require
ments, cPath meets specific interoperability and testing 
requirements of the National Cancer Institute (NCI) Can
cer Biomedical Informatics Grid, or caBIG™. The goal of 
caBIG™ is to create a common infrastructure of interoper
able tools and data specifically focused on cancer research 
[12,51], and software funded via caBIG is required to meet 
specific interoperability requirements. For example, sil
ver-level compliance requires that the software use stand
ard exchange formats, make all data available via well 
described APIs, and use standard messaging systems 
where appropriate [52]. Through caBIG™, cPath has been 
formally tested by a third-party partner institution, Ore
gon Health & Science University (OHSU). cPath was 
tested on multiple operating systems, and with multiple 
versions of the required software providing quality assur
ance (QA) of the entire software system. Since early 2004, 
the cPath web service has handled more than 537,000 
queries from over 5,800 distinct hosts (IP addresses), 

mostly from Cytoscape users using the cPath query 
plugin. 

Key Feature: Open Source License, Local Installation and 
Customization 
cPath is freely available under the GNU Lesser General 
Public License (LGPL) for academic and commercial use. 
cPath can be used to distribute pathway data on the Inter
net, or can be used to share private data locally within an 
individual lab, department or company. Stable releases of 
the cPath software are available for download, as are 
nightly snapshots of the latest code, which is not guaran
teed to be stable, but may have new features compared to 
the last stable release. A complete administrator guide 
(available in PDF format) describes the step-by-step proc
ess for installing a new instance of cPath. Installation 
requires some computer system administration skill and 
ability to work with the command line, thus is geared 
towards computational biologists and software develop
ers. Once installed, cPath can be administered via the 
command line using a Perl script wrapper around a Java 
administration program or via a web-based administra
tion interface. After installation, typical set-up includes 
loading selecting identifier mapping and PSI-MI or Bio-
PAX files and running the text indexer via the command 
line administration script or the web-based interface. 
Once these are done, cPath is fully functional and is ready 
for use. Any problems with import, such as errors in the 
input files, are detected by a validator and reported. The 
web-based administration provides several options for 
customizing the look and feel of cPath, including the abil
ity to set global headers, footers, and home page content. 
Additionally, we maintain a public mailing list where new 
users can post questions related to the administration and 
use of cPath (cpath@googlegroups.com). 

Conclusion 
cPath is a robust, scalable, modular, professional-grade 
software platform for collecting, storing, and querying 
biological pathways. It can serve as the core data handling 
component in information systems for pathway visualiza
tion, analysis and modeling. As cPath evolves, we hope to 
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Includes pathway name, 

organism, source of data, 

availability restrictions, 

and comments. 

Basic Pathway Data 

Lists all molecules that 

participate In the pathway. 

Molecule List 

Lists all interactions that 

participate In the pathway. 

Interaction List 

Enables users to search for pathways 

or proteins of interest. 

Search Box 

Rolling over members of an 

interaction opens a pop-up 

box with cellular location a 

and synonyms. 

Sample Pop-Up Box 

Customizable headers, footers, and 

home page content. 

Customizable Content 

Figure 2 
Browsing Pathways using cPath. cPath provides a web interface for querying biological pathways. This screenshot is of the 
human Androgen receptor pathway from the Cancer Cell Map [48]. 

attract new collaborators and developers to contribute to 
its open source development. We also envision that cPath 
will provide the software infrastructure for a large-scale, 
international effort to pool pathways from multiple 
sources into common repositories that provide conven
ient integrated points of access for the scientific commu
nity. 

Future cPath software development will focus on increas
ing levels of data aggregation and linking. Currently, 
cPath is capable of integrating data at the interactor (e.g. 
protein) level by simply recognizing identifiers referenc
ing the same protein, but it is incapable of detecting dupli
cate interaction or pathway records, resolving conflicting 
information and detecting semantic inconsistencies 
between different sources, all of which are required for 

true integration. Furthermore, while cPath is capable of 
importing both PSI-MI and BioPAX data, the web inter
face and web service must be set to support one of these 
exchange formats at a time. To support both exchange for
mats simultaneously, we will focus on creating translators 
between PSI-MI and BioPAX, and expand the roster of 
available web services queries to support both formats. 
cPath will also support PSI-MI Level 2.5, which expands 
the format scope to include other interactors, such as 
small molecules, DNA, and RNA and will support BioPAX 
Level 3.0 and future levels as they become available. We 
also plan to integrate BioPAX and PSI-MI validators, cur
rently under development by others, into the cPath 
import pipeline to verify that all incoming BioPAX and 
PSI-MI records conform to their respective format defini
tions and to community best practices. 
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Graphical rendering of the 
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Network Visualization 
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Slider for selecting current 
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Condition Selector 

Visual legend for viewing 
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Visual Legend 

Figure 3 
Sample Cytoscape Plugin for Interfacing with cPath. The Cytoscape Expression Viewer plugin enables researchers to 
visualize expression data on biological pathways. The plugin utilizes the cPath web service API to retrieve pathway data, such as 
the Kit receptor pathway from the Cancer Cell Map [48]. 

With the availability of tools for converting SBML and 
CellML to BioPAX developed by BioModels.net [23], we 
will be able to import SBML and CellML data sets present 
in BioModels.net directly into cPath. We will also support 
pathway export in SBML and CellML. Furthermore, in 
order to expand the number of other resources cPath is 

capable of linking to, we plan to integrate the MIRIAM 
(Minimal Information Requested In the Annotation of 
Biochemical Models) URI set. This community-derived 
data set provides a list of stable URIs and URL patterns for 
cross-linking bioinformatics resources and is currently 
used in SBML and BioModels.net [53]. 
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Table 2: External databases successfully imported into cPath. 

Database Name Database Type URL Release Date Tested Data Format used f
cPath Import 

or Database Stats 

Cancer Cell Map Signaling Pathways http://cancer.cellmap.org April, 2006 BioPAX, Level 2 Pathways: 10 
Interactions: 2,104 
Physical Entities: 899 

Database of 
Interacting Proteins 
(DIP) [54, 55] 

Protein-Protein 
Interactions 

http://dip.doe
mbi.ucla.edu/ 

April, 2006 PSI-MI, Level 1 Interactions: 54,511 
Physical Entities: 19,003 

Ecocyc [56] Metabolic and Signaling 
Pathways 

http://ecocyc.org/ 
Registration required to 
download data 

March, 2006 BioPAX, Level 1 Pathways: 224 
Interactions: 4,644 
Physical Entities: 3,511 

Human Protein 
Reference Database 
(HPRD) [57] 

Protein-Protein 
Interactions 

http://hprd.org/ 
Registration required to 
download data 

Sept, 2005 PSI-MI, Level 1 Interactions: 4,450 
Physical Entities: 12,226 

IntAct [46] Protein-Protein 
Interactions 

http://www.ebi.ac.uk/ 
intact 

May, 2006 PSI-MI, Level 1 Interactions: 67,816 
Physical Entities: 28,006 

KEGG [58, 59] Metabolic Pathways ftp://ftp.genome.jp/pub/db/ 
community/biopax/ 

July, 2006 BioPAX, Level 2 Human Data Only Pathways: 
108 
Interactions: 3,285 
Physical Entities: 2,018 

Molecular Interaction 
Database (MINT) [45] 

Protein-Protein 
Interactions 

http:// 
mint.bio.uniroma2.it/mint/ 

May, 2005 PSI-MI, Level 1 Interactions: 44,904 
Physical Entities: 16,325 

Reactome [47] Metabolic and Signaling 
Pathways 

http://reactome.org/ May, 2006 BioPAX, Level 2 Human Data Only Pathways: 
775 
Interactions: 2,962 
Physical Entities: 3,197 

Availability and Requirements 
• Project Name: cPath 

• Project Home Page: http://cbio.mskcc.org/dev_site/ 
cpath/ 

• Operating System(s): Platform independent; tested on 
Windows, Linux and Mac OS X 

• Programming Languages: Java 

• Other Requirements: MySQL 4.0 or higher; Apache 
Tomcat Server 4.1 or higher; Apache Ant 1.6 or higher, 
Perl 5.0 or higher. All required software is ope
and freely available. 

• License: Free for academic and commercial use
the GNU Lesser General Public License (LGPL). 

• Example site running cPath software: Memori
Kettering Cancer Cell Map, http://cancer.cellmap
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Exercise 1: Accomplish this 

1. Do this. 

2. Then do this. 

3. Then do this. 

Chapter 1 

Introduction 

This guide introduces the Protégé-OWL plugin for creating OWL ontologies. Chapter 3 gives a brief 
overview of the OWL ontology language. Chapter 4 focuses on building an OWL-DL ontology and using 
a Description Logic Reasoner to check the consistency of the ontology and automatically compute the 
ontology class hierarchy. Chapter 6 describes some OWL constructs such as hasValue Restrictions and 
Enumerated classes, which aren’t directly used in the main tutorial. Chapter 7 describes Namespaces, 
Importing ontologies and various features and utilities of the Protégé-OWL application. 

1.1 Conventions 

Class, property and individual names are written in a sans serif font like this. 

Names for user interface widget are presented in a style ‘like this’. 

Where exercises require information to be typed into Protégé-OWL a type writer font is used like this. 

Exercises and required tutorial steps are presented like this:
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Tips and suggestions related to using Protégé-OWL and building ontologies are 
presented like this. 

Explanation as to what things mean are presented like this. 

Potential pitfalls and warnings are presented like this. 

General notes are presented like this. 

Vocabulary explanations and alternative names are presented like this. 
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1http://protege.stanford.edu 
2http://www.co-ode.org 

Chapter 2 

Requirements 

In order to follow this tutorial you must have Protégé 2.1 (or later)1, the Protégé-OWL plugin (latest beta) 
and also the OWL Wizards Plugin, which are available via the CO-ODE web site 2 . Since the release 
of Protégé 2.1, the Protégé-OWL plugin and the OWL Wizards are bundled in one single download. 
It is also recommended (but not necessary) to use the OWLViz plugin, which allows the asserted and 
inferred classification hierarchies to be visualised, and is available from the CO-ODE web site, or can 
be installed when Protégé 2.1 is installed. For installation steps, please see the documentation for each 
component. Finally, it is necessary to have a DIG (Description Logic Implementers Group) compliant 
reasoner installed in order to compute subsumption relationships between classes, and detect inconsistent 
classes. It is recommended that the latest version of the RACER reasoner be used, which can be obtained 
from http://www.sts.tu-harburg.de/~r.f.moeller/racer/. 
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Chapter 3 

What are OWL Ontologies? 

Ontologies are used to capture knowledge about some domain of interest. An ontology describes the 
concepts in the domain and also the relationships that hold between those concepts. Different ontology 
languages provide different facilities. The most recent development in standard ontology languages is 
OWL from the World Wide Web Consortium (W3C)1. Like Protégé OWL makes it possible to describe 
concepts but it also provides new facilities. It has a richer set of operators - e.g. and, or and negation. It is 
based on a different logical model which makes it possible for concepts to be defined as well as described. 
Complex concepts can therefore be built up in definitions out of simpler concepts. Furthermore, the 
logical model allows the use of a reasoner which can check whether or not all of the statements and 
definitions in the ontology are mutually consistent and can also recognise which concepts fit under which 
definitions. The reasoner can therefore help to maintain the hierarchy correctly. This is particularly 
useful when dealing with cases where classes can have more than one parent. 

3.1 The Three Species Of OWL 

OWL ontologies may be categorised into three species or sub-languages: OWL-Lite, OWL-DL and OWL-
Full. A defining feature of each sub-language is its expressiveness. OWL-Lite is the least expressive 
sub-langauge. OWL-Full is the most expressive sub-language. The expressiveness of OWL-DL falls 
between that of OWL-Lite and OWL-Full. OWL-DL may be considered as an extension of OWL-Lite 
and OWL-Full an extension of OWL-DL. 

3.1.1 OWL-Lite 

OWL-Lite is the syntactically simplest sub-language. It is intended to be used in situations where only 
a simple class hierarchy and simple constraints are needed. For example, it is envisaged that OWL-Lite 
will provide a quick migration path for existing thesauri and other conceptually simple hierarchies. 

1http://www.w3.org/TR/owl-guide/ 
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3.1.2 OWL-DL


OWL-DL is much more expressive than OWL-Lite and is based on Description Logics (hence the suffix 
DL). Description Logics are a decidable fragment of First Order Logic2 and are therefore amenable to 
automated reasoning. It is therefore possible to automatically compute the classification hierarchy3 and 
check for inconsistencies in an ontology that conforms to OWL-DL. This tutorial focuses on OWL
DL. 

3.1.3 OWL-Full 

OWL-Full is the most expressive OWL sub-language. It is intended to be used in situations where very 
high expressiveness is more important than being able to guarantee the decidability or computational 
completeness of the language. It is therefore not possible to perform automated reasoning on OWL-Full 
ontologies. 

3.1.4 Choosing The Sub-Language To Use 

For a more detailed synopsis of the three OWL sub-languages see the OWL Web Ontology Language 
Overview4 . Although many factors come into deciding the appropriate sub-language to use, there are 
some simple rules of thumb. 

•	 The choice between OWL-Lite and OWL-DL may be based upon whether the simple constructs of 
OWL-Lite are sufficient or not. 

•	 The choice between OWL-DL and OWL-Full may be based upon whether it is important to be 
able to carry out automated reasoning on the ontology or whether it is important to be able to use 
highly expressive and powerful modelling facilities such as meta-classes (classes of classes). 

The Protégé-OWL plugin does not make the distinction between editing OWL-Lite and OWL-DL on
tologies. It does however offer the option to constrain the ontology being edited to OWL-DL, or allow 
the expressiveness of OWL-Full — See section 7.1 for more information on how to constrain the ontology 
to OWL-DL. 

3.2 Components of OWL Ontologies 

OWL ontologies have similar components to Protégé frame based ontologies. However, the terminology 
used to describe these components is slightly different from that used in Protégé . An OWL ontology 
consists of Individuals, Properties, and Classes, which roughly correspond to Protégé Instances, Slots and 
Classes. 

2Logics are decidable if computations/algorithms based on the logic will terminate in a finite time.

3Also known as subsumption reasoning.

4http://www.w3.org/TR/owl-features
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Matthew Gemma 

USA 

Fluffy 

Fido 

Figure 3.1: Representation Of Individuals 

3.2.1 Individuals 

Individuals, represent objects in the domain that we are interested in5 . An important difference between 
Protégé and OWL is that OWL does not use the Unique Name Assumption (UNA). This means that 
two different names could actually refer to the same individual. For example, “Queen Elizabeth”, “The 
Queen” and “Elizabeth Windsor” might all refer to the same individual. In OWL, it must be explicitly 
stated that individuals are the same as each other, or different to each other — otherwise they might be 
the same as each other, or they might be different to each other. Figure 3.1 shows a representation of 
some individuals in some domain – in this tutorial we represent individuals as diamonds in diagrams. 

         

Individuals are also known as instances. Individuals can be referred to as being 
‘instances of classes’. 

3.2.2 Properties 

Properties are binary relations6 on individuals - i.e. properties link two individuals together7 . For 
example,             
property hasChild might link the individual Peter to the individual Matthew. Properties can have inverses. 

hasOwner isOwnedByFor example, the inverse of is . Properties can be limited to having a single value –
i.e. to being functional. They can also be either transitive or symmetric. These ‘property characteristics’ 
are explained in detail section 4.8. Figure 3.2 shows a representation of some properties linking some 
individuals together. 

Properties are roughly equivalent to slots in Protégé . They are also known as 
roles in description logics and relations in UML and other object oriented notions. 
In GRAIL and some other formalisms they are called attributes. 

5Also known as the domain of discourse. 
6A binary relation is a relation between two things. 
7Strictly speaking we should speak of ‘instances of properties’ linking individuals, but for the sake of brevity we will 

keep it simple. 

the property hasSibling might link the individual Matthew to the individual Gemma, or the

England 
Italy
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Matthew Gemma 
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liv
esIn

 

hasSibling 

Figure 3.2: Representation Of Properties 

Matthew 
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Italy 

USA 

Fluffy 

Fido 

livesInCountr

y 
hasPet 

h
a

sSib
ling 

Pet 

Country 

Person 

Figure 3.3: Representation Of Classes (Containing Individuals) 

3.2.3 Classes 

OWL classes are interpreted as sets that contain individuals. They are described using formal (math
ematical) descriptions that state precisely the requirements for membership of the class. For example, 
the class Cat would contain all the individuals that are cats in our domain of interest.8 Classes may be 
organised into a superclass-subclass hierarchy, which is also known as a taxonomy. Subclasses specialise 
(‘are subsumed by’) their superclasses. For example consider the classes Animal and Cat – Cat might 
be a subclass of Animal (so Animal is the superclass of Cat). This says that, ‘All cats are animals’, ‘All 
members of the class Cat are members of the class Animal’, ‘Being a Cat implies that you’re an Animal’, 
and ‘Cat is subsumed by Animal’. One of the key features of OWL-DL is that these superclass-subclass 
relationships (subsumption relationships) can be computed automatically by a reasoner – more on this 
later. Figure 3.3 shows a representation of some classes containing individuals – classes are represented 
as circles or ovals, rather like sets in Venn diagrams. 

The word concept is sometimes used in place of class. Classes are a concrete 
representation of concepts. 

In OWL classes are built up of descriptions that specify the conditions that must be satisfied by an 
individual for it to be a member of the class. How to formulate these descriptions will be explained as 

8Individuals may belong to more than one class. 
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the tutorial progresses. 
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Chapter 4 

Building An OWL Ontology 

This chapter describes how to create an ontology of Pizzas. We use Pizzas because we have found them 
to provide many useful examples.1 

Exercise 2: Create a new OWL project 

1. Start Protégé 

2. When the New Project dialog box appears, select ‘OWL Files’ from the ‘Project 
Format’ list section on the left hand side of the dialog box, and press ‘New’. 

After a short amount of time, a new empty Protégé-OWL project will have been created. 

4.1 Named Classes 

When Protégé-OWL starts the OWLClasses tab shown in Figure 4.1 will be visible. The initial class 
hierarchy tree view should resemble the picture shown in Figure 4.2. The empty ontology contains one 
class called owl:Thing. As mentioned previously, OWL classes are interpreted as sets of individuals (or 
sets of objects). The class owl:Thing is the class that represents the set containing all individuals. Because 
of this all classes are subclasses of owl:Thing. 2 

Let’s add some classes to the ontology in order to define what we believe a pizza to be. 

1The Ontology that we will created is based upon a Pizza Ontology that has been used as the basis for a course on 
editing DAML+OIL ontologies in OilEd (http://oiled.man.ac.uk), which was taught at the University Of Manchester. 

2owl:Thing is part of the OWL Vocabulary, which is defined by the ontology located at http://www.w3.org/2002/07/ 
owl/\# 
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Figure 4.1: The Classes Tab 

Create subclass (of 

the selected class) 

Delete selected class 

Figure 4.2: The Class Hierarchy Pane 
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3. Repeat the previous steps to add the classes PizzaTopping and also PizzaBase, en
suring that owl:Thing is selected before the ‘Create subclass’ button is pressed so 
that the classes are created as subclasses of owl:Thing. 

The class hierarchy should now resemble the hierarchy shown in Figure 4.4. 

A class hierarchy may also be called a taxonomy. 

Although there are no mandatory naming conventions for OWL classes, we recom
mend that all class names should start with a capital letter and should not contain 
spaces. (This kind of notation is known as CamelBack notation and is the nota
tion used in this tutorial). For example Pizza, PizzaTopping, MargheritaPizza. 
Alternatively, you can use underscores to join words. For example Pizza Topping. 
Which ever convention you use, it is important to be consistent. 

Figure 4.3: Class Name Widget 

Exercise 3: Create classes Pizza, PizzaTopping and PizzaBase 

1. Press the ‘Create subclass’ button shown in Figure 4.2. This button creates a new 
class as a subclass of the selected class (in this case we want to create a subclass of 
owl:Thing). 

2. Rename the class using the ‘Class name widget’ which is located to the right of the 
class hierarchy (shown in Figure 4.3) to Pizza and hit return.

4.2 Disjoint Classes 

Having added the classes Pizza, PizzaTopping and PizzaBase to the ontology, we now need to say these 
classes are disjoint, so that an individual (or object) cannot be an instance of more than one of these 
three classes. To specify classes that are disjoint from the selected class the ‘Disjoints widget’ which is 
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located in the lower right hand corner of the ‘OWLClasses’ tab is used. (See Figure 4.5). 

Exercise 4: Make Pizza, PizzaTopping and PizzaBase disjoint from each other 

1. Select the class Pizza in the class hierarchy. 

2. Press the ‘Add siblings’ button on the disjoint classes widget. This will make Pizz
aBase and PizzaTopping (the sibling classes of Pizza) disjoint from Pizza. 

Notice that the disjoint classes widget now displays PizzaTopping and PizzaBase. Select the class 
PizzaBase. Notice that the disjoint classes widget displays the classes that are now disjoint to PizzaBase, 
namely Pizza and PizzaTopping. 

Figure 4.4: The Initial Class Hierarchy 

Add disjointclass 

Create disjoint class from 

OWL expression 

Add all siblings 

Remove all siblings 

Remove selected class from list 

Delete selected row 

Figure 4.5: The Disjoint Classes Widget 
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Figure 4.6: Add Group Of Classes Wizard: Select class page 

Figure 4.7: Add Group Of Classes Wizard: Enter classes page 

OWL Classes are assumed to ‘overlap’. We therefore cannot assume that an 
individual is not a member of a particular class simply because it has not been 
asserted to be a member of that class. In order to ‘separate’ a group of classes 
we must make them disjoint from one another. This ensures that an individual 
which has been asserted to be a member of one of the classes in the group cannot 
be a member of any other classes in that group. In our above example Pizza, 
PizzaTopping and PizzaBase have been made disjoint from one another. This 
means that it is not possible for an individual to be a member of a combination 
of these classes – it would not make sense for an individual to be a Pizza and a 
PizzaBase! 
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7. Hit the ‘Next’ button to display the annotations page. Here we could add annotations 
if we wanted to. Most commonly annotations are used to record editorial information 
about the ontology – who created it, when it was created, when it was revised, etc. 
The basic OWL annotation properties are selectable by default. For now, we will not 
add any annotations, so just hit the ‘Finish’ button. 

4.3 Using The OWL Wizards To Create Classes 

The OWL Wizards plugin, which is available from the Protégé web site, is an extensible set of Wizards 
that are designed to make carrying out common, repetitive and time consuming tasks easy. In this section 
we will use the ‘Create A Group Of Classes’ wizard to add some subclasses of the class PizzaBase. 
To use the OWL Wizards you must ensure that the OWL Wizards plugin in installed and configured in 
Protégé . 

Exercise 5: Use the ‘Create Group Of Classes’ Wizard to create ThinAndCrispy and DeepPan as 
subclasses of PizzaBase 

1. Select the class PizzaBase in the class hierachy. 

2. From the Wizards menu on the Protégé menu bar select the item ‘Create Group Of 
Classes’. 

3. The Wizard shown in Figure 4.6 will appear. Since we preselected the PizzaBase 
class, the first radio button at the top of the Wizard should be prompting us to create 
the classes under the class PizzaBase. If we had not preselected PizzaBase before 
starting the Wizard, then the tree could be used to select the class. 

4. Press the ‘Next’ button on the Wizard—The page shown in Figure 4.7 will be dis
played. We now need to tell the Wizard the subclasses of PizzaBase that we want to 
create. In the large text area, type in the class name ThinAndCrispyBase (for a thin 
based pizza) and hit return. Also enter the class name DeepPanBase so that the page 
resembles that shown in Figure 4.7 . 

5. Hit the ‘Next’ button on the Wizard. The Wizard checks that the names entered 
adhere to the naming styles that have previously been mentioned (No spaces etc.). It 
also checks for uniqueness – no two class names may be the same. If there are any 
errors in the class names, they will be be presented on this page, along with suggestions 
for corrections. 

6. Hit the ‘Next’ button on the Wizard. Ensure the tick box ‘Make all new classes 
disjoint’ is ticked — instead of having to use the disjoint classes widget, the Wizard 
will automatically make the new classes disjoint for us. 
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If we had imported the Dublin Core ontology (see section 7.2.5) then the Dublin 
Core annotation properties would have been available to annotate our classes in 
step 7 Exercise 5 . Dublin Core is a set of metadata elements that, in our case, 
can be used to annotate various elements of an ontology with information such as 
‘creator’, ‘date’, ‘language’ etc. For more information see http://dublincore. 
org/a . 

aAn ontology will be put into OWL-Full if the ontologies that are available on the Dublin Core 
website are imported. We recommend that an OWL-DL version of the Dublin Core ontology 
which is located in the Protégé ontology library is imported — details of this can be found in 
section 7.2.5 

             
also DeepPanBase as subclasses of PizzaBase. These new classes should also be disjoint to each other. 
Hence, a pizza base cannot be both thin and crispy and deep pan. It isn’t difficult to see that if we had 
a lot of classes to add to the ontology, the Wizard would dramatically speed up the process of adding 
them. 

On page two of the ‘Create group of classes wizard’ the classes to be created 
are entered. If we had a lot of classes to create that had the same prefix or suffix 
we could use the options to auto prepend and auto append text to the class names 
that we entered. 

After the ‘Finish’ button has been pressed, the Wizard creates the classes, makes them disjoint, and 
selects them in the Protégé OWLClasses tab. The ontology should now have ThinAndCrispyBase and

Creating Some Pizza Toppings 

Now that we have some basic classes, let’s create some pizza toppings. In order to be useful later on the 
toppings will be grouped into various categories — meat toppings, vegetable toppings, cheese toppings 
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and seafood toppings. 

Exercise 6: Create some subclasses of PizzaTopping 

1. Select the class PizzaTopping in the class hierarchy. 

2. Use the OWL Wizards to add some subclasses of PizzaTopping called MeatTopping, 

Up to this point, we have created some simple named classes, some of which 
are subclasses of other classes. The construction of the class hierarchy may have 
seemed rather intuitive so far. However, what does it actually mean to be a sub

class of something in OWL? For example, what does it mean for VegetableTopping 
to be a subclass of PizzaTopping, or for TomatoTopping to be a subclass of Veg
etableTopping? In OWL subclass means necessary implication. In other words, 
if VegetableTopping is a subclass of PizzaTopping then ALL instances of Veg
etableTopping are instances of PizzaTopping, without exception — if something is 
a VegetableTopping then this implies that it is also a PizzaTopping as shown in 
Figure 4.9.a 

aIt is for this reason that we seemingly pedantically named all of our toppings with the suffix 
of ‘Topping’, for example, HamTopping. Despite the fact that class names themselves carry no 
formal semantics in OWL (and in other ontology languages), if we had named HamTopping Ham, 
then this could have implied to human eyes that anything that is a kind of ham is also a kind of 
MeatTopping and also a PizzaTopping. 

    

The class hierarchy should now look similar to that shown in Figure 4.8 (the ordering of classes may be 
slightly different). 

      

VegetableTopping, CheeseTopping and also SeafoodTopping. Make sure that these
classes are disjoint to each other. 

3. Next add some different kinds of meat topping. Select the class MeatTopping, and use 
the ‘Create Group Of Classes’ Wizard to add the following subclasses of Meat-
Topping: SpicyBeefTopping, PepperoniTopping, SalamiTopping, HamTopping. Once 
again, ensure that the classes are created as disjoint classes. 

4. Add some different kinds of vegetable toppings by creating the following disjoint sub
classes of VegetableTopping: TomatoTopping, OliveTopping, MushroomTopping, Pep
perTopping, OnionTopping and CaperTopping. Add further subclasses of PepperTop
ping: RedPepperTopping, GreenPepperTopping and JalapenoPepperTopping making 
sure that the subclasses of PepperTopping are disjoint 

5. Now add some different kinds of cheese toppings. In the same manner as before, add 
the following subclasses of CheeseTopping, ensuring that the subclasses are disjoint 
to each other: MozzarellaTopping, and ParmezanTopping 

6. Finally, add some subclasses of SeafoodTopping to represent different kinds of sea 
food: TunaTopping, AnchovyTopping and PrawnTopping.
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Figure 4.8: Class Hierarchy 
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PizzaTopping


TomatoTopping 

VegetableTopping 

Figure 4.9: The Meaning Of Subclass — All individuals that are members of the class TomatoTopping are 
members of the class VegetableTopping and members of the class PizzaTopping as we have stated 
that TomatoTopping is a subclass of VegetableTopping which is a subclass of PizzaTopping 

4.4 OWL Properties 

OWL Properties represent relationships between two individuals. There are two main types of properties, 
Object properties and Datatype properties. Object properties link an individual to an individual. Datatype 
properties link an individual to an XML Schema Datatype value3 or an rdf literal4 . OWL also has a 
third type of property – Annotation properties5 . Annotation properties can be used to add information 
(metadata — data about data) to classes, individuals and object/datatype properties. Figure 4.10 depicts 
an example of each type of property. 

Properties may be created using the ‘Properties’ tab shown in Figure 4.11. It is also possible to create 
properties using the ‘Properties Widget’ shown in Figure 4.12 which is located on the ‘OWLClasses’ 
tab. Figure 4.13 shows the buttons located in the top left hand corner of the ‘Properties’ tab that 
are used for creating OWL properties. As can be seen from Figure 4.13, there are buttons for creat
ing Datatype properties, Object properties and Annotation properties. Most properties created in this 
tutorial will be Object properties. 

Exercise 7: Create an object property called hasIngredient 

1. Switch to the ‘Propterties’ tab. Use the ‘Create Object Property’ button (see 
Figure 4.13 – second button on the left) to create a new Object property. An Object 
property with a generic name will be created. 

2. Rename the property to hasIngredient as shown in Figure 4.14 (The ‘Property Name 
Widget’. 

3See http://www.w3.org/TR/xmlschema-2/ for more information on XML Schema Datatypes 
4RDF = Resource Description Framework. See http://www.w3.org/TR/rdf-primer/ for an excellent introduction to 

RDF. 
5Object properties and Datatype properties may be marked as Annotation properties 
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hasSister 

Matthew Gemma 

An object property linking the individual 

Matthew to the individual Gemma 

hasAge 

Matthew “25”^^xsd:integer 

A datatype property linking the individual 

Matthew to the data literal ‘25’, which has a type 

of an xml:integer. 

dc:creator 

JetEngine ‘‘Matthew Horridge’’ 

An annotation property, linking the class ‘JetEngine’ 

to the data literal (string) ‘’Matthew Horridge’’. 

Figure 4.10: The Different types of OWL Properties 
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Figure 4.11: The PropertiesTab 

Figure 4.12: The Properties Widget 

27


www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

228
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Although there is no strict naming convention for properties, we recommend that 
property names start with a lower case letter, have no spaces and have the re
maining words capitalised. We also recommend that properties are prefixed with 
the word ‘has’, or the word ‘is’, for example hasPart, isPartOf, hasManufacturer, 
isProducerOf. Not only does this convention help make the intent of the property 
clearer to humans, it is also taken advantage of by the ‘English Prose Tooltip 
Generator’a, which uses this naming convention where possible to generate more 
human readable expressions for class descriptions. 

aThe English Prose Tooltip Generator displays the description of classes etc. in a more natural 
form of English, making is easy to understand a class description. The tooltips pop up when the 
mouse pointer is made to hover over a class description in the user interface. 

Having added the hasIngredient property, we will now add two more properties — hasTopping, and 
hasBase. In OWL, properties may have sub properties, so that it is possible to form hierarchies of 
properties. Sub properties specialise their super properties (in the same way that subclasses specialise 
their superclasses). For example, the property hasMother might specialise the more general property of 
hasParent. In the case of our pizza ontology the properties hasTopping and hasBase should be created 
as sub properties of hasIngredient. If the hasTopping property (or the hasBase property) links two 

Figure 4.13: Property Creation Buttons — located on the Properties Tab above the property list/tree 

Create datatype property 

Create object property 

Create datatype annotation property 

Create object annotation property 

Delete selected property 

Figure 4.14: Property Name Widget 
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individuals this implies that the two individuals are related by the hasIngredient property. 

Exercise 8: Create hasTopping and hasBase as sub-properties of hasIngredient 

1. To create the hasTopping property as a sub property of the hasIngredient property, 
right click (or ctrl click on the Mac) on the hasIngredient property in the property 
hierarchy on the ‘Properties’ tab. The menu shown in Figure 4.15 will pop up. 

2. Select the ‘Create subproperty’ item from the popup menu. A new object property 
will be created as a sub property of the hasIngredient property. 

3. Rename the new property to hasTopping. 

4. Repeat the above steps but name the property hasBase. 

Figure 4.15: PropertyHierarchyMenu 

Note that it is also possible to create sub properties of datatype properties. However, it is not possible to 
mix and match object properties and datatype properties with regards to sub properties. For example, it 
is not possible to create an object property that is the sub property of a datatype property and vice-versa. 

4.5 Inverse Properties 

Each object property may have a corresponding inverse property. If some property links individual a to 
individual b then its inverse property will link individual b to individual a. For example, Figure 4.16 
shows the property hasParent and its inverse property hasChild — if Matthew hasParent Jean, then 
because of the inverse property we can infer that Jean hasChild Matthew. 

Inverse properties can be created/specified using the inverse property widget shown in Figure 4.17. For 
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Matthew Jean hasChild 

Figure 4.16: An Example Of An Inverse Property: hasParent has an inverse property that is hasChild 

completeness we will specify inverse properties for our existing properties in the Pizza Ontology. 

Exercise 9: Create some inverse properties 

1. Use the ‘Create object property’ button on the ‘Properties’ tab to create a new 
Object property called isIngredientOf (this will become the inverse property of hasIn
gredient). 

2. Press the ‘Assign existing property’ button on the inverse property widget shown 
in Figure 4.17. This will display a dialog from which properties may be selected. 
Select the hasIngredient property and press ‘OK’. The property hasIngredient should 
now be displayed in the ‘Inverse Property’ widget. The properties hierarchy should 
also now indicate that hasIngredient and isIngredientOf are inverse properties of each 
other. 

3. Select the hasBase property. 

5. Select the hasTopping property. 

6. Press the ‘Create new inverse property’ button on the ‘Inverse Property’ widget. 
Use the property dialog that pops up to rename the property isToppingOf. Close the 
dialog. Notice that isToppingOf has been created as a sub property of isIngredientOf. 

The property hierarchy should now look like the picture shown in Figure 4.18. Notice the ‘bidirectional’ 
arrows that indicate inverse properties. 

4.6 OWL Property Characteristics 

hasParent 

4. Press the ‘Create new inverse property’ button on the ‘Inverse Property’ widget. 
This will pop up a dialog that contains information about the newly created property. 
Use this dialog to rename the property isBaseOf and the close the dialog window 
(using the operating system close window button on the title bar). Notice that the 
isBaseOf property has been created as a sub property of the isIngredientOf property. 
This corresponds to the fact that hasBase is a sub property of hasIngredient, and 
isIngredientOf is the inverse property of hasIngredient. 

OWL allows the meaning of properties to be enriched through the use of property characteristics. The 
following sections discuss the various characteristics that properties may have: 
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Create new inverse property 

(Create a new property and 

assigns it to be the inverse of 

the current property). 
Unassign current inverse 

property 

Assign existing property 

(Assign an existing property 

to be the inverse property of 

the current property). 

Figure 4.17: The Inverse Property Widget 

Figure 4.18: The Property Hierarchy With Inverse Properties 

31 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

232
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Margaret 
Mother 

Figure 4.19: An Example Of A Functional Property: hasBirthMother 

Functional properties are also known as single valued properties and also features. 

4.6.1 Functional Properties 

If a property is functional, for a given individual, there can be at most one individual that is related to 
the individual via the property. Figure 4.19 shows an example of a functional property hasBirthMother 
— something can only have one birth mother. If we say that the individual Jean hasBirthMother Peggy 
and we also say that the individual Jean hasBirthMother Margaret6, then because hasBirthMother is a 
functional property, we can infer that Peggy and Margaret must be the same individual. It should be 
noted however, that if Peggy and Margaret were explicitly stated to be two different individuals then the 
above statements would lead to an inconsistency. 

Implies Peggy and Margaret 

are the same individual 

Peggy 

Jean 

hasBirthMother 

hasBirth

4.6.2 Inverse Functional Properties 

If a property is inverse functional then it means that the inverse property is functional. For a given 
individual, there can be at most one individual related to that individual via the property. Figure 4.20 
shows an example of an inverse functional property isBirthMotherOf. This is the inverse property of 
hasBirthMother — since hasBirthMother is functional, isBirthMotherOf is inverse functional. If we state 
that Peggy is the birth mother of Jean, and we also state that Margaret is the birth mother of Jean, 
then we can infer that Peggy and Margaret are the same individual. 

Implies same individual 

Margaret 

Peggy 

Jean 

isBirthMotherOf 

isBirthMotherOf 

Figure 4.20: An Example Of An Inverse Functional Property: isBirthMotherOf 

4.6.3 Transitive Properties 

If a property is transitive, and the property relates individual a to individual b, and also individual b to 
individual c, then we can infer that individual a is related to individual c via property P. For example, 
Figure 4.21 shows an example of the transitive property hasAncestor. If the individual Matthew has an 

6The name Peggy is a diminutive form for the name Margaret 
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Exercise 10: Make the hasIngredient property transitive 

1. Select the hasIngredient property in the property hierarchy on the ‘Properties’ tab. 

2. Tick the ‘Transitive’ tick box on the ‘Property Characteristics Widget’. 

3. Select the isIngredientOf property, which is the inverse of hasIngredient. Ensure that 
the transitive tick box is ticked. 

ancestor that is Peter, and Peter has an ancestor that is William, then we can infer that Matthew has an 
ancestor that is William – this is indicated by the dashed line in Figure 4.21. 

Matthew 

Peter 

William 

h
as

Ancestor 

has

Ancestor 

hasAncesto
r 

Figure 4.21: An Example Of A Transitive Property: hasAncestor 

4.6.4 Symmetric Properties 

If a property P is symmetric, and the property relates individual a to individual b then individual b is 
also related to individual a via property P. Figure 4.22 shows an example of a symmetric property. If the 
individual Matthew is related to the individual Gemma via the hasSibling property, then we can infer 
that Gemma must also be related to Matthew via the hasSibling property. In other words, if Matthew 
has a sibling that is Gemma, then Gemma must have a sibling that is Matthew. Put another way, the 
property is its own inverse property. 

hasSibling 

Matthew Gemma hasSibling 

Figure 4.22: An Example Of A Symmetric Property: hasSibling 

We want to make the hasIngredient property transitive, so that for example if a pizza topping has an 
ingredient, then the pizza itself also has that ingredient. To set the property characteristics of a property 
the property characteristics widget shown in Figure 4.23 which is located in the lower right hand corner 
of the properties tab is used.
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viduals. Making a transitive property functional would therefore not make sense. 

1. Select the hasBase property. 

2. Click the ‘Allows multiple values’ tick box on the ‘Property Charachteristics 
Widget’ so that it is unticked. 

We now want to say that out pizza can only have one base. There are numerous ways that this could be 
accomplished. However, to do this we will make the hasBase property functional, so that it may have 
only one value for a given individual. 

Exercise 11: Make the hasBase property functional 

     

If a property is transitive then its inverse property should also be transitive.a 

aAt the time of writing this must be done manually in Protégé-OWL . However, the reasoner 
will assume that if a property is transitive, its inverse property is also a transitive. 

Note that if a property is transitive then it cannot be functional.a 

aThe reason for this is that transitive properties, by their nature, may form ‘chains’ of indi

Unticking this box makes a property functional 

Ticking this box makes a property Invers Functional 

An inverse property may be specified here.  Use the ‘O’ button to create 

a new property and simultaneously make the new property the inverse. 

Use the ‘O+’ button to add an existing property as the inverse. 

Checking this box makes the property symmetric 

Checking this box makes the property transitive 

Figure 4.23: Property Characteristics Widgets
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4.7 Property Domains and Ranges 

Properties may have a domain and a range specified. Properties link individuals from the domain to 
individuals from the range. For example, in our pizza ontology, the property hasTopping would probably 
link individuals belonging the the class Pizza to individuals belonging to the class of PizzaTopping. In 
this case the domain of the hasTopping property is Pizza and the range is PizzaTopping — this is 
depicted in Figure 4.24. 

Property Domains And Ranges In OWL — It is important to realise that in 
OWL domains and ranges should not be viewed as constraints to be checked. They 
are used as ‘axioms’ in reasoning. For example if the property hasTopping has the 
domain set as Pizza and we then applied the hasTopping property to IceCream 
(individuals that are members of the class IceCream), this would generally not 
result in an error. It would be used to infer that the class IceCream must be a 
subclass of Pizza! a. 

aAn error will only be generated (by a reasoner) if Pizza is disjoint to IceCream 

We now want to specify that the hasTopping property has a range of PizzaTopping. To do this the range 
widget shown in Figure 4.25 is used. By default the drop down box displays ‘Instance’, meaning that the 

hasTo ping p

isToppingOf 

hasTopping 

isToppingOf 

hasTopping 

isToppingOf 

Pizza PizzaTopping 

Figure 4.24: The domain and range for the hasTopping property and its inverse property isToppingOf. The 
domain of hasTopping is Pizza the range of hasTopping is PizzaTopping — the domain and range 
for isToppingOf are the domain and range for hasTopping swapped over 

If a datatype property is selected, the property characteristics widget will be re
duced so that only options for ‘Allows multiple values’ and ‘Inverse Func
tional’ will be displayed. This is because OWL-DL does not allow datatype 
properties to be transitive, symmetric or have inverse properties. 
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played in the range list. 

It is also possible, but usually incorrect, to specify that a class rather than its 
individuals is the range of a property. This is done by selecting ‘class’ in the drop 
down box on the range widget. It is a common mistake to believe that the range 
of a property is a class when the range is really the individuals that are members 
of the class. Specifying the range of a property as a class treats the class itself as 
an individuala . This is a kind of ‘meta-statement’ and causes the ontology to be 
in OWL-Full. 

aRemember that instances of object properties link individuals to individuals 

Select the ‘type’ of range (Instance or class) 

Create a class expression as the range 

Add a (existing) named class as the range 

Remove the selected named class from the range 

Remove (delete) the selected class expression from the range 

Figure 4.25: Property Range Widget (For Object Properties) 

property links instances of classes to instances of classes. 

Exercise 12: Specify the range of hasTopping 

1. Make sure that the hasTopping property is selected in the property hierarchy on the 
‘Properties’ tab. 

2. Press the ‘Add named class’ button on the ‘Range Widget’ (Figure 4.25). A 
dialog will appear that allows a class to be selected from the ontology class hierarchy. 

3. Select PizzaTopping and press the ‘OK’ button. PizzaTopping should now be dis
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It is possible to specify multiple classes as the range for a property. If multiple 
classes are specified in Protégé-OWL the range of the property is interpreted to 
be the union of the classes. For example, if the range of a property has the classes 
Man and Woman listed in the range widget, the range of the property will be 
interpreted as Man union Woman. a

aSee section B.2 for an explanation of what a union class is. 

              
list. 

This means that individuals that are used ‘on the left hand side’ of the hasTopping 
property will be inferred to be members of the class Pizza. Any individuals that 
are used ‘on the right hand side’ of the hasTopping property will be inferred to 
be members of the class PizzaTopping. For example, if we have individuals a and 
b and an assertion of the form a hasTopping b then it will be inferred that a is a 
member of the class Pizza and that b is a member of the class PizzaToppinga . 

aThis will be the case even if a has not been asserted to be a member of the class Pizza and/or 
b has not been asserted to be a member of the class PizzaTopping. 

When multiple classes are specified as the domain for a property, Protégé-OWL 
interprets the domain of the property to be the union of the classes . 

Although OWL allows arbitrary class expressions to be used for the domain of a 
property this is not allowed when editing ontologies in Protégé-OWL . 

Exercise 13: Specify Pizza as the domain of the hasTopping property 

1. Make sure that the hasTopping property is selected in the property hierarchy on the 
‘Properties’ tab. 

2. Press the ‘Add named class’ button on the Domain Widget. A dialog will appear 
that allows a class to be selected from the ontology class hierarchy. 

3. Select Pizza and press the OK button. Pizza should now be displayed in the domain

To specify the domain of a property the domain widget shown in Figure 4.26 is used.

37 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

238
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



         

 

Notice that the domain of the isToppingOf property is the range of the inverse property hasTopping, and 
that the range of the isToppingOf property is the domain of the hasTopping property. This is depicted 
in 4.24. 

Exercise 15: Specify the domain and range for the hasBase property and its inverse property is-
BaseOf 

1. Select the hasBase property. 

2. Specify the domain of the hasBase property as Pizza. 

3. Specify the range of the hasBase property as PizzaBase. 

4. Select the isBaseOf property. 

5. Make the domain of the isBaseOf property PizzaBase. 

6. Make the range of the isBaseOf property Pizza. 

Add a (existing) named class to the domain 

Removes the selected class from the domain 

Figure 4.26: Property Domain Widget 

We now need to fill in the domain and range for the inverse of the hasTopping property isToppingOf: 

Exercise 14: Specify the domain and range for the isToppingOf property 

1. Select the isToppingOf property. 

2. Use the same steps as above to set the domain of the isToppingOf property to Piz
zaTopping. 

3. Set the range of the isToppingOf property to Pizza.
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In the previous steps we have ensured that the domains and ranges for properties 
are also set up for inverse properties in a correct manner. In general, domain for 
a property is the range for its inverse, and the range for a property is the domain 
for its inverse — Figure 4.24 illustrates this for the hasTopping and isToppingOf. 
If these steps are not taken the ontology tests (see section 7.3) can be used to spot 
any discrepancies. 

Although we have specified the domains and ranges of various properties for the 
purposes of this tutorial, we generally advise against doing this. The fact that 
domain and range conditions do not behave as constraints and the fact that they 
can cause ‘unexpected’ classification results can lead problems and unexpected 
side effects. These problems and side effects can be particularly difficult to track 
down in a large ontology. 

4.8 Describing And Defining Classes 

Having created some properties we can now use these properties to describe and define our Pizza Ontology 
classes. 

4.8.1 Property Restrictions 

In OWL properties are used to create restrictions. As the name may suggest, restrictions are used to 
restrict the individuals that belong to a class. Restrictions in OWL fall into three main categories: 

• Quantifier Restrictions 

• Cardinality Restrictions 

• hasValue Restrictions. 

We will initially use quantifier restrictions. These types of restrictions are composed of a quantifier, a 
property, and a filler. The two quantifiers that may be used are: 

• The existential quantifier (∃), which can be read as at least one, or some7 . 

• The universal quantifier (∀), which can be read as only8 . 

For example the restriction ∃ hasTopping MozzarellaTopping is made up of the existential quantifier 
(∃), the property hasTopping, and the filler MozzarellaTopping. This restriction describes the set, or the 

7It can also be read as ‘someValuesFrom’ in OWL speak.

8It can also be read as ‘allValuesFrom’ in OWL speak.
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class, of individuals that have at least one topping that is an individual from the class . 
This restriction is depicted in Figure 4.27 — The diamonds in the Figure represent individuals. As can 
be seen from Figure 4.27, the restriction describes an anonymous (unnamed) class of individuals that 
satisfy the restriction. 

A restriction actually describes an anonymous class (an unnamed class). The 
anonymous class contains all of the individuals that satisfy the restriction (see 
Appendix A for further information about what a restriction actually represents 
and an explanation of existential and universal quantification). When restrictions 
are used to describe classes, they actually specify anonymous superclasses of the 
class being described. For example, we could say that MargheritaPizza is a sub
class of, amongst other things, Pizza and also a subclass of the things that have 
at least one topping that is MozzarellaTopping. 

hasTopping 

hasTopping 

hasTopping 

hasTopping 

Mozzarella 

Things that have at least one 

MozzarellaTopping 


(∃ hasTopping Mozzarella)


Figure 4.27: The Restriction ∃ hasTopping Mozzarella. This restriction describes the class of individuals that 
have at least one topping that is Mozzarella 

MozzarellaTopping

The restrictions for a class are displayed and edited using the ‘Conditions Widget’ shown in Figure 
4.28. The ‘Conditions Widget’ is the ‘heart of’ the ‘OWLClasses’ tab in protege, and holds virtually 
all of the information used to describe a class. At first glance, the ‘Conditions Widget’ may seem 
complicated, however, it will become apparent that it is an incredibly powerful way of describing and 
defining classes. 

Restrictions are used in OWL class descriptions to specify anonymous superclasses of the class being 
described. 

4.8.2 Existential Restrictions 

Existential restrictions (∃) are by far the most common type of restrictions in OWL ontologies. For a set 
of individuals, an existential restriction specifies the existence of a (i.e. at least one) relationship along a 
given property to an individual that is a member of a specific class. For example, ∃ hasBase PizzaBase 
describes all of the individuals that have at least one relationship along the hasBase property to an 
individual that is a member of the class PizzaBase — in more natural English, all of the individuals that 
have at least one pizza base. 
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Remove the selected named class 

Add a named class 

Display asserted 
Display inferred 

Add a restriction. 
conditions 

conditions 

Add a class expression using 

the inline expression editor 

Figure 4.28: The Conditions Widget 

Remove (delete) the


selected class expression


“NECESSARY & SUFFICIENT Header” 

A list of necessary & sufficient 

conditions appears under this 

“NECESSARY & SUFFICIENT” header. 

There may be multiple sets of 

necessary and suficient conditions, in 

which case there will be multiple 

“NECESSARY & SUFFICIENT” headers. 

“NECESSARY Header” 

A list of necessary conditions 

appears under this “NECESSARY” header. 

There is only one list of necessary 

conditions 

“INHERITED Header” 

A list of conditions that have 

been inherited from superclasses 

will be displayed here.  The class from 

which a condition is inherited is 

displayed next to the condition. 
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1.    Ensure that the “NECESSARY” header is selected 

2. Press the “Create restriction” button 

Figure 4.29: Creating a Necessary Restriction 

Existential restrictions are also known as Some Restrictions. 

Exercise 16: Add a restriction to Pizza that specifies a Pizza must have a PizzaBase 

1.	 Select Pizza from the class hierarchy on the ‘OWLClasses’ tab. 

2. Select the “NECESSARY” header in the ‘Conditions Widget’ shown in Figure 4.29 
in order to create a necessary condition. 

3. Press the ‘Create restriction’ button shown in Figure 4.29. This will display the 
‘Create Restriction’ dialog shown in Figure 4.30, which we will use to create a 
restriction. 

The create restriction dialog has four main parts: The restriction type list; The property list; the filler 
edit box; and the expression builder panel. To create a restriction we have to do three things: 

•	 Select the type of restriction from the restriction type list - the default is an existential (∃) restric
tion. 

•	 Select the property to be restricted from the property list. 

•	 Specify a filler for the restriction in the filler edit box (possibly using the expression builder panel). 
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Exercise 17: Add a restriction to Pizza that specifies a Pizza must have a PizzaBase (Continued...) 

1. Select ‘∃ someValuesFrom’ from the restriction type list — ‘someValuesFrom’ is 
another name for an existential restriction. 

2. Select the property hasBase from the property list. 

3. Specify that the filler is PizzaBase — to do this either: type PizzaBase into the filler 
edit box, or press the ‘Insert class’ button on the expression builder panel shown in 
Figure 4.31 to display a class hierarchy tree from which PizzaBase may be selected. 

4. Press the ‘OK’ button to create the restriction and close the create restriction dialog. 
If all information was entered correctly the dialog will close and the restriction will be 
displayed in the ‘Conditions Widget’. If there were errors the dialog will not close. 
An error message will be displayed at the bottom of the expression builder panel — if 
this is the case, recheck that the type of restriction, the property and filler have been 
specified correctly. 

Property list 

Restriction type list 

Filler edit box 

Expression builder panel 

Figure 4.30: The Create Restriction Dialog 
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Insert class 

Figure 4.31: Expression Builder Panel Insert Class Button 

Figure 4.32: The Expression Builder Auto-Completion Function 

A very useful feature of the expression builder is the ability to ‘auto complete’ 
class names, property names and individual names. Auto completion is activated 
by pressing ‘alt tab’ on the keyboard. In the above example if we had typed Pi 
into the inline expresion editor and pressed the tab key, the choices to complete 
the word Pi would have poped up in a list as shown in Figure 4.32. The up and 
down arrow keys could then have been used to select PizzaBase and pressing the 
Enter key would complete the word for us. 

The conditions widget should now look similar to the picture shown in Figure 4.33. 

Figure 4.33: Conditions Widget: Description of a Pizza 
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ontology tidy, we will group our different pizzas under the class ‘NamedPizza’: 

Exercise 18: Create a subclass of Pizza called NamedPizza, and a subclass of NamedPizza called 
MargheritaPizza 

1. Select the class Pizza from the class hierarchy on the ‘OWLClasses’ tab. 

2. Press the ‘Create subclass’ button to create a new subclass of Pizza, and name it 
NamedPizza. 

3. Create a new subclass of NamedPizza, and name it MargheritaPizza. 

4. Add a comment to the class MargheritaPizza using the comment box that is lo
cated under the class name widget: A pizza that only has Mozarella and Tomato 
toppings – it’s always a good idea to document classes, properties etc. during ontology 
editing sessions in order to communicate intentions to other ontology builders. 

Things that have at least 

one PizzaBase 

Pizza 

PizzaBase 

hasBase 

hasBase 

hasBase 

hasBase 

(∃ hasBase PizzaBase) 

Figure 4.34: A Schematic Description of a Pizza — In order for something to be a Pizza it is necessary for it 
to have a (at least one) PizzaBase — A Pizza is a subclass of the things that have at least one 

PizzaBase 

We have described the class Pizza to be a subclass of owl:Thing and a subclass of 
the things that have a base which is some kind of PizzaBase. 
Notice that these are necessary conditions — if something is a Pizza it is necessary 

for it to be a member of the class owl:Thing (in OWL, everything is a member of 
the class owl:Thing) and necessary for it to have a kind of PizzaBase. 
More formally, for something to be a Pizza it is necessary for it to be in a relation
ship with an individual that is a member of the class PizzaBase via the property 
hasBase — This is depicted in Figure 4.34. 

Creating Some Different Kinds Of Pizzas 

It’s now time to add some different kinds of pizzas to our ontology. We will start off by adding a 
‘MargheritaPizza’, which is a pizza that has toppings of mozzarella and tomato. In order to keep our
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5. Select hasTopping as the property to be restricted. 

6. Enter the class MozzarellaTopping as the filler for the restriction — remember that 
this can be achieved by typing the class name MozzarellaTopping into the filler edit 
box, or by using the ‘Insert class’ button (Figure 4.31) to display a dialog containing 
the ontology class hierarchy which may be used to choose a class. 

7. Press the ‘OK’ button on the create restriction dialog to create the restriction — if 
there are any errors, the restriction will not be created, and an error message will be 
displayed at the bottom of the expression builder panel. 

Having created the class MargheritaPizza we now need to specify the toppings that it has. To do this 
we will add two restrictions to say that a MargheritaPizza has the toppings MozzarellaTopping and 
TomatoTopping. 

Exercise 19: Create an existential (∃) restriction on MargheritaPizza that acts along the property 
hasTopping with a filler of MozzarellaTopping to specify that a MargheritaPizza has at 
least one MozzarellaTopping 

1. Make sure that MargheritaPizza is selected in the class hierarchy. 

2. Select the ”NECESSARY” header in the ‘Conditions Widget’, as we want to create 
and add a necessary condition. 

3. Use the ‘Create restriction’ button on the ‘Conditions widget’ (Figure 4.28) to 
display the ‘Create Restriction’ dialog. 

4. On the ‘Create restrictions’ dialog make the restriction an existentially quantified 
restriction by selecting the restriction type as ‘∃ someValuesFrom’.
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Now specify that MargheritaPizzas also have TomatoTopping. 

Exercise 20: Create a existential restriction (∃) on MargheritaPizza that acts along the property 
hasTopping with a filler of TomatoTopping to specify that a MargheritaPizza has at least 
one TomatoTopping 

1. Ensure that MargheritaPizza is selected in the class hierarchy. 

2. Select the ”NECESSARY” header in the ‘Conditions Widget’, as we want to create 
and add a necessary condition. 

3. Use the ‘Create restriction’ button on the ‘Conditions Widget’ (Figure 4.28) to 
display the ‘Create Restriction’ dialog’. 

4. On the restrictions dialog make the restriction an existentially quantified restriction 
by selecting the restriction type as ‘∃ someValuesFrom’. 

5. Select hasTopping as the property to be restricted. 

6. Enter the class TomatoTopping as the filler for the restriction. 

7. Click the ‘OK’ button on the create restriction dialog to create the restriction. 

The ‘Conditions Widget’ should now look similar to the picture shown in Figure 4.35. 

We have added restrictions to MargeritaPizza to say that a MargheritaPizza is 
a NamedPizza that has at least one kind of MozzarellaTopping and at least one 
kind of TomatoTopping. 
More formally (reading the conditions widget line by line), if something is a mem
ber of the class MargheritaPizza it is necessary for it to be a member of the class 
NamedPizza and it is necessary for it to be a member of the anonymous class 
of things that are linked to at least one member of the class MozzarellaTopping 
via the property hasTopping, and it is necessary for it to be a member of the 
anonymous class of things that are linked to at least one member of the class 
TomatoTopping via the property hasTopping. 

Now create the class to represent an Americana Pizza, which has toppings of pepperoni, mozzarella 
and tomato. Because the class AmericanaPizza is very similar to the class MargheritaPizza (i.e. an 
Americana pizza is almost the same as a Margherita pizza but with an extra topping of pepperoni) we 
will make a clone of the MargheritaPizza class and then add an extra restriction to say that it has a 
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8. Specify the restriction filler as the class PepperoniTopping by either typing 
PepperoniTopping into the filler edit box, or by using the ‘Insert class’ button 
to display the class dialog, from which PepperoniTopping may be selected. 

9. Press the OK button to create the restriction. 

Figure 4.35: The Conditions Widget Showing A Description Of A MargheritaPizza 

topping of pepperoni. 

Exercise 21: Create AmericanaPizza by cloning and modifying the description of MargheritaPizza 

1. Right click (ctrl click on the Mac) on the class MargheritaPizza in the class hierarchy 
on the OWLClasses tab to display the class hierarchy popup menu. 

2. From the popup menu select the menu item ‘Create clone’. This will create a copy 
of the class MargheritaPizza named MargheritaPizza 2, that has exactly the same 
conditions (restrictions etc.) as MargheritaPizza. 

3. Rename the MargheritaPizza 2 to AmericanaPizza using the class name widget. 

4. Ensuring that AmericanaPizza is still selected, select the “NECESSARY” header in 
the conditions widget, as we want to add a new restriction to the necessary conditions 
for AmericanaPizza. 

5. Press the ‘Create restriction’ button on the conditions widget to display the ‘Create 
restriction dialog’. 

6. Select ‘∃ someValuesFrom’ as the type of restriction to create an existentially quan
tified restriction. 

7. Select the property hasTopping as the property to be restricted.
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of olives and and parmezan cheese — create this by cloning MargheritaPizza and 
adding two existential restrictions along the property hasTopping, one with a filler of 
OliveTopping, and one with a filler of ParmezanTopping. 

For AmericanHot pizza the conditions widget should now look like the picture shown in Figure 4.37. For 
SohoPizza the conditions widget should now look like the picture shown in 4.38. 

Figure 4.36: The Conditions Widget displaying the description for AmericanaPizza 

Figure 4.37: The Conditions Widget displaying the description for AmericanHotPizza 

The ‘Conditions Widget’ should now look like the picture shown in Figure 4.36. 

Exercise 22: Create an AmericanHotPizza and a SohoPizza 

1. An AmericanHotPizza is almost the same as an AmericanaPizza, but has Jalapeno 
peppers on it — create this by cloning the class AmericanaPizza and adding an existen
tial restriction along the hasTopping property with a filler of JalapenoPepperTopping. 

2. A SohoPizza is almost the same as a MargheritaPizza but has additional toppings
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Having created these pizzas we now need to make them disjoint from one another: 

Exercise 23: Make subclasses of NamedPizza disjoint from each other 

1. Select the class MargheritaPizza in the class hierarchy on the ‘OWLClasses’ tab. 

2. Press the ‘Add all siblings’ button on the ‘Disjoints widget’ to make the pizzas 
disjoint from each other. 

Figure 4.38: The Conditions Widget displaying the description for SohoPizza 

4.9 Using A Reasoner 

4.9.1 Determining the OWL Sub-Language 

As mentioned in section 3.1, OWL comes in three flavours (or sub-languages): OWL-Lite, OWL-DL (DL 
stands for Description Logics) and OWL-Full. The exact definitions of these sub-languages can be found 
in the OWL Overview, which is available on the World Wide Web Consortium website9 . Protégé-OWL 
features a species validation facility, which is able to determine the sub-language of the ontology being 
edited. To use the species validation facility, use the ‘Determine/Convert OWL Sub-language...’ 
option on the ‘OWL menu’ shown in Figure 4.39. This will report the sub-language of the ontology. 

One of the key features of ontologies that are described using OWL-DL is that they can be processed 
by a reasoner. One of the main services offered by a reasoner is to test whether or not one class is a 
subclass of another class10 . By performing such tests on all of the classes in an ontology it is possible for 
a reasoner to compute the inferred ontology class hierarchy. Another standard service that is offered by 
reasoners is consistency checking. Based on the description (conditions) of a class the reasoner can check 
whether or not it is possible for the class to have any instances. A class is deemed to be inconsistent if 
it cannot possibly have any instances. 

9http://www.w3.org/TR/owl-features/ 
10Known as subsumption testing — the descriptions of the classes (conditions) are used to determine if a super

class/subclass relationship exists between them. 
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Reasoners are also known as classifiers. 

Figure 4.39: The OWL Menu

4.9.2 Using RACER 

In order to reason over the ontologies in Protégé-OWL a DIG11 compliant reasoner must be installed/configured 
and started. In this tutorial we use a reasoner called RACER, which is available for a variety of platforms 
from http://www.sts.tu-harburg.de/~r.f.moeller/racer/. RACER comes with a detailed manual 
that contains installation and setup instructions. When you have installed RACER on your system, it 
should be started with the default settings — RACER is typically started by double clicking on the 
RACER application icon, which opens a terminal/console window and starts the reasoner running with 
HTTP communication enabled.12 — Figure 4.40 shows a pruned version of the information that is dis
played when RACER starts; The second from the bottom line indicates that HTTP communication is 
running, and specifies the I.P. address and port number. If for any reason RACER needs to be started on 
a different port (or computer), Protégé-OWL can be configured via the OWL preferences dialog shown 
in Figure 4.41, which is accessible via the ‘Preferences...’ item on the OWL menu. 

4.9.3 Invoking The Reasoner 

Having started RACER, or another reasoner, the ontology can be ‘sent to the reasoner’ to automatically 
compute the classification hierarchy, and also to check the logical consistency of the ontology. In Protégé-
OWL the ‘manually constructed’ class hierarchy is called the asserted hierarchy. The class hierarchy 

11DIG = Description Logic Implementers Group — A DIG compliant reasoner provides the means to communicate via 
the DIG interface, which is a standard interface/protocol for talking to description logic reasoners. 

12By default racer runs with the HTTP service enabled on port 8080. 
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http://www.sts.tu-harburg.de/~r.f.moeller/racer/


;;; RACER Version 1.7.12


;;; RACER: Reasoner for Aboxes and Concept Expressions Renamed


;;; Supported description logic: ALCQHIr+(D)


;;; Copyright (C) 1998-2003, Volker Haarslev and Ralf Moeller.


;;; RACER comes with ABSOLUTELY NO WARRANTY; use at your own risk.


;;; Commercial use is prohibited; contact the authors for licensing.


;;; RACER is running on Mac OS Darwin computer as node Unknown 


[2004-04-16 10:22:47]  HTTP service enabled for: http://130.88.195.45:8080/


[2004-04-16 10:22:47]  TCP service enabled on port 8088


Figure 4.40: RACER Startup Screen 

Figure 4.41: The OWL Preferences Dialog 

52 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

253
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://130.88.195.45:8080/


         
will be circled in red. 

The task of computing the inferred class hierarchy is also know as classifying the 

ontology. 

Show TODO list 

Check consistency 

Classify taxonomy 

Run ontology tests 

View RDF/XML source 

Show Protege-OWL Syntax 

Display English Prose Tooltips 

Figure 4.42: The OWL Toolbar 

Figure 4.43: The Inferred Hierarchy Pane, which pops open next to the Asserted Hierarchy Pane when classifi
cation has taken place 

that is automatically computed by the reasoner is called the inferred hierarchy. To automatically classify 
the ontology (and check for inconsistencies) the ‘Classify Taxonomy...’ action should be used. This 
can be invoked via the OWL menu (Figure 4.39), or by using the ‘Classify taxonomy’ button on 
the Protégé-OWL toolbar shown in Figure 4.42. To check the consistency of the ontology, the ‘Check 
consistency...’ action should be used, which can be invoked from the OWL menu, or by using the ‘Check 
consistency’ button on the Protégé-OWL toolbar. When the inferred hierarchy has been computer, an 
inferred hierarchy window will pop open next to the existing asserted hierarchy window as shown in 
Figure 4.43. If a class has been reclassified (i.e. if it’s superclasses have changed) then the class name 
will appear in a blue colour in the inferred hierarchy. If a class has been found to be inconsistent it’s icon
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the class and then press the OK button. The class 
ping will be added as a necessary condition (as a superclass), so that the conditions 
widget should look like the picture in Figure 4.44. 

Figure 4.44: The Conditions Widget Displaying ProbeInconsistentTopping 

4.9.4 Inconsistent Classes 

In order to demonstrate the use of the reasoner in detecting inconsistencies in the ontology we will create 
a class that is a subclass of both CheeseTopping and also MeatTopping. This strategy is often used as 
a check so that we can see that we have built our ontology correctly. Classes that are added in order to 
test the integrity of the ontology are sometimes known as Probe Classes. 

Exercise 24: Add a Probe Class called ProbeInconsistentTopping which is a subclass of both 
CheeseTopping and Vegetable 

1. Select the class CheeseTopping from the class hierarchy on the OWLClasses tab. 

2. Create a subclass of CheeseTopping named ProbeInconsistentTopping. 

3. Add a comment to the ProbeInconsistentTopping class that is something along the 
lines of, “This class should be inconsistent when the ontology is classified.”. This will 
enable anyone who looks at our pizza ontology to see that we deliberately meant the 
class to be inconsistent. 

4. Ensure that the ProbeInconsistentTopping class is selected in the class hierarchy, and 
then select the “NECESSARY” header in the ‘Conditions widget’. 

5. Click on the ‘Add named class’ button on the ‘Conditions Widget’. This will dis
play a dialog containing the class hierarchy from which a class may be selected. Select 

VegetableTopping VegetableTop
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Exercise 25: Classify the ontology to make sure ProbeInconsistentTopping is inconsistent 

1. Press the ‘Classify Taxonomy’ button on the OWL toolbar to classify the ontology. 

After a few seconds the inferred hierarchy will have been computed and the inferred hierarchy window 
will pop open (if it was previously closed). The hierarchy should resemble that shown in Figure 4.45 — 
notice that the class ProbeInconsistentTopping is circled in red, indicating that the reasoner has found 
this class to be inconsistent (i.e. it cannot possibly have any individuals as memebers). 
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Figure 4.45: The Class ProbeInconsistentTopping found to be inconsistent by the reasoner 

If we study the class hierarchy, ProbeInconsistentTopping should appear as a 
subclass of CheeseTopping and as a subclass of VegetableTopping. This means 
that ProbeInconsistentTopping is a CheeseTopping and a VegetableTopping. 
More formally, all individuals that are members of the class ProbeInconsistentTop
ping are also (necessarily) members of the class CheeseTopping and (necessarily) 
members of the class VegetableTopping. Intuitively this is incorrect since some
thing can not simultaneously be both cheese and a vegetable! 
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To close the inferred hierarchy use the small white cross on a red background 
button on the top right of the inferred hierarchy window. 

Why did this happen? Intuitively we know something cannot at the same time 
be both cheese and a vegetable. Something should not be both an instance of 
CheeseTopping and an instance of VegetableTopping. However, it must be re
membered that we have chosen the names for our classes. As far as the reasoner is 
concerned names have no meaning. The reasoner cannot determine that something 
is inconsistent based on names. The actual reason that ProbeInconsistentTopping 
has been detected to be inconsistent is because its superclasses VegetableTopping 
and CheeseTopping are disjoint from each other — remember that earlier on we 
specified that the four categories of topping were disjoint from each other using 
the Wizard. Therefore, individuals that are members of the class CheeseTopping 
cannot be members of the class VegetableTopping and vice-versa. 

Exercise 26: Remove the disjoint statement between CheeseTopping and VegetableTopping to see 
what happens 

1. Select the class CheeseTopping using the class hierarchy. 

2. The ‘Disjoints widget’ should contain CheeseTopping’s sibling classes: Vegetable-
Topping, SeafoodTopping and MeatTopping. Select VegetableTopping in the Disjoints 
widget. 

3. Press the ‘Remove selected class from list’ button on the Disjoints widget (shown 
in Figure 4.5) to remove the disjoint axiom that states CheeseTopping and MeatTop
ping are disjoint. 

4. Press the ‘Classify Taxonomy’ button on the OWL toolbar to send the ontology to 
the reasoner. After a few seconds the ontology should have been classified and the 
results displayed. 
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It should be noticeable that ProbeInconsistentTopping is no longer inconsistent! 
This means that individuals which are members of the class ProbeInconsistent-
Topping are also members of the class CheeseTopping and VegetableTopping — 
something can be both cheese and a vegetable! 
This clearly illustrates the importance of the careful use of disjoint axioms in 
OWL. OWL classes ‘overlap’ until they have been stated to be disjoint from each 
other. If certain classes are not disjoint from each other then unexpected results 
can arise. Accordingly, if certain classes have been incorrectly made disjoint from 
each other then this can also give rise to unexpected results. 

         
should be highlighted in red indicating that it is once again inconsistent. 

4.10	 Necessary And Sufficient Conditions (Primitive and De

fined Classes) 

All of the classes that we have created so far have only used necessary conditions to describe them. 
Necessary conditions can be read as, “If something is a member of this class then it is necessary to 
fulfil these conditions”. With necessary conditions alone, we cannot say that, “If something fulfils these 
conditions then it must be a member of this class”. 

A class that only has necessary conditions is known as a Primitive Class. 

Let’s illustrate this with an example. We will create a subclass of Pizza called CheesyPizza, which will 

Exercise 27: Fix the ontology by making CheeseTopping and Vegetable disjoint from each other 

1. Select the class CheeseTopping using the class hierarchy. 

2. The ‘Disjoints widget’ should contain MeatTopping and SeafoodTopping. 

3. Press the ‘Add disjoint class’ button on the disjoint classes widget to display a dialog 
which classes may be picked from. Select the class VegetableTopping and press the 
OK button. CheeseTopping should once again be disjoint from VegetableTopping. 

4. Test that the disjoint axiom has been added correctly — Press the ‘Classify Tax
onomy’ button on the OWL toolbar to send the ontology to the reasoner. After a 
few seconds the ontology should have been classified, and ProbeInconsistentTopping 
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6. Select hasTopping as the property to be restricted. 

7. In the filler edit box type CheeseTopping (or use the ‘Insert class’ button to display 
a dialog from which CheeseTopping can be selected). Press ‘OK’ to close the dialog 
and create the restriction. 

The ‘Conditions Widget’ should now look like the picture shown in Figure 4.46. 

Our description of CheesyPizza states that if something is a member of the class 
CheesyPizza it is necessary for it to be a member of the class Pizza and it is 
necessary for it to have at least one topping that is a member of the class Cheese-
Topping. 

Our current description of CheesyPizza says that if something is a CheesyPizza it is necessarily a Pizza 
and it is necessary for it to have at least one topping that is a kind of CheeseTopping. We have used 
necessary conditions to say this. Now consider some (random) individual. Suppose that we know that 

Figure 4.46: The Description of CheesyPizza (Using Necessary Conditions) 

be a Pizza that has at least one kind of CheeseTopping. 

Exercise 28: Create a subclass of Pizza called CheesyPizza and specify that it has at least one 
topping that is a kind of CheeseTopping 

1. Select Pizza in the class hierarchy on the ‘OWLClasses’ tab. 

2. Press the ‘Create subclass’ button to create a subclass of Pizza. Rename it to 
CheesyPizza. 

3. Make sure that CheesyPizza is selected in the class hierarchy. Select the “NECES
SARY” header in the conditions widget. (You may have to select the ‘Asserted’ tab 
on the ‘Conditions Widget’ — the automatically shows the ‘Inferred’ tab after 
classification). 

4. Press the ‘Create restriction’ button on the conditions widget to display the ‘Create 
restriction dialog’. 

5. Select ‘∃ someValuesFrom’ as the type of restriction to be created.
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this individual is a member of the class Pizza. We also know that this individual has at least one kind of 
CheeseTopping. However, given our current description of CheesyPizza this knowledge is not sufficient 

to determine that the individual is a member of the class CheesyPizza. To make this possible we need to 
change the conditions for CheesyPizza from necessary conditions to necessary AND sufficient conditions. 
This means that not only are the conditions necessary for membership of the class CheesyPizza, they 
are also sufficient to determine that any (random) individual that satisfies them must be a member of 
the class CheesyPizza. 

A class that has at least one set of necessary and sufficient conditions is known as 
a Defined Class. 

Classes that only have necessary conditions are also known as ‘partial’ classes.

Classes that have at least one set of necessary and sufficient conditions are also

known as ‘complete’ classes. 

moved from under the“NECESSARY” header in the conditions widget to be under the“NECESSARY 
AND SUFFICIENT” header. This can be accomplished by dragging and dropping the conditions one-
by-one. 

Exercise 29: Convert the necessary conditions for CheesyPizza into necessary & sufficient condi
tions 

1. Ensure that CheesyPizza is selected in the class hierarchy. 

2. On the ‘Conditions Widget’ select the ∃ hasTopping CheeseTopping restriction. 

3. Drag the ∃ hasTopping CheeseTopping restriction from under the “NECESSARY” 
header to on top of the “NECESSARY & SUFFICIENT” header. 

4. Select the class Pizza. 

5. Drag the class Pizza from under the “NECESSARY” header to on top of the ∃ hasTop
ping CheeseTopping restriction (note not on top of the “NECESSARY & SUFFI
CIENT” header this time). 

The ‘Conditions Widget’ should now look like the picture shown in Figure 4.47. 

In order to convert necessary conditions to necessary and sufficient conditions, the conditions must be 
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We have converted our description of CheesyPizza into a definition. If something 
is a CheesyPizza then it is necessary that it is a Pizza and it is also necessary 

that at least one topping that is a member of the class CheeseTopping. Moreover, 
if an individual is a member of the class Pizza and it has at least one topping that 
is a member of the class CheeseTopping then these conditions are sufficient to 
determine that the individual must be a member of the class CheesyPizza. The 
notion of necessary and sufficient conditions is illustrated in Figure 4.48. 

If you accidentally dropped Pizza onto the “NECESSARY & SUFFICIENT” 
header (rather that onto the ∃ hasTopping CheeseTopping) in Exercise 29 the 
conditions widget will look like the picture shown in Figure 4.49. In this case, a new 
necessary and sufficient condition has been created, which is not what we want. 
To correct this mistake, drag Pizza on top of the ∃ hasTopping CheeseTopping 
restriction. 

Figure 4.47: The Description of CheesyPizza (Using Necessary AND Sufficient Conditions) 

NECESSARY CONDITIONS 

NamedClass 

Condition 

Condition 

Condition 

Condition 

implies 

If an individual is a member of ‘NamedClass’ then it must satisfy the conditions. 

However if some individual satisfies these necessary conditions,  we cannot say 

that it is a member of ‘Named Class’ (the conditions are not ‘sufficient’ to be able 

to say this) - this is indicated by the direction of the arrow. 

NECESSARY & SUFFICIENT CONDITIONS 

NamedClass 

Condition 

Condition 

Condition 

Condition 

implies 

If an individual is a memeber of ‘NamedClass’ then it must satisfy the conditions. 

If some individual satisfies the condtions then the individual must be a member 

of ‘NamedClass’ - this is indicated by the double arrow. 

Figure 4.48: Necessary And Sufficient Conditions 
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SUFFICIENT” and vice versa using Cut and Paste. Right click (ctrl click on a 
Mac) on a condition and select Cut or Paste from the popup menu. 

o summarise: If class A is described using necessary conditions, then we can say that if an individual 
s a member of class A it must satisfy the conditions. We cannot say that any (random) individual that 
atisfies these conditions must be a member of class A. However, if class A is now defined using necessary 

nd sufficient conditions, we can say that if an individual is a member of the class A it must satisfy the 
onditions and we can now say that if any (random) individual satisfies these conditions then it must be 
member of class A. The conditions are not only necessary for membership of A but also sufficient to 
etermine that something satisfying these conditions is a member of A. 

ow is this useful in practice? Suppose we have another class B, and we know that any individuals that 
re members of class B also satisfy the conditions that define class A. We can determine that class B is 
ubsumed by class A — in other words, B is a subclass of A. Checking for class subsumption is a key 
ask of a description logic reasoner and we will use the reasoner to automatically compute a classification 
ierarchy in this way. 

In OWL it is possible to have multiple sets of necessary & sufficient conditions. 
This is discussed later in section 6.5 

Figure 4.49: An INCORRECT description of CheesyPizza 

Conditions may also be transferred from “NECESSARY” to “NECESSARY &

T
i
s
a

c
a
d

H
a
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t
h

4.10.1 Primitive And Defined Classes 

Classes that have at least one set of necessary and sufficient conditions are known as defined classes — 
they have a definition, and any individual that satisfies the definition will belong to the class. Classes 
that do not have any sets of necessary and sufficient conditions (only have necessary conditions) are 
know as primitive classes. In Protégé-OWL defined classes have a class icon with an orange background. 
Primitive classes have a class icon that has a yellow background. It is also important to understand that 
the reasoner can only automatically classify classes under defined classes - i.e. classes with at least one 
set of necessary and sufficient conditions. 
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Having created a definition of a CheesyPizza we can use the reasoner to automatically compute the 
subclasses of CheesyPizza. 

Exercise 30: Use the reasoner to automatically compute the subclasses of CheesyPizza 

1. Ensure that a reasoner (RACER) is running. 

2. Press the ‘Classify Taxonomy...’ button on the toolbar (See Figure 4.42). 

After a few seconds the inferred hierarchy should have been computed and the inferred hierarchy window 
will pop open (if it was previously closed). The inferred hierarchy should appear similar to the picture 
shown in Figure 4.50. Figures 4.51 and 4.52 show the OWLViz display of the asserted and inferred 
hierarchies respectively. Notice that classes which have had their superclasses changed by the reasoner 
are shown in blue. 

13Sometimes know as ontology normalisation. 

Figure 4.50: The Asserted and Inferred Hierarchies Displaying The Classification Results For CheesyPizza 

4.11 Automatic Classification 

Being able to use a reasoner to automatically compute the class hierarchy is one of the major benefits of 
building an ontology using the OWL-DL sub-language. Indeed, when constructing very large ontologies 
(with upwards of several thousand classes in them) the use of a reasoner to compute subclass-superclass 
relationships between classes becomes almost vital. Without a reasoner it is very difficult to keep large 
ontologies in a maintainable and logically correct state. In cases where ontologies can have classes that 
have many superclasses (multiple inheritance) it is nearly always a good idea to construct the class 
hierarchy as a simple tree. Classes in the asserted hierarchy (manually constructed hierarchy) therefore 
have no more than one superclass. Computing and maintaining multiple inheritance is the job of the 
reasoner. This technique13 helps to keep the ontology in a maintainable and modular state. Not only 
does this promote the reuse of the ontology by other ontologies and applications, it also minimises human 
errors that are inherent in maintaining a multiple inheritance hierarchy.
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NamePizza 

Pizza 

CheesyPizza 

MargheritaPizza AmericanHotPizza AmericanaPizza SohoPizza 

is-a is-a 

is-ais-ais-a is-a 

Figure 4.51: OWLViz Displaying the Asserted Hierarchy for CheesyPizza 

CheesyPizza 

MargheritaPizzaSohoPizza 

NamePizza 

Pizza 

AmericanHotPizza AmericanaPizza 

is-a is-a 

is-a is-a 

is-a is-a is-ais-a is-ais-a 

Figure 4.52: OWLViz Displaying the Inferred Hierarchy for CheesyPizza 
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The reasoner has determined that MargheritaPizza, AmericanaPizza, American-
HotPizza and SohoPizza are subclasses of CheesyPizza. This is because we 
defined CheesyPizza using necessary and sufficient conditions. Any individual 
that is a Pizza and has at least one topping that is a CheeseTopping is a member 
of the class CheesyPizza. Due to the fact that all of the individuals that are 

           
CheeseTopping. 

aOr toppings that belong to the subclasses of CheeseTopping 

   

It is important to realise that, in general, classes will never be placed as sub
classes of primitive classes (i.e. classes that only have necessary conditions) by the 
reasonera . 

aThe exception to this is when a property has a domain that is a primitive class. This can 
coerce classes to be reclassified under the primitive class that is the domain of the property — 
the use of property domains to cause such effects is strongly discouraged. 

         
takes the superclass-subclass relationships that have been found by the reasoner and puts them into 
the asserted (manually constructed) hierarchy. For example, if the ‘Assert Selected Changes’ button 
was pressed with the selection shown in Figure 4.53, CheesyPizza would be added as a superclass of 
AmericanaPizza. 

   

Despite that fact that this facility exists, it is generally considered a bad idea to 
put computed/inferred relationships into the ‘manually constructed’ or asserted 
model whilst an ontology is being developed — we therefore advise against using 
this button during the development of an ontology. 

described by the classes MargheritaPizza, AmericanaPizza, AmericanHotPizza 
and SohoPizza are Pizzas and they have at least one topping that is a Cheese-
Toppinga the reasoner has determined that these classes must be subclasses of

4.11.1 Classification Results

After the reasoner has been invoked, computed superclass-subclass relationships and inconsistent classes 
are displayed in the ‘Classification Results’ pane shown in Figure 4.53. The ‘Classification Results’ 
pane pops open after classification at the bottom of the Protégé-OWL application window. The ‘spanner 
icon’ on the left hand side of the pane is the ‘Assert Selected Change(s)’ button. Pressing this button

4.12 Universal Restrictions

All of the restrictions we have created so far have been existential restrictions (∃). Existential restrictions 
specify the existence of at least one relationship along a given property to an individual that is a member 
of a specific class (specified by the filler). However, existential restrictions do not mandate that the 
only relationships for the given property that can exist must be to individuals that are members of the 
specified filler class. 
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aren’t members of the class MozzarellaTopping. 

Universal restrictions are also know as All Restrictions. 

The above universal restriction ∀ hasTopping MozzarellaTopping also describes 
the individuals that do not participate in any hasTopping relationships. An indi
vidual that does not participate in any hasTopping relationships what so ever, by 
definition does not have any hasTopping relationships to individuals that aren’t 
members of the class MozzarellaTopping and the restriction is therefore satisfied. 

For a given property, universal restrictions do not specify the existence of a rela
tionship. They merely state that if a relationship exists for the property then it 
must be to individuals that are members of a specific class. 

ppose we want to create a class called VegetarianPizza. Individuals that are members of this class 
n only have toppings that are CheeseTopping or VegetableTopping. To do this we can use a universal 
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Assert selected change(s) 

Figure 4.53: The Classification Results Pane 

For example, we could use an existential restriction ∃ hasTopping MozzarellaTopping to describe the 
individuals that have at least one relationship along the property hasTopping to an individual that is 
a member of the class MozzarellaTopping. This restriction does not imply that all of the hasTopping 
relationships must be to a member of the class MozzarellaTopping. To restrict the relationships for a 
given property to individuals that are members of a specific class we must use a universal restriction. 

Universal restrictions are given the symbol ∀. They constrain the relationships along a given property 
to individuals that are members of a specific class. For example the universal restriction ∀ hasTopping 
MozzarellaTopping describes the individuals all of whose hasTopping relationships are to members of the 
class MozzarellaTopping — the individuals do not have a hasTopping relationships to individuals that
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7. Press the ‘OK’ button on the dialog to close the dialog and create the restriction — 
if there are any errors (due to typing errors etc.) the dialog will not close and an error 
message will be displayed at the bottom of the expression builder panel. 

aSee section B.2 for more information about union classes. 

At this point the conditions widget should look like the picture shown in Figure 4.55. 

restriction. 

Exercise 31: Create a class to describe a VegetarianPizza 

1. Create a subclass of Pizza, and name it VegetarianPizza. 

2. Making sure that VegetarianPizza is selected, click on the ”NECESSRY” header in 
the ‘Conditions Widget’. 

3. Press the ‘Create restriction’ button on the ‘Conditions Widget’ to display the 
‘Create restriction dialog’. 

4. Select the type of restriction as ‘∀ allValuesFrom’ in order to create a universally 
quantified restriction. 

5. Select hasTopping as the property to be restricted. 

6. For the filler we want to say CheeseTopping or VegetableTopping. First insert the 
class CheeseTopping either by typing CheeseTopping into the filler box, or by using 
the ‘Insert class’ button. We now need to use the unionOf operator between the 
class names. The unionOf operator may be inserted using the button shown in Figure 
4.54a . Insert the unionOf symbol by pressing the ‘Insert unionOf ’ button on the 
expression builder panel. Next insert the class VegetableTopping either by typing 
it or by using the ‘Insert class button’. You should now have CheeseTopping � 
VegetableTopping in the filler edit box.
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This means that if something is a member of the class VegetarianPizza it is nec

essary for it to be a kind of Pizza and it is necessary for it to only (∀ universal 
quantifier) have toppings that are kinds of CheeseTopping or kinds of Vegetable-
Topping. 
In other words, all hasTopping relationships that individuals which are members 
of the class VegetarianPizza participate in must be to individuals that are either 
members of the class CheeseTopping or VegetableTopping. 
The class VegetarianPizza also contains individuals that are Pizzas and do not 
participate in any hasTopping relationships. 

Instead of using the ‘Insert unionOf ’ button in Exercise 31 , we could have 
simply typed or into the filler edit box and it would have automatically been 
converted to the union of symbol (�). 

Insert union of 

Insert class 

Figure 4.54: Using the Expression Builder Panel to insert Union Of 

Figure 4.55: The Description of VegetarianPizza (Using Necessary Conditions) 
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In situations like the above example, a common mistake is to use an intersec

tion instead of a union. For example, CheeseTopping � VegetableTopping. This 
reads, CheeseTopping and VegetableTopping. Although “CheeseTopping and 
Vegetable” might be a natural thing to say in English, this logically means some
thing that is simultaneously a kind of CheeseTopping and VegetableTopping. This 
is obviously incorrect as demonstrated in section 4.9.4. If the classes CheeseTop
ping and VegetableTopping were not disjoint, this would have been a logically 
legitimate thing to say – it would not be inconsistent and therefore would not be 
‘spotted’ by the reasoner. 

            

In the above example it might have been tempting to create two universal re
strictions — one for CheeseTopping (∀ hasTopping CheeseTopping) and one for 
VegetableTopping (∀ hasTopping VegetableTopping). However, when multiple 
restrictions are used (for any type of restriction) the total description is taken 

     

been equivalent to one restriction with a filler that is the intersection of Moz
zarellaTopping and TomatoTopping — as explained above this would have been 
logically incorrect. 

Currently VegetarianPizza is described using necessary conditions. However, our description of a Veg
etarianPizza could be considered to be complete. We know that any individual that satisfies these 
conditions must be a VegetarianPizza. We can therefore convert the necessary conditions for Vegetari
anPizza into necessary and sufficient conditions. This will also enable us to use the reasoner to determine 
the subclasses of VegetarianPizza. 

Exercise 32: Convert the necessary conditions for VegetarianPizza into necessary & sufficient 
conditions 

1. Ensure that VegetarianPizza is selected in the class hierarchy. 

2. On the ‘Conditions Widget’ select the (∀ universal) restriction on the hasTopping 
property. 

3. Drag the hasTopping restriction from under the “NECESSARY” header to on top of 
the “NECESSARY & SUFFICIENT” header. 

5. Drag the class Pizza from under the “NECESSARY” header to on top of the hasTop
ping restriction (note not on top of the “NECESSARY & SUFFICIENT” header this 
time). 

The ‘Conditions Widget’ should now look like the picture shown in Figure 4.56. 

68 

to be the intersection of the individual restrictions. This would have therefore

4. Select the class Pizza.
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We have converted our description of VegetarianPizza into a definition. If some
thing is a VegetarianPizza, then it is necessary that it is a Pizza and it is also 
necessary that all toppings belong to the class CheeseTopping or VegetableTop
ping. Moreover, if something is a member of the class Pizza and all of it’s toppings 
are members of the class CheeseTopping or the class VegetableTopping then these 
conditions are sufficient to recognise that it must be a member of the class Veg
etarianPizza. The notion of necessary and sufficient conditions is illustrated in 
Figure 4.48. 

       

          
a set of necessary and sufficient conditions) we can use the reasoner to perform automatic classification 
and determine the vegetarian pizzas in our ontology. 

Exercise 33: Use the reasoner to classify the ontology 

1. Ensure that a resoner (RACER) is running. Press the ‘Classify taxonomy’ button. 

You will notice that MargheritaPizza and also SohoPizza have not been classified as subclasses of Veg
etarianPizza. This may seem a little strange, as it appears that both MargheritaPizza and SohoPizza 
have ingredients that are vegetarian ingredients, i.e. ingredients that are kinds of CheeseTopping or 
kinds of VegetableTopping. However, as we will see, MargheritaPizza and SohoPizza have something 
missing from their definition that means they cannot be classified as subclasses of VegetarianPizza. 

Reasoning in OWL (Description Logics) is based on what is known as the open world assumption (OWA). 
It is frequently referred to as open world reasoning (OWR). The open world assumption means that we 
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Figure 4.56: The Conditions Widget Displaying the Definition of VegetarianPizza (Using Necessary and Suffi
cient Conditions) 

4.13 Automatic Classification and Open World Reasoning

We want to use the reasoner to automatically compute the superclass-subclass relationship (subsumption 
relationship) between MargheritaPizza and VegetarianPizza and also, SohoPizza and VegetarianPizza. 
Recall that we believe that MargheritaPizza and SohoPizza should be vegetarian pizzas (they should 
be subclasses of VegetarianPizza). This is because they have toppings that are essentially vegetarian 
toppings — by our definition, vegetarian toppings are members of the classes CheeseTopping or Veg
etableTopping and their subclasses. Having previously created a definition for VegetarianPizza (using
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cannot assume something doesn’t exist until it is explicitly stated that it does not exist. In other words, 
because something hasn’t been stated to be true, it cannot be assumed to be false — it is assumed that 
‘the knowledge just hasn’t been added to the knowledge base’. In the case of our pizza ontology, we 
have stated that MargheritaPizza has toppings that are kinds of MozzarellaTopping and also kinds of 
TomatoTopping. Because of the open world assumption, until we explicitly say that a MargheritaPizza 
only has these kinds of toppings, it is assumed (by the reasoner) that a MargheritaPizza could have other 
toppings. To specify explicitly that a MargheritaPizza has toppings that are kinds of MozzarellaTopping 
or kinds of MargheritaTopping and only kinds of MozzarellaTopping or MargheritaTopping, we must add 
what is known as a closure axiom14 on the hasTopping property. 

4.13.1 Closure Axioms 

A closure axiom on a property consists of a universal restriction that acts along the property to say that 
it can only be filled by the specified fillers. The restriction has a filler that is the union of the fillers that 
occur in the existential restrictions for the property15 . For example, the closure axiom on the hasTopping 
property for MargheritaPizza is a universal restriction that acts along the hasTopping property, with a 
filler that is the union of MozzarellaTopping and also TomatoTopping. i.e. ∀ hasTopping (Mozzarel
laTopping � TomatoTopping). 

Exercise 34: Add a closure axiom on the hasTopping property for MargheritaPizza 

1. Make sure that MargheritaPizza is selected in the class hierarchy on the 
‘OWLClasses’ tab. 

2. Select the“NECESSARY” header in the ‘Conditions Widget’. 

3. Press the ‘Create restriction’ button on the conditions widget to display the ‘Create 
Restriction dialog’. 

4. Select the restriction type as ‘∀ allValuesFrom’ (universal restriction). 

5. Select hasTopping as the property to be restricted. 

6. In the filler edit box enter MozzarellaTopping � TomatoTopping. This can be done 
by typing MozzarellaTopping or TomatoTopping into the filler edit box (“or” will 
be automatically converted to � as the filler is typed). This can also be accomplished 
by using the ‘Insert class’ button and the ‘Insert unionOf ’ button to insert the 
class MozzarellaTopping, then insert the unionOf symbol and then insert the class 
TomatoTopping. 

7. Press the OK button to create the restriction and add it to the class MargheritaPizza. 

The conditions widget should now appear as shown in Figure 4.57. 

14Also referred to as a closure restriction.

15And technically speaking the classes for the values used in any hasValue restrictions (see later).
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Figure 4.57: Conditions Widget: Margherita Pizza With a Closure Axiom for the hasTopping property 

This now says that if an individual is a member of the class MargeritaPizza then 
it must be a member of the class Pizza, and it must have at least one topping 
that is a kind of MozzarellaTopping and it must have at least one topping that 
is a member of the class TomatoTopping and the toppings must only be kinds of 
MozzarellaTopping or TomatoTopping. 

A common error in situations such as above is to only use universal restrictions in 
descriptions. For example, describing a MargheritaPizza by making it a subclass of 
Pizza and then only using ∀ hasTopping (MozzarellaTopping � TomatoTopping) 
without any existential restrictions. However, because of the semantics of the 
universal restriction, this actually means either: things that are Pizzas and only 
have toppings that are MozzarellaTopping or TomatoTopping, OR, things that are 
Pizzas and do not have any toppings at all. 

Exercise 35: Add a closure axiom on the hasTopping property for SohoPizza 

1. Select SohoPizza in the class hierarchy on the ‘OWLClasses’ tab. 

2. Select the ”NECESSARY” header in the ‘Conditions Widget’. 

3. Press the ‘Create restriction’ button to display the ‘Create Restriction dialog’. 

4. Select the restriction type as, ‘∀ allValuesFrom’, as we want to create a universally 
quantified restriction. 

5. Select hasTopping as the property to be restricted. 

6. In the filler edit box enter the union of the toppings for SohoPizza by typing 
ParmezanTopping or MozzarellaTopping or TomatoTopping or OliveTopping. 
Note that the “or” keywords will automatically be converted to the unionOf symbol 
(�) as you type to give “ParmezanTopping � MozzarellaTopping � TomatoTopping 
� OliveTopping”. 

7. Press the OK button to create the restriction and close the dialog. If the dialog will 
not close due to errors, check that the class names have been spelt correctly. 
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Exercise 36: Automatically create a closure axiom on the hasTopping property for AmericanaPizza 

1. Select AmericanaPizza in the class hierarchy on the OWLClasses tab. 

2. In the ‘Conditions Widget’ right click (Ctrl click on the Mac) on one of the exis
tential hasTopping restrictions. Select ‘Add closure axiom’ from the pop up menu 
that appears. A closure restriction (universal restriction) will be created along the 
hasTopping property, which contains the union of the existential hasTopping fillers. 

Exercise 37: Automatically create a closure axiom on the hasTopping property for AmericanHot-
Pizza 

1. Select AmericanHotPizza in the class hierarchy on the OWLClasses tab. 

2. In the ‘Conditions Widget’ right click (Ctrl click on the Mac) on one of the exis
tential hasTopping restrictions. Select ‘Add closure axiom’ from the pop up menu 
that appears. 

Having added closure axioms on the hasTopping property for our pizzas, we can now used the reasoner 
to automatically compute classifications for them.

Exercise 38: Use the reasoner to classify the ontology 

1. Press the ‘Classify taxonomy’ button on the OWL toolbar to invoke the reasoner. 

For completeness, we will add closure axioms for the hasTopping property to AmericanaPizza and also 
AmericanHotPizza. At this point it may seem like tedious work to enter these closure axioms by hand. 
Fortunately Protégé-OWL has the capability of creating closure axioms for us. 

After a short amount of time the ontology will have been classified and the ‘Inferred Hierarchy’ pane 
will pop open (if it is not already open). This time, MargheritaPizza and also SohoPizza will have 
been classified as subclasses of VegetarianPizza. This has happened because we specifically ‘closed’ the 
hasTopping property on our pizzas to say exactly what toppings they have and VegetarianPizza was 
defined to be a Pizza with only kinds of CheeseTopping and only kinds of VegetableTopping. Figure 
4.58 shows the current asserted and inferred hierarchies. It is clear to see that the asserted hierarchy is 
simpler and ‘cleaner’ than the ‘tangled’ inferred hierarchy. Although the ontology is only very simple at 
this stage, it should be becoming clear that the use of a reasoner can help (especially in the case of large 
ontologies) to maintain a multiple inheritance hierarchy for us. 
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Asserted Hierarchy 

Pizza 

MargheritaPizza 

VegetarianPizza CheesyPizza 

SohoPizza AmericanaPizza 

NamedPizza 

AmericanHotPizza 

is-a 

is-a is-a 

is-a is-a 

is-a 

is-a 

Inferred Hierarchy 

CheesyPizzaVegetarianPizza 

SohoPizza MargheritaPizza 

NamedPizza 

AmericanaPizzaAmericanHotPizza 

Pizza 

is-ais-a 

is-a 

is-ais-a is-a 

is-a 

is-ais-ais-a 

is-a 

is-a is-a 

Figure 4.58: The asserted and inferred hierarchies showing the “before and after” classification of Pizzas into 
CheesyPizzas and VegetarianPizzas. 

4.14 Value Partitions 

In this section we create some Value Partitions, which we will use to refine our descriptions of various 
classes. Value Partitions are not part of OWL, or any other ontology language, they are a ‘design pattern’. 
Design patterns in ontology design are analogous to design patterns in object oriented programming — 
they are solutions to modelling problems that have occurred over and over again. These design patterns 
have been developed by experts and are now recognised as proven solutions for solving common modelling 
problems. As mentioned previously, Value Partitions can be created to refine our class descriptions, for 
example, we will create a Value Partition called ‘SpicinessValuePartition’ to describe the ‘spiciness’ of 
PizzaToppings. Value Partitions restrict the range of possible values to an exhaustive list, for example, our 
‘SpicinessValuePartition’ will restrict the range to ‘Mild’, ‘Medium’, and ‘Hot’. Creating a ValuePartition 
in OWL consists of several steps: 

1. Create a class to represent the ValuePartition. For example to represent a ‘spiciness’ ValuePartition 
we might create the class SpicinessValuePartition. 

2. Create subclasses of the ValuePartition to represent the possible options for the ValuePartition. 
For example we might create the classes Mild, Medium and Hot as subclasses of the SpicynessVal
uePartition class. 

3. Make the subclasses of the ValuePartition class disjoint. 

4. Provide a covering axiom to make the list of value types exhaustive (see below). 

5. Create an object property for the ValuePartition. For example, for our spiciness ValuePartition, 
we might create the property hasSpiciness. 
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Exercise 39: Create a ValuePartition to represent the spiciness of pizza toppings 

1. Select ‘Create Value Partition’ from the Wizards menu on the Protégé menu bar 
to invoke the ValuePartition wizard. 

2. On the first page of the wizard type SpicinessValuePartition as the name of the 
ValuePartition class and press the Next button. 

3. Now enter hasSpiciness for the ValuePartition property name, and press the ‘Next’ 
button. 

4. We now need to specify the values for the value type. In the text area type Mild and 
press return, type Medium and press return, and type Hot and press return. This will 
create Mild, Medium and Hot as subclasses of the SpicinessValuePartition class. Press 
the ‘Next’ button to continue. 

5. The ValuePartition names will be verified. Press the ‘Next’ button. 

6. The annotations page will be visible. At this point we could add annotations to the 
ValuePartition if we wanted. However, at the moment we won’t, so press the ‘Next’ 
button to continue. 

7. The final page of the wizard prompts us to specify a class that will act as a ‘root’ 
under which all ValuePartitions will be created. We recommend that ValuePartitions 
are created under a class named ValuePartition, which is the default option. Press the 
Finish button to create the ValuePartition. 

6. Make the property functional. 

7. Set the range of the property as the ValuePartition class. For example for the hasSpiciness property 
the range would be set to SpicinessValuePartition. 

It should be relatively clear that due to the number of steps and the complexity of some of the steps, 
it would be quite easy to make a mistake. It could also take a significant amount of time to create 
more than a few ValuePartitions. Fortunately, the OWL Wizards package contains a wizard for creating 
ValuePartitions – appropriately named the ‘Create ValuePartition’ wizard. 

Let’s create a ValuePartition that can be used to describe the spiciness of our pizza toppings. We will 
then be able to classify our pizzas into spicy pizzas and non-spicy pizzas. We want to be able to say 
that our pizza toppings have a spiciness of either ‘mild’, ‘medium’ or ‘hot’. Note that these choices are 
mutually exclusive – something cannot be both ‘mild’ and ‘hot’, or a combination of the choices. 

Let’s look at what the wizard has done for us (refer to Figure 4.59 and Figure 4.60):

1. A ValuePartition class has been created as a subclass of owl:Thing. 

2. A SpicinessValuePartition class has been created as a subclass of ValuePartition. 

3. The classes Mild, Medium, Hot have been created as subclasses of SpicinessValuePartition. 

4. The classes Mild, Medium and Hot have been made disjoint from each other. 
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Figure 4.59: Classes Added by the ‘Create ValuePartition’ Wizard 

Figure 4.60: The Conditions Widget Displaying the Description of the SpicinessValuePartition Class 

5. A class that is the union of Mild, Medium and Hot has been created as the subclass of Spiciness-
ValuePartition (see Figure 4.60). 

6. A hasSpiciness object property has been created. 

7. The hasSpiciness property has been made functional 

8. SpicinessValuePartition has been set as the range of the hasSpiciness property. 

4.14.1 Covering Axioms 

As part of the ValuePartition pattern we use a covering axiom. A covering axiom consists of two parts: 
The class that is being ‘covered’, and the classes that form the covering. For example, suppose we have 
three classes A, B and C. Classes B and C are subclasses of class A. Now suppose that we have a covering 
axiom that specifies class A is covered by class B and also class C. This means that a member of class A 
must be a member of B and/or C. If classes B and C are disjoint then a member of class A must be a 
member of either class B or class C. Remember that ordinarily, although B and C are subclasses if A an 
individual may be a member of A without being a member of either B or C. 
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In Protégé-OWL a covering axiom manifests itself as a class that is the union of the classes being covered, 
which forms a superclass of the class that is being covered. In the case of classes A, B and C, class A 
would have a superclass of B � C. The effect of a covering axiom is depicted in Figure 4.61. 

A 
B 

C 

A 

B 

C 

Without a covering axiom With a covering axiom 

(B and C are subclasses of A) (B and C are subclasses of A 

and A is a subclass of B union C) 

Figure 4.61: A schematic diagram that shows the effect of using a Covering Axiom to cover class A with classes 
B and C 

Our SpicinessValuePartition has a covering axiom to state that SpicinessValuePartition is covered by the 
classes Mild, Medium and Hot — Mild, Medium and Hot are disjoint from each other so that an individual 
cannot be a member of more than one of them. The class SpicinessValuePartition has a superclass that 
is Mild � Medium � Hot. This covering axiom means that a member of SpicinessValuePartition must be 
a member of either Mild or Medium or Hot. 

The difference between not using a covering axiom, and using a covering axiom is depicted in Figure 4.62. 
In both cases the classes Mild, Medium and Hot are disjoint — they do not overlap. It can be seen that in 
the case without a covering axiom an individual may be a member of the class SpicinessValuePartition 
and still not be a member of Mild, Medium or Hot — SpicynessValuePartition is not covered by Mild, 
Medium and Hot. Contrast this with the case when a covering axiom is used. It can be seen that if an 
individual is a member of the class SpicinessValuePartition, it must be a member of one of the three 
subclasses Mild, Medium or Hot — SpicinessValuePartition is covered by Mild, Medium and Hot. 

SpicinessValuePartition 

Mild 

Medium 

Hot 

SpicinessValuePartition 

Mild 

Medium 

Hot 

Without a covering axiom	 With a covering axiom 

(SpicinessValuePartition is covered by 

Mild, Medium, Hot) 

Figure 4.62: The effect of using a covering axiom on the SpicinessValuePartition 
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they have restrictions on the along the hasSpiciness property, with fillers of subclasses 
of the SpicinessValuePartition. 

To complete this section, we will create a new class SpicyPizza, which should have pizzas that have spicy 
toppings as its subclasses. In order to do this we want to define the class SpicyPizza to be a Pizza 
that has at least one topping (hasTopping) that has a spiciness (hasSpiciness) that is Hot. This can be 
accomplished in more than one way, but we will create a restriction on the hasTopping property, that 

4.15 Using the Properties Matix Wizard 

We can now use the SpicinessValuePartition to describe the spiciness of our pizza toppings. To do this 
we will add an existential restriction to each kind of PizzaTopping to state it’s spiciness. Restrictions 
will take the form, ∃ hasSpiciness SpicynessValuePartition, where SpicinessValuePartition will be one 
of Mild, Medium or Hot. As we have over twenty toppings in our pizza ontology this could take rather 
a long time. Fortunately, the Properties Matrix Wizard can help to speed things up. The properties 
matrix wizard can be used to add existential restrictions along specified properties to many classes in a 
quick and efficient manner. 

Exercise 40: Use the properties matrix wizard to specify the spiciness of pizza toppings 

1. Invoke the property matrix wizard by selecting the ‘Properties Matrix’ item from 
the ‘Wizards’ menu on the Protégé menu bar. 

2. The first page to be displayed in the property matrix wizard is the classes selection 
page shown in Figure 4.63. By selecting toppings in the class hierarchy, and using the 
buttons in the middle of the page (‘>>’ and ‘<<’) classes may be transferred to the 
right hand side list. Select all of the pizza topping classes and transfer them to the 
right hand side list as shown in Figure 4.63. You should only select the classes that 
are ‘actual’ toppings, so classes such as CheeseTopping should not be selected. After 
selecting the toppings press the ‘Next’ button on the wizard. 

3. The wizard should now be displaying the page shown in Figure 4.64. Select the has-
Spiciness property and use the (>>) button to move the property to the right hand 
column (as shown in Figure 4.64). Press the ‘Next’ button on the wizard. 

4. In the final page on the wizard, the property fillers should be specified. This is done 
by double clicking on each class that is listed and selecting a filler of either Mild, 
Medium or Hot. Select fillers of Mild for everything except PepperoniTopping and 
SalamiTopping, which should have fillers of Medium, and JalapenoPepperTopping 
and SpicyBeef, which should have fillers of Hot. After selecting fillers, the wizard 
page should resemble Figure 4.65. 

5. Press the ‘Finish’ button to create the restrictions on the toppings and close the 
wizard. After the wizard has closed, select some different toppings and notice that
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Figure 4.63: Property Matrix Wizard: Class Selection Page 

Figure 4.64: Property Matrix Wizard: Property Selection Page 

Figure 4.65: Property Matrix Wizard: Restriction Fillers Page 
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has a restriction on the hasSpiciness property as its filler. 

Exercise 41: Create a SpicyPizza as a subclass of Pizza 

1. Create a subclass of Pizza called SpicyPizza. 

2. With SpicyPizza selected in the class hierarchy, select the “NECESSARY & SUFFI
CIENT” header in the conditions widget. 

3. Press the ‘Create restriction’ button on the conditions widget to show the ‘Create 
Restriction Dialog’. 

4. Select ‘∃ someValuesFrom’ as the type of restriction. 

5. Select hasTopping as the property to be restricted. 

6. The filler should be: PizzaTopping � ∃ hasSpiciness Hot. This filler describes an 
anonymous class, which contains the individuals that are members of the class Piz
zaTopping and also members of the class of individuals that are related to the members 
of class Hot via the hasSpiciness property. In other words, the things that are Piz
zaToppings and have a spiciness that is Hot. To enter this restriction as a filler type, 
PizzaTopping and some hasSpiciness Hot. The “and” keyword will be converted 
to the intersection symbol �, the “some” keyword will be converted to the existential 
quantifier symbol ∃. 

7. The ‘Create Restriction Dialog’ should now appear similar to the picture shown 
in Figure 4.67. Press the OK button to close the dialog and create the restriction. 

8. Finally, drag Pizza from under the “NECESSARY” header to on top of the newly 
created restriction (∃ hasTopping (PizzaTopping � ∃ hasSpiciness Hot)). 

Figure 4.66: The definition of SpicyPizza 

The conditions widget should now look like the picture shown in Figure 4.66 
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We should now be able to invoke the reasoner and determine the spicy pizzas in our ontology. 

Exercise 42: Use the reasoner to classify the ontology 

1. Press the ‘Classifiy Taxonomy’ button on the OWL toolbar to invoke the reasoner 
and classify the ontology. 

80 

Our description of a SpicyPizza above says that all members of SpicyPizza are 
Pizzas and have at least one topping that has a Spiciness of Hot. It also says that 
anything that is a Pizza and has at least one topping that has a spiciness of Hot 
is a SpicyPizza. 

In the final step of Exercise 41 we created a restriction that had the class expres
sion (PizzaTopping � ∃ hasSpiciness Hot) rather than a named class as its filler. 
This filler was made up of an intersection between the named class PizzaTopping 
and the restriction ∃ hasSpiciness Hot. Another way to do this would have been 
to create a subclass of PizzaTopping called HotPizzaTopping and define it to be 
a hot topping by having a necessary condition of ∃ hasSpiciness Hot. We could 
have then used ∃ hasTopping HotPizzaTopping in our definition of SpicyPizza. 
Although this alternative way is simpler, it is more verbose. OWL allows us to 
essentially shorten class descriptions and definitions by using class expressions in 
place of named classes as in the above example. 

Figure 4.67: Create Restriction Dialog: A Restriction Describing a Spicy Topping 
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worksWith 

Matthew 
Nick 

w
orksWith 

Hai 

Figure 4.68: Cardinality Restrictions: Counting Relationships 

After the reasoner has finished, the ‘Inferred Hierarchy’ class pane will pop open, and you should find 
that AmericanHotPizza has been classified as a subclass of SpicyPizza — the reasoner has automatically 
computed that any individual that is a member of AmericanHotPizza is also a member of SpicyPizza. 

4.16 Cardinality Restrictions 

In OWL we can describe the class of individuals that have at least, at most or exactly a specified number 
of relationships with other individuals or datatype values. The restrictions that describe these classes are 
known as Cardinality Restrictions. For a givien property P, a Minimum Cardinality Restriction specifies 
the minimum number of P relationships that an individual must participate in. A Maximum Cardinality 

Restriction specifies the maximum number of P relationships that an individual can participate in. A 
Cardinality Restriction specifies the exact number of P relationships that an individual must participate 
in. 

Relationships (for example between two individuals) are only counted as separate relationships if it can 
be determined that the individuals that are the fillers for the relationships are different to each other. For 
example, Figure 4.68 depicts the individual Matthew related to the individuals Nick and the individual 
Hai via the worksWith property. The individual Matthew satisfies a minimum cardianlity restriction of 
2 along the worksWith property if the individuals Nick and Hai are distinct individuals i.e. they are 
different individuals. 

Let’s add a cardinality restriction to our Pizza Ontology. We will create a new subclass of Pizza called 
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InterestingPizza, which will be defined to have three or more toppings. 

Exercise 43: Create an InterestingPizza that has at least three toppings 

1. Switch to the OWLClasses tab and make sure that the Pizza class is selected. 

2. Create a subclass of Pizza called InterestingPizza. 

3. Select the “NECESSARY & SUFFICIENT” header in the conditions widget. 

4. Press the ‘Create restriction’ button to bring up the ‘Create restriction dialog’. 

5. Select ‘≥ minCardinality’ as the type of restriction to be created. 

6. Select hasTopping as property to be restricted. 

7. Specify a minimum cardinality of three by typing 3 into the restriction filler edit box. 

8. Press the ‘OK’ button to close the dialog and create the restriction. 

9. The conditions widget should now have a “NECESSARY” condition of Pizza, and a 
“NECESSARY & SUFFICIENT” condition of hasTopping ≥ 3. We need to make 
Pizza part of the necessary and sufficient conditions. Drag Pizza and drop it on top 

of the hasTopping ≥ 3 condition. 

The conditions widget should now appear like the picture shown in Figure 4.69. 

Figure 4.69: The Conditions Widget Displaying the Description of an InterestingPizza 
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What does this mean? Our definition of an InterestingPizza describes the set 
of individuals that are members of the class Pizza and that have at least three 
hasTopping relationships with other (distinct) individuals. 

Exercise 44: Use the reasoner to classify the ontology 

1. Press the ‘Classify Taxonomy’ button on the OWL toolbar. 

After the reasoner has classified the ontology, the ‘Inferred Hierarchy’ window will pop open. Expand 
the hierarchy so that InterestingPizza is visible. Notice that InterestingPizza now has subclasses Ameri
canaPizza, AmericanHotPizza and SohoPizza — notice MargheritaPizza has not been classified under 
InterestingPizza because it only has two distinct kinds of topping. 
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Exercise 45: Create NonVegetarianPizza as a subclass of Pizza and make it disjoint to Vegetarian-
Pizza 

1. Select Pizza in the class hierarchy on the ‘OWLClasses’ tab. Press the ‘Create 
subclass’ button to create a new class as the subclass of Pizza. 

2. Rename the new class to NonVegetarianPizza. 

3. Make NonVegetarianPizza disjoint with VegetarianPizza — while NonVegetarian-
Pizza is selected, press the ‘Add named class’ button on the disjoint classes widget 
(Figure 4.5). 

Chapter 5 

More On Open World Reasoning 

This examples in this chapter demonstrate the nuances of Open World Reasoning. 

We will create a NonVegetarianPizza to complement our categorisation of pizzas into VegetarianPizzas. 
The NonVegetarianPizza should contain all of the Pizzas that are not VegetarianPizzas. To do this 
we will create a class that is the complement of VegetarianPizza. A complement class contains all of 
the individuals that are not contained in the class that it is the complement to. Therefore, if we create 
NonVegetarianPizza as a subclass of Pizza and make it the complement of VegetarianPizza it should 
contain all of the Pizzas that are not members of VegetarianPizza.
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Exercise 46: Make VegetarianPizza the complement of VegetarianPizza 

1. Make sure that NonVegetarianPizza is selected in the class hierarchy on the 
‘OWLClasses tab’. 

2. Select the “NECESSARY & SUFFICIENT” header in the ‘Conditions Widget’. 

3. Press the ‘Create new expression’ button, which will ‘pop’ open an ‘inline expres
sion editor’ in the ‘Conditions Widget’ as shown in Figure 5.1. The inline expression 
editor contains an edit box for typing expressions into, and the expression builder panel 
(the same one that is found in the ‘Create restriction dialog’), which can be used 
to insert class names and logical symbols into the edit box. 

4. Type not VegetarianPizza into the edit box. The “not” keyword will be converted 
into the ‘complement of ’ symbol (¬). Alternatively, to enter the expression using the 
expression builder panel, use the ‘Insert complementOf ’ button shown in Figure 
5.3 to insert the complementOf symbol, and the use the ‘Insert class’ button (Figure 
5.3) to display a dialog from which VegetarianPizza can be selected. 

5. Press the return key to create and assign the expression. If everything was entered 
correctly then the inline expression editor will close and the the expression will have 
been created. (If there are errors, check the spelling of “VegetarianPizza”). 

A very useful feature of the expression editor is the ability to ‘auto complete’ class 
names, property names and individual names. The auto completion for the inline 
expression editor is activated using the tab key. In the above example if we had 
typed Vege into the inline expresion editor and pressed the tab key, the choices 
to complete the word Vege would have poped up in a list as shown in Figure 5.2. 
The up and down arrow keys could then have been used to select VegetarianPizza 
and pressing the Enter key would complete the word for us. 

The conditions widget should now resemble to picture shown in 5.4. However, we need to add Pizza to the 
necessary and sufficient conditions as at the moment our definition of NonVegetarianPizza says that an 
individual that is not a member of the class VegetarianPizza (everything else!) is a NonVegetarianPizza. 

We now want to define a NonVegetarianPizza to be a Pizza that is not a VegetarianPizza.
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Figure 5.1: Conditions Widget: Inline Expression Editor 

Figure 5.2: Conditions Widget: Inline Expression Editor Auto Completion 

Insert complement of 

Insert class 

Figure 5.3: Using the Expression Builder Panel to insert Complement Of 

Figure 5.4: The Conditions Widget Displaying the Intermediate Step of Creating a Definition 
forNonVegetarianPizza 
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The ‘Conditions Widget’ should now look like the picture shown in Figure 5.5. 

The complement of a class includes all of the individuals that are not members of 
the class. By making NonVegetarianPizza a subclass of Pizza and the comple
ment of VegetarianPizza we have stated that individuals that are Pizzas and are 
not members of VegetarianPizza must be members of NonVegetarianPizza. Note 
that we also made VegetarianPizza and NonVegetarianPizza disjoint so that if an 
individual is a member of VegetarianPizza it cannot be a member of NonVege
tarianPizza. 

 

Exercise 48: Use the reasoner to classify the ontology 

1. Press the ‘Classify taxonomy’ button on the OWL toolbar. After a short time 
the reasoner will have computed the inferred class hierarchy, and the inferred class 
hierarchy pane will pop open. 

The inferred class hierarchy should resemble the picture shown in Figure 5.6. As can be seen, Margher

Figure 5.5: The Conditions Widget Displaying the Definition forNonVegetarianPizza 

Exercise 47: Add Pizza to the necessary and sufficient conditions for NonVegetarianPizza 

1. Make sure NonVegetarianPizza is selected in the class hierarchy on the ‘OWLClases’ 
tab. 

2. Select Pizza in the ‘Conditions Widget’. 

3. Drag Pizza from under the “NECESSARY” header, and drop it onto the ‘¬ Vegetar
ianPizza’ condition to add it to the same set of necessary and sufficient conditions as 
¬ VegetarianPizza.
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Exercise 50: Use the reasoner to classify the ontology 

1. Press the ‘Classify taxonomy’ button on the OWL toolbar. 

Examine the class hierarchy. Notice that UnclosedPizza is neither a VegetarianPizza or NonVegetari
anPizza. 

Exercise 49: Create a subclass of NamedPizza with a topping of Mozzarella 

1. Create a subclass of NamedPizza called UnclosedPizza. 

2. Making sure that UnclosedPizza is selected in the ‘Conditions Widget’ select the 
“NECESSARY” header. 

3. Press the ‘Create restriction’ button to display the ‘Create restriction dialog’. 

4. Select ‘∃ someValuesFrom’ in order to create an existential restriction. 

5. Select hasTopping as the property to be restricted. 

6. Type MozzarellaTopping into the filler edit box to specify that the toppings must be 
individuals that are members of the class MozzarellaTopping. 

7. Press the ‘OK’ button to close the dialog and create the restriction. 

If an individual is a member of UnclosedPizza it is necessary for it to be a Named-
Pizza and have at least one hasTopping relationship to an individual that is a 
member of the class MozzarellaTopping. Remember that because of the Open 
World Assumption and the fact that we have not added a closure axiom on the 
hasTopping property, an UnclosedPizza might have additional toppings that are 
not kinds of MozzarellaTopping. 

itaPizza and SohoPizza have been classified as subclasses of VegetarianPizza. AmericanaPizza and 
AmericanHotPizza have been classified as NonVegetarianPizza. Things seemed to have worked. How
ever, let’s add a pizza that does not have a closure axiom on the hasTopping property. 
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Figure 5.6: The Inferred Class Hierarchy Showing Inferred Subclasses of VegetarianPizza and NonVegetarian-
Pizza 
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As expected (because of Open World Reasoning) UnclosedPizza has not been 
classified as a VegetarianPizza. The reasoner cannot determine UnclosedPizza is 
a VegetarianPizza because there is no closure axiom on the hasTopping and the 
pizza might have other toppings. We therefore might have expected Unclosed-
Pizza to be classified as a NonVegetarianPizza since it has not been classified 
as a VegetarianPizza. However, Open World Reasoning does not dictate that 
because UnclosedPizza cannot be determined to be a VegetarianPizza it is not 

a VegetarianPizza — it might be a VegetarianPizza and also it might not be a 
VegetarianPizza! Hence, UnclosePizza cannot be classified as a NonVegetarian-
Pizza. 
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Chapter 6 

Creating Other OWL Constructs In 
Protégé-OWL 

This chapter discusses how to create some other owl constructs using Protégé-OWL . These constructs 
are not part of the main tutorial and may be created in a new Protégé-OWL project if desired. 

6.1 Creating Individuals 

OWL allows us to define individuals and to assert properties about them. Individuals can also be used 
in class descriptions, namely in hasValue restrictions and enumerated classes which will be explained in 
section 6.2 and section 6.3 respectively. To create individuals in Protégé-OWL the ‘Individuals Tab’ is 
used. 

Suppose we wanted to describe the country of origin of various pizza toppings. We would first need to 
add various ‘countries’ to our ontology. Countries, for example, ‘England’, ‘Italy’, ‘America’, are typically 
thought of as being individuals (it would be incorrect to have a class England for example, as it’s members 
would be deemed to be, ‘things that are instances of England’). To create this in our Pizza Ontology we 
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Exercise 51: Create a class called Country and populate it with some individuals 

1. Create Country as a subclass of owl:Thing. 

2. Switch to the ‘Individuals Tab’ shown in Figure 6.1 and select the class Country in 
the ‘Classes’ tree. 

3. Press the ‘Create Instance’ button shown in Figure 6.2. (Remember that ‘Instance’ 
is another name for ‘Individual’ in ontology terminology). 

4. An individual that is a member of Country will be created with a auto-generated name. 
Rename the individual using the ‘Name’ widget (located on the individuals tab to 
the right of the class view and instances list) to Italy. 

5. Use the above steps to create some more individuals that are members of the class 
Country called America, England, France, and Germany. 
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Create instance 

(of selected class) 

Delete selected instance 

Duplicate selected instance 

Figure 6.2: Instances Manipulation Buttons 

Figure 6.3: The SameAs Widget 

Recall from section 3.2.1 that OWL does not use the Unique Name Assumption (UNA). Individuals can 
therefore be asserted to be the ‘Same As’ or ‘Different From’ other individuals. In Protégé-OWL these 
assertions can be made using the ‘SameAs’ and ‘DifferentFrom’ tabs shown in Figure 6.3, which are 
located with the ‘Name’ widget on the ‘Individuals’ tab. 

Having created some individuals we can now use these individuals in class descriptions as described in 
section 6.2 and section 6.3. 

6.2 hasValue Restrictions 

A hasValue restriction, denoted by the symbol �, describes the set of individuals that have at least one 

relationship along a specified property to a specific individual. For example, the hasValue restriction 
hasCountryOfOrigin � Italy (where Italy is an individual) describes the set of individuals (the anonymous 
class of individuals) that have at least one relationship along the hasCountryOfOrigin property to the 
specific individual Italy. For more information about hasValue restrictions please see Appendix A.2. 

Suppose that we wanted to specify the origin of ingredients in our pizza ontology. For example, we might 
want to say that mozzarella cheese (MozzarellaTopping) is from Italy. We already have some countries 
in our pizza ontology (including Italy), which are represented as individuals. We can use a hasValue 
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be selected. 

8. Press ‘OK’ to close the dialog and create the restriction. 

The ‘Conditions Widget’ should now look similar to the picture shown in Figure 6.4. 

The conditions that we have specified for MozzarellaTopping now say that: in
dividuals that are members of the class MozzarellaTopping are also members of 
the class CheeseTopping and are related to the individual Italy via the hasCoun
tryOfOrigin property and are related to at least one member of the class Mild 
via the hasSpiciness property. In more natural English, things that are kinds of 
mozzarella topping are also kinds of cheese topping and come from Italy and are 
mildly spicy. 

Figure 6.4: The Conditions Widget Displaying The hasValue Restriction for MozzarellaTopping 

restriction along with these individuals to specify the county of origin of MozzarellaTopping as Italy. 

Exercise 52: Create a hasValue restriction to specify that MozzarellaTopping has Italy as its country 
of origin. 

1. Switch to the ‘Properties’ tab. Create a new object property and name it hasCoun
tryOfOrigin. 

2. Switch to the ‘OWLClasses’ tab and select the class MozzarellaTopping. 

3. Select the “NECESSARY” header in the ‘Conditions Widget’. 

4. Press the ‘Create restriction’ button on the ‘Conditions Widget’ to bring up the 
‘Create restriction dialog’. 

5. Select � hasValue as the type of restriction to be created. 

6. Select hasCountryOfOrigin as the property to be restricted. 

7. In the restriction filler box enter the individual Italy as a filler — either type Italy 
into the filler edit box, or, press the ‘Insert individual’ button on the expression 
builder panel, which will pop open a dialog box from which the individual Italy may
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With current reasoners the classification is not complete for individuals. Use in
dividuals in class descriptions with care — unexpected results may be caused by 
the reasoner. 

Exercise 53: Convert the class Country into an enumerated class 

1. Switch the the ‘OWLClasses’ tab and select the class Country. 

2. Select the “NECESSARY & SUFFICIENT” header in the ‘Conditions Widget’. 

3. Press the ‘Create new expression’ button. The inline expression editor will pop 
open. 

4. Type {America England France Germany Italy} into the expression edit box. (Re
member to surround the items with curly brackets). Remember that the auto complete 
function is available — to use it type the first few letters of an individual and press 
the tab key to get a list of possible choices. 

5. Press the enter key to accept the enumeration and close the expression editor. 

The ‘Conditions Widget’ should now look similar to the picture shown in Figure 6.5. 

6.3 Enumerated Classes

As well as describing classes through named superclasses and anonymous superclasses such as restrictions, 
OWL allows classes to be defined by precisely listing the individuals that are the members of the class. For 
example, we might define a class DaysOfTheWeek to contain the individuals (and only the individuals) 
Sunday, Monday, Tuesday, Wednesday, Thursday, Friday and Saturday. Classes such as this are known 
as enumerated classes. 

In Protégé-OWL enumerated classes are defined using the ‘Conditions Widget’ expression editor – the 
individuals that make up the enumerated class are listed (separated by spaces) inside curly brackets. For 
example {Sunday Monday Tuesday Wednesday Thursday Friday Saturday}. The individuals must first 
have been created in the ontology. Enumerated classes described in this way are anonymous classes – 
they are the class of the individuals (and only the individuals) listed in the enumeration. We can attach 
these individuals to a named class in Protégé-OWL by creating the enumeration as a “NECESSARY & 
SUFFICIENT” condition. 
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This means that an individual that is a member of the Country class must be one 
of the listed individuals (i.e one of America England France Germany Italy. a More 
formally, the class country is equivalent to (contains the same individuals as) the 
anonymous class that is defined by the enumeration — this is depicted in Figure 
6.6. 

aThis is obviously not a complete list of countries, but for the purposes of this ontology (and 
this example!) it meets our needs. 

         

The enumerated classes wizard is available for creating enumerated classes in the 
above fashion. 

6.4 Annotation Properties 

OWL allows classes, properties, individuals and the ontology itself (technically speaking the ontology 

Figure 6.5: The Conditions Widget Displaying An Enumeration Class

England 

Italy 

America 

France 

Germany 

Enumerated Class 

(dashed line) 

Country (solid line) 

Figure 6.6: A Schematic Diagram Of The Country Class Being Equivalent to an Enumerated Class 

header) to be annotated with various pieces of information/meta-data. These pieces of information may
take the form of auditing or editorial information. For example, comments, creation date, author, or, 
references to resources such as web pages etc. OWL-Full does not put any constraints on the usage 
of annotation properties. However, OWL-DL does put several constraints on the usage of annotation 
properties — two of the most important constaints are: 
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•	 The filler for annotation properties must either be a data literal1, a URI reference or an individual. 

•	 Annotation properties cannot be used in property axioms — for example they may not be used 
in the property hierarchy, so they cannot have sub properties, or be the sub property of another 
property. The also must not have a domain and a range set for them. 

OWL has five pre-defined annotation properties that can be used to annotate classes (including anony
mous classes such as restrictions), properties and individuals: 

1.	 owl:versionInfo — in general the range of this property is a string. 

2. rdfs:label — has a range of a string. This property may be used to add meaningful, human readable 
names to ontology elements such as classes, properties and individuals. rdfs:label can also be used 
to provide multi-lingual names for ontology elements. 

3.	 rdfs:comment — has a range of a string. 

4.	 rdfs:seeAlso — has a range of a URI which can be used to identify related resources. 

5. rdfs:isDefinedBy — has a range of a URI reference which can be used to reference an ontology that 
defines ontology elements such as classes, properties and individuals. 

For example the annotation property rdfs:comment is used to store the comment for classes in the Protégé-
OWL plugin. The annotation property rdfs:label could be used to provide alternative names for classes, 
properties etc. 

There are also several annotation properties which can be used to annotate an ontology. The ontology 
annotation properties (listed below) have a range of a URI reference which is used to refer to another 
ontology. It is also possible to the use the owl:VersionInfo annotation property to annotate an ontology. 

•	 owl:priorVersion — identifies prior versions of the ontology. 

•	 owl:backwardsCompatibleWith — identifies a prior version of an ontology that the current ontology 
is compatible with. This means that all of the identifiers from the prior version have the same 
intended meaning in the current version. Hence, any ontologies or applications that reference the 
prior version can safely switch to referencing the new version. 

•	 owl:incompatibleWith — identifies a prior version of an ontology that the current ontology is not 

compatible with. 

To create annotation properties the ‘Create annotation datatype property’ and ‘Create annota
tion object property’ buttons on the ‘Properties’ tab should be used. To use annotation properties 
the annotations widgets shown in Figure 6.7 is used. An annotations widget is located on the OWL-
Classes, Properties, Individuals and Metadata tab for annotation classes, properties, individuals and the 
ontology respectively. Annotations can also be added to restrictions and other anonymous classes by right 
clicking (ctrl click on a Mac) in the conditions widget and selecting ‘Edit annotation properties...’. 

1A data literal is the character representation of a datatype value, for example,“Matthew”, 25, 3.11. 
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Create a new 

annotation value 

Add a TODO list 

annotation item 

Add an existing individual 

as an annotation 

Delete the selected 

annotation 

Figure 6.7: An annotations widget 

6.5 Multiple Sets Of Necessary & Sufficient Conditions 

In OWL it is possible to have multiple sets of necessary and sufficient conditions as depicted in Figure 
6.8. In the ‘Conditions Widget’, multiple sets of necessary and sufficient conditions are represented 
using multiple “NECESSARY & SUFFICIENT” headers with necessary and sufficient conditions listed 
under each header as shown in Figure 6.8. To create a new set of necessary and sufficient conditions, any 
“NECESSARY & SUFFICIENT” header (any that is visible) should be selected and then the condition 
created (for example using the ‘Create Restriction dialog’). Alternatively, a condition should be 
dragged and dropped onto a “NECESSARY & SUFFICIENT” header to create a new set of necessary 
and sufficient conditions and move the condition to that new set. To add to an existing set of necessary 
and sufficient conditions, one of the conditions in the set should be selected and then the condition 
created (for example using ‘Create Restrictions dialog’), or an existing condition may be dragged and 
dropped onto the existing set (below the “NECESSARY & SUFFICIENT” header) to add the condition 
to the existing set. 

NECESSARY CONDITIONS 

Condition 

Condition 

NamedClass 

NECESSARY & SUFFICIENT CONDITIONS 

Condition 

Condition 

implies 

NECESSARY & SUFFICIENT CONDITIONS 

Condition 

Condition 

Implies 

Im
plies 

Figure 6.8: Necessary Conditions, and Multiple Sets of Necessary And Sufficient Conditions 
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Figure 6.9: The Definition of a Triangle Using Multiple Necessary & Sufficient Conditions 

Exercise 54: Create a class to define a Triangle using multiple sets of Necessary & Sufficient con
ditions 

1. Create a subclass of owl:Thing named Polygon. 

2. Create a subclass of Polygon named Triangle. 

3. Create an object property named hasSide. 

4. Create an object property named hasAngle. 

5. On the ‘OWLClasses’ tab select the Triangle class. Select the “NECESSARY & 
SUFFICIENT” header in the ‘Conditions Widget’. Press the ‘Create restriction 
button’ on the ‘Conditions Widget’ to display the ‘Create restriction dialog’. 

6. Select = cardinality as the type of restriction to be created. Select hasSide as the 
property to be restricted. In the filler edit box type 3. Press ‘OK’ to close the dialog 
and create the restriction 

7. Select the “NECESSARY & SUFFICIENT” header in the ‘Conditions Widget’ 
again. Press the ‘Create restriction’ button to display the ‘Create restriction’ 
dialog. 

8. Select = cardinality as the type of restriction to be created. Select hasAngle as the 
property to be restricted. In the filler edit box type 3. Press ‘OK’ to close the dialog 
and create the restriction. 

9. Drag Polygon from under the “NECESSARY” header and drop it onto the hasSide 
= 3 restriction. 

10. Select the hasAngle = 3 restriction. Click the ‘Add named class...’ button to 
display a dialog containing the class hierarchy. Select the Polygon class and click the 
‘OK’ button to close the dialog. 

The ‘Conditions Widget’ should now look like the picture shown in Figure 6.9. 
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Chapter 7 

Other Topics 

7.1 Language Profile 

As explained in section 3.1 on page 11, there are three sub-languages of OWL: OWL-Lite, OWL-DL and 
OWL-Full. When editing an ontology Protégé-OWL offers the ability to constrain the constructs used 
in class expressions etc. so that the ontology being edited falls into either the OWL-DL or OWL-Full 
sub-langauges. The desired sub-language, or ‘language profile’ to be used can be set via the Protégé-
OWL preferences dialog shown in Figure 4.41 on page 52. To choose between OWL-DL and OWL-Full, 
the ‘OWL (supports one of the following OWL species)’ should be ticked, and then either the 
‘OWL DL (optimized for reasoning)’ or the ‘OWL Full (supports the complete range of OWL 
elements)’ should be selected. 

7.2 Namespaces And Importing Ontologies 

OWL ontologies are able to import other OWL ontologies rather like importing packages in java, or 
including files in C/C++. This section describes namespaces, which are a general naming mechanism 
and are usually used to facilitate ontology importing. It then describes how to import ontologies in 
general. 

7.2.1 Namespaces 

Every ontology has its own namespace — this is known as the default namespace. An ontology may 
also use other namespaces. A namespace is a string of characters that prefixes the class, property and 
individual identifiers in an ontology. By maintaining different namespaces for different ontologies it 
is possible for one ontology to reference classes, properties and individuals in another ontology in an 
unambiguous manner and without causing name clashes. For example, all OWL ontologies (including the 
Pizza ontology developed in this tutorial) reference the class owl:Thing. This class resides in the OWL 
vocabulary ontology that has the namespace http://www.w3.org/2002/07/owl#. 

In order to ensure that namespaces are unique they manifest themselves as Unique Resource Identifiers 
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(URIs)1 ending in either ‘/’ or ‘#’. For example, the default namespace in Protégé-OWL (the names
pace that is assigned to newly created ontologies in Protégé-OWL ) is http://a.com/ontology#. This 
means that all identifiers for classes, properties and individuals that are created in Protégé-OWL (by de
fault) are prefixed with http://a.com/ontology#. For example, the full name for the class PizzaTopping is 
http://a.com/ontology#PizzaTopping. The full name for the class MargheritaPizza is http://a.com/ontology#MargheritaPizz 
Fortunately, Protégé-OWL hides these namespace prefixes which means that we don’t have to type in 
these long winded names every time we want to use a class, property or individual identifier. 

Namespaces help to avoid name clashes when one ontology references classes, properties and individu
als in another ontology. For example, suppose an ontology about aircraft, AircraftOntology has a class 
named Wing, which describes the wing of an aeroplane. An ontology about birds, BirdOntology also 
has a class named Wing, which describes the wing of a bird. The namespace for the AircraftOntology is 
http://www.ontologies.com/aircraft#. The namespace for the BirdOntology is http://www.birds.com/ontologies/BirdOntology 
Evidently, the Wing class in the AircraftOntology is not the same as the Wing class in the BirdOntology. 
Now suppose that the AircraftOntology imports the BirdOntology. Because of the namespace mechanism, 
the full name for the Wing class in the AircraftOntology is http://www.ontologies.com/aircraft#Wing. The 
full name for the Wing class in the BirdOntology is http://www.birds.com/ontologies/BirdOntology#Wing. 
Hence, when the AircraftOntology refers to classes in the BirdOntology no name clash will occur. Note 
that neither of the above namespace URIs necessarily have to be URLs i.e. they don’t necessarily have 
to have a physical location (on the web) — URIs are used because they ensure Uniqueness. 

In order to make referencing classes, properties and individuals more manageable when using multiple 
namespaces, namespace prefixes are used. A namespace prefix is a short string, usually a sequence 
of around two or three characters that represents a full namespace. For example, we could use “ac” 
to represent the above ‘aircraft ontology’ namespace http://www.ontologies.com/aircraft# and the prefix 
“bird” to represent the ‘bird ontology’ namespace http://www.birds.com/ontologies/BirdOntology#. When 
we now use identifiers such as class names, we prefix the identifier with the namespace prefix and a colon. 
For example ac:Wing or bird:Wing. 

For a given ontology, the default namespace is the namespace for that ontology — in Protégé-OWL 
the default namespace corresponds to the namespace of the ontology that is being edited. When using 
identifiers that belong to the default namespace (the ontology being edited) a namespace prefix is not 
used — classes, properties and individuals are simply referenced using their ‘local’ name. However, for 
imported ontologies we must use a namespace prefix to refer to classes, properties and individuals in the 
imported ontology. For example, suppose we were editing the ‘aircraft ontology’, which has a namespace 
of http://www.ontologies.com/aircraft# and we wanted to refer to classes in the ‘bird ontology’ with the 
namespace of http://www.birds.com/ontologies/BirdOntology# and the namespace prefix of “bird”. When 
we refer to classes without a namespace prefix, for example Wing, we are talking about classes in the 
aircraft ontology. When we refer to classes with a namespace prefix ‘bird’, for example bird:Wing, we are 
talking about classes in the bird ontology. 

7.2.2 Creating And Editing Namespaces in Protégé-OWL 

Editing The Default Namespace 

The default namespace can be set using the ‘Default Namespace’ widget, which is located in the top 
left corner of the ‘Metadata’ tab and is shown in Figure 7.1. To change the default namespace simply 
type a new namespace into the edit box. The namespace must be a valid URI and must end in either ‘/’ 
or ‘#’. Some examples of valid namespaces are listed below: 

1Note that Unique Resource Locators (URLs), which identify physical locations of documents (e.g. web pages) are a 
special form of URI. 
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Make default namespace Add to ont-policy file 

Default Namespace 

Add prefix 

Remove prefix 

Figure 7.1: The Default Namespace and Namespaces Widget 

•	 myNameSpace# 

•	 universityOfManchester:ontologies:pizzas# 

•	 http://www.cs.man.ac.uk/ontologies/pizzas/ 

Creating Other Namespaces 

As well as specifying a default namespace for the ontology it is possible to setup other namespace prefix 
- namespace mappings. This makes it possible to refer to classes, properties and individuals in other 
ontologies. 

To create/setup namespaces and their associated prefixes in Protégé-OWL the ‘Namespace Prefixes’ 
widget shown in Figure 7.1 is used. This widget contains three columns: ‘Prefix’, ‘Namespace’ and 
‘Imported’ — we will deal with the ‘Imported’ column later. When Protégé-OWL creates a new OWL 
project it automatically creates/sets up three namespaces: 

•	 rdf — http://www.w3.org/1999/02/22-rdf-syntax-ns# (The Resource Description Framework names

pace)


•	 rdfs — http://www.w3.org/2000/01/rdf-schema# (The RDF-Schema namespace) 

•	 owl — http://www.w3.org/2002/07/owl# (The OWL vocabulary namespace) 

Let’s add a new namespace and prefix, which we can use in our ontology. For the purposes of this example 
we will add a prefix and namespace for the wine ontology2, which has the namespace http://www.w3.org/TR/2004/REC

2The wine ontology is discussed and used as an example in the W3C OWL Guide. It contains information about various 
types of wine and wineries. 
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owl-guide-20040210/wine#. 

Exercise 55: Create a namespace and prefix to refer to classes, properties and individuals in the 
Wine ontology 

1. Press the ‘Add prefix’ button on the ‘Namespace prefix’ widget shown in Figure 
7.1 to create a new namespace. A new namespace http://www.domain2.com# will be 
created with a prefix of p1. 

2. Double click on the prefix p1 to edit it. Change it to vin, which is the namespace 
prefix used in the wine ontology. 

3. Double click on the namespace http://www.domain2.com# to edit it. Change it to 
http://www.w3.org/TR/2004/REC-owl-guide-20040210/wine#. If the namespace is en
tered incorrectly i.e. if the namespace is not a valid URI and it does not end in ‘/’ 
or ‘#’ Protégé-OWL will reject the entry and revert to the previous value for the 
namespace. 

4. We can now reference concepts in the wine ontology, and create classes and properties 
in the wine ontology namespace. For example create a new object property and name 
it vin:myWineProperty. 

The property myWineProperty resides in the vin namespace http://www.w3.org/TR/2004/REC-owl-guide
20040210/wine# (hence the prefixed name vin:myWineProperty). The full name of the property is 
therefore http://www.w3.org/TR/2004/REC-owl-guide-20040210/wine#myWineProperty. 

7.2.3 Ontology Imports in OWL 

OWL ontologies may import one or more other OWL ontologies. For example, suppose that the Air
craftOntology imports the BirdOntology which contains descriptions of various birds (perhaps we want 
to simulate bird strikes on aircraft) — all of the classes, properties, individuals and axioms that are con
tained in the BirdOntology will be available to be used in the AircraftOntology. This makes it possible to 
use classes, properties and individuals from the BirdOntology in class descriptions in the AircraftOntology. 
It also makes it possible to extend the descriptions of classes, properties and individuals in the BirdOn
tology by creating the extention descriptions in the AircraftOntology. Notice the distinction between 
referring to classes, properties and individuals in an other ontology using namespaces, and completely 
importing an ontology. When an ontology imports another ontology, not only can classes, properties 
and individuals be referenced by the importing ontology, the axioms and facts that are contained in the 
ontology being imported are actually included in the importing ontology. It should be noted that OWL 
allows ontology imports to be cyclic so for example OntologyA may import OntologyB and OntologyB 
may import OntologyA. 

7.2.4 Importing Ontologies in Protégé-OWL 

Ontology imports are usually co-ordinated using namespaces. The ontology being imported has its 
namespace and also namespace prefix set up and is then imported. To import an ontology in Protégé-
OWL we must first locate the ontology that we want to import and determine its URL. For the purposes 
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of this example we will import the koala ontology, which is a simple ontology created by Holger Knublauch 
(author of the Protégé-OWL plugin) that demonstrates the constructs of OWL. The koala ontology is 
located on the web at http://protege.stanford.edu/plugins/owl/owl-library/koala.owl. 

Let’s import the koala ontology — for the purposes of this tutorial the koala ontology may be imported 
into a new, empty OWL ontology. 

Exercise 56: Import the koala ontology into an ontology 

1. Switch to the ‘Metadata’ tab. 

2. Press the ‘Add prefix’ button located on the ‘Namespace prefix’ widget. A new 
namespace and namespace prefix will be created. 

3. Edit the namespace prefix, changing it to koala. 

4. We now need to specify the namespace. When importing ontologies the 
namespace should be the actual URL that the ontology is located at, fol
lowed by ‘/’ or ‘#’. Edit the namespace for the koala prefix, changing it to 
http://protege.stanford.edu/plugins/owl/owl-library/koala.owl#. 

5. Now tick the ‘Import tick box’ that lies on the same line as the koala prefix and 
namespace. You will be presented with a dialog stating that the changes will not take 
place until the file is saved and reloaded. Click the ‘Yes’ button on the dialog. If you 
haven’t already saved the project you will be presented with the save dialog box — 
give the project a name and save it. 

After these steps have been performed Protégé-OWL will import the koala ontology and then save and 
reload the project. When the project is reloaded the ‘OWLClasses’ tab will be displayed and will 
contain classes from the koala ontology – likewise, the properties tab will also display properties from the 
koala ontology. It should be noted that imported classes cannot be edited (they cannot have information 
retracted) or deleted – class descriptions can only have information added to them. 

Alternative Locations 

When it is intended that an ontology should be imported, it is usual for the namespace URI to actually 
be a URL (i.e. a pointer to a physical location) that points to the location where the ontology may be 
found. In most situations this is usually a web address. By ticking the ‘Imported’ tickbox Protégé-OWL 
will attempt to find the ontology at the location that is specified by the namespace URI (URL). This 
sounds great, but what if there is no internet connection available, or the ontology doesn’t actually exist 
at the namespace URI? Fortunately, it is possible to specify an alternative URI (URL), which can point 
to a ‘local’ copy of the ontology — for example a URL that points to a location on the hard disk, or 
server on the local area network. Alternative locations are specified in the ontology policy file, which is 
located in the Protégé-OWL plugin folder. This file does not need to be edited by hand – it can be edited 
using the ontology policy dialog. 
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Exercise 57: Specifing an alternative location for an imported ontology 

1. Select the ontology concerned in the ‘Namespaces Prefixes’ widget. 

2. Press the ‘Add to ont-policy file’ button that is located on the ‘Namespaces 
Prefixes’ widget shown in Figure 7.1. This will open the ontology policy file dialog 
shown in Figure 7.2. 

3. As can be seen from 7.2 the koala ontology will have been added to the import policy 
(last line). To specify an alternative URI double click on the Alternative URI box 
on the koala ontology row – any valid URI may be entered. Press ‘OK’ to close the 
dialog. 

The alternative URIs 
The (namespace) URIs of


These URIs could point to

ontologies that are in the 

files on the local hard disk etc. 
ontology policy file. 

Figure 7.2: The Ontology Policy File Dialog 

for an imported ontology follow these steps: To specify an alternative location 

7.2.5 Importing The Dublin Core Ontology 

The Dublin Core ontology is based on the Dublin Core Meta Data Terms. The Dublin Core Meta 
Data Terms were standardised/developed by The Dublin Core Meta Data Initiative3 . They are a set of 

3http://www.dublincore.org/ 
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elements/terms that can be used to describe resources — in our case, we can use these terms to describe 
the ‘resources’ such as classes, properties and individuals in an ontology. The full set of Dublin Core 
Meta Data Terms is described at http://www.dublincore.org/documents/dcmi-terms/, the following 
list contains a few examples: 

•	 title — Typically, a Title will be a name by which the resource is formally known. 

•	 creator — Examples of a Creator include a person, an organisation, or a service. Typically, the 
name of a Creator should be used to indicate the entity. 

•	 subject — Typically, a Subject will be expressed as keywords, key phrases or classification codes 
that describe a topic of the resource. Recommended best practice is to select a value from a 
controlled vocabulary or formal classification scheme. 

•	 description — Description may include but is not limited to: an abstract, table of contents, 
reference to a graphical representation of content or a free-text account of the content. 

•	 contributor — Examples of a Contributor include a person, an organisation, or a service. Typi
cally, the name of a Contributor should be used to indicate the entity. 

In order to annotate classes and other ontology entities with the above information and other Dublin 
Core Meta Data Terms the Dublin Core Meta Data ontology (DC Ontology) must be imported. Because 
Dublin Core Meta Data is so frequently used Protégé-OWL has an automated mechanism for importing 
the Dublin Core Meta Data ontology. The ontology can be imported in following manner: 

Exercise 58: Import the Dublin Core Meta Data Elements Ontology 

1.	 From the ‘OWL Menu’ select ‘Dublin Core metadata...’. 

2.	 A dialog box will appear. Tick the tickbox on the dialog to import the ontology. 

3. A message will be displayed saying that Protégé-OWL needs to reload the ontology. 
Press the ‘Yes’ button. 

4. After a few seconds the Dublin Core Meta Data ontology will have been imported. 
Close the ‘Dublin Core metadata’ dialog with the ‘Close’ button. 

5. Switch to the ‘Properties’ tab. As shown in Figure 7.3, a number of annotation 
properties (representing the Dublin Core Meta Data Terms) will have been imported. 
These annotation properties may be used in the standard way (described in section 
6.4). 

7.2.6 The Protégé-OWL Meta Data Ontology 

Several features used by the Protégé-OWL plugin (such as marking classes so that any primitive subclasses 
are automatically made disjoint) rely on the use of various Protégé-OWL annotation properties. These 
annotation properties are contained in the Protégé-OWL Meta Data Ontology, which is located in the 
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Figure 7.3: Imported Dublin Core Elements Available As Annotation Properties 
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Protégé-OWL plugin folder. In order for these annotation properties to be used, the Protégé-OWL Meta 
Data Ontology must be imported in the following manner: 

Exercise 59: Import the Prot´ e-OWL Meta Data Ontology eg´

1. Select the ‘Preferences...’ item from the ‘OWL Menu’ to display the preferences 
dialog shown in Figure 4.41 on page 52. 

2. Tick the ‘Import protege metadata ontology’ tickbox. You will be presented with 
a ‘Confirm Reload’ dialog box asking you to reload the ontology for the changes to 
take effect. Press the ‘Yes’ button. 

7.3 Ontology Tests 

Protégé-OWL provides a test framework, which contains various tests that may be run on the ontology 
being edited. These tests range from sanity tests such as checking that a property’s characteristics 
correspond correctly with its inverse property’s characteristics, to OWL-DL tests, which are designed to 
find constructs such as metaclasses that put an ontology into OWL-Full. The test framework is based 
upon a plugin architecture that enables new tests to be added by third party programmers – check the 
Protégé-OWL website for the availability of addon tests. 

The various tests may be configured via the ‘Test Settings’ dialog shown in Figure 7.4, which is accessible 
via the ‘Test Settings...’ item on the ‘OWL Menu’. To run the tests the ‘Run Ontology Tests...’ 
item should be selected from the ‘OWL Menu’, or the ‘Run Ontology Tests...’ button should be 
pressed on the OWL Toolbar. 

After the ontology test have been run the results are displayed in a popup pane at the bottom of the 
screen as shown in Figure 7.5. The test results pane has the following columns: 

•	 Type — The type of test result (a warning, and error etc.). 

•	 Source — The source of the test result (e.g. a class or property). Double clicking on the source 
will automatically navigate to the source, by automatically selecting a class on the ‘OWLClasses’ 
tab, or a property on the ‘Properties’ tab for example. 

•	 Test Result — A message that describes the result obtained. 

In some cases Protégé-OWL is able to modify/correct aspects of the ontology that the tests have found 
to be at fault. In these cases, when the test is selected the small ‘spanner’ button on the left hand side 
of the test results pane will be enabled. Clicking this button will repair the ontology fault that gave rise 
to the test result. 

7.4 TODO List 

Protégé-OWL features a simple but useful TODO List mechanism. Classes, properties and the ontology 
itself can be annotated with TODO items. These can be attached to classes, properties and the ontology 
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Figure 7.4: The Ontology Test Settings Dialog 

Figure 7.5: Ontology TestResults 
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by using the ‘Add TODO List Item’ button that is located on the ‘Annotation Widgets’. Pressing 
the ‘Add TODO List Item’ creates a new annotation property that may be filled in with a textual 
description of the TODO task. To locate TODO items the ‘Show TODO List...’ item should be 
selected from the ‘OWL Menu’ or the ‘Show TODO List...’ button pressed on the OWL Toolbar. 
This will display a list of TODO items in a popup pane at the bottom of the screen. Double clicking on 
each TODO item in this list will cause Protégé-OWL to automatically navigate to the TODO item in 
the ontology. 
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Appendix A 

Restriction Types 

This appendix contains further information about the types of property restrictions in OWL. It is intended 
for readers who aren’t too familiar with the notions of logic that OWL is based upon. 

All types of restrictions describe an unnamed set that could contain some individuals. This set can be 
thought of as an anonymous class. Any individuals that are members of this anonymous class satisfy the 
restriction that describes the class (Figure A.1). Restrictions describe the constraints on relationships 
that the individuals participate in for a given property. 

When we describe a named class using restrictions, what we are effectively doing is describing anonymous 
superclasses of the named class. 

A.1 Quantifier Restrictions 

Quantifier restrictions consist of three parts: 

1. A quantifier, which is either the existential quantifier (∃), or the universal quantifier (∀). 

2. A property, along which the restriction acts. 

3. A filler that is a class description. 

For a given individual, the quantifier effectively puts constraints on the relationships that the individual 
participates in. It does this by either specifying that at least one kind of relationship must exist, or by 
specifying the only kinds of relationships that can exist (if they exist). 

A set of individuals that satisfy 

a restriction - the restriction essentially 

describes an anonymous (unnamed) class 

that contains these individuals. 

Figure A.1: Restrictions Describe Anonymous Classes Of Individuals 
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Figure A.2: A Schematic Of An Existential Restriction (∃ prop ClassA) 

A.1.1 someValuesFrom – Existential Restrictions 

Existential restrictions, also known as ‘someValuesFrom’ restrictions, or ‘some’ restrictions are denoted 
using ∃ – a backwards facing E. Existential restrictions describe the set of individuals that have at 
least one specific kind of relationship to individuals that are members of a specific class. Figure A.2 
shows an abstracted schematic view of an existential restriction, ∃ prop ClassA – i.e. a restriction along 
the property prop with a filler of ClassA. Notice that all the individuals in the anonymous class that 
the restriction defines have at least one relationship along the property prop to an individual that is 
a member of the class ClassA. The dashed lines in Figure A.2 represent the fact that the individuals 
may have other prop relationships with other individuals that are not members of the class ClassA even 
though this has not been explicitly stated — The existential restriction does not constrain the prop 
relationship to members of the class ClassA, it just states that every individual must have at least one 

prop relationship with a member of ClassA — this is the open world assumption (OWA). 

For a more concrete example, the existential restriction, ∃ hasTopping MozzarellaTopping, describes the 
set of individuals that take place in at least one hasTopping relationship with an other individual that 
is a member of the class MozzarellaTopping — in more natural English this restriction could be viewed 
as describing the things that ‘have a Mozzarella topping’. The fact that we are using an existential 
restriction to describe the group of individuals that have at least one relationship along the hasTopping 
property with an individual that is a member of the class MozzarellaTopping does not mean that these 
individuals only have a relationship along the hasTopping property with an individual that is a member 
of the class MozzarellaTopping (there could be other hasTopping relationships that just haven’t been 
explicity specified). 

A.1.2 allValuesFrom – Universal Restrictions 

Universal restrictions are also known as ‘allValuesFrom’ restrictions, or ‘All’ restrictions since they con

strain the filler for a given property to a specific class. Universal restrictions are given the symbol ∀ – 
i.e. an upside down A. Universal restrictions describe the set of individuals that, for a given property, 
only have relationships to other individuals that are members of a specific class. A feature of universal 
restrictions, is that for the given property, the set of individuals that the restriction describes will also 
contain the individuals that do not have any relationship along this property to any other individuals. A 
universal restriction along the property prop with a filler of ClassA is depicted in Figure A.3. Once again, 
an important point to note is that universal restrictions do not ‘guarentee’ the existence of a relationship 
for a given property. They merely state that if such a relationship for the given property exists, then it 
must be with an individual that is a member of a specified class. 
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Class A 
prop 
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Figure A.3: A Schematic View Of The Universal Restriction, ∀ prop ClassA 

Let’s take a look at an example of a universal restriction. The restriction, ∀ hasTopping TomatoTopping 
describes the anonymous class of individuals that only have hasTopping relationships to individuals 
that are members of the class TomatoTopping, OR, individuals that definitely do not participate in any 
hasTopping relationships at all. 

A.1.3	 Combining Existential And Universal Restrictions in Class Descrip
tions 

A common ‘pattern’ is to combine existential and universal restrictions in class definitions for a given 
property. For example the following two restrictions might be used together, ∃ hasTopping Mozzarel
laTopping, and also, ∀ hasTopping MozzarellaTopping. This describes the set of individuals that have at 
least one hasTopping relationship to an individual from the class MozzarellaTopping, and only hasTop
ping relationships to individuals from the class MozzarellaTopping. 

It is worth noting that is particularly unusual (and probably an error), if when describing a class, a 
universal restriction along a given property is used without using a ‘corresponding’ existential restriction 
along the same property. In the above example, if we had only used the universal restriction ∀ hasTopping 
Mozzarella, then we would have described the set of individuals that only participate in the hasTopping 
relationship with members of the class Mozzarella, and also those individuals that do not participate in 

any hasTopping relationships – probably a mistake. 

A.2 hasValue Restrictions 

A hasValue restriction, denoted by the symbol �, describes an anonymous class of individuals that are 
related to another specific individual along a specified property. Contrast this with a quantifier restric
tion where the individuals that are described by the quantifier restriction are related to any indvidual 
from a specified class along a specified property. Figure A.4 shows a schematic view of the hasValue 
restriction prop � abc. This restriction describes the anonymous class of individuals that have at least 
one relationship along the prop property to the specific individual abc. The dashed lines in Figure A.4 
represent the fact that for a given individual the hasValue restriction does not constrain the property 
used in the restriction to a relationship with the individual used in the restriction i.e. there could be 
other relationships along the prop property. It should be noted that hasValue restrictions are semanti
cally equivalent to an existential restriction along the same property as the hasValue restriction, which 
has a filler that is an enumerated class that contains the individual (and only the individual) used in the 
hasValue restriction. 
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Figure A.4: A Schematic View Of The hasValue Restriction, prop � abc — dashed lines indicate that this 
type of restriction does not constrain the property used in the hasValue restriction solely to the 
individual used in the hasValue restriction 

A.3 Cardinality Restrictions 

Cardinality restrictions are used to talk about the number of relationships that an individual may partici
pate in for a given property. Cardinality restrictions are conceptually easier to understand than quantifier 
restrictions, and come in three flavours: Minumum cardinality restrictions, Maximum cardinality restric
tions, and Cardinality restrictions. 

A.3.1 Minimum Cardinality Restrictions 

Minimum cardinality restrictions specify the minimum number of relationships that an individual must 
participate in for a given property. The symbol for a minimum cardinality restriction is the ‘greater than 
or equal to’ symbol (≥). For example the minimum cardinality restriction, ≥ hasTopping 3, describes the 
individuals (an anonymous class containing the individuals) that participate in at least three hasTopping 
relationships. Minimum cardinality restrictions place no maximum limit on the number of relationships 
that an individual can participate in for a given property. 

A.3.2 Maximum Cardinality Restrictions 

Maximum cardinality restrictions specify the maximum number of relationships that an individual can 
participate in for a given property. The symbol for maximum cardinality restrictions is the ‘less than 
or equal to’ symbol (≤). For example the maximum cardinality restriction, ≤ hasTopping 2, describes 
the class of individuals that participate in at most two hasTopping relationships. Note that maximum 
cardinality restrictions place no minimum limit on the number of relationships that an individual must 
participate in for a specific property. 
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A.3.3 Cardinality Restrictions 

Cardinality restrictions specify the exact number of relationships that an individual must participate in 
for a given property. The symbol for a cardinality restrictions is the ‘equals’ symbol (=). For example, 
the cardinality restriction, = hasTopping 5, describes the set of individuals (the anonymous class of 
individuals) that participate in exactly five hasTopping relationships. Note that a cardinality restriction 
is really a syntactic short hand for using a combination of a minimum cardinality restriction and a 
maximum cardinality restriction. For example the above cardinality restriction could be represented by 
using the intersection of the two restrictions: ≤ hasTopping 5, and, ≥ hasTopping 5. 

A.3.4 The Unique Name Assumption And Cardinality Restrictions 

OWL does not use the Unique Name Assumption (UNA)1. This means that different names may refer to 
the same individual, for example, the names “Matt” and “Matthew” may refer to the same individual (or 
they may not). Cardinality restrictions rely on ‘counting’ distinct individuals, therefore it is important 
to specify that either “Matt” and “Matthew” are the same individual, or that they are different individ
uals. Suppose that an individual “Nick” is related to the individuals “Matt”, “Matthew” and “Matthew 
Horridge”, via the worksWith property. Imagine that it has also been stated that the individual “Nick” is 
a member of the class of individuals that work with at the most two other individuals (people). Because 
OWL does not use the Unique Name Assumption, rather than being viewed as an error, it will be inferred 
that two of the names refer to the same individual2 . 

1Confusingly, some reasoners (such as RACER) do use the Unique Name Assumstion! 
2If “Matt”, “Matthew” and “Matthew Horridge” have been asserted to be different individuals, then this will make the 

knowledge base inconsistent. 
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Appendix B 

Complex Class Descriptions 

An OWL class is specified in terms of its superclasses. These superclasses are typically named classes 
and restrictions that are in fact anonymous classes. Superclasses may also take the form of ‘complex 
descriptions’. These complex descriptions can be built up using simpler class descriptions that are 
cemented together using logical operators. In particular: 

•	 AND (�) — a class formed by using the AND operator is known as an intersection class. The class 
is the intersection of the individual classes. 

•	 OR (�) — A class formed by using the OR operator is known as a union class. The class formed 
is the union of the individual classes. 

B.1 Intersection Classes (�) 

An intersection class is described by combining two or more classes using the AND operator (�). For 
example, consider the intersection of Human and Male — depicted in Figure B.1. This describes an 
anonymous class that contains the individuals that are members of the class Human and the class Male. 
The semantics of an intersection class mean that the anonymous class that is described is a subclass of 
Human and a subclass of Male. 

The anonymous intersection class above can be used in another class description. For example, suppose 
we wanted to build a description of the class Man. We might specify that Man is a subclass of the 
anonymous class described by the intersection of Human and Male. In other words, Man is a subclass of 
Human and Male. 

B.2 Union Classes (�) 

A union class is created by combining two or more classes using the OR operator (�). For example, 
consider the union of Man and ‘Woman’ — depicted in Figure B.2. This describes an anonymous class 
that contains the individuals that belong to either the class Man or the class Woman (or both). 
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Male Human 

Intersection of Human and Male 

Figure B.1: The intersection of Human and Male (Human � Male) — The shaded area represents the intersection 

Man 
Woman 

Figure B.2: The union of Man and Woman (Man � Woman) — The shaded area represents the union 

The anonymous class that is described can be used in another class description. For example, the class 
Person might be equivalent of the union of Man and Woman. 
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Abstract 

XML is fast emerging as the dominant standard 
for representing data in the World Wide Web. 
Sophisticated query engines that allow users to 
effectively tap the data stored in XML 
documents will be crucial to exploiting the full 
power of XML. While there has been a great deal 
of activity recently proposing new semi-
structured data models and query languages for 
this purpose, this paper explores the more 
conservative approach of using traditional 
relational database engines for processing XML 
documents conforming to Document Type 
Descriptors (DTDs). To this end, we have 
developed algorithms and implemented a 
prototype system that converts XML documents 
to relational tuples, translates semi-structured 
queries over XML documents to SQL queries 
over tables, and converts the results to XML. We 
have qualitatively evaluated this approach using 
several real DTDs drawn from diverse domains. 
It turns out that the relational approach can 
handle most (but not all) of the semantics of 
semi-structured queries over XML data, but is 
likely to be effective only in some cases. We 
identify the causes for these limitations and 
propose certain extensions to the relational 

Permission to copy without fee all or part of this material 
is granted provided that the copies are not made or 
distributed for direct commercial advantage, the VLDB 
copyright notice and the title of the publication and its 
date appear, and notice is given that copying is by 
permission of the Very Large Data Base Endowment. To 
copy otherwise, or to republish, requires a fee and/or 
special permission from the Endowment 
Proceedings of the 25th VLDB Conference, 
Edinburgh, Scotland, 1999. 

model that would make it more appropriate for 
processing queries over XML documents. 

1. Introduction 

Extensible Markup Language (XML) is fast emerging as 
the dominant standard for representing data on the 
Internet. Like HTML, XML is a subset of SGML. 
However, whereas HTML tags serve the primary purpose 
of describing how to display a data item, XML tags 
describe the data itself. The importance of this simple 
distinction cannot be underestimated – because XML data 
is self-describing, it is possible for programs to interpret 
the data. This means that a program receiving an XML 
document can interpret it in multiple ways, can filter the 
document based upon its content, can restructure it to suit 
the application’s needs, and so forth. 

The initial impetus for XML may have been primarily 
to enhance this ability of remote applications to interpret 
and operate on documents fetched over the Internet. 
However, from a database point of view, XML raises a 
different exciting possibility: with data stored in XML 
documents, it should be possible to query the contents of 
these documents. One should be able to issue queries over 
sets of XML documents to extract, synthesize, and 
analyze their contents. But what is the best way to provide 
this query capability over XML documents? 

At first glance the answer is obvious. Since an XML 
document is an example of a semi-structured data set (it is 
tree-structured, with each node in the tree described by a 
label), why not use semi-structured query languages and 
query evaluation techniques? This is indeed a viable 
approach, and there is considerable activity in the semi-
structured data community focussed upon exploiting this 
approach [5,14]. While semi-structured techniques will 
clearly work, in this paper we ask the question of whether 
this is the only or the best approach to take. The downside 
of using semi-structured techniques is that this approach 
turns its back on 20 years of work invested in relational 
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database technology. Is it really the case that we cannot 
use relational technology, and must start afresh with new 
techniques? Or can we leverage relational technology to 
provide query capability over XML documents? 

In this paper we demonstrate that it is indeed possible 
to use standard commercial relational database systems to 
evaluate powerful queries over XML documents. The key 
that makes this possible is the existence of Document 
Type Descriptors (DTDs) [2] (or an equivalent, such as 
DCDs [4] or XML Schemas [16]). A DTD is in effect a 
schema for a set of XML documents. Without DTDs or 
their equivalent, XML will never reach its full potential, 
because a tagged document is not very useful without 
some agreement among inter-operating applications as to 
what the tags mean. Put another way, the reason the 
Internet community is so excited about XML is that there 
is the vision of a future in which the vast majority of files 
on the web are XML files conforming to DTDs. An 
application encountering such a file can interpret the file 
by consulting the DTDs to which the document conforms. 

Our approach to querying XML documents is the 
following. First, we process a DTD to generate a 
relational schema. Second, we parse XML documents 
conforming to DTDs and load them into tuples of 
relational tables in a standard commercial DBMS (in our 
case, IBM DB2). Third, we translate semi-structured 
queries (specified in a language similar to XML-QL [9] or 
Lorel [1]) over XML documents into SQL queries over 
the corresponding relational data. Finally, we convert the 
results back to XML. 

The good news is that this works. A main contribution 
of this paper is the description of an approach that enables 
one to take the XML queries, data sets, and schemas so 
foreign to the relational world and process them in 
relational systems without any manual intervention. This 
means that we are presented with a large opportunity: all 
of the power of relational database systems can be 
brought to bear upon the XML query problem. 

However, the fact that something is possible does not 
necessarily imply that it is a good idea. Our experience 
with implementing this system and using it with over 30 
different XML DTDs has revealed that there are a number 
of limitations in current relational database systems that in 
some instances make using relational technology for 
XML queries either awkward or inefficient. Relational 
technology proves awkward for queries that require 
complex XML constructs in their results, and may be 
inefficient when fragmentation due to the handling of set-
valued attributes and sharing causes too many joins in the 
evaluation of simple queries. Another contribution of this 
paper is the identification of those limitations, and a 
discussion of how they might be removed. It is an open 
question at this point whether the best approach is to start 
with relational technology and try to remove those 
limitations, or to start with a semi-structured system and 
try to add the power and sophistication currently found in 
relational query processing systems. 

1.1	 Related Work 

There has been a lot of work developing special purpose 
query engines for semi-structured data [5,14]. Many of 
the abstracts submitted to the XML query languages 
workshop use this approach [18]. Our goal in this paper, 
however, is to investigate the use of relational database 
systems to process queries on semi-structured documents. 
In this sense, our work is similar to the work on STORED 
[10]. However, our approach differs in important ways. 
The STORED approach uses a combination of relational 
and semi-structured techniques to process any semi-
structured documents. We begin with the assumption that 
the document conforms to a schema and store the 
document entirely within the relational system. Further, 
we handle recursive queries, address the issue of 
constructing the result in XML and evaluate the relational 
approach using real DTDs. 

Oracle 8i provides some basic support for querying 
XML documents using a relational engine [17]. However, 
the translation from document schemas to relational 
schemas is manual and not automatic as in our approach. 
In addition, Oracle 8i does not provide support for semi-
structured queries over XML documents and provides 
only primitive support for converting results to XML. 

There has also been work on processing SGML data 
using an OODBMS [6]. The conclusion was that this is 
feasible with some extensions to OO query languages. 
Our work considers a more restricted set of documents 
(XML, rather than SGML) and considers mapping to the 
relational model, rather than a general OO model. 

Our method of eliminating wild cards and alternations 
in path expression queries to enable processing by a 
relational engine bears some similarities to the work on 
compile time optimization of path expressions in semi-
structured query engines [12,15]. Our different focus, 
however, results in modified techniques. 

1.2 Roadmap 

The rest of the paper is organized as follows. Section 2 
gives an overview of XML documents, schemas and 
query languages. The algorithms for translating DTDs and 
XML documents to a relational format and an evaluation 
of the algorithms using real DTDs are given in Section 3. 
Section 4 describes the translation of queries over XML 
documents to SQL queries. Section 5 deals with the 
conversion of the results to XML. Section 6 concludes by 
proposing extensions to the relational model that will 
make it more suitable for processing XML documents. 

2.	 Overview of XML, XML Schemas and 
XML Query Languages 

In this section, we give a very brief overview of XML, 
XML schemas and XML query languages. Further details 
can be obtained from the references. 
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2.1 Extensible Markup Langua ge 

Extensible Markup Language (XML) is a hierarchical 
data format for information exchange in the World Wide 
Web. An XML document consists of nested element 
structures, starting with a root element. Element data can 
be in the form of attributes or sub-elements. Figure 1 
shows an XML document that contains information about 
a book. In this example, there is a book element that has 
two sub-elements, booktitle and author. The author 
element has an id attribute with value “dawkins” and is 
further nested to provide name and address information. 
Further information on XML can be found in [3,8]. 

<book> 
<booktitle> The Selfish Gene </booktitle> 
<author id = “dawkins”> 

<name> 
<firstname> Richard </firstname> 
<lastname> Dawkins </lastname> 

</name> 
<address> 

<city> Timbuktu </city> 
<zip> 99999 </zip> 

</address> 
</author> 

</book> 

Figure 1 

<!ELEMENT book (booktitle, author)


<!ELEMENT article (title, author*, contactauthor)>


<!ELEMENT contactauthor EMPTY>


<!ATTLIST contactauthor authorID IDREF IMPLIED>


<!ELEMENT monograph (title, author, editor)>


<!ELEMENT editor (monograph*)>


<!ATTLIST editor name CDATA #REQUIRED>


<!ELEMENT author (name, address)>


<!ATTLIST author id ID #REQUIRED>


<!ELEMENT name (firstname?, lastname)>


<!ELEMENT firstname (#PCDATA)>


<!ELEMENT lastname (#PCDATA)>


<!ELEMENT address ANY>


Figure 2 

2.2 DTDs and other XML Sche mas 

Document Type Descriptors (DTDs) [2] describe the 
structure of XML documents and are like a schema for 
XML documents. A DTD specifies the structure of an 
XML element by specifying the names of its sub-elements 
and attributes. Sub-element structure is specified using the 
operators * (set with zero or more elements), + (set with 

one or more elements), ? (optional), and | (or). All values 
are assumed to be string values, unless the type is ANY in 
which case the value can be an arbitrary XML fragment. 
There is a special attribute, id, which can occur once for 
each element. The id attribute uniquely identifies an 
element within a document and can be referenced through 
an IDREF field in another element. IDREFs are untyped. 
Finally, there is no concept of a root of a DTD – an XML 
document conforming to a DTD can be rooted at any 
element specified in the DTD. Figure 2 shows a DTD 
specification, while Figure 1 gives an XML document that 
conforms to this DTD. 

Document Content Descriptors (DCDs) [4] and XML 
Schemas [16] are extensions to DTDs. For our purposes, 
the main difference between these and DTDs is that they 
allow typing of values and set size specification. If DCDs 
and XML Schemas become standard, the additional 
information would aid in our translation process; for 
example, we could create tables with integer attributes 
where appropriate instead of using just strings. The types 
in the current DCD proposal are compatible with types 
supported by current relational systems. More complex 
types will require object-relational extensions. 

2.3 XML Query Languages 

SELECT X.author.lastname 
FROM book X 
WHERE X.booktitle = “The Selfish Gene” 

Figure 3 

WHERE <book> 
<booktitle> The Selfish Gene </booktitle> 
<author> 

<lastname> $l </lastname> 
</> 

</> IN a.xml, b.xml 
CONSTRUCT <lastname> $l </lastname> 

Figure 4 

There are many semi-structured query languages that can 
be used to query XML documents, including XML-QL 
[9], Lorel [1], UnQL [5] and XQL (from Microsoft). All 
these query languages have a notion of path expressions 
for navigating the nested structure of XML. XML-QL 
uses a nested XML-like structure to specify the part of a 
document to be selected and the structure of the result 
XML document. 

Figure 4 shows an XML-QL query to determine the 
last name of an author of a book having title “The Selfish 
Gene”, specified over a set of XML documents 
conforming to the DTD in Figure 2. The last names thus 
selected will be nested within a lastname tag, as specified 
in the construct clause of the query. Lorel is more like 
SQL and its representation of the same query is shown in 
Figure 3. In this paper, we use a combination of XML-QL 
and Lorel (modified appropriately for our purposes). 
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3.	 Storing XML Documents in a Relational 
Database System 

In this section, we describe how to generate relational 
schemas from XML DTDs. The main issues that must be 
addressed include (a) dealing with the complexity of DTD 
element specifications (b) resolving the conflict between 
the two-level nature of relational schemas (table and 
attribute) vs. the arbitrary nesting of XML DTD schemas 
and (c) dealing with set-valued attributes and recursion. 

3.1	 Simplifying DTDs 

In general, DTDs can be complex and generating 
relational schemas that capture this complexity would be 
unwieldy at best. Fortunately, one can simplify the details 
of a DTD and still generate a relational schema that can 
store and query documents conforming to that DTD. 
Note that it is not necessary to be able to regenerate a 
DTD from the generated relational schema. Rather, what 
is required is that (a) any document conforming to the 
DTD can be stored in the relational schema, and (b) any 
XML semi-structured query over a document conforming 
to the DTD can be evaluated over the relational database 
instance. 

Most of the complexity of DTDs stems from the 
complex specification of the type of an element. For 
instance, we could specify an element a as <!ELEMENT 
a ((b|c|e)?,(e?|(f?,(b,b)*))*)>, where b, c, e and f are other 
elements. However, at the query language level, all that 
matters is the position of an element in the XML 
document, relative to its siblings and the parent-child 
relationship between elements in the XML document. We 
now propose a set of transformations that can be used to 
“simplify” any arbitrary DTD without undermining the 
effectiveness of queries over documents conforming to 
that DTD. These transformations are a superset of similar 
transformations presented in [10]. 

e1** � e1* (e1, e2)* � e1*, e2* e1*? � e1* (e1, e2)? � e1?, e2? e1?* � e1* (e1|e2) � e1?, e2? e1?? � e1? 

Figure 5 Figure 6 

..., a*, ..., a*, ... � a*, ... 

..., a*, ..., a?, ... � a*, ... 

..., a?, ..., a*, ... � a*, ... 

..., a?, ..., a?, ... � a*, … 
…, a, …, a, … � a*, … 

Figure 7 
The transformations are of three types: (a) flattening 

transformations which convert a nested definition into a 
flat representation (i.e., one in which the binary operators 
“,” and “|” do not appear inside any operator – see Figure 
5) (b) simplification transformations, which reduce many 
unary operators to a single unary operator (Figure 6) and 

(c) grouping transformations that group sub-elements 
having the same name (for example, two a* sub-elements 
are grouped into one a* sub-element - see Figure 7). In 
addition, all “+” operators are transformed to “*” 
operators. Our example specification would be 
transformed to: <!ELEMENT a (b*, c?, e*, f*)>. 

The transformations preserve the semantics of (a) one 
or many and (b) null or not null. The astute reader may 
notice that we have lost some information about relative 
orders of the elements. This is true; fortunately, this 
information can be captured when a specific XML 
document is loaded into this relational schema (e.g., by 
position fields in the tuples representing some of the 
elements.) We now explore techniques for converting a 
simplified DTD to a relational schema. 

3.2	 Motivation for Special Sche ma Conversion 
Techniques 

Traditionally, relational schemas have been derived from 
a data model such as the Entity-Relationship model. This 
translation is straightforward because there is a clear 
separation between entities and their attributes. Each 
entity and its attributes are mapped to a relation. 

When converting an XML DTD to relations, it is 
tempting to map each element in the DTD to a relation 
and map the attributes of the element to attributes of the 
relation. However, there is no correspondence between 
elements and attributes of DTDs and entities and 
attributes of the ER-Model. What would be considered 
“attributes” in an ER-Model are often most naturally 
represented as elements in a DTD. Figure 2 shows a 
DTD that illustrates this point. In an ER-Model, author 
would be an “entity” and firstname, lastname and address 
would be attributes of that entity. In designing a DTD, 
there is no incentive to make author an element and 
firstname, lastname and address attributes. In fact, in 
XML, if firstname and lastname were attributes, they 
could not be nested under name because XML attributes 
cannot have a nested structure. Directly mapping elements 
to relations is thus likely to lead to excessive 
fragmentation of the document. 

3.3	 The Basic Inlining Techniq ue 

The Basic Inlining Technique, hereafter referred to as 
Basic, solves the fragmentation problem by inlining as 
many descendants of an element as possible into a single 
relation. However, Basic creates relations for every 
element because an XML document can be rooted at any 
element in a DTD. For example, the author element in 
Figure 2 would be mapped to a relation with attributes 
firstname, lastname and address. In addition, relations 
would be created for firstname, lastname and address. 

We must address two complications: set-valued 
attributes and recursion. In the example DTD in Figure 2, 
when creating a relation for article, we cannot inline the 
set of authors because the traditional relational model 
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does not support set-valued attributes. Rather, we follow 
the standard technique for storing sets in an RDBMS and 
create a relation for author and link authors to articles 
using a foreign key. Just using inlining (if we want the 
process to terminate) necessarily limits the level of 
nesting in the recursion. Therefore, we express the 
recursive relationship using the notion of relational keys 
and use relational recursive processing to retrieve the 
relationship. In order to do this in a general fashion, we 
introduce the notion of a DTD graph. 

book 

author 

title 

contactauthor 

authorID 

editor 

*

? 

* 

name 

article monograph 

booktitle 

name 
address authorid 

? 

firstname lastname 

Figure 8 

editor 

* name 

monograph 

title 

author 

name address authorid 

? 

firstname lastname 

Figure 9 
A DTD graph represents the structure of a DTD. Its 

nodes are elements, attributes and operators in the DTD. 
Each element appears exactly once in the graph, while 
attributes and operators appear as many times as they 
appear in the DTD. The DTD graph corresponding to the 
DTD in Figure 2 is given in Figure 8. Cycles in the DTD 
graph indicate the presence of recursion. 

The schema created for a DTD is the union of the sets 
of relations created for each element. In order to 
determine the set of relations to be created for a particular 
element, we create a graph structure called the element 
graph. The element graph is constructed as follows. 

Do a depth first traversal of the DTD graph, starting at 
the element node for which we are constructing relations. 

Each node is marked as “visited” the first time it is 
reached and is unmarked it once all its children have been 
traversed. 

If an unmarked node in the DTD graph is reached 
during depth first traversal, a new node bearing the same 
name is created in the element graph. In addition, a 
regular edge is created from the most recently created 
node in the element graph with the same name as the DFS 
parent of the current DTD node to the newly created node. 

If an attempt is made to traverse an already marked 
DTD node, then a backpointer edge is added from the 
most recently created node in the element graph to the 
most recently created node in the element graph with the 
same name as the marked DTD node. 

The element graph for the editor element in the DTD 
graph in Figure 8 is shown in Figure 9. Intuitively, the 
element graph expands the relevant part of the DTD graph 
into a tree structure. 

Given an element graph, relations are created as 
follows. A relation is created for the root element of the 
graph. All the element’s descendents are inlined into that 
relation with the following two exceptions: (a) children 
directly below a “*” node are made into separate relations 
– this corresponds to creating a new relation for a set-
valued child; and (b) each node having a backpointer edge 
pointing to it is made into a separate relation – this 
corresponds to creating a new relation to handle recursion. 
Figure 10 shows the relational schema that would be 
generated for the DTD in Figure 2. There are several 
features to note in the schema. Attributes in the relations 
are named by the path from the root element of the 
relation. Each relation has an ID field that serves as the 
key of that relation. All relations corresponding to 
element nodes having a parent also have a parentID field 
that serves as a foreign key. For instance, the 
article.author relation has a foreign key 
article.author.parentID that joins authors with articles. 
The XML document in Figure 1 would be converted to 
the following tuple in the book relation: 

(1, The Selfish Gene, Richard, Dawkins, 
<city>Timbuktu</city><zip>99999</zip>, dawkins) 

The ANY field, address, is stored as an uninterpreted 
string; thus the nested structure is not visible to the 
database system without further support for XML (see 
Section 6). Note that if the author Richard Dawkins has 
authored many books, then the author information will be 
replicated for each book because it is replicated in the 
corresponding XML documents. 

While Basic is good for certain types of queries, such 
as “list all authors of books”, it is likely to be grossly 
inefficient for other queries. For example, queries such as 
“list all authors having first name Jack” will have to be 
executed as the union of 5 separate queries. Another 
disadvantage of Basic is the large number of relations it 
creates. Our next technique attempts to resolve these 
problems. 
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book (bookID: integer, book.booktitle : string, book.author.name.firstname: string, book.author.name.lastname: string, 
book.author.address: string, author.authorid: string) 

booktitle (booktitleID: integer, booktitle: string) 

article (articleID: integer, article.contactauthor.authorid: string, article.title: string) 

article.author (article.authorID: integer, article.author.parentID: integer, article.author.name.firstname: string, 
article.author.name.lastname: string, article.author.address: string, article.author.authorid: string) 

contactauthor (contactauthorID: integer, contactauthor.authorid: string) 

title (titleID: integer, title: string) 

monograph (monographID: integer, monograph.parentID: integer, monograph.title: string, monograph.editor.name: string, 
monograph.author.name.firstname: string, monograph.author.name.lastname: string, 
monograph.author.address: string, monograph.author.authorid: string) 

editor (editorID: integer, editor.parentID: integer, editor.name: string) 

editor.monograph (editor.monographID: integer, editor.monograph.parentID: integer, editor.monograph.title: string, 
editor.monograph.author.name.firstname: string, editor.monograph.author.name.lastname: string, 
editor.monograph.author.address: string, editor.monograph.author.authorid: string) 

author (authorID: integer, author.name.firstname: string, author.name.lastname: string, author.address: string, 
author.authorid: string) 

name (nameID: integer, name.firstname: string, name.lastname: string) 

firstname (firstnameID: integer, firstname: string) 

lastname (lastnameID: integer, lastname: string) 

address (addressID: integer, address: string) 

Figure 10 

book (bookID: integer, book.booktitle.isroot: boolean, book.booktitle : string)


article (articleID: integer, article.contactauthor.isroot: boolean, article.contactauthor.authorid: string)


monograph (monographID: integer,monograph.parentID: integer, monograph.parentCODE: integer,

monograph.editor.isroot: boolean, monograph.editor.name: string) 

title (titleID: integer, title.parentID: integer, title.parentCODE: integer, title: string) 

author (authorID: integer, author.parentID: integer, author.parentCODE: integer, author.name.isroot: boolean, 
author.name.firstname.isroot: :boolean, author.name.firstname: string, author.name.lastname.isroot: boolean, 
author.name.lastname: string, author.address.isroot: boolean, author.address: string, author.authorid: string) 

Figure 11 

3.4 The Shared Inlining Technique 

The Shared Inlining Technique, hereafter referred to as 
Shared, attempts to avoid the drawbacks of Basic by 
ensuring that an element node is represented in exactly 
one relation. The principal idea behind Shared is to 
identify the element nodes that are represented in multiple 
relations in Basic (such as the firstname, lastname and 
address elements in the example) and to share them by 
creating separate relations for these elements. 

We must first decide what relations to create. In 
Shared, relations are created for all elements in the DTD 
graph whose nodes have an in-degree greater than one. 
These are precisely the nodes that are represented as 
multiple relations in Basic. Nodes with an in-degree of 
one are inlined. Element nodes having an in-degree of 
zero are also made separate relations, because they are not 
reachable from any other node. As in Basic, elements 
below a “*” node are made into separate relations. 
Finally, of the mutually recursive elements all having in-
degree one (such as monograph and editor in Figure 8), 

one of them is made a separate relation. We can find such 
mutually recursive elements by looking for strongly 
connected components in the DTD graph. 

Once we decide which element nodes are to be made 
into separate relations, it is relatively easy to construct the 
relational schema. Each element node X that is a separate 
relation inlines all the nodes Y that are reachable from it 
such that the path from X to Y does not contain a node 
(other than X) that is to be made a separate relation. 
Figure 11 shows the schema derived from the DTD graph 
of Figure 8. One striking feature is the small number of 
relations compared to the Basic schema (Figure 10). 

Inlining an element X into a relation corresponding to 
another element Y creates problems when an XML 
document is rooted at the element X. To facilitate queries 
on such elements we make use of isRoot fields. 

The element sharing in Shared has query processing 
implications. For example, a selection query over all 
authors accesses only one relation in Shared compared to 
five relations in Basic. Despite the fact that Shared 
addresses some of the shortcomings and shares some of 
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book (bookID: integer, book.booktitle.isroot: boolean, book.booktitle : string, author.name.firstname: string, 
author.name.lastname: string, author.address: string, author.authorid: string) 

article (articleID: integer, article.contactauthor.isroot: boolean, article.contactauthor.authorid: string, 
article.title.isroot: boolean, article.title: string) 

monograph (monographID: integer, monograph.parentID: integer, monograph.parentCODE: integer, 
monograph.title: string, monograph.editor.isroot: boolean, monograph.editor.name: string, 
author.name.firstname: string, author.name.lastname: string, author.address: string, author.authorid: string) 

author (authorID: integer, author.parentID: integer, author.parentCODE: integer, author.name.isroot: boolean, 
author.name.firstname.isroot: boolean, author.name.firstname: string, author.name.lastname.isroot: boolean, 
author.name.lastname: string, author.address.isroot: boolean, author.address: string, author.authorid: string) 

Figure 12 

the	 strengths of Basic, Basic performs better in one 
important respect – reducing the number of joins starting 
at a particular element node. Thus we explore a hybrid 
approach that combines the join reduction properties of 
Basic with the sharing features of Shared 

3.5	 The Hybrid Inlining Technique 

The Hybrid Inlining Technique, or Hybrid, is the same as 
Shared except that it inlines some elements that are not 
inlined in Shared. In particular, Hybrid additionally 
inlines elements with in-degree greater than one that are 
not recursive or reached through a “*” node. Set sub-
elements and recursive elements are treated as in Shared. 
Figure 12 shows the relational schema generated using 
this hybrid approach. Note how this schema combines 
features of both Basic and Shared – author is inlined with 
book and monograph even though it is shared, while 
monograph and editor are represented exactly once. 

So far, we have implicitly assumed that the data model 
is unordered, i.e., the position of an element does not 
matter. Order could, however, be easily incorporated into 
our framework by storing a position field for each 
element. 

3.6	 A Qualitative Evaluation of the Basic, Shared 
and Hybrid Techniques 

In this section we qualitatively evaluate our relation-
conversion algorithms using 37 DTDs available from 
Robin Cover's SGML/XML Web page [8]. We did not 
pose any criterion for selecting DTDs except for 
availability for easy download and validity. Some DTDs 
were excluded because they did not pass our XML parser, 
the IBM alphaWorks xml4j. 

3.6.1 Evaluation Metric 

Our major concern in evaluating the algorithms is the 
efficiency of query processing. Our metric is the average 
number of SQL joins required to process path expressions 
of a certain length N. We use this metric because path 
expressions are at the heart of query languages proposed 
for semi-structured data. We are particularly concerned 

about path expressions because we use a relational 
database which uses joins to process path expressions. 

This subsection logically contains “forward 
references” to Section 4, in which we describe how SQL 
queries are generated from semi-structured XML queries. 
However, the only point from Section 4 that is necessary 
to understand the results here is that a single semi-
structured query could give rise to a union of several SQL 
queries, and that each of these queries may contain some 
number of joins. The use of Basic vs. Shared vs. Hybrid 
determines how many queries are generated, and how 
many joins are found in each query. Although Basic and 
Hybrid reduce the number of joins per SQL query, their 
higher degree of inlining could cause more SQL queries 
to be generated. For each algorithm, each DTD, and a 
variable number of path lengths, we make the following 
measurements: 

•	 The average number of SQL queries generated for 
path expressions of length N. 

•	 The average number of joins in each SQL query 
for path expressions of length N. 

•	 The total average number of joins in order to 
process path expressions of length N (the product 
of the two previous measurements.) 

In Sections 3.6.2 and 3.6.3, we assume that path 
expressions start from an arbitrary element in the DTD. 
We relax this assumption in Section 3.6.4. 

3.6.2	 Evaluation Results for Expression Paths of 
Length 3 

In this section we show the results for path expressions of 
length 3, which is the longest path length applicable to all 
37 DTDs. We shall examine the results for other path 
lengths in the next section. In the interest of space, we 
show the results only for a subset of the DTDs and 
summarize the others. 

First we consider whether the Basic approach is 
practical. For 11 of our 37 DTDs, Basic did not run to 
completion because it ran out of virtual memory. The 
reason for this is that Basic generates huge numbers of 
relations if DTDs have large strongly connected 
components. We can see this effect clearly on some of 
the DTDs that Basic did run to completion. One 19 node 
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DTD has a SCC size of 4, and the number of relations 
created is 204 times as many as created by Hybrid, 
totalling 3462 relations. Due to this severe limitation of 
Basic, we concentrate on the comparisons between 
Shared and Hybrid. 

produces at least the number of SQL queries as Shared. 
Figure 15 shows the total number of joins. 

Using the average total number of joins required to 
process path expressions of length 3, we can roughly 
categorize the 37 DTDs into four groups: 

Group 1. DTDs for which Hybrid reduces a large 
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Shared Hybrid percentage of joins per SQL query but incurs a smaller 
increase in the number of SQL queries. The net result is 
Hybrid requires fewer joins than Shared. Example: DTD 
“ofx1516”. 

Group 2. DTDs for which Hybrid reduces a large 
percentage of joins per SQL query and incurs a 
comparable increase in the number of SQL queries. The 
total number of joins is about the same. Example: DTD 
“vrml”. 

Group 3. DTDs for which Hybrid reduces some joins 
per SQL query, but not enough to offset the increase in 
the number of SQL queries; therefore Hybrid generates 

Figure 13 more joins for a path expression than Shared. Example: 
DTD “saej”. 

Group 4. DTDs for which both Shared and Hybrid 
produce about the same number of joins per SQL query, 
and about the same number of SQL queries, resulting in 
approximately the same total number of joins. Example: 
DTD “math”. 

Hybrid inlines more than Shared in Groups 1, 2 and 3. 
This reduces the number of joins per SQL query but 
increases the number of SQL queries. The net increase or 
decrease in the total number of joins depends on the 
structure of the DTD. In Group 4, most of the shared 
nodes are either set nodes or involved in recursion. Since 
Shared and Hybrid treat set nodes and recursive nodes 
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Figure 14 identically, there is no significant difference in their 
performance in Group 4. Shared Hybrid 

Group 1 Group 2 Group 3 Group 4 
Num 
DTDs 

13 2 6 16 

2.5 

2 

1.5 

1 

0.5 The number of DTDs in each group from all 37 DTDs 
0 is summarized in the table above. We can infer that in a 

large number of DTDs (Group 4), most of the shared 
nodes are either set nodes or recursive nodes. 

3.6.3 Results for Path Expressions of Other Lengths 
Figure 15 

Figures 13, 14 and 15 show results for 10 of the 
DTDs. As shown in Figure 13, Hybrid eliminates a large 
number of joins for some DTDs, whereas for others, 
Hybrid and Shared produce about the same number of 
joins. Figure 14 shows that for some DTDs, querying over 
3-length path expressions using Hybrid requires more 
SQL queries than using Shared, while for other DTDs, the 
number of SQL queries is the same. Note that for any path 
expression, Shared always produces at least the number of 
joins per SQL query as Hybrid, and Hybrid always 

In the previous section, we showed the results for path 
expressions of length 3. In order to see how the results 
carry over to other path lengths, let us examine how the 
number of joins scales with the path length. We found 
that for almost all the DTDs, the number of joins scales 
linearly with the path length, the only difference is the 
scaling factor, which is determined by the structure of the 
DTD. Furthermore, the gap between the performance of 
Shared and Hybrid typically widens when the path 
lengthens. Figure 16 and Figure 17 show the scaling for 
two DTDs in group 1 and group 3 respectively. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

327
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



0 
1 
2 
3 
4 
5 
6 
7 
8 
9 

10 
11 

1 2 3 4 5 6 7 8 9 10 11 

Path Length 

T
ot

al
 J

oi
ns

 

Shared Hybrid 

Figure 16 

0 
1 
2 
3 
4 
5 
6 
7 
8 
9 

10 
11 

1 2 3 4 5 6 7 8 9 10 11 
Path Length 

T
ot

al
 J

oi
ns

 

Shared Hybrid 

Figure 17 

3.6.4	 Evaluation Using Path Expressions Starting 
From the Document Root 

So far, we have examined the performance of our 
algorithms assuming path expressions start from an 
arbitrary node in the DTD graph. What is different if the 
path expressions start from the root of a document? The 
real difference is in the total number of joins. A path 
expression starting from the root of a document is always 
converted to one SQL query - therefore the total number 
of joins is equivalent to the number of joins per SQL 
query. Since the Hybrid algorithm always produces fewer 
joins per SQL query, it is always better than Shared for 
path expressions that start from the document root. 

For DTDs in groups 3 and 4 (the majority of DTDs), 
both Shared and Hybrid are practically the same. The 
main issue is the excessive fragmentation of the DTDs 
that leads to the number of joins being almost equal to the 
length of the path expression (Figure 17). This is likely to 
be very inefficient in the relational model, especially for 
long path lengths. The main cause of this fragmentation is 
the presence of set sub-elements. Section 6 includes a 
proposed extension to alleviate this problem. 

4.	 Converting Semi-Structured Queries to 
SQL 

Semi-structured query languages have a lot more 
flexibility than SQL. In particular, they allow path 
expressions with various operators and wild cards. The 
challenge is to rewrite these queries in SQL exploiting 
DTD information. In this section, we consider only 
queries with string values as results. Queries with more 
complex result formats are dealt with in Section 5. For 
ease of exposition, we present the translation algorithm 
only in the context of the Shared approach. The 
generalization to the other approaches is straightforward. 

4.1	 Converting Queries with Si mple Path 
Expressions to SQL 

Consider the following XML-QL query, and an 
equivalent Lorel-like query, over the DTD in Figure 2 that 
asks for the first and last name of the author of a book 
with title “The Selfish Gene”. Note that we have slightly 
extended the XML-QL syntax to query over all 
documents conforming to a DTD. 

Select Y.name.firstname, 
Y.name.lastname 

From book X, X.author Y 
Where X.booktitle = “Databases” 

WHERE <book> 
<booktitle> The Selfish Gene </booktitle> 
<author> 

<name> 
<firstname> $f </firstname> 
<lastname> $l </lastname> 

</name> 
</author> 

</book> IN * CONFORMING TO pubs.dtd 
CONSTRUCT <result> $f $l </result> 

As can be seen from the Lorel-like representation, this 
query essentially consists of five path expressions, 
namely, book, X.author, Y.name.firstname, 
Y.name.lastname and X.booktitle. Of these path 
expressions, book is the root path expression and the 
others are dependent path expressions. This query is 
translated into SQL as follows: (a) first, the relation(s) 
corresponding to start of the root path expression(s) are 
identified and added to the from clause of the SQL query, 
then (b) if necessary, the path expressions are translated to 
joins among relations (when elements are inlined, joins 
are not necessary). The SQL query generated in this 
fashion for the example query above is shown in Figure 
18. Note that a join condition has been added to the where 
clause to link the book and author and a selection 
(A.parentCODE = 0, where 0 indicates that the parent of 
the author is a book) is performed on author to make sure 
that only authors reached through book are considered. 
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Select A.”author.name.firstname”, 
A.”author.name.lastname” 

From author A, book B 
Where B.bookID = A.parentID 

AND A.parentCODE = 0

AND B.”book.booktitle” = “The Selfish Gene”


Figure 18 

4.2	 Converting Simple Recursive Path Expressions 
to SQL 

Consider the following XML-QL query that requires the 
names of all editors reachable directly or indirectly from 
the monograph with title “Subclass Cirripedia”. The 
corresponding XML-QL query (and an equivalent Lorel
like query) is shown below: 

WHERE <*.monograph> 
<editor.(monograph.editor)*> 

<name> $n </name> 
</> 
<title> Subclass Cirripedia </title> 

</> IN * CONFORMING TO pubs.dtd 
CONSTRUCT <result> $n </result> 

Select Y.name 
From *.monograph X, X.editor.(monograph.editor)* Y 
Where X.title = “Subclass Cirripedia” 

There are two interesting features about this query. 
The first is the tag “*.monograph” which states that we 
are interested in monographs reachable from any path. 
The second is the tag “editor.(monograph.editor)*” that 
specifies all editors reachable directly or indirectly from a 
monograph. The trick in converting this to a least fix-
point query such as that supported by IBM DB2 is to 
determine (a) the initialization of the recursion and (b) the 
actual recursive path expression. In the example above, 
the initialization of the recursion is the path expression 
*.monograph.editor with the selection condition 
monograph.title = “Subclass Cirripedia” and the recursive 
path expression is monograph.editor. Each can be 
converted to a SQL fragment just like a simple path 
expression. The final query is the union of the two SQL 
fragments within a least fix-point operator. The query 
generated in this fashion is shown in Figure 19, in IBM 
DB2 syntax. Note that the “with clause” is the equivalent 
of the least fix-point operator in DB2. 

With Q1 (monographID, name) AS 
(Select X.monographID, X.”editor.name” 
From monograph X 
Where X.title = “Subclass Cirripedia” 
UNION ALL 
Select Z.monographID, Z.”editor.name” 
From Q1 Y, monograph Z 
Where Y.monographID = Z.parentID AND 

Z.parentCODE = 0 
) 
Select A.name 
From Q1 A 

Figure 19 

4.3	 Converting Arbitrary Path Expressions to 
Simple Recursive Path Expressions 

In general, path expressions can be of arbitrary 
complexity. For example, we could have a query that asks 
for all the name elements reachable directly or indirectly 
through monograph. This would be represented in a 
Lorel-like language as (an equivalent query can be 
expressed in XML-QL): 

Select X 
From monograph.(#)*.name X 

We have a general technique that takes path 
expressions appearing in such queries (in this example 
“monograph.(#)*.name”) and translates them into 
possibly many simple (recursive) path expressions. SQL 
queries are then generated for each simple recursive path 
expression. This notion of splitting a path expression to 
many simple path expressions is crucial to processing 
queries having arbitrary path expressions in SQL. The 
details of the technique are tedious and we omit them here 
in the interest of space. 

Our technique is general enough to handle path 
expressions with nested recursion (e.g., “(a.(b)*.c)*”). 
However, relational database systems such as IBM DB2 
cannot currently handle these queries because they do not 
have support for nested recursive queries. 

5. Converting Relational Results to XML 

In the previous section, we assumed that the results of a 
query were string values. We relax this assumption in this 
section and explore how the tabular results returned by 
SQL queries can be converted to complex structured 
XML documents. This is perhaps the main drawback in 
using current relational technology to provide XML 
querying – constructing arbitrary XML result sets is 
difficult. In this section we give some examples, using 
XML-QL as the illustrative query languages because it 
provides XML structuring constructs. 

5.1 Simple Structuring 

Consider the query in Figure 20 that asks for the first 
name and last name of all the authors of books, nested 
appropriately. Constructing such results from a relational 
system is natural and efficient, since it only requires 
attaching the appropriate tags for each tuple (Figure 21). 

5.2 Tag Variables 

A tag variable is one that ranges over the value of an 
XML tag. Some queries requiring tag variables in their 
results are naturally translated to the relational model. 
Consider the query in Figure 22 that ask for names of 
authors of all publications, nested under a tag specifying 
the type of publication. This can be handled by 
generating a relational query that contains the tag value as 
an element of the result tuple. Then at result generation 
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WHERE <book> 
<author> 

<firstname> $f </firstname> 
<lastname> $l </lastname> 

</> 
</> IN * CONFORMS TO pubs.dtd 

CONSTRUCT <author> 
<firstname> $f </firstname> 
<lastname> $l </lastname> 

</author> 

Figure 20 

WHERE <$p> 
<author> 

<firstname> $f </firstname> 
<lastname> $l </lastname> 

</> 
</> IN * CONFORMS TO pubs.dtd 

CONSTRUCT <$p> 
<author> 

<firstname> $f </firstname> 
<lastname> $l </lastname> 

</author> 
</> 

(book, Richard, Dawkins) 
(book, NULL, Darwin) 
(monograph, NULL, Darwin) 

Figure 22 

time, the tag attribute in the result tuple can be converted 
to the appropriate XML tag (Figure 23). 

5.3 Grouping 

Consider the query in Figure 24 that requires all the 
publications of an author (assuming an author is uniquely 
identified by his/her last name) to be grouped together, 
and within this structure, requires the titles of publications 
to be grouped by the type of the publication. The 
relational result from the translation of this query will be a 
set of tuples having fields corresponding to last name of 
author, title of publication and type of publication. 
However, we cannot use the relational group-by operator 
to group by last name and type of publication because the 
SQL group-by semantics implies that we should apply an 
aggregate function to title, which does not make sense. 
Thus, the options are either (a) have the relational engine 
order the result tuples first by last name and then by type 
and scan the result in order to construct the XML 
document or (b) get an unordered set of tuples and do a 
grouping operation, by last name and then by type, 
outside the relational engine. The first approach is 
illustrated in Figure 25. 

Figure 25 illustrates several points. The first is that 
treating tag variables as attributes in the result relation 
provides a way of uniformly treating the contents of the 
result XML document. In this case, we are able to group 
by the tag variable just like any other attribute. The 
second observation is that some relational database 
functionality (hash-based group-by) is either not fully 
exploited or is duplicated outside. 

<author> 

<firstname> Richard </firstname> 

(Richard, Dawkins) 

(NULL, Darwin) 

<lastname> Dawkins </lastname> 

</author> 

<author> 

<lastname> Darwin </lastname> 

</author> 

Figure 21 

Figure 23 

<book> 
<author> 

<firstname> Richard </firstname> 
<lastname> Dawkins </lastname> 

</author> 
</book> 
<book> 

<author> 
<lastname> Darwin </lastname> 

</author> 
</book> 
<monograph> 

<author> 
<lastname> Darwin </lastname> 

</author> 
</monograph> 

5.4 Complex Element Construc tion 

Unfortunately, returning tag values as tuple attributes 
cannot handle all result construction problems. In 
particular, queries that are required to return complex 
XML elements are problematic. Consider a query that 
asks for all article elements in the XML data set, and 
furthermore assume that an article may have multiple 
authors and multiple titles. In object-relational 
terminology, article has two set-valued attributes, authors 
and titles, corresponding to two set sub-elements in XML 
terminology. 

WHERE <book>

<article> $a </article>


</> IN * CONFORMS TO pubs.dtd

CONSTRUCT <article> $a </>


To create the appropriate result, we must retrieve all 
authors and all titles for each article. This is difficult to do 
in the relational model because flattening multiple set-
valued attributes into tuple format gives rise to a multi-
valued dependency [11] and is likely to be very inefficient 
when the sets are large, for example, if papers have many 
authors and many titles. There appears to be no efficient 
way to tackle this problem in the traditional relational 
model. One solution would be to return separate relations, 
each flattening one set-valued attribute and “join” these 
relations outside the database while constructing the XML 
document. However, this requires duplication of database 
functionality both in terms of execution and optimization. 
This solution would be particularly bad for an element 
with many set-valued attributes. A related problem occurs 
when reconstructing recursive elements. We return to 
these issues in Section 6. 
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WHERE <$p> <author> 
<(title|booktitle)> $t </> <name> Darwin </name> 
<author> <book> 

<lastname> $l </lastname> <title> Origin of Species </title> 
</> <title> The Descent of Man </title> 

</> IN * CONFORMS TO pubs.dtd </book> 
CONSTRUCT <author ID=authorID($l)> 

<name> $l </name> 
<$p ID=pID($p)> 

<title> $t </> 

(Darwin, book, Origin of Species) 
(Darwin, book, Descent of Man) 
(Darwin, monograph, Subclass 

<monograph> 
<title> Subclass Cirripedia </title> 

</monograph> 
</author> 

</> Cirripedia) <author> 
</> (Dawkins, book, The Selfish Gene) <name> Dawkins </name> 

<book> 
<title> The Selfish Gene </title> 

</book> 
</author> 

Figure 24 

5.5 Heterogeneous Results 

Consider the following XML-QL query that creates a 
result document having both titles and authors as elements 
(this is the heterogeneous result). This is easily handled in 
our approach for translating queries because this query 
would be split into two queries, one for selecting titles and 
another for selecting authors. The results of the two 
queries can be handled in different ways, one constructing 
title elements and another constructing author elements. 
The results can then be merged together. 

WHERE <article> 
<$p> $y </> 

</article> IN * CONFORMING TO pubs.dtd 
CONSTRUCT <$p> $y </> 

5.6 Nested Queries 

XML-QL is structured in terms of query blocks and one 
query block can be nested under another. These nested 
queries can be rewritten in terms of SQL queries, using 
outer joins (and possibly skolem function ids) to construct 
the association between a query and a sub-query. The 
details are complex and we omit it in the interest of space. 

6. Conclusions 

With the growing importance of XML documents as a 
means to represent data in the World Wide Web, there has 
been a lot of effort on devising new technologies to 
process queries over XML documents. Our focus in this 
paper, however, has been to study the virtues and 
limitations of the traditional relational model for 
processing queries over XML documents conforming to a 
schema. The potential advantages of this approach are 
many – reusing a mature technology, using an existing 
high performance system, and seamlessly querying over 
data represented as XML documents or relations. We 
have shown that it is possible to handle most queries on 
XML documents using a relational database, barring 
certain types of complex recursion. 

Figure 25 

Our qualitative evaluation based on real DTDs from 
diverse domains raises some performance concerns – 
specifically, in many cases relatively simple XML queries 
require either many SQL queries, or require a few SQL 
queries with many joins in them. It is an open question 
whether semi-structured query processing techniques can 
do this kind of work more efficiently. The fact that semi-
structured models represent a sequence of joins as a path 
expression, or handle what is logically a union of queries 
by using wildcards and “or” operators, does not 
automatically imply more efficient evaluation strategies. 

Our experience has shown that relational systems 
could more effectively handle XML query workloads with 
the following extensions: 

Support for Sets: Set-valued attributes would be useful 
in two important ways. First, storing set sub-elements as 
set-valued attributes [19,21] would reduce fragmentation. 
This is likely to be a big win because most of the 
fragmentation we observed in real DTDs was due to sets. 
Second, set-valued attributes, along with support for 
nesting [13], would allow a relational system to perform 
more of the processing required for generating complex 
XML results. 

Untyped/Variable-Typed References: IDREFs are not 
typed in XML. Therefore, queries that navigate through 
IDREFs cannot be handled in current relational systems 
without a proliferation of joins – one for each possible 
reference type. 

Information Retrieval Style Indices: More powerful 
indices, such as Oracle8i’s ConText search engine for 
XML [17], that can index over the structure of string 
attributes would be useful in querying over ANY fields in 
a DTD. Further, under restricted query requirements, 
whole fragments of a document can be stored as an 
indexed text field, thus reducing fragmentation. 

Flexible Comparisons Operators: A DTD schema 
treats every value as a string. This often creates the need 
to compare a string attribute with, say, an integer value, 
after typecasting the string to an integer. The traditional 
relational model cannot support such comparisons. The 
problem persists even in the presence of DCDs or XML 
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Schemas because different DTDs may represent 
“comparable” values as different types. A related issue is 
that of flexible indices. Techniques for building such 
indices have been proposed in the context of semi-
structured databases [14]. 

Multiple-Query Optimization/Execution: As outlined 
in Section 4, complex path expressions are handled in a 
relational database by converting them into many simple 
path expressions, each corresponding to a separate SQL 
query. Since these SQL queries are derived from a single 
regular path expression, they are likely to share many 
relational scans, selections and joins. Rather than treating 
them all as separate queries, it may be more efficient to 
optimize and execute them as a group [20]. 

More Powerful Recursion: As mentioned in Section 4, 
in order to fully support all recursive path expressions, 
support for fixed point expressions defined in terms of 
other fixed point expressions (i.e., nested fixed point 
expressions) is required. 

These extensions are not by themselves new and have 
been proposed in other contexts. However, they gain new 
importance in light of our evaluation of the requirements 
for processing XML documents. Another important issue 
to be considered in the context of the World Wide Web is 
distributed query processing – taking advantage of 
queryable XML sources. Further research on these 
techniques in the context of processing XML documents 
will, we believe, facilitate the use of sophisticated 
relational data management techniques in handling the 
novel requirements of emerging XML-based applications. 
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Abstract 
Background: Neuroscientists often need to access a wide range of data sets distributed over the Internet. These data 
sets, however, are typically neither integrated nor interoperable, resulting in a barrier to answering complex 
neuroscience research questions. Domain ontologies can enable the querying heterogeneous data sets, but they are not 
sufficient for neuroscience since the data of interest commonly span multiple research domains. To this end, e-
Neuroscience seeks to provide an integrated platform for neuroscientists to discover new knowledge through seamless 
integration of the very diverse types of neuroscience data. Here we present a Semantic Web approach to building this 
e-Neuroscience framework by using the Resource Description Framework (RDF) and its vocabulary description 
language, RDF Schema (RDFS), as a standard data model to facilitate both representation and integration of the data. 

Results: We have constructed a pilot ontology for BrainPharm (a subset of SenseLab) using RDFS and then converted 
a subset of the BrainPharm data into RDF according to the ontological structure. We have also integrated the converted 
BrainPharm data with existing RDF hypothesis and publication data from a pilot version of SWAN (Semantic Web 
Applications in Neuromedicine). Our implementation uses the RDF Data Model in Oracle Database 10g release 2 for 
data integration, query, and inference, while our Web interface allows users to query the data and retrieve the results 
in a convenient fashion. 

Conclusion: Accessing and integrating biomedical data which cuts across multiple disciplines will be increasingly 
indispensable and beneficial to neuroscience researchers. The Semantic Web approach we undertook has demonstrated 
a promising way to semantically integrate data sets created independently. It also shows how advanced queries and 
inferences can be performed over the integrated data, which are hard to achieve using traditional data integration 
approaches. Our pilot results suggest that our Semantic Web approach is suitable for realizing e-Neuroscience and 
generic enough to be applied in other biomedical fields. 
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Background 
e-Science involves developing tools, technologies, and 
infrastructure to support multidisciplinary and collabora
tive science enabled by the Internet [1]. One of the chal
lenges that e-Science aims to address is data integration. e-
Neuroscience [2], otherwise known as neuroinformatics, 
shares the same vision as e-Science but focuses on the neu
rosciences. It is also encompassed by the informatics-ori
ented goal of the Human Brain Project, which emphasizes 
the importance of integrating heterogeneous neuro
science-related information from the molecular level to 
the behavioral level [3]. Integrating neuroscience data, 
including sequence data, molecular data, disease data and 
behavioral data, will be a significant step towards better 
understanding brain function [4]. 

By combining the experimental results produced by 
multi-disciplinary groups, one can allow a more thorough 
investigation and understanding of complex neuroscience 
research problems, including the study of neurodegenera
tive diseases such as Alzheimer's Disease (AD) and Parkin
son's Disease (PD) [2]. Below, we discuss some of the 
challenges involved in integrating rapidly growing hetero
geneous and distributed neuroscience data. 

1. Registry. A large number of neuroscience resources 
have been developed independently to address various 
research needs. While search engines (e.g., Google) can 
help users locate neuroscience resources of interest, such 
keyword based search approaches suffers from the prob
lem of specificity and sensitivity. For example, if a search 
is performed using the keyword "neuron", a large number 
of hits will be returned. To address this problem, central 
registries of neuroscience resources have been created to 
categorize and keep track of existing neuroscience data 
sets. These registries provide search interfaces for users to 
find data of potential interest. The Neuroscience Database 
Gateway (NDG) [5] is one such example. NDG was 
launched in 2004 as a pilot project sponsored by the Soci
ety for Neuroscience, with an exclusive focus on categoriz
ing neuroscience resources. It employs a set of standard 
terms (e.g., name, description, URL, and species) for 
describing each resource (e.g., a database or a software 
tool). As the number of neuroscience resources continues 
to grow, such a centralized approach to registering 
resources may not be easily maintainable (it is difficult for 
a single person or a single group to keep track of such a 
rapidly growing collection of resources). A better and 
more efficient framework that allows registration and dis
covery of this kind of distributed resource will be neces
sary. 

2. Interface. Within NDG each of the different data 
sources has its own data format and interface. For exam
ple, Cell-Centered Database (CCDB) [6] (cellular imaging 

http://www.biomedcentral.com/1471-2105/8/S3/S4 

data) provides a free text search interface; SenseLab [7] 
(integration of multidisciplinary sensory data) has a struc
tured form search interface; and CoCoDat [5] (cortical cell 
and micro-circuitry data) is available for download as a 
Microsoft Access database. Examples of the differing Web 
interfaces are shown in Figure 1. Although each of these 
data sources contains different types of data, they refer to 
common bio-entities. Such heterogeneity in data format 
and user interface makes data interoperability and data 
analysis difficult, yet currently the only way to integrate 
the data is to do it manually. A standardized and machine-
understandable data format with an open and unified 
data access model is crucial to building a data integration 
framework for e-Neuroscience. 

3. Nomenclature. One of the difficulties in enabling neu
roscience data sources to be broadly sharable is a lack of 
standard nomenclature. For example, different terms (e.g., 
Neural Arch and Vertebral Arch) may be used to describe 
the same neuro-anatomical region (e.g., part of the spinal 
cord). Ambiguity also arises when the same term is asso
ciated with multiple meanings (e.g., spine could mean 
vertebral spine or dendritic spine). It would be highly 
advantageous if there were an e-Neuroscience framework 
that could better reconcile the ambiguities. 

4. Granularity. Different neuroscience data sources may 
model the same type of data at different levels of granular
ity. For example, CCDB uses a single "dendrite" compart
ment for all data associated with dendrites, whereas 
NeuronDB (a subdatabase of SenseLab) subdivides den
drites into types (e.g., apical and basal) and compart
ments (e.g., proximal, medial, and distal). As a result, data 
within NeuronDB can be associated with specific den
dritic compartments, which is not possible in CCDB. An 
ideal data framework would be able to model data at dif
fering levels of granularity. 

Semantic Web approach to representing and integrating 
data 
The primary goal of the Semantic Web is to expose the 
semantics of Web-accessible data using a machine-reada
ble knowledge representation format so that data can be 
more easily interpreted and integrated by computer pro
grams (or Web agents). As a result, the Semantic Web con
sists of components that aim to fulfill the requirements in 
this realm. The fundamental components of the Semantic 
Web include the following: knowledge representation, 
ontological languages, and Semantic-Web-aware tools. 

Knowledge representation 
Knowledge representation comes in different forms that 
exhibit different levels of complexity. A controlled vocab
ulary is a knowledge base that holds definitions of terms. 
A thesaurus is a more expressive knowledge base that, in 
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Examples of three neuroscience database Web interfaces
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Figure 1 
Examples of three neuroscience database Web interfaces. The Web interfaces of CocoDat, NeuronDB, and the Cell 
Centered Database. 

addition, holds assertions regarding the semantic rela
tionships between the terms. An ontology is a specifica
tion of a representational vocabulary for a shared domain 
of discourse [8]. It captures domain concepts and their 
relations and properties. Ontologies can be categorized 
into upper level ontology (contains common and generic 
knowledge that can be shared across different domains), 
middle level ontology (contains focused domain span
ning knowledge), and domain level ontology (contains 
domain-specific knowledge) [9]. With the application of 
the Semantic Web, controlled vocabularies, thesauri, and 
ontologies are exposed to processing by Web-aware 
agents, as well as to human access and interpretation. This 
facilitates extensible knowledge representation and 
semantic interoperability, and critically deepens our abil
ity to treat the Web as a true knowledge base. 

Recognizing the increasing need for using expressive bio
ontologies to facilitate machine-based data integration 

and inference, community efforts have begun to build 
ontologies for use by computer applications deployed in 
different domains of biosciences. Examples include the 
Gene Ontology [10] (a controlled vocabulary describing 
gene and gene product attributes), Plant Ontology [11] (a 
controlled vocabulary describing plant structures, growth, 
and developmental stages), and Unified Medical Lan
guage System [12] (a vocabulary database about biomed
ical and health related concepts). In response to the 
growing number of bio-ontologies, the National Center 
for Biomedical Ontologies (NCBO) [13] was established 
to enable researchers to find, create, disseminate, and 
manage biomedical information and knowledge in a 
machine-processable form. The Center's resources include 
the Open Biomedical Ontologies library [14], the Open 
Biomedical Data (OBD) repositories, and tools for access
ing and using these biomedical ontologies and their asso
ciated data in research. Many of the ontologies hosted by 
the NCBO can be cross-referenced or inter-linked to facil-
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itate more comprehensive knowledge acquisition, 
although much research is still in progress to help deter
mine equivalence across ontologies, and to further 
explore automating the labor intensive mapping process. 
There are also ongoing efforts to create upper level ontol
ogies for disparate domains. This kind of ontology focuses 
on providing a set of general concepts upon which 
domain-specific ontologies (e.g., microarrays, proteom
ics, and pathways) could be constructed. Examples in the 
biological domain include the Functional Genomics 
Investigation Ontology (FuGO) [15], and Ontology of 
EXPeriment (EXPO) [16]. 

In research investigations that commonly span domains, 
such as neuroscience, providing the ability to construct 
upper ontologies and bridge ontologies is critical to inter-
operability. 

Semantic Web languages 
To enable computers to process, understand, and infer
ence over an ontology, it is necessary to have a computer 
language, or what we call an ontological language, to for
malize an ontology in a way that it can be reasoned over 
by software automatically. It is also essential to have a 
common format that can facilitate the interchange of data. 
To this end, the W3C has recommended two standards for 
building an ontology in the Semantic Web – Resource 
Description Framework (RDF) [17] and Web Ontology 
Language (OWL) [18]. 

RDF models concepts and their instances in a format 
called a triple. A triple is an RDF statement which contains 
a subject, a predicate and an object about a resource where 
the subject is the resource itself, the predicate is the rela
tionship between the resource and the object, and the 
object can be another resource or a data value. RDF in fact 
can be specified in different syntax formats, although the 
most commonly used format is the RDF/XML, which 
employs the eXtensible Markup Language (XML) to struc
ture its representation of resources. Descriptions of the 
concepts and their relations (e.g., subclass/superclass) are 
specified separately in a specialized RDF format called 
RDF Schema (RDFS) [19]. The following example illus
trates an RDF statement: 

<http://en.wikipedia.org/wiki/Dopamine#, 

http://en.wikipedia.org/wiki/Function#, 

http://en.wikipedia.org/wiki/Neurotransmitter#> 

expressing that Dopamine has the Function of being a Neu
rotransmitter. Each component of the triple is identified 
using a Uniform Resource Identifier (URI) [20]. When 
resources have the same URI they are assumed to be the 

http://www.biomedcentral.com/1471-2105/8/S3/S4 

same entity, and any data about the entity can be merged. 
As triple statements become connected together, they 
form a directed labeled graph. 

OWL extends RDF by adding more vocabulary to describe 
the relations such as cardinality and equality among 
classes and properties. Advanced knowledge representa
tion includes making assertions or claims about explicit 
objects (e.g., "acetylcholinesterase is an enzyme"). Repre
senting knowledge in such an explicit form in OWL is 
based on Description Logics, which enables computers to 
draw new conclusions from existing knowledge. Insights 
from the Description Logics research community have 
had a strong influence on the design of OWL, particularly 
on the formalization of the semantics, the choice of lan
guage constructors, and the integration of data types and 
data values [21]. 

We have chosen to use RDFS for knowledge representa
tion in the initial stages of this project, as it is well devel
oped, widely used, and expressive enough for our case. 

Semantic Web-aware tools 
Ontologies (written in RDFS or OWL) are the key compo
nents of the Semantic Web. Without suitable tools for 
developing, processing, storeing, and inferencing over the 
data, it would not be possible to infer new knowledge 
could hardly be inferred. Consequently, a large number of 
open source and commercial Semantic Web tools have 
been developed. They are: 

1. Ontology editors and visualization tools. These tools 
allow users to develop, edit, and visualize ontologies and 
their associated data. Examples include Protégé [22], 
WebOnto [23], and GrOWL [24]. There are also advanced 
ontology editors that allow alignment and integration of 
multiple ontologies (e.g., COBrA [25]). 

2. Parsers. To enable the development of computer appli
cations that utilize and process ontologies, RDF and OWL 
parsers have been made available for most popular pro
gramming languages. For example, PerlRDF is one of the 
RDF parsers written in Perl [26]. Jena is a framework for 
building Semantic Web applications and for parsing RDF, 
RDFS and OWL in the Java programming environment 
[27]. 

3. Database and querying tools. To provide persistence, 
management and querying capabilities for RDF/OWL, 
several RDF database systems have been implemented. 
Among them, Sesame (a.k.a OpenRDF) [28] and Kowari 
[29] are open-source RDF database systems while the Ora
cle RDF Data Model [30] is a feature of the Oracle Data
base and therefore a commercial offering. Some of these 
database systems (e.g., Sesame) implement their RDF 
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query languages in compliance with the SPARQL standard 
specifications [31]. Besides, tools such as D2RQ [32] are 
also available for mapping relational schema to OWL/ 
RDFS ontologies. 

4. Reasoners. To support reasoning based on Description 
Logics specified in OWL, a number of reasoners have been 
developed including Racer [33], FaCT [34], and Pellet 
[35]. 

Results 
As described in the Methods section, we hand-crafted an 
ontology for BrainPharm using RDFS. We then instanti
ated the ontology with some pilot data, which our neuro
scientists extracted from a subset of the BrainPharm data. 
Figure 2 shows a portion of the pilot data set (pathological 
mechanisms) in tabular format. The first four columns 
contain information about different types of neurons 
including their neuronal properties, such as receptors and 
channels localized to different neuronal compartments. 
The remaining columns capture information about (i) the 
pathological changes caused by certain pathological 
agents (e.g., beta Amyloid) to the neuronal properties 
(e.g., beta Amyloid inhibits the I Calcium channel of CA1 
pyramidal neuron), (ii) the drugs and their actions on the 
pathological changes (e.g., Nifedipine reduces the patho
logical effect of beta Amlyloid on the molecular properties 
of CA1 pyramidal neuron), (iii) stages of the disease (e.g., 

early, middle, and late stages), and (iv) literature sources 
(e.g., PubMed sources). 

We loaded a subset of BrainPharm in RDF, and a subset of 
SWAN in RDF, into the ORACLE RDF Data Model.  We 
then created inference rules based upon the RDFs. In our 
pilot use case, we loaded: (i) the BrainPharm drug-related 
data including the drug property and drug action informa
tion related to the pathological mechanisms underlying 
AD, and (ii) the SWAN data including publication, 
hypothesis, and annotation information [36]. This 
approach is potentially easier to manage and adapt than 
integrating many data sets using a relational model, as no 
schema has to be pre-defined for our RDF models. 

As a demonstration, we developed a Web-based applica
tion called "AlzPharm" [37] which allows users to relate 
the drug information from BrainPharm to the publication 
information stored in SWAN. Our Web interface uses Java 
server faces to render different information into different 
User Interface (UI) components, and the connection to 
the Oracle database is made available by Java Database 
Connectivity (JDBC). 

Figure 3 shows some of the UI components of our demo 
and depicts a schematic data flow of the information 
transferring from their original data sources to the Oracle 
RDF Data Models. Figure 3A shows that the data originat
ing from BrainPharm are loaded into our database 

Figure 2 
Partial BrainPharm data. A portion of the pilot data set retrieved from the BrainPharm database. 
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directly after RDF conversion, and that the data originat
ing from AlzForum [38] are converted into RDF, made 
available by SWAN at their website, and then loaded into 
our database. Figure 3B shows the original Web interface 
to the AlzForum data repository, which is not in RDF for
mat. Figure 3C shows part of the Web query interface that 
we developed to allow users to query data across both the 
BrainPharm and SWAN datasets. 

An integrated query 
Our Web interface provides not only information about 
the individual datasets in our database, but also a simple 
text field for scientists to enter a drug name for finding the 
publications in SWAN that mention the molecular targets 
of interest. The drug being searched has to exist in the 
BrainPharm dataset, otherwise there will be no result. For 
this reason, we also provide drug name suggestions, ena
bled by the Asynchronous JavaScript and XML (AJAX) 
technology, to the users based the data in real time. After 
our system receives the search request from the user, it 
executes the following SQL query statement and queries 
the underlying RDF models with the specified drug name: 

SELECT distinct drugname DRUG_NAME, target TARGET, 

journal JOURNAL, title TITLE, pmid PMID 

FROM TABLE( 

SDO_RDF_MATCH( 

'(?drug b:name ?drugname) 

(?drug b:hasMolecularTarget ?target) 

(?mech b:hasPharmacologicalAgent ?drug) 

(?mech b:hasPharmacologicalTarget ?path) 

(?path b:hasPathology ?disease) 

(?disease b:name ?disname)' 

, 

SDO_RDF_Models('brainpharm'), 

SDO_RDF_Rulebases('RDFS'), 

SDO_RDF_Aliases(SDO_RDF_Alias('b','http:// 
ycmi.med.yale.edu/brainpharm#')), 

'lower(disname) = "alzheimer""s disease"' 

) 

http://www.biomedcentral.com/1471-2105/8/S3/S4 

) bpharm, 

TABLE( 

SDO_RDF_MATCH( 

'(?pub s:title ?title) 

(?pub s:journal ?journal) 

(?pub s:abstract ?abs) 

(?pub s:pmid ?pmid) 

(?pub rdf:type s:Publication)' 

, 

SDO_RDF_Models('swan'), 

SDO_RDF_Rulebases('RDFS'), 

SDO_RDF_Aliases(SDO_RDF_Alias('s','http://purl.org/ 
swan/)), 

null 

) 

) swan 

where regexp_like(swan.abs, bpharm.target, 'i') and 
lower(drugname) = lower(?) 

The query results shown in Figure 3C list the SWAN pub
lications related to the drug Donepezil (with acetylcho
linesterase being the molecular target of the drug), which 
is indication by "?" at the end of the query. The user can 
click on the drug name to get more detailed information 
directly from BrainPharm about the effect of the drug on 
some known pathological mechanism(s) related to AD. In 
addition, users can also click on the AlzForum link under 
the PMID (PubMed ID) column to go to AlzForum for 
additional comments that have been given by AD 
researchers for that publication, as shown in Figure 3B. 

The results demonstrated how a complex query can be for
mulated to integrate BrainPharm's drug data and SWAN's 
publication data. In addition, it also demonstrated the use 
of RDF inferencing based on the parent-child (is-a) rela
tionship between the Publication class (e.g., original arti
cles retrieved from PubMed) and ARFPublication class 
(e.g., PubMed articles that have been commented by 
researchers/curators associated with AlzForum) as defined 
in the SWAN RDF Schema and shown below. 
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Figure 3

The AlzPharm Web application. (A) The data sources of the application. (B) The AlzForum website. (C) The interface of 

the application.
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<rdf:Description rdf:about="ARFPublication"> 

<rdfs:label>ARFPublication</rdfs:label> 

<rdf:type rdf:resource="Class"/> 

<rdfs:subClassOf rdf:resource="Publication"/> 

</rdf:Description> 

Since our query has specified retrieval of all the related 
Publications (?pub rdf:type s:Publication) from the data-
set, the Oracle RDF Data Model will identify all the publi
cations – including the ARF publications, which are 
related to AD drugs (e.g., Donepezil) based on the RDFS 
rules that contain their relationship we defined. Although 
the hierarchical relation here only has two levels, the is-a 
inference could be applied to any number of levels. 
Semantic inferencing is not directly supported by the rela
tional approach. 

A "group-by" query 
As shown in Figure 3C (bottom), we queried BrainPharm 
to group and count AD drugs based on their molecular 
targets and clinical usage. The SQL query statement is as 
follows: 

SELECT count(distinct bpharm.drugname) 
NO_OF_DRUGS, 

bpharm.target MOLECULAR_TARGET, 
bpharm.disname CLINICAL_USAGE 

FROM TABLE( 

SDO_RDF_MATCH( 

'(?drug b:hasMolecularTarget ?target) 

(?mech b:hasPharmacologicalAgent ?drug) 

(?mech b:hasPharmacologicalTarget ?path) 

(?path b:hasPathology ?disease) 

(?drug b:name ?drugname) 

(?disease b:name ?disname)' 

, 

SDO_RDF_Models('brainpharm'), 

SDO_RDF_Rulebases('RDFS'), 

http://www.biomedcentral.com/1471-2105/8/S3/S4 

SDO_RDF_Aliases(SDO_RDF_Alias('b','http:ontowed.y 
ale.edu/AlzPharm/download/brainp harm.rdfs')), 

'lower(disname) = "alzheimer""s disease"' 

) 

) bpharm 

group by bpharm.target, bpharm.disname 

The output of this query indicates that there are two 
groups of drugs available for AD. The first one contains 
one drug, which molecular target is acetylcholinesterase. 
The second group also contains one drug but its molecular 
target is calcium ion channel. The query demonstrated 
how to make use of the "GROUP BY" feature (which is 
supported by standard SQL) to perform aggregation on 
RDF data. Implementations of other RDF query languages 
by other RDF databases do not support aggregate func
tions such as "COUNT", "SUM" and "AVERAGE" with 
"GROUP BY". The Oracle Database has the advantage of 
the RDF query being embedded within a SQL statement. 

Conclusions and future directions 
As Sir Tim Berners-Lee has reinforced, today most of the 
world's data are still locked in large data stores and are not 
published as an open Web of inter-referring resources 
[39]. Areas such as neuroscience, which rely heavily on 
analyzing a tremendous amount of data of disparate and 
diverse types, cannot fully leverage the potential of the 
available knowledge that is captured in this way. There is 
an emerging need for an infrastructure that can facilitate 
the interchange of such data. In this paper, we have shown 
the benefits of exposing data in RDF format, which can be 
shared, integrated, and reasoned about. We have also 
shown how to use the Oracle RDF Data Model to create a 
Semantic Web repository for integrating data relating to 
AD from BrainPharm and SWAN. We further demon
strated the RDF querying and RDFS inferencing features, 
including the support of data aggregation functions 
(based on traditional SQL) and semantic inference rules 
(based on RDFS) provided by the Oracle RDF Data Model, 
which can hardly be achieved by traditional data integra
tion. The Oracle Database's extensions to SQL for query
ing RDF data are particularly powerful – allowing 
relational data to be queried alongside RDF data. For 
example, one can formulate a complex nested query that 
retrieves data from both an RDF graph and a relational 
table and join the query results using a relational join. 
Technically, our approach can also be adapted to other 
integration solutions such as data warehousing and query 
mediation. 
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While neuroscientists always need to access and integrate 
biomedical data that span multiple disciplines, integrat
ing neuroscience data using our proposed Semantic Web 
approach appears to be effective, based on our results. We 
believe that our approach is the robust candidate for e-
Neuroscience and could be generalizable to be applied in 
other biomedical fields. 

To increase the use of Semantic Web in e-Neuroscience, 
we suggest the following future work: 

1. User-friendly query interface. We will extend the Web-
based application to allow users to perform more kinds of 
queries (e.g., queries that are based on drug properties and 
neuronal properties). 

2. Enhanced integration. To support better integrative 
neuroscience research, we will strengthen the linkage 
between BrainPharm and SWAN. While we are in the 
process of enhancing the ontological representation of 
BrainPharm and SWAN, more AD-related data are being 
added to the two databases. 

3. OWL support. Oracle Database 10g release 2 provides 
support for storing, querying, and inferencing over RDF 
and RDFS. Currently, it is also possible to store OWL in 
the Oracle RDF Data Model, but OWL inferencing can 
only be performed indirectly through application layer 
functionality. The next release of the Oracle Database will 
provide native support for OWL and we plan to take 
advantage of this capability to better integrating disparate 
data sources and ensure more advanced inferencing. 

4. Query mediation. The data integration system we dem
onstrated focuses on building a central repository of data. 
We are interested in exploring a federated data approach, 
where the query is mediated across distributed data 
sources. Efforts in this area are ongoing within the compu
ter science research community (e.g., [40]). Initial work 
has started within the life science domain, e.g., Stephens 
et al. have described a federated database approach for 
querying drug safety data [41]. 

5. Use case. To make Semantic Web technologies useful to 
neuroscience researchers, it is important to drive our 
Semantic Web development by real use cases. While 
SenseLab focuses on data at the molecular and basic 
research level, AlzForum focuses on cataloging and docu
menting research hypotheses (including clinical trial stud
ies) relating to AD. The potential benefit of integrating 
SenseLab and AlzForum is to support translational 
research in AD. We will develop use cases in this transla
tional research context. For this, we will need to interact 
closely with domain experts. 

http://www.biomedcentral.com/1471-2105/8/S3/S4 

Methods 
We used the Oracle RDF Data Model provided by Oracle 
Database10 g release 2 to store and semantically integrate 
data from two independently created neuroscience data 
sources, namely, BrainPharm (a subset of SenseLab [7]) 
and SWAN [36]: 

Data sources 
BrainPharm 
BrainPharm includes data for support of research on 
drugs for the treatment of neurological disorders [42]. It 
contains information about the effect of drugs on patho
logical (or molecular) mechanisms (which involve neuro
nal properties such as receptors, currents, and 
neurotransmitters) mediating the pathological changes in 
various neurological disorders such as AD. Figure 4 shows 
the ontology diagram of BrainPharm, which was created 
manually using Protégé. As shown in the diagram, the 
main classes include: disease (e.g., AD), drug (subclass of 
agent), pathological mechanism (which contains related 
pharmacological and pathological information), patholog
ical change (which has a pathological agent and its effect and 
targets), neuron (e.g., CA1 pyramidal neuron), and neuron 
property (which has the following subclasses: transmitter, 
current, and receptor). There are also non-hierarchical rela
tionships among these classes. For example, pathological 
mechanism relates to drug through the hasPharmacologica
lAgent property. The BrainPharm ontology was designed 
and populated based on the input from our neuroscien
tists. 

SWAN/AlzForum 
SWAN is a project to develop knowledge management 
tools and resources for AD researchers, based on an eco
system model of scientific discourse [43]. The SWAN 
project is currently developing an OWL ontology for rep
resenting information about scientists, experiments, pub
lications, scientific data, bibliographic data, scientific 
ontologies, biomedical research collaborations, and sci
entific Web communities. A beta release of SWAN is now 
under development, with planned deployment on the 
Alzheimer Research Forum Web site [44] in early to mid 
2007. AlzForum [38] is a widely used scientific Web com
munity, which reports on the latest Alzheimer's scientific 
research, and develops data sources of genes, scientific 
articles, animal models, antibodies, medications, grants, 
research jobs, and more. Prior to employing OWL to 
implement the Semantic Web, a SWAN pilot version was 
implemented in 2005–2006 using RDF/S to represent the 
data (we acquired in this project). Figure 5 shows the 
ontology diagram of a portion of the SWAN pilot knowl
edgebase. 
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Figure 4

The BrainPharm ontology. A simplified schematic representation of the ontology for the BrainPharm data.


Data conversion and storing 
As a pilot demonstration, we have integrated the drug-
related information extracted from BrainPharm that is 
related to AD with the SWAN hypothesis and publication 
information extracted from SWAN/AlzForum. We have 
manually created the RDFS for BrainPharm as described 
before and converted the extracted data into RDF. Since 
the SWAN data are already available in RDF format, we 
then loaded both the BrainPharm and SWAN data, 
including their corresponding RDFS, into the Oracle RDF 
Data Model using its data loader tool, which supports 
loading RDF in N-triple format. As a result, we used Jena 
to simply convert the RDF/XML into N-triple before we 
loaded the data. While SWAN already has its own name-
space for URIs, we defined our BrainPharm namespace for 
URIs so that data values referenced by different URI's 
could be differentiated and joined correctly. 

RDF queries 
We used the SPARQL-like RDF query syntax required by 
the Oracle RDF Data Model to query our data in RDF. 

Examples of such kind of queries are illustrated in the 
results section. 

Web application 
Our Web application has been implemented using the 
Java Web technology. We have also used AJAX on the Web 
page to perform asynchronous query to the server so as to 
provide some non-critical information, such as drug name 
suggestion in the search, in a timely and non-interruptive 
manner. Moreover, we have used Java Server Faces to 
render different information, such as drug count and 
search result, into different UI components on the inter
face. Our application has been deployed to a Tomcat Web 
Application Server 5.5 running on a SUSE Linux machine 
with four Intel Xeon CPUs at 2.80 GHz and 4 GB memory, 
which is where the Oracle Database is also running. 
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Figure 5

The SWAN ontology. A simplified schematic representation of the ontology for the SWAN data.
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Abstract 

The OWL Web Ontology Language is designed for use by applications that need to process the 
content of information instead of just presenting information to humans. OWL facilitates greater 
machine interpretability of Web content than that supported by XML, RDF, and RDF Schema 
(RDF-S) by providing additional vocabulary along with a formal semantics. OWL has three 
increasingly-expressive sublanguages: OWL Lite, OWL DL, and OWL Full. 

This document is written for readers who want a first impression of the capabilities of OWL. It 
provides an introduction to OWL by informally describing the features of each of the sublanguages 
of OWL. Some knowledge of RDF Schema is useful for understanding this document, but not 
essential. After this document, interested readers may turn to the OWL Guide for more detailed 
descriptions and extensive examples on the features of OWL. The normative formal definition of OWL 
can be found in the OWL Semantics and Abstract Syntax. 

Status of this document 

This document has been reviewed by W3C Members and other interested parties, and it has been 
endorsed by the Director as a W3C Recommendation. W3C's role in making the Recommendation is 
to draw attention to the specification and to promote its widespread deployment. This enhances the 
functionality and interoperability of the Web. 

This is one of six parts of the W3C Recommendation for OWL, the Web Ontology Language. It has 
been developed by the Web Ontology Working Group as part of the W3C Semantic Web Activity 
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(Activity Statement, Group Charter) for publication on 10 February 2004. 

The design of OWL expressed in earlier versions of these documents has been widely reviewed and 
satisfies the Working Group's technical requirements. The Working Group has addressed all 
comments received, making changes as necessary. Changes to this document since the Proposed 
Recommendation version are detailed in the change log. 

Comments are welcome at public-webont-comments@w3.org (archive) and general discussion of 
related technology is welcome at www-rdf-logic@w3.org (archive). 

A list of implementations is available. 

The W3C maintains a list of any patent disclosures related to this work. 

This section describes the status of this document at the time of its publication. Other documents may 
supersede this document. A list of current W3C publications and the latest revision of this technical 
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1. Introduction 

This document describes the OWL Web Ontology Language. OWL is intended to be used when the 
information contained in documents needs to be processed by applications, as opposed to situations 
where the content only needs to be presented to humans. OWL can be used to explicitly represent 
the meaning of terms in vocabularies and the relationships between those terms. This representation 
of terms and their interrelationships is called an ontology. OWL has more facilities for expressing 
meaning and semantics than XML, RDF, and RDF-S, and thus OWL goes beyond these languages 
in its ability to represent machine interpretable content on the Web. OWL is a revision of the 
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DAML+OIL web ontology language incorporating lessons learned from the design and application of 
DAML+OIL. 

1.1 Document Roadmap 

The OWL Language is described by a set of documents, each fulfilling a different purpose, and 
catering to a different audience. The following provides a brief roadmap for navigating through this 
set of documents: 

This OWL Overview gives a simple introduction to OWL by providing a language feature listing 
with very brief feature descriptions; 
The OWL Guide demonstrates the use of the OWL language by providing an extended 
example. It also provides a glossary of the terminology used in these documents; 
The OWL Reference gives a systematic and compact (but still informally stated) description of 
all the modelling primitives of OWL; 
The OWL Semantics and Abstract Syntax document is the final and formally stated normative 
definition of the language; 
The OWL Web Ontology Language Test Cases document contains a large set of test cases for 
the language; 
The OWL Use Cases and Requirements document contains a set of use cases for a web 
ontology language and compiles a set of requirements for OWL. 

The suggested reading order of the first four documents is as given since they have been listed in 
increasing degree of technical content. The last two documents complete the documentation set. 

1.2 Why OWL? 

The Semantic Web is a vision for the future of the Web in which information is given explicit meaning, 
making it easier for machines to automatically process and integrate information available on the 
Web. The Semantic Web will build on XML's ability to define customized tagging schemes and 
RDF's flexible approach to representing data. The first level above RDF required for the Semantic 
Web is an ontology language what can formally describe the meaning of terminology used in Web 
documents. If machines are expected to perform useful reasoning tasks on these documents, the 
language must go beyond the basic semantics of RDF Schema. The OWL Use Cases and 
Requirements Document provides more details on ontologies, motivates the need for a Web 
Ontology Language in terms of six use cases, and formulates design goals, requirements and 
objectives for OWL. 

OWL has been designed to meet this need for a Web Ontology Language. OWL is part of the 
growing stack of W3C recommendations related to the Semantic Web. 

XML provides a surface syntax for structured documents, but imposes no semantic constraints 
on the meaning of these documents. 

XML Schema is a language for restricting the structure of XML documents and also extends 
XML with datatypes. 

RDF is a datamodel for objects ("resources") and relations between them, provides a simple 
semantics for this datamodel, and these datamodels can be represented in an XML syntax. 

RDF Schema is a vocabulary for describing properties and classes of RDF resources, with a 
semantics for generalization-hierarchies of such properties and classes. 

OWL adds more vocabulary for describing properties and classes: among others, relations 
between classes (e.g. disjointness), cardinality (e.g. "exactly one"), equality, richer typing of 
properties, characteristics of properties (e.g. symmetry), and enumerated classes. 

1.3 The three sublanguages of OWL 
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OWL provides three increasingly expressive sublanguages designed for use by specific communities 
of implementers and users. 

OWL Lite supports those users primarily needing a classification hierarchy and simple 
constraints. For example, while it supports cardinality constraints, it only permits cardinality 
values of 0 or 1. It should be simpler to provide tool support for OWL Lite than its more 
expressive relatives, and OWL Lite provides a quick migration path for thesauri and other 
taxonomies. Owl Lite also has a lower formal complexity than OWL DL, see the section on OWL 
Lite in the OWL Reference for further details. 

OWL DL supports those users who want the maximum expressiveness while retaining 
computational completeness (all conclusions are guaranteed to be computable) and 
decidability (all computations will finish in finite time). OWL DL includes all OWL language 
constructs, but they can be used only under certain restrictions (for example, while a class may 
be a subclass of many classes, a class cannot be an instance of another class). OWL DL is so 
named due to its correspondence with description logics, a field of research that has studied 
the logics that form the formal foundation of OWL. 

OWL Full is meant for users who want maximum expressiveness and the syntactic freedom of 
RDF with no computational guarantees. For example, in OWL Full a class can be treated 
simultaneously as a collection of individuals and as an individual in its own right. OWL Full 
allows an ontology to augment the meaning of the pre-defined (RDF or OWL) vocabulary. It is 
unlikely that any reasoning software will be able to support complete reasoning for every 
feature of OWL Full. 

Each of these sublanguages is an extension of its simpler predecessor, both in what can be legally 
expressed and in what can be validly concluded. The following set of relations hold. Their inverses 
do not. 

Every legal OWL Lite ontology is a legal OWL DL ontology. 
Every legal OWL DL ontology is a legal OWL Full ontology. 
Every valid OWL Lite conclusion is a valid OWL DL conclusion. 
Every valid OWL DL conclusion is a valid OWL Full conclusion. 

Ontology developers adopting OWL should consider which sublanguage best suits their needs. The 
choice between OWL Lite and OWL DL depends on the extent to which users require the 
more-expressive constructs provided by OWL DL. The choice between OWL DL and OWL Full 
mainly depends on the extent to which users require the meta-modeling facilities of RDF Schema 
(e.g. defining classes of classes, or attaching properties to classes). When using OWL Full as 
compared to OWL DL, reasoning support is less predictable since complete OWL Full 
implementations do not currently exist. 

OWL Full can be viewed as an extension of RDF, while OWL Lite and OWL DL can be viewed as 
extensions of a restricted view of RDF. Every OWL (Lite, DL, Full) document is an RDF document, 
and every RDF document is an OWL Full document, but only some RDF documents will be a legal 
OWL Lite or OWL DL document. Because of this, some care has to be taken when a user wants to 
migrate an RDF document to OWL. When the expressiveness of OWL DL or OWL Lite is deemed 
appropriate, some precautions have to be taken to ensure that the original RDF document complies 
with the additional constraints imposed by OWL DL and OWL Lite. Among others, every URI that is 
used as a class name must be explicitly asserted to be of type owl:Class (and similarly for 
properties), every individual must be asserted to belong to at least one class (even if only owl:Thing), 
the URI's used for classes, properties and individuals must be mutually disjoint. The details of these 
and other constraints on OWL DL and OWL Lite are explained in appendix E of the OWL Reference. 

1.4 The structure of this document 

This document first describes the features in OWL Lite, followed by a description of the features that 
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are added in OWL DL and OWL Full (OWL DL and OWL Full contain the same features, but OWL 
Full is more liberal about how these features can be combined). 

2. Language Synopsis 

This section provides a quick index to all the language features for OWL Lite, OWL DL, and OWL 
Full. 

In this document, italicized terms are terms in OWL. Prefixes of rdf: or rdfs: are used when terms are 
already present in RDF or RDF Schema. Otherwise terms are introduced by OWL. Thus, the term 
rdfs:subPropertyOf indicates that subPropertyOf is already in the rdfs vocabulary (technically : the 
rdfs namespace). Also, the term Class is more precisely stated as owl:Class and is a term introduced 
by OWL. 

2.1 OWL Lite Synopsis 

The list of OWL Lite language constructs is given below. 

RDF Schema Features: (In)Equality: Property Characteristics: 

Class (Thing, 
Nothing) 
rdfs:subClassOf 
rdf:Property 
rdfs:subPropertyOf 
rdfs:domain 
rdfs:range 
Individual 

equivalentClass 
equivalentProperty 
sameAs 
differentFrom 
AllDifferent 
distinctMembers 

ObjectProperty 
DatatypeProperty 
inverseOf 
TransitiveProperty 
SymmetricProperty 
FunctionalProperty 
InverseFunctionalProperty 

Property Restrictions: Restricted Cardinality: Header Information: 

Restriction 
onProperty 
allValuesFrom 
someValuesFrom 

minCardinality (only 0 or 
1) 
maxCardinality (only 0 or 
1) 
cardinality (only 0 or 1) 

Ontology 
imports 

Class Intersection: Versioning: Annotation Properties: 

intersectionOf 

Datatypes 

xsd datatypes 

versionInfo 
priorVersion 
backwardCompatibleWith 
incompatibleWith 
DeprecatedClass 
DeprecatedProperty 

rdfs:label 
rdfs:comment 
rdfs:seeAlso 
rdfs:isDefinedBy 
AnnotationProperty 
OntologyProperty 

2.2 OWL DL and Full Synopsis 

The list of OWL DL and OWL Full language constructs that are in addition to or expand those of 
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OWL Lite is given below. 

Class Axioms:	 Boolean Combinations of Class

Expressions:


oneOf, dataRange 
disjointWith unionOf 
equivalentClass complementOf 
(applied to class expressions) intersectionOf 
rdfs:subClassOf 
(applied to class expressions) 

Arbitrary Cardinality:	 Filler Information: 

minCardinality hasValue 
maxCardinality 
cardinality 

3. Language Description of OWL Lite 

This section provides an informal description of the OWL Lite language features. We do not discuss 
the specific syntax of these features (see the OWL Reference for definitions). Each language feature 
is hyperlinked to the appropriate place in the OWL Guide for more examples and guidance on 
usage. 

OWL Lite uses only some of the OWL language features and has more limitations on the use of the 
features than OWL DL or OWL Full. For example, in OWL Lite classes can only be defined in terms 
of named superclasses (superclasses cannot be arbitrary expressions), and only certain kinds of 
class restrictions can be used. Equivalence between classes and subclass relationships between 
classes are also only allowed between named classes, and not between arbitrary class expressions. 
Similarly, restrictions in OWL Lite use only named classes. OWL Lite also has a limited notion of 
cardinality - the only cardinalities allowed to be explicitly stated are 0 or 1. 

3.1 OWL Lite RDF Schema Features 

The following OWL Lite features related to RDF Schema are included. 

Class: A class defines a group of individuals that belong together because they share some 
properties. For example, Deborah and Frank are both members of the class Person. Classes 
can be organized in a specialization hierarchy using subClassOf. There is a built-in most 
general class named Thing that is the class of all individuals and is a superclass of all OWL 
classes. There is also a built-in most specific class named Nothing that is the class that has no 
instances and a subclass of all OWL classes. 
rdfs:subClassOf: Class hierarchies may be created by making one or more statements that a 
class is a subclass of another class. For example, the class Person could be stated to be a 
subclass of the class Mammal. From this a reasoner can deduce that if an individual is a 
Person, then it is also a Mammal. 
rdf:Property: Properties can be used to state relationships between individuals or from 
individuals to data values. Examples of properties include hasChild, hasRelative, hasSibling, 
and hasAge. The first three can be used to relate an instance of a class Person to another 
instance of the class Person (and are thus occurences of ObjectProperty), and the last 
(hasAge) can be used to relate an instance of the class Person to an instance of the datatype 
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Integer (and is thus an occurence of DatatypeProperty). Both owl:ObjectProperty and 
owl:DatatypeProperty are subclasses of the RDF class rdf:Property. 
rdfs:subPropertyOf: Property hierarchies may be created by making one or more statements 
that a property is a subproperty of one or more other properties. For example, hasSibling may 
be stated to be a subproperty of hasRelative. From this a reasoner can deduce that if an 
individual is related to another by the hasSibling property, then it is also related to the other by 
the hasRelative property. 
rdfs:domain: A domain of a property limits the individuals to which the property can be 
applied. If a property relates an individual to another individual, and the property has a class as 
one of its domains, then the individual must belong to the class. For example, the property 
hasChild may be stated to have the domain of Mammal. From this a reasoner can deduce that 
if Frank hasChild Anna, then Frank must be a Mammal. Note that rdfs:domain is called a global 
restriction since the restriction is stated on the property and not just on the property when it is 
associated with a particular class. See the discussion below on property restrictions for more 
information. 
rdfs:range: The range of a property limits the individuals that the property may have as its 
value. If a property relates an individual to another individual, and the property has a class as 
its range, then the other individual must belong to the range class. For example, the property 
hasChild may be stated to have the range of Mammal. From this a reasoner can deduce that if 
Louise is related to Deborah by the hasChild property, (i.e., Deborah is the child of Louise), 
then Deborah is a Mammal. Range is also a global restriction as is domain above. Again, see 
the discussion below on local restrictions (e.g. AllValuesFrom) for more information. 
Individual : Individuals are instances of classes, and properties may be used to relate one 
individual to another. For example, an individual named Deborah may be described as an 
instance of the class Person and the property hasEmployer may be used to relate the 
individual Deborah to the individual StanfordUniversity. 

3.2 OWL Lite Equality and Inequality 

The following OWL Lite features are related to equality or inequality. 

equivalentClass : Two classes may be stated to be equivalent. Equivalent classes have the 
same instances. Equality can be used to create synonymous classes. For example, Car can be 
stated to be equivalentClass to Automobile. From this a reasoner can deduce that any 
individual that is an instance of Car is also an instance of Automobile and vice versa. 
equivalentProperty: Two properties may be stated to be equivalent. Equivalent properties 
relate one individual to the same set of other individuals. Equality may be used to create 
synonymous properties. For example, hasLeader may be stated to be the equivalentProperty to 
hasHead. From this a reasoner can deduce that if X is related to Y by the property hasLeader, 
X is also related to Y by the property hasHead and vice versa. A reasoner can also deduce that 
hasLeader is a subproperty of hasHead and hasHead is a subProperty of hasLeader. 
sameAs: Two individuals may be stated to be the same. These constructs may be used to 
create a number of different names that refer to the same individual. For example, the 
individual Deborah may be stated to be the same individual as DeborahMcGuinness. 
differentFrom: An individual may be stated to be different from other individuals. For example, 
the individual Frank may be stated to be different from the individuals Deborah and Jim. Thus, 
if the individuals Frank and Deborah are both values for a property that is stated to be 
functional (thus the property has at most one value), then there is a contradiction. Explicitly 
stating that individuals are different can be important in when using languages such as OWL 
(and RDF) that do not assume that individuals have one and only one name. For example, with 
no additional information, a reasoner will not deduce that Frank and Deborah refer to distinct 
individuals. 
AllDifferent: A number of individuals may be stated to be mutually distinct in one AllDifferent 
statement. For example, Frank, Deborah, and Jim could be stated to be mutually distinct using 
the AllDifferent construct. Unlike the differentFrom statement above, this would also enforce 
that Jim and Deborah are distinct (not just that Frank is distinct from Deborah and Frank is 
distinct from Jim). The AllDifferent construct is particularly useful when there are sets of distinct 
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objects and when modelers are interested in enforcing the unique names assumption within 
those sets of objects. It is used in conjunction with distinctMembers to state that all members of 
a list are distinct and pairwise disjoint. 

3.3 OWL Lite Property Characteristics 

There are special identifiers in OWL Lite that are used to provide information concerning properties 
and their values. The distinction between ObjectProperty and DatatypeProperty is mentioned above 
in the property description. 

inverseOf: One property may be stated to be the inverse of another property. If the property P1 
is stated to be the inverse of the property P2, then if X is related to Y by the P2 property, then 
Y is related to X by the P1 property. For example, if hasChild is the inverse of hasParent and 
Deborah hasParent Louise, then a reasoner can deduce that Louise hasChild Deborah. 
TransitiveProperty: Properties may be stated to be transitive. If a property is transitive, then if 
the pair (x,y) is an instance of the transitive property P, and the pair (y,z) is an instance of P, 
then the pair (x,z) is also an instance of P. For example, if ancestor is stated to be transitive, 
and if Sara is an ancestor of Louise (i.e., (Sara,Louise) is an instance of the property ancestor) 
and Louise is an ancestor of Deborah (i.e., (Louise,Deborah) is an instance of the property 
ancestor), then a reasoner can deduce that Sara is an ancestor of Deborah (i.e., 
(Sara,Deborah) is an instance of the property ancestor). 
OWL Lite (and OWL DL) impose the side condition that transitive properties (and their 
superproperties) cannot have a maxCardinality 1 restriction. Without this side-condition, OWL 
Lite and OWL DL would become undecidable languages. See the property axiom section of the 
OWL Semantics and Abstract Syntax document for more information. 
SymmetricProperty: Properties may be stated to be symmetric. If a property is symmetric, then 
if the pair (x,y) is an instance of the symmetric property P, then the pair (y,x) is also an instance 
of P. For example, friend may be stated to be a symmetric property. Then a reasoner that is 
given that Frank is a friend of Deborah can deduce that Deborah is a friend of Frank. 
FunctionalProperty : Properties may be stated to have a unique value. If a property is a 
FunctionalProperty, then it has no more than one value for each individual (it may have no 
values for an individual). This characteristic has been referred to as having a unique property. 
FunctionalProperty is shorthand for stating that the property's minimum cardinality is zero and 
its maximum cardinality is 1. For example, hasPrimaryEmployer may be stated to be a 
FunctionalProperty. From this a reasoner may deduce that no individual may have more than 
one primary employer. This does not imply that every Person must have at least one primary 
employer however. 
InverseFunctionalProperty: Properties may be stated to be inverse functional. If a property is 
inverse functional then the inverse of the property is functional. Thus the inverse of the property 
has at most one value for each individual. This characteristic has also been referred to as an 
unambiguous property. For example, hasUSSocialSecurityNumber (a unique identifier for 
United States residents) may be stated to be inverse functional (or unambiguous). The inverse 
of this property (which may be referred to as isTheSocialSecurityNumberFor) has at most one 
value for any individual in the class of social security numbers. Thus any one person's social 
security number is the only value for their isTheSocialSecurityNumberFor property. From this a 
reasoner can deduce that no two different individual instances of Person have the identical US 
Social Security Number. Also, a reasoner can deduce that if two instances of Person have the 
same social security number, then those two instances refer to the same individual. 

3.4 OWL Lite Property Restrictions 

OWL Lite allows restrictions to be placed on how properties can be used by instances of a class. 
These type (and the cardinality restrictions in the next subsection) are used within the context of an 
owl:Restriction. The owl:onProperty element indicates the restricted property. The following two 
restrictions limit which values can be used while the next section's restrictions limit how many values 
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can be used. 

allValuesFrom: The restriction allValuesFrom is stated on a property with respect to a class. It 
means that this property on this particular class has a local range restriction associated with it. 
Thus if an instance of the class is related by the property to a second individual, then the 
second individual can be inferred to be an instance of the local range restriction class. For 
example, the class Person may have a property called hasDaughter restricted to have 
allValuesFrom the class Woman. This means that if an individual person Louise is related by 
the property hasDaughter to the individual Deborah, then from this a reasoner can deduce that 
Deborah is an instance of the class Woman. This restriction allows the property hasDaughter to 
be used with other classes, such as the class Cat, and have an appropriate value restriction 
associated with the use of the property on that class. In this case, hasDaughter would have the 
local range restriction of Cat when associated with the class Cat and would have the local 
range restriction Person when associated with the class Person. Note that a reasoner can not 
deduce from an allValuesFrom restriction alone that there actually is at least one value for the 
property. 
someValuesFrom: The restriction someValuesFrom is stated on a property with respect to a 
class. A particular class may have a restriction on a property that at least one value for that 
property is of a certain type. For example, the class SemanticWebPaper may have a 
someValuesFrom restriction on the hasKeyword property that states that some value for the 
hasKeyword property should be an instance of the class SemanticWebTopic. This allows for 
the option of having multiple keywords and as long as one or more is an instance of the class 
SemanticWebTopic, then the paper would be consistent with the someValuesFrom restriction. 
Unlike allValuesFrom, someValuesFrom does not restrict all the values of the property to be 
instances of the same class. If myPaper is an instance of the SemanticWebPaper class, then 
myPaper is related by the hasKeyword property to at least one instance of the 
SemanticWebTopic class. Note that a reasoner can not deduce (as it could with allValuesFrom 
restrictions) that all values of hasKeyword are instances of the SemanticWebTopic class 

3.5 OWL Lite Restricted Cardinality 

OWL Lite includes a limited form of cardinality restrictions. OWL (and OWL Lite) cardinality 
restrictions are referred to as local restrictions, since they are stated on properties with respect to a 
particular class. That is, the restrictions constrain the cardinality of that property on instances of that 
class. OWL Lite cardinality restrictions are limited because they only allow statements concerning 
cardinalities of value 0 or 1 (they do not allow arbitrary values for cardinality, as is the case in OWL 
DL and OWL Full). 

minCardinality: Cardinality is stated on a property with respect to a particular class. If a 
minCardinality of 1 is stated on a property with respect to a class, then any instance of that 
class will be related to at least one individual by that property. This restriction is another way of 
saying that the property is required to have a value for all instances of the class. For example, 
the class Person would not have any minimum cardinality restrictions stated on a hasOffspring 
property since not all persons have offspring. The class Parent, however would have a 
minimum cardinality of 1 on the hasOffspring property. If a reasoner knows that Louise is a 
Person, then nothing can be deduced about a minimum cardinality for her hasOffspring 
property. Once it is discovered that Louise is an instance of Parent, then a reasoner can 
deduce that Louise is related to at least one individual by the hasOffspring property. From this 
information alone, a reasoner can not deduce any maximum number of offspring for individual 
instances of the class parent. In OWL Lite the only minimum cardinalities allowed are 0 or 1. A 
minimum cardinality of zero on a property just states (in the absence of any more specific 
information) that the property is optional with respect to a class. For example, the property 
hasOffspring may have a minimum cardinality of zero on the class Person (while it is stated to 
have the more specific information of minimum cardinality of one on the class Parent). 
maxCardinality: Cardinality is stated on a property with respect to a particular class. If a 
maxCardinality of 1 is stated on a property with respect to a class, then any instance of that 
class will be related to at most one individual by that property. A maxCardinality 1 restriction is 

9 of 14 10/21/2008 12:10 AM 
www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

355
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://www.w3.org/TR/owl-features/


OWL Web Ontology Language Overview http://www.w3.org/TR/owl-features/ 

sometimes called a functional or unique property. For example, the property 
hasRegisteredVotingState on the class UnitedStatesCitizens may have a maximum cardinality 
of one (because people are only allowed to vote in only one state). From this a reasoner can 
deduce that individual instances of the class USCitizens may not be related to two or more 
distinct individuals through the hasRegisteredVotingState property. From a maximum 
cardinality one restriction alone, a reasoner can not deduce a minimum cardinality of 1. It may 
be useful to state that certain classes have no values for a particular property. For example, 
instances of the class UnmarriedPerson should not be related to any individuals by the 
property hasSpouse. This situation is represented by a maximum cardinality of zero on the 
hasSpouse property on the class UnmarriedPerson. 
cardinality: Cardinality is provided as a convenience when it is useful to state that a property 
on a class has both minCardinality 0 and maxCardinality 0 or both minCardinality 1 and 
maxCardinality 1. For example, the class Person has exactly one value for the property 
hasBirthMother. From this a reasoner can deduce that no two distinct individual instances of 
the class Mother may be values for the hasBirthMother property of the same person. 

Alternate namings for these restricted forms of cardinality were discussed. Current recommendations 
are to include any such names in a front end system. More on this topic is available on the publicly 
available webont mail archives with the most relevant message at http://lists.w3.org/Archives/Public 
/www-webont-wg/2002Oct/0063.html. 

3.6 OWL Lite Class Intersection 

OWL Lite contains an intersection constructor but limits its usage. 

intersectionOf: OWL Lite allows intersections of named classes and restrictions. For example, 
the class EmployedPerson can be described as the intersectionOf Person and 
EmployedThings (which could be defined as things that have a minimum cardinality of 1 on the 
hasEmployer property). From this a reasoner may deduce that any particular EmployedPerson 
has at least one employer. 

3.7 OWL Datatypes 

OWL uses the RDF mechanisms for data values. See the OWL Guide section on datatypes for a 
more detailed description of the built-in OWL datatypes taken largely from the XML Schema 
datatypes. 

3.8 OWL Lite Header Information 

OWL Lite supports notions of ontology inclusion and relationships and attaching information to 
ontologies. See the OWL Reference for details and the OWL Guide for examples. 

3.9 OWL Lite Annotation Properties 

OWL Lite allows annotations on classes, properties, individuals and ontology headers. The use of 
these annotations is subject to certain restrictions. See the section on Annotations in the OWL 
Reference for details. 

3.10 OWL Lite Versioning 

RDF already has a small vocabulary for describing versioning information. OWL significantly extends 
this vocabulary. See the OWL Reference for further details. 

4. Incremental Language Description of OWL DL and OWL Full 
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Both OWL DL and OWL Full use the same vocabulary although OWL DL is subject to some 
restrictions. Roughly, OWL DL requires type separation (a class can not also be an individual or 
property, a property can not also be an individual or class). This implies that restrictions cannot be 
applied to the language elements of OWL itself (something that is allowed in OWL Full). 
Furthermore, OWL DL requires that properties are either ObjectProperties or DatatypeProperties: 
DatatypeProperties are relations between instances of classes and RDF literals and XML Schema 
datatypes, while ObjectProperties are relations between instances of two classes. The OWL 
Semantics and Abstract Syntax document explains the distinctions and limitations. We describe the 
OWL DL and OWL Full vocabulary that extends the constructions of OWL Lite below. 

oneOf: (enumerated classes): Classes can be described by enumeration of the individuals that 
make up the class. The members of the class are exactly the set of enumerated individuals; no 
more, no less. For example, the class of daysOfTheWeek can be described by simply 
enumerating the individuals Sunday, Monday, Tuesday, Wednesday, Thursday, Friday, 
Saturday. From this a reasoner can deduce the maximum cardinality (7) of any property that 
has daysOfTheWeek as its allValuesFrom restriction. 
hasValue: (property values): A property can be required to have a certain individual as a value 
(also sometimes referred to as property values). For example, instances of the class of 
dutchCitizens can be characterized as those people that have theNetherlands as a value of 
their nationality. (The nationality value, theNetherlands, is an instance of the class of 
Nationalities). 
disjointWith: Classes may be stated to be disjoint from each other. For example, Man and 
Woman can be stated to be disjoint classes. From this disjointWith statement, a reasoner can 
deduce an inconsistency when an individual is stated to be an instance of both and similarly a 
reasoner can deduce that if A is an instance of Man, then A is not an instance of Woman. 
unionOf, complementOf, intersectionOf (Boolean combinations): OWL DL and OWL Full 
allow arbitrary Boolean combinations of classes and restrictions: unionOf, complementOf, and 
intersectionOf. For example, using unionOf, we can state that a class contains things that are 
either USCitizens or DutchCitizens. Using complementOf, we could state that children are not 
SeniorCitizens. (i.e. the class Children is a subclass of the complement of SeniorCitizens). 
Citizenship of the European Union could be described as the union of the citizenship of all 
member states. 
minCardinality, maxCardinality, cardinality (full cardinality): While in OWL Lite, cardinalities 
are restricted to at least, at most or exactly 1 or 0, full OWL allows cardinality statements for 
arbitrary non-negative integers. For example the class of DINKs ("Dual Income, No Kids") 
would restrict the cardinality of the property hasIncome to a minimum cardinality of two (while 
the property hasChild would have to be restricted to cardinality 0). 
complex classes : In many constructs, OWL Lite restricts the syntax to single class names 
(e.g. in subClassOf or equivalentClass statements). OWL Full extends this restriction to allow 
arbitrarily complex class descriptions, consisting of enumerated classes, property restrictions, 
and Boolean combinations. Also, OWL Full allows classes to be used as instances (and OWL 
DL and OWL Lite do not). For more on this topic, see the "Design for Use" section of the Guide 
document. 

5. Summary 

This document provides an overview of the Web Ontology Language by providing a brief introduction 
to why one might need a Web ontology language and how OWL fits in with related W3C languages. 
It also provides a brief description of the three OWL sublanguages: OWL Lite, OWL DL, and OWL 
Full along with a feature synopsis for each of the languages. This document is an update to the 
Feature Synopsis Document. It provides simple descriptions of the constructs along with simple 
examples. It references the OWL reference document, the OWL Guide, and the OWL Semantics and 
Abstract Syntax document for more details. Previous versions ( December 15, 2003, September 5, 
2003, August 18, 2003, July 30, 2003, May 1, 2003, March 20, 2003, January 2, 2003, July 29, 2002, 
July 8, 2002, June 23, 2002, May 26, 2002, and May 15, 2002) of this document provide the historical 
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view of the evolution of OWL Lite and the issues discussed in its evolution. 
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Abstract 
Background: Sequence comparison is one of the most prominent tools in biological research, and 
is instrumental in studying gene function and evolution. The rapid development of high-throughput 
technologies for measuring protein interactions calls for extending this fundamental operation to 
the level of pathways in protein networks. 

Results: We present a comprehensive framework for protein network searches using pathway 
queries. Given a linear query pathway and a network of interest, our algorithm, QPath, efficiently 
searches the network for homologous pathways, allowing both insertions and deletions of proteins 
in the identified pathways. Matched pathways are automatically scored according to their variation 
from the query pathway in terms of the protein insertions and deletions they employ, the sequence 
similarity of their constituent proteins to the query proteins, and the reliability of their constituent 
interactions. We applied QPath to systematically infer protein pathways in fly using an extensive 
collection of 271 putative pathways from yeast. QPath identified 69 conserved pathways whose 
members were both functionally enriched and coherently expressed. The resulting pathways 
tended to preserve the function of the original query pathways, allowing us to derive a first 
annotated map of conserved protein pathways in fly. 

Conclusion: Pathway homology searches using QPath provide a powerful approach for identifying 
biologically significant pathways and inferring their function. The growing amounts of protein 
interactions in public databases underscore the importance of our network querying framework 
for mining protein network data. 

Background 
Sequence homology searches have been the workhorse of 
bioinformatics for the past 30 years, providing the means 
to study the function and evolution of genes and proteins. 
Recent technological advances in large-scale measure
ments of protein-protein interactions (PPIs) such as yeast 
two-hybrid screens [1,2] and protein co-immunoprecipi

tation assays [3-5] have allowed us to shift our perspective 
from single genes and proteins to more complex func
tional units, such as protein pathways and complexes. 
Studying the function and evolution of protein modules 
underscores the importance of extending homology 
search tools from the single gene level to the network 
level. 
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The QPath algorithmic flow

BMC Bioinformatics 2006, 7:199 

Figure 1 
The QPath algorithmic flow. (a) Given a query pathway, 
a weighted PPI network, and sequence similarity scores 
between the query proteins and the network proteins, the 
QPath algorithm identifies a set of matching pathways. These 
are scored to capture the tendency of their constituent pro
teins to have a coherent function. (b) An example of an align
ment that induces protein insertions (F') and deletions (C). 

In contrast to the vast research on gene and protein 
homology detection, there are only a few studies on 
homology detection at the network level, including stud
ies on PPI networks [6-8], metabolic networks [9-12], and 
gene expression networks [13-16]. Most of these studies 
have focused on the identification of network regions that 
are conserved across several species. Initial attempts at the 
problem of query searches, i.e. searching for instances of a 
query subnetwork within a given network, have been 
made by Kelley et al. [6] and Pinter et al. [12] but both 
methods were limited in their applicability. The Path-
BLAST algorithm of Kelley et al. was designed to compare 
two protein networks and identify conserved pathways 
(linear, non-branching paths of interacting proteins). By 
constraining one of the networks to be a single pathway, 
PathBLAST was also applied for query searches. The use of 
the PathBLAST algorithm in this context has several draw
backs: (a) proteins may occur more than once in an iden
tified matched pathway, which is biologically 
implausible; (b) the algorithm provides limited support 
for identifying non-exact pathway matches, supporting no 
more than a single consecutive deletion of proteins from 
the query pathway and no more than a single consecutive 
insertion of proteins to the matched pathway; and (c) the 
running time of the algorithm involves a factorial func
tion of the pathway length, limiting its applicability to 
short pathways (in practice, it was applied to paths of up 
to 5 proteins). Pinter et al. have recently developed a path
way alignment tool called MetaPathwayHunter and 
applied it to mine metabolic networks. The algorithm 
enables fast queries of more general pathways that take 
the form of a tree (a subnetwork with no cycles). How
ever, it is limited to searching within a collection of trees 
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rather than within a general network. Finally, Leser has 
developed a query language for mining biological net
works [17]. 

Here we give a novel comprehensive framework for que
rying linear pathways within a given network. Our algo
rithm, QPath, searches for matching pathways composed 
of distinct proteins that are similar to the query proteins 
in their sequence and interaction patterns. The matched 
pathways are scored according to their level of variation 
from the query pathway in terms of protein insertions and 
deletions, the sequence similarity of their constituent pro
teins to the query proteins, and the reliability of their con
stituent interactions. We provide a computational 
method for estimating the weight of each of these terms in 
the overall score, so as to maximize the fraction of the 
functionally significant matching pathways identified. 

We applied QPath to analyze the PPI networks of the yeast 
S. cerevisiae, the fly D. melanogaster, and human, aiming to 
address two coupled, fundamental questions motivated 
from sequence analysis: (i) Can pathway homology be 
used to identify functionally significant pathways? (ii) 
Can one infer the function of a pathway based on path
way homology information? We provide positive answers 
to both questions. Notably, our finding that matched 
pathways in fly tend to preserve the function of their cor
responding query pathways in yeast, has enabled us to 
derive a first annotated map of protein pathways in fly 
that are conserved from yeast. 

Results 
The QPath algorithm 
We developed a novel algorithm for querying a given pro
tein network with a linear pathway of interest. The algo
rithm searches for matching pathways that are similar to 
the query in their sequence and interaction patterns. It 
relies on efficient graph-theoretic techniques, allowing it 
to process long pathways (up to 10 proteins) in minutes 
(see Methods and Supp.1 Table 3). While the algorithm 
can be applied to query any gene or protein network, we 
focus the discussion on its applications to mining PPI net
works. QPath receives as input a query pathway consisting 
of a linear chain of interacting proteins; a PPI network 
with reliability scores for its interactions; and sequence 
similarity scores between the query proteins and the net
work proteins (Figure 1a). Similar to sequence alignment, 
the algorithm aligns the query pathway to putative path
ways in the target network, so that proteins in analogous 
positions are sequence similar. Each matched pathway 
may contain a (bounded) number of protein insertions, 
representing proteins not aligned to the query proteins, 
and protein deletions, representing omission of matches 
to some query proteins (Figure 1b). The pathways are 
scored based on a sequence score, which measures their 
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Table 1: Functional significance of yeast and fly pathways. Functional enrichment and expression coherency of high interaction score 
pathways and random pathways in the PPI networks of yeast and fly. 

High interaction score pathways Random pathways 

Number of pathways Functional enrichment Expression coherency (p-value) Functional enrichment Expression coherency (p-value) 
Yeast 271 80% < 1e-300 17% 4.0e-4 
Fly 193 20% 0.024 0% > 0.05 

sequence similarity to the query pathway; an interaction 
score, which measures the reliability of their constituent 
interactions; and the number of protein insertions and 
deletions they employ. The top-scoring pathways are 
identified using a dynamic programming based algorithm 
that guarantees that matched pathways will be comprised 
of distinct proteins. The output of the algorithm is a set of 
non-redundant, significant matching pathways. The 
QPath program is available upon request. 

Pathway queries in the yeast and fly networks 
To evaluate the utility of our algorithm in analyzing PPI 
networks, we applied it to the yeast and fly protein inter
action networks, which are the largest and most well 
investigated networks in public databases [18]. As a first 
test of the algorithm, similarly to [6] , we queried the yeast 
network with the yeast filamentous growth MAPK cas
cade. The algorithm correctly recovered two known 
homologous MAPK pathways as the top matches (Supp. 
Figure 6). Next, we wished to perform a systematic evalu
ation of the algorithm's performance on the yeast and fly 
networks. Since the yeast network is supported by many 
more large-scale experiments [18] and, hence, expected to 
be more complete and accurate, we reasoned that by que
rying putative yeast pathways within the fly network we 
could reveal novel functional pathways therein, capitaliz
ing on the more complete information in yeast. 

To obtain a comprehensive set of putative pathways in the 
PPI network of yeast, we applied a modified version of the 
QPath algorithm to search the network for pathways that 
have high interaction scores (not based on specific query 
pathways, see Methods). The search was limited to path
ways consisting of 6 proteins to achieve reasonable run
ning times when applying QPath to query those pathways 
while allowing for (up to 3) insertions and deletions. We 
identified a set of 271 non-redundant pathways whose 
scores exceeded those of 99% of randomly chosen path
ways (see Methods). The full list of identified pathways 
appears on the supplemental website [19]. 

We used two standard methods to assess the quality of 
these pathways (see Methods and Table 1): (i) Functional 
enrichment – representing the tendency of the pathway's 
proteins to have coherent Gene Ontology (GO) functions; 
and (ii) Expression coherency – measuring the similarity 

in expression profiles of the pathway's coding genes across 
different experimental conditions. In total, 80% of the 
yeast pathways were functionally enriched. In addition, 
the resulting pathways were significantly coherently 
expressed (Wilcoxon rank p < 1e-300). The significant 
functional enrichment and expression coherency of the 
identified pathways suggest that these pathways are bio
logically significant. In agreement with the expected lower 
quality of the fly network, we observed lower rates of func
tional enrichment and expression coherency when ana
lyzing analogously-computed high-scoring pathways in 
fly (Table 1). 

For each significant pathway in yeast we executed the 
QPath algorithm to search for matching pathways in fly. 
In total, 63% of the yeast queries had matches in fly with 
up to three insertions and deletions. Given a yeast query, 
the probability of finding matching pathways in fly was 
highly correlated with the interaction score of the query 
(Spearman p = 2.1e-04). Only few of the queries had 
matching pathways with no insertions or deletions, 
implying that the algorithm's support for insertions and 
deletions was essential for identifying matching pathways 
(Figure 2a and Supp.1 Table 2a). 

A query pathway potentially gives rise to multiple match
ing pathways, each with a different sequence score, inter
action score and indel category, defined by the number of 
insertions and deletions employed by the pathway. In 
order to compare sequence and interaction scores for 
pathways from different indel categories, we normalized 
their scores by the number of proteins and interactions 
they contain, respectively. We found a statistically signifi
cant correlation between the functional enrichment of the 
matched pathways and their normalized interaction and 
sequence scores (Spearman p = 4e-15 and p = 0.003 for 
interaction and sequence scores, respectively). Further
more, the indel category of a pathway was also found to 
be correlated with its functional enrichment: as expected, 
fly pathways exhibiting fewer protein insertions and dele
tions (hence, better conserving the query proteins) tended 
to be more functionally enriched than more distant path
way matches (Figure 2b and Supp.1 Table 2b). 

Motivated by these observations, we devised a scoring 
scheme that assigns each pathway a score reflecting its 
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Properties of matched pathways in different indel categories
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Figure 2 
Properties of matched pathways in different indel 
categories. (a) The fraction of yeast queries with identifia
ble matching fly pathway out of all yeast queries within differ
ent indel categories. (b) The fraction of matched fly pathways 
that are functionally enriched out of all matched fly pathways 
in each indel category. Indel categories not covered by any 
matched pathway were marked as having 0% functionally 
enriched pathways. 

estimated probability to be functionally enriched given its 
inherent characteristics, i.e., the number of insertions and 
deletions it employs and its normalized interaction and 
sequence scores (Methods). For each yeast query we refer 
to the matched pathway with the highest obtained score 
and, hence, most likely to be functionally enriched, as the 
best-match pathway. 

To assess the biological significance of the best-match 
pathways in fly, we compared their functional enrichment 
and expression coherency to that of fly pathways that are 
not the results of a query. In total, 51% of the best-match 
pathways were functionally enriched. Within the set of 
20% of the best-match pathways which were predicted to 
have the highest probability to be functionally enriched, 
91% were indeed functionally enriched (Figure 3a). In 
comparison, the percentage of functionally enriched path
ways in a set of fly pathways with the same length and dis
tribution of interaction scores was 5%, which is 
significantly lower (p < 1e-4). The expression coherency of 
the best-match pathways was also significantly higher 
than that of randomly chosen pathways (p < 1e-4, Figure 
3b). These results suggest that best-match pathways are 
biologically significant. 

Function conservation in yeast to fly pathways 
Next, we investigated whether pathway similarity may be 
used to infer the function of a matched pathway based on 
the known function of the corresponding query pathway. 
Overall, out of the 171 yeast query pathways with an iden
tified fly best-match pathway, 69 were functionally 
enriched and had a functionally enriched fly best-match 
pathway. Moreover, for 64% of these queries, the fly best-
match pathways preserved one or more functions of the 
corresponding yeast query pathways. In contrast, when 
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randomly shuffling the matches between fly pathways 
and yeast queries, only 31% of the fly pathways exhibited 
conservation of function (p < 1e-04). Interestingly, the 
pathway-based conservation of function was also much 
higher than the function conservation level among yeast-
fly best sequence match proteins, which is estimated at 
40% [6]. 

We used the observed function conservation to derive a 
functional annotation of all fly best-match pathways, 
based on the enriched functions of their corresponding 
queries in yeast. Figure 4 summarizes these results in an 
annotated map of conserved fly (best-match) pathways. 
The map exhibits a modular structure, where groups of 
pathways overlap to define distinct network regions with 
common functions (the clustering coefficient is 0.26, sig
nificantly higher than in random networks that preserve 
vertex degrees (p < 0.05)). To evaluate the statistical signif
icance of these predicted annotations, we computed for 
each best-match pathway the prevalence of the predicted 
annotation among its proteins (using a hypergeometric 
score), and compared these statistics with results obtained 
after randomizing the matches between yeast and fly 
pathways. The predicted annotations were found to be 
significantly more prevalent (p < 1e-04). 

Querying known signaling pathways from yeast and 
human 
To demonstrate the use of our algorithm in a BLAST-like 
manner to query known protein pathways, we applied it 
to search the fly network for matches to queries consisting 
of known signaling pathways from yeast and human. As a 
first example, we used a ubiquitin-ligation pathway in 
yeast to query the fly network (Figure 5a). We identified a 
putatively homologous pathway in fly that is likely to be 
involved in protein degradation as well. Three out of its 
five proteins were annotated as being involved in ubiqui
tin-dependent protein degradation: Ubp64E is a putative 
ubiquitin-specific protease; morgue is annotated as a 
ubiquitin conjugating enzyme involved in apoptosis; and 
ago is a bona fide component of the SCF ubiquitin ligase 
complex [20,21]. Eye growth defects common to Ubp64E 
and ago mutants, may suggest that this pathway functions 
in the regulation of growth and apopotosis. 

As a second example, we used two signaling pathways in 
human as queries to the fly network: a MAPK cascade and 
a Hedgehog signaling pathway. The top-scoring pathway 
in each case agreed well with the known functional anno
tations in fly. The MAPK query and its best-match are 
shown in Figure 5b. As expected for a MAPK-based signal
ing cascade, Nek2 is a putative receptor signaling protein 
serine/threonine kinase. Tsp is likely a growth factor, 
based on its EGF-like domain, which could serve as a lig
and for Nek2. Dap160 and Fur2 are experimentally 
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Functional significance of best-match pathways in fly
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Figure 3 
Functional significance of best-match pathways infly 
Functional enrichment (a) and expression coherency (b) of 
fly best-match pathways obtained by QPath compared to fly 
pathways that are not the result of a query. x-axis: Fraction 
of best-match pathways in fly. y-axis in (a): Fraction of func
tionally enriched pathways out of the set of pathways deter
mined by x. y-axis in (b): Mean expression coherency of the 
pathways determined by x. The random pathway curves 
show the mean and standard deviation of the functional 
enrichment and expression coherency computed for random 
choices of pathway sets in fly. 

proven to be involved in receptor processing and internal
ization, respectively [22]. Although no experimental 
information is available for Rgl, Rap21, Epac and pkc98E, 
all available annotations fit into a G-protein coupled 
receptor protein signaling pathway: Rgl is a putative RAL 
GDP-dissociation stimulator, Rap21 has putative GTPase 
activity, Epac has putative cyclic nucleotide-dependent 
guanyl-nucleotide exchange factor activity, and both 
pkc98E and cdc2c are annotated as protein serine/threo
nine kinases. Interestingly, RNAi against cdc2c causes 
abnormal growth of cells in culture [23] , and the pheno
type of mutant Nek2 implicates it in the regulation of 
mitosis [24]. Taken together, these evidences suggest that 
the inferred pathway could be involved in a cell-cell com
munication signaling cascade that regulates cell prolifera
tion. 

Figure 5c shows the fly pathway that best matches the 
human hedgehog signaling query. The known annotation 
of the pathway's proteins agrees well with its putative role 
in hedgehog signaling: ptc is a bona-fide receptor of 
hedgehog located at the plasma membrane [25]. Csk, 
annotated as a protein-tyrosine kinase, could well serve to 
further transmit the signal from ptc downstream. The cyc
lin-dependent protein kinase Cdk5, in association with 
the cyclin CycE, are well poised to further transmit the sig
nal to the ultimate transcription factor ci. Ample experi
mental data show that ci, like ptc participates in the 
hedgehog signaling pathway, which in flies regulates cell 
growth in many tissues [25]. 

http://www.biomedcentral.com/1471-2105/7/199 

Discussion and conclusion 
We have presented a novel framework for querying linear 
pathways in PPI networks, allowing both deletions of pro
teins from the query pathway and insertions of proteins to 
the matched pathway. Matched pathways are assigned 
with scores reflecting their tendency to be functionally 
enriched, based on their variation from the query path
way, the sequence similarity of their proteins to the query 
proteins, and the reliability of their constituent interac
tions. 

The effectiveness of the algorithm was demonstrated in 
querying the fly PPI network using protein pathways from 
yeast and human. When applying the algorithm to search 
for yeast pathway queries in fly, the matching pathways 
were significantly more functionally enriched compared 
to arbitrary pathways in the fly network. The resulting 
pathways tended to preserve the function of the original 
query pathways, demonstrating the applicability of our 
tool for predicting pathway function much in the same 
way as gene and protein functions are predicted using 
BLAST. 

As with any PPI network study, it is important to deal with 
the vast amounts of noise present in the protein interac
tion data [26-28]. To handle false positive interactions we 
have assigned confidence scores to the interactions. To 
examine the contribution of the confidence scores for 
finding biologically-meaningful pathways, we repeated 
the functional enrichment and expression coherency anal
yses for sets of randomly chosen pathways from the yeast 
and fly networks obtained by discarding the interaction 
confidence scores. The percent of functionally enriched 
pathways and expression coherency rates found in these 
random sets were significantly lower than those found for 
high-scoring pathways (Table 1, Supp. Figure 7). Moreo
ver, for both yeast and fly we found a statistically signifi
cant correlation between interaction scores and functional 
enrichment (Spearman correlation of 0.47 and 0.29, 
respectively, with p < 1e-300). 

Accommodating for false negatives is a difficult challenge, 
but QPath handles those to some extent by allowing the 
introduction of protein indels to the matching pathway. 
Incorporating genetic interactions in the network may 
also help to tackle the problem of false negatives, as 
genetic interactions may indicate physical interactions 
between proteins [29]. In particular, for fly, the set of 
genetic interactions reported in FlyGRID [30] has signifi
cant overlap with the physical network, with a hyper-geo
metric p-value of 3.9e-7. To test whether merging genetic 
and physical interactions contributes to the identification 
of functionally significant pathways, we applied QPath to 
re-query the human MAPK pathway in the merged net
work of fly (Figure 5b). The pathway identified is a variant 
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Fly best-match pathway map

BMC Bioinformatics 2006, 7:199 

Figure 4 
Fly best-match pathway map. A map of yeast best-match 
pathways in fly. Nodes represent best-match pathways and 
edges connect pathways that share at least two proteins. 
Each node is colored according to the enriched function of 
the corresponding query pathway in yeast. Pathways whose 
predicted annotation is also enriched among their constitu
ent proteins appear as boxes; all other pathways appear as 
ellipses. Specific pathways can be looked up according to 
their number in the supplemental website [19]. 

of the EGFR receptor-kinase-signaling cascade, and five 
out of its seven proteins appear in the curated homolo
gous fly pathway in KEGG [31]. The hypothetical signal is 
transmitted to the EGF receptor, and further relayed 
through ksr and C3G, a proven kinase and an annotated 
Ras guanyl-nucleotide exchange factor, respectively, to 
Ras85D. The latter has been shown experimentally to acti
vate phl [32]. The putative signal is further transmitted to 
the MAP kinase kinase Dsor1, and downstream to rl, an 
annotated nuclear MAP kinase which likely activates spe
cific transcription factors. Furthermore, ksr, phl, Dsor1 
and rl are all required for modulation of the EGFR-medi
ated Ras85D mitogenic response [33]. Using genetic inter
actions is crucial for identifying this pathway as 5 out of 
its 7 interactions are genetic. This result suggests that 
merging both genetic and physical interactions may help 
coping with undetected protein-protein interactions. 

We have only just begun to explore the world of protein 
networks, with the first drafts of the human PPI network 
just coming out [34,35]. With an ever increasing amount 
of genomes sequenced and protein interaction networks 
recovered, it is becoming increasingly important to 
develop tools for interpreting these data to provide 
detailed models of cellular machinery across organisms. 
We expect QPath to take a growing role in this explora

http://www.biomedcentral.com/1471-2105/7/199 

tion, giving essential means to use existing knowledge for 
inferring novel pathways and their function. 

Methods 
Data acquisition and processing 
Protein-protein interaction data for yeast and fly were 
downloaded from DIP ([18] ; April 2005 download) and 
contained 15,166 interactions among 4,726 proteins in 
yeast, and 22,837 interactions among 7,028 proteins in 
fly (for fly, we complemented the DIP data by interactions 
from [36] ). Additional 2378 genetic interactions in fly 
were downloaded from FlyGRID [30]. To assign confi
dence scores to these interactions we used the logistic-
regression-based scheme employed in [8]. Briefly, true 
positive and true negative interactions were used to train 
a logistic regression model, which assigns each interaction 
a reliability score based on the experimental evidence for 
this interaction, which includes the type of experiments in 
which the interaction was observed, and the number of 
observations in each experimental type. For yeast, we par
titioned the experiments into four categories: co-immu
noprecipitation screens [3,4] , yeast two-hybrid assays 
[2,37,38] , large scale experiments (other studies denoted 
as exp:g class in DIP) and small scale experiments 
(denoted as exp:s class in DIP). For fly, due to the smaller 
number of interaction screens available, we used each of 
three available large-scale screens [36,39,40] as a separate 
category. In addition, we used small scale fly experiments 
as a fourth category. 

Pathway alignment 

We represent a PPI network using an undirected weighted 
graph G with a set V of n vertices, representing proteins, a 
set E of m edges, representing interactions, and an edge 
weight function w(·,·) representing interaction reliabili
ties. Given a pathway query Q = (q1,...,qk), let h(qi, j) 

denote a sequence similarity score between query node qi 

and vertex j ∈ V. An alignment of Q in G is defined as a 
pair (P, M), where P = (p1,...,pk) is a matched path in G, 

and M is a mapping of query nodes onto P ∪ {0}. The 
alignment allows up to Nins insertions and up to Ndel dele

tions, where deleted query nodes are mapped to 0 by M. 
The weight of an alignment is a summation of the interac

l−1 
tion score, w p  ,p  and the sequence score,∑ ( i i+1 )


i=1


k 

∑ h qi ,M  pi ) . Edge weights were set to logarithm ( ( )  
i=1,pi ′≠0 

of the reliability estimation of the corresponding interac
tions. The sequence similarity score, h(qi, j), between 

query node qiand vertex j∈ V was set to logarithm of the 
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Yeast and human queries and their best-matches in fly

BMC Bioinformatics 2006, 7:199 

Figure 5 
Yeast and human queries and their best-matches in 
fly. Yeast and human pathway queries and their best-matches 
in fly. (a) Yeast ubiquitin ligation pathway query in fly. (b) 
Human MAPK pathway query in fly. The pathway denoted by 
an asterisk is the result of querying a combined network of 
PPIs and genetic interactions (appearing in red). (c) Human 
Hedgehog pathway query in fly. 

BLAST E-value between the corresponding proteins, nor
malized by the maximum score over all pairs. 

Pathway search module 
The goal of the algorithm is to identify a matched pathway 
with distinct vertices yielding an optimal alignment to the 
query. To this end, we adapt the color coding technique of 
Alon et al. [41] , which serves to find simple paths (i.e., 
paths with distinct vertices) of a fixed length k in a graph. 
In color coding, one assigns a randomly chosen color 
from {1,...,k} to every vertex in the graph, transforming 
the problem of finding a simple length-k path to that of 
finding a path of length k that spans distinct colors. Since 
any particular path may be assigned non-distinct colors 
and, hence, fail to be discovered, many random coloring 
trials are executed. Below, we describe one iteration of 
color coding tailored to the query case. 

Our algorithm starts by assigning every vertex v ∈ V a color 
c(v) drawn uniformly at random from the set C ={1,...,k + 
Nins}. For a given coloring, we use dynamic programming 
to find an optimal matching pathway. We let W(i, j, S, 
θdel) denote the maximum weight of an alignment for the 
first i nodes in the query that ends at vertex j∈ V, induces 
θdel deletions, and visits a vertex of each color in S. W(i, j, 
S, θdel) is computed recursively as follows: 

 , ,  − ( )  del , + h q( (( , ) EW i( −1 m S c j ,θ ) + w ( m j ) i , j ) m j ∈ 


W i j S, ,  ,θ ) = max 
 

W i m S  − c ( ) ,θ ) w m j ) m j )( del 
m V  

 ( , ,  j del + ( , ( , ∈ E 
∈ 

 W i  −1 j S,θ −1) θdel ≤≤( , ,  del Ndel 

http://www.biomedcentral.com/1471-2105/7/199 

The maximum weight of an alignment is max , 
∈ , ⊆C,θ≤Ndelj V S  

W (k, j, S, θ), and the corresponding alignment is 
obtained through standard dynamic programming back
tracking. In fact, the algorithm outputs not only the opti
mal match but a set of high scoring matches for each 
combination of number of insertions and deletions 
employed. The running time of each trial depends on the 
length of the query, the size of the network and the 
number of insertions and deletions allowed, and is 
2O(k+Nins)mNdel. The probability that any given path is 

assigned k distinct colors is at least e -k-Nins. Thus, for any ε 
∈ (0,1), the running time of the algorithm for obtaining 

the optimal match with probability at least 1-ε is ln(n/ 

ε)2O(k+Nins)mNdel. We used ε = 0.01 for all runs of the algo

rithm, yielding a practical time of a few minutes per query 
(Supp.1 Table 3). The resulting pathways were filtered to 
remove pathways that overlap by at least 20% of their pro
teins. 

To search a network for pathways with high interaction 
scores, regardless of a specific query, we ran the algorithm 
with a dummy path query, consisting of dummy proteins 
that were defined to have the same sequence similarity 
score with respect to all network vertices. To search a net
work for random pathways, regardless of their interaction 
score, we assigned an equal interaction score for all inter
actions. 

Pathway scoring module 
We assigned protein pathways a functional significance 
score that represent their tendency to be functionally 
enriched given four parameters characterizing each path
way: a normalized sequence score, a normalized interac
tion score, number of insertions, and number of 
deletions. Given a set of matched pathways, logistic 
regression [42] was used to predict their functional enrich
ment based on these parameters alone. To avoid over-fit
ting, the set of pathways was partitioned into five equal 
parts. For each part, we trained the logistic regression on 
the remaining four parts, and used the inferred parameters 
to derive the scores of the pathways in the left-out part. 

Functional enrichment 
Functional enrichments of protein pathways were com
puted based on GO process annotations [43] for their pro
teins. Yeast GO annotations were obtained from SGD [44] 
, and fly GO annotations were obtained from FlyBase 
[45]. For a given pathway P and a given term t, the func
tional enrichment score was computed as follows: sup
pose P has let n(t) proteins that are annotated with term t 
(or with a more specific term). Let p(t) be the hypergeo-
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metric probability for observing n(t) or more proteins 
annotated with term t in a protein subset of size |P|. Hav
ing found a term t0 with minimal probability p(t0), the 
score was set to the p-value of the enrichment under term 
t0, computed by comparing p(t0) with the analogous 
probabilities for 10,000 random sets of proteins of size 
|P|. 

Expression coherency 
Expression coherency of a pathway was measured as the 
mean absolute value of the pairwise Pearson correlations 
between the expression patterns of the genes that code for 
the pathway's proteins. To assess the significance of the 
expression coherency of a set of pathways, we compared it 
to the expression coherency distribution of a random set 
of pathways with the same size distribution. Gene expres
sion measurements were obtained from Stanford microar
ray database [46] and included 973 and 170 conditions 
for yeast and fly, respectively. 
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Abstract 
Background: A key abstraction in representing proteomics knowledge is the notion of unique 
identifiers for individual entities (e.g. proteins) and the massive graph of relationships among them. 
These relationships are sometimes simple (e.g. synonyms) but are often more complex (e.g. one-
to-many relationships in protein family membership). 

Results: We have built a software system called LinkHub using Semantic Web RDF that manages 
the graph of identifier relationships and allows exploration with a variety of interfaces. For 
efficiency, we also provide relational-database access and translation between the relational and 
RDF versions. LinkHub is practically useful in creating small, local hubs on common topics and then 
connecting these to major portals in a federated architecture; we have used LinkHub to establish 
such a relationship between UniProt and the North East Structural Genomics Consortium. 
LinkHub also facilitates queries and access to information and documents related to identifiers 
spread across multiple databases, acting as "connecting glue" between different identifier spaces. 
We demonstrate this with example queries discovering "interologs" of yeast protein interactions 
in the worm and exploring the relationship between gene essentiality and pseudogene content. We 
also show how "protein family based" retrieval of documents can be achieved. LinkHub is available 
at hub.gersteinlab.org and hub.nesg.org with supplement, database models and full-source code. 

Conclusion: LinkHub leverages Semantic Web standards-based integrated data to provide novel 
information retrieval to identifier-related documents through relational graph queries, simplifies 
and manages connections to major hubs such as UniProt, and provides useful interactive and query 
interfaces for exploring the integrated data. 
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Background 
Biological research is producing vast amounts of data (e.g. 
from high throughput experiments such as sequencing 
projects, and microarray experiments) at a prodigious 
rate. Most of this data is made freely available to the pub
lic, and this has created a large and growing number of 
internet and world wide web-accessible biological data 
resources which are characterized by being distributed, 
heterogeneous, and having a large size variance, i.e. huge, 
mega-databases such as UniProt [1] down to medium, 
small or "boutique" databases (e.g., TRIPLES [2]) gener
ated for medium or small scale experiments or particular 
purposes. Most computational analyses of biological data 
will require using multiple integrated datasets, and inte
grated data along with rich, flexible and efficient inter
faces to it encourages exploratory data analysis which can 
lead to serendipitous new discoveries: the sum is greater 
than its parts. Currently, integration often must be done 
manually in a labor and time intensive way by finding rel
evant datasets, understanding them, writing code to com
bine them, and finally doing the desired analysis. The 
basic requirements for better, more seamless integrated 
analysis are uniformity and accessibility; data are ineffec
tual if scattered among incompatible resources. 

Web search engines and hyperlinks are the basic and com
monly used ways to find things on the web and navigate 
web content but they do not enable fine-grained cross-site 
analysis of data. To improve upon this, one key issue is the 
need for standardization and its widespread use, and tools 
supporting and enabling it. Biological data is too vast for 
brute-force centralization to be the complete solution to 
data interoperability. We must have standards and sys
tems for people and groups to work independently creat
ing and making data available (although ultimately 
cooperatively and collaboratively) but still in the end all 
or most of the pieces of biological knowledge and data are 
connected together in semantically rich ways. The W3C's 
[3]Semantic Web [4-6] is a promising candidate: it allows 
web information to be expressed in fine-grained struc
tured ways so applications can more readily and precisely 
extract and cross-reference key facts and information from 
it without having to worry about disambiguating meaning 
from natural language texts. Standard and machine-read
able ontologies such as the Gene Ontology [7] are also 
created and their common use encouraged to further 
reduce semantic ambiguity, although there is a need to 
make these ontologies more machine-friendly [8]. 

A key abstraction or "scaffold" for representing biological 
data is the notion of unique identifiers for biological enti
ties and relationships among them. For example, each 
protein sequence in the UniProt database is given a 
unique accession, e.g. Q60996, which can be used as a key 
to access its UniProt sequence record. UniProt sequence 
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records also contain cross-references to related informa
tion in other databases, e.g. related Gene Ontology and 
PFAM identifiers (although the relationship types, e.g. 
"functional annotation" and "family membership" 
respectively, are not specified). Two identifiers such as 
Q60996 and GO:0005634 and the cross-reference 
between them can be viewed as a single edge between two 
nodes in a graph, and conceptually then a large, impor
tant part of biological knowledge can be viewed as a mas
sive graph whose nodes are biological entities such as 
proteins, genes, etc. represented by identifiers and the 
links in the graph are typed and are the specific relation
ships among the biological entities. Figure 1a is a concep
tual illustration of the graph of biological identifier 
relationships; the problem is that this graph only con
cretely exists piecemeal or not at all. 

A basic problem preventing this graph of relationships 
from being more fully realized is the problem of nomen
clature. Often, there are many synonyms for the same 
underlying entity caused by independent naming, e.g. 
structural genomics centers assigning their own protein 
identifiers in addition to UniProt's. There can also be lex
ical variants of the same underlying identifier (e.g. 
GO:0008150 vs. GO0008150 vs. GO-8150). Synonyms 
are a small part of the overall problem, however, and 
more generally there are many kinds of relationships 
including one-to-one and one-to-many relationships. For 
example, a single Gene Ontology or PFAM identifier can 
be related with many UniProt identifiers (i.e. they all 
share the same functional annotation or family member
ship). PFAM represents an important structuring principle 
for proteins and the genes they come from, the notion of 
families (or domains) based on evolution; proteins shar
ing common PFAM domains are evolutionarily related 
(called homologs) and likely have the same or similar func
tions. Gene Ontology consists of three widely used struc
tured, controlled vocabularies (ontologies) that describe 
gene products such as proteins in terms of their associated 
biological processes, cellular components and molecular 
functions in a species-independent manner. The concep
tual graph of identifier relationships is richly connected, 
and a transitive closure even a few levels deep can lead to 
indirect relationships with a great number of other enti
ties. Being able to store, manage, and work with this graph 
of entities and relationships can lead to many opportuni
ties for interesting exploratory analysis and LinkHub is 
such a system for doing this. 

LinkHub: a system for loosely coupled, collaborative 
integration of biological identifier relationships 
The Semantic Web is increasingly gaining traction as the 
key standards-based platform for biological data integra
tion [9,10], and since LinkHub is a natural fit to Semantic 
Web technologies we use them as the basis of LinkHub. 

Page 2 of 12
(page number not for citation purposes)

 
 www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

373
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://www.biomedcentral.com/1471-2105/8/S3/S5


Graph of relationships and hub of hubs organization
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A)


B)


Figure 1

Graph of relationships and hub of hubs organization. (a) A conceptualization of the semantic graph of interrelationships 

among biological identifiers, with boxes representing instances of biological identifiers (originating database names given inside)

and different edge types representing different kinds of relationships (b) LinkHub as an enabler of an efficient "hub of hubs" 

organization of biological data. The different colors represent different labs, organizations, or logical groupings of data

resources.


Page 3 of 12 
(page number not for citation purposes) www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

374
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://www.biomedcentral.com/1471-2105/8/S3/S5


BMC Bioinformatics 2007, 8(Suppl 3):S5 

LinkHub is designed based on a semantic graph model, 
which captures the graph of relationships among biologi
cal entities discussed above. To provide a scalable imple
mentation while also exploring Semantic Web database 
technologies, we implemented LinkHub in both MySQL 
[11] and Resource Description Framework or RDF [12] 
databases. LinkHub provides various interfaces to interact 
with this graph, such as a web frontend for viewing and 
traversing the graph as a dynamic expandable/collapsible 
HTML list (see figure 2) and a mechanism for viewing par
ticular path types in the graph, as well as with RDF query 
languages. 

Centralized data integration to an extent does make sense, 
e.g. a lab or organization might want to create a local data 
warehouse of interconnections among its individual data 
resources; but it does not want to have to explicitly con
nect its data resources up to everything in existence, which 
is impossible. The key idea is that if groups independently 
maintaining data resources each connect their resources 
up to some other resource X, then any of them can reach 
any other through these connections to X, and we can col
lectively achieve incremental global data integration in 
this way. LinkHub is a software architecture and system 
which aims to help realize this goal by enabling one to 
create such local minor hubs of data interconnections and 
connect them to major hubs such as UniProt in a feder
ated "hub of hubs" framework and this is illustrated in fig
ure 1b. 

Paper organization 
In the results section next, we will demonstrate how 
LinkHub enables novel information retrieval to docu
ments attached to LinkHub graph nodes based on the 
relational structure of the LinkHub graph; a particular 
practical use case of this, providing "family views" to data, 
will be given. We will then give concrete examples of the 
kinds of integrated, cross-database queries that can be 
done with LinkHub, in combination with a previous sys
tem of ours called YeastHub, in support of scientific 
exploratory analysis; example queries discovering "inter
ologs" of yeast protein interactions in the worm and 
exploring the relationship between gene essentiality and 
pseudogene content will be given. We will then discuss 
related work to LinkHub and future directions before con
cluding. In the methods section we describe implementa
tion details of LinkHub, including its data models and 
how they are populated with data and LinkHub's web 
interactive and query interfaces. 

Results 
Novel information retrieval based on LinkHub relational 
graph structure 
The "path type" interface to LinkHub allows one to flexi
bly retrieve useful subsets of the web documents attached 
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to identifier nodes in the graph based on the graph's rela
tional structure. Normal search engines relying on key
word searches could not provide such access, and 
LinkHub thus enables novel information retrieval to its 
known web documents. An important practical use of this 
"path type" interface is as a secondary, orthogonal inter
face to other biological databases in order to provide dif
ferent views of their underlying data. For example, 
MolMovDB [13] provides movie clips of likely 3D 
motions of proteins, and one can access it by PDB [14] 
identifiers. However, an alternative useful interface (actu
ally provided by LinkHub) is a "family view" where one 
queries with a PDB identifier and can view all available 
motion pages for proteins in the same family as the query 
PDB identifier. LinkHub also provides a similar "family 
view" interface to structural genomics data in the SPINE 
system [15]. The system is flexible and one can easily 
imagine other similar applications, e.g. a "functional 
view" where all pages for proteins that have the same 
Gene Ontology function as a given protein are shown or a 
"pseudogene family view" where all pages for pseudo-
genes of proteins in the same family are shown. While the 
"path type" interface is a simple way of providing novel, 
relational access to LinkHub identifier node-linked docu
ments, RDF query language access to the LinkHub rela
tional graph would allow the most flexible novel 
information retrieval. 

Cross-database RDF queries 
To demonstrate the data interaction and exploration capa
bilities engendered by the RDF version of LinkHub, the 
RDF-formatted LinkHub dataset is loaded into our Yeast-
Hub [16] system which uses Sesame [17] as its native RDF 
repository. Two demonstration queries below written in 
SeRQL (Sesame implementation of RQL) [18] demon
strate one can efficiently do the kinds of interesting pre
liminary scientific investigation and exploratory analysis 
commonly done at the beginning of research initiatives 
(e.g. to see whether they are worth pursuing further). 
These queries make use of information present in both 
YeastHub and LinkHub (and thus could not be done 
without joining the two systems), and LinkHub is used as 
'glue' to provide connections (both direct and indirect) 
between different identifiers. It is noteworthy that these 
queries can be formulated and run in relatively little time 
(a few hours at most) and they roughly duplicate some 
results from published papers. In effect, LinkHub does the 
up-front time-consuming manual work of integrating 
multiple datasets, and this integrated data is generally use
ful for efficient formulation and execution of queries, 
which is in contrast to the papers which likely required 
extensive "one-off" effort to combine the necessary data to 
achieve their results. 
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The basic DHTML list interface to LinkHub
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Figure 2 
The basic DHTML list interface to LinkHub. Here, the data and relationships for UniProt identifier P26364 are pre
sented. P26364 is presented at the root of the list, and lower levels contain information on additional related identifiers. Each 
identifier has two subsections: Links which gives a list of hyperlinks to web documents directly relevant to the identifier; and 
Equivalent or Related Ids which contains a list of additional identifiers related to the first identifier (the relationship type if it 
exists is given in parentheses; a synonym relationship is assumed if no relationship is given). The identifiers in the Equivalent and 
Related Ids section may themselves be further related to other identifiers which will have their own Links and Equivalent or 
Related Ids sections, ad nauseum. The initial display shows the transitive closure of the root identifier one level deep, and 
dynamic callbacks to the server retrieve additional data when the user clicks on identifiers whose subsections have not yet 
been loaded; in this way, the user can explore the relationship paths he desires without performance penalties (of loading the 
whole graph) or 'information overload'. The interface is dynamic, and a '+' list icon can be expanded to view the hidden under
lying content, and a '-' list icon can be clicked to hide the content. 
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Query 1: finding worm 'interologs' of yeast protein 
interactions 
Proteins rarely act in isolation and often interact with one 
another and other molecules to perform necessary cellular 
actions. Experimental determinations of protein interac
tions are expensive and computational methods can lev
erage them for further interaction predictions. With this 
query we want to consider all the protein interactions in 
yeast (S. cervisiae) and see how many and which of them 
are present as evolutionarily related homologs in worm 
(C. elegans), also known as interologs [19], i.e. protein 
pairs in worm corresponding to evolutionarily related 
known interacting pairs in yeast. We thus start with a data-
set containing known and predicted yeast protein interac
tions which is already loaded into YeastHub; here the 
interactions are expressed between yeast gene names. Part 
of the SeRQL statement for this query together with a por
tion of its corresponding output can be seen in figure 3. 
However, abstractly, the query is doing the following. For 
each yeast gene name in the interaction set we can use 
LinkHub's data as 'glue' to determine its homologs (via 
Pfam) in worm by traversing identifier type paths in the 
LinkHub relationship graph like the following: 

yeast gene name → UniProt Accession → Pfam accession 
→ UniProt Accession → WormBase ID. 

Then, for each pair in the yeast protein interaction dataset, 
we determine if both of its yeast gene names lead to 
WormBase IDs [20] in this way and print those WormBase 
IDs as possible protein interactions if so. 

Query 2: exploring pseudogene content versus gene 
essentiality in yeast and humans 
Pseudogenes are genomic DNA sequences similar to nor
mal genes (and usually derived from them) but are not 
expressed into functional proteins; they are regarded as 
defunct relatives of functional genes [21,22]. In the que
ries here we explore the relationship between gene essen
tiality (a measure of how important a gene is to survival of 
an organism) and the number of pseudogenes in an 
organism. We might hypothesize that more essential 
genes might have larger numbers of pseudogenes, and we 
explore this idea with queries of the joined YeastHub and 
LinkHub data. First, YeastHub has the MIPS [23] Essential 
Genes dataset, and we use this as our data on gene essen
tiality; LinkHub contains a small dataset of yeast pseudo-
genes [24]. 

Abstractly, for each yeast gene name in the list of essential 
genes, we determine its pseudogenes by traversing identi
fier type paths in the LinkHub graph like the following: 

yeast gene name → UniProt Accession → yeast pseudog
ene 
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For each essential yeast gene we then determine how 
many pseudogenes it has. We can then inspect the list of 
essential genes to see if there is a relationship between 
essentiality and number of pseudogenes. Humans have a 
large number of known pseudogenes [25] but gene essen
tiality is difficult to characterize in humans (with many 
tissue types and developmental states complicating the 
issue). Since essentiality is well studied in yeast, one thing 
we can do is determine the human homologs of yeast 
essential genes, which would perhaps likely be "more 
important" in a survival sense, and examine them for pat
terns associated with essentiality. For each yeast gene 
name in the list of essential genes, we can find the homol
ogous pseudogenes in human by traversing identifier type 
paths in the LinkHub graph like the following: 

yeast gene name → UniProt Accession → Pfam accession 
→ human UniProt Id → UniProt Accession → Pseudog
ene LSID 

Part of the SeRQL for the first query (for yeast pseudo-
genes) and results from both can be seen in figure 3, and 
they show that few yeast essential genes are associated 
with pseudogenes whereas this is not the case with 
human. This may reflect the difference in processes of cre
ation of the predominate numbers of yeast and human 
pseudogenes (duplication vs retrotransposition, see 
[21,22]). 

Discussion 
Related work 
The basic conceptual underpinnings of LinkHub, i.e., the 
importance of biological identifiers and linking them, was 
given by Karp [26]. LinkHub uses a Semantic Web 
approach to build a practical system based on and extend
ing Karp's ideas on database links. The Semantic Web 
approach can also be used to implement database integra
tion solutions based on the general approaches of data 
warehousing [27,28] and federation [29-31]. Essentially, 
data warehousing focuses on data translation, i.e. translat
ing and combining multiple datasets into a single data
base, whereas federation focuses on query translation, i.e. 
translating and distributing the parts of a query across 
multiple distinct databases and collating their results into 
one. A methodological overview and comparison of these 
database integration approaches was discussed in the bio
medical context [32]. LinkHub's architecture is a hybrid of 
these two approaches: individual LinkHub instantiations 
are a kind of mini, local data warehouse of commonly 
grouped data and these are connected to large major hubs 
such as UniProt in a federated fashion; efficiency is gained 
by obviating the need for all source datasets to be individ
ually connected to the major hubs. 
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Figure 3 
Example RDF queries. (a) shows a part of the SeRQL query that finds pairs of worm (C. elegans) proteins homologous to 
pairs of interacting proteins in yeast (C. cervisiae), i.e. "interologs". b) shows part of the corresponding query results. (c) shows 
the SeRQL query that explores the relationship between gene essentiality and the level of pseudogene content in yeast, which 
is one feature that might be hypothesized to be associated with essentiality, with queries of the joined YeastHub and LinkHub 
data. (d) shows the yeast pseudogenes found, interestingly only one. (e) shows part of the list of pseudogenes found in human 
homologs for a similar query; the full list is long, around 20000, consistent with there being many known pseudogenes in 
humans. 
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LinkHub differentiates itself by not integrating all aspects 
of biological data but rather focusing on an important and 
more manageable high-level structuring principal, namely 
biological identifiers and the relationships (and relation
ship types) among them; hyperlinks to identifier-specific 
pages present in the "Links" section of the LinkHub web 
interface give access to additional attributes and data. In 
fact, our YeastHub system addressed integration more 
generally by transforming many datasets to common RDF 
format and storing and giving RDF query access to them 
in an RDF database. The problem with YeastHub was that 
the integration was thin, with rich connections among the 
integrated datasets being limited. LinkHub is thus useful 
and complementary to YeastHub in this respect as a "con
necting glue" among the datasets in that it makes and 
stores these cross-references and enables better integrated 
access to the YeastHub data; the example queries above 
demonstrated this. 

LinkHub's primary web interface can be viewed as a kind 
of "Semantic Web browser". Other work has also 
attempted to build browsers for Semantic Web data, 
including HayStack [33], Sealife [34], and BioGuide [35]. 
LinkHub is a more lightweight browser than HayStack 
(with a focus on biological relationship browsing) and 
differs from Sealife by being data-centric (establishing 
semantic links between data identifiers while treating web 
documents as metadata associated with the identifiers) as 
opposed to document-centric (establishing semantic links 
between terms/phrases appeared in different web docu
ments). BioGuide uses RDF similar to LinkHub, but it is 
limited in that it focuses on abstract conceptual modelling 
of resources and their interconnections rather than on 
instance data as LinkHub; also its interface presents the 
data using graph drawing software with Java, whereas 
LinkHub is more lightweight and relies only on the web 
browser with JavaScript. Finally, there have been a 
number of graph database systems and query languages 
developed through the years but they suffer from being 
proprietary; none have developed into widely used stand
ard systems. However, it should be pointed out that some 
of these systems support advanced graph data mining and 
analysis operations not supported by RDF query lan
guages and these features might be necessary for effective 
analysis of biological data represented in RDF [36]. 

Future directions 
Currently, LinkHub has limited web document hyperlinks 
attached to its nodes, and if this could be increased the 
utility of the novel information retrieval based on query
ing the LinkHub relational graph, e.g. "path type" inter
face, would be enhanced. We are working to leverage the 
rich information in the LinkHub relational graph for 
enhanced automated information retrieval to web or sci
entific literature (MedLine) documents relevant to identi
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fier nodes, e.g. proteomics identifiers, in the graph. A 
simple search for the identifier itself would likely not give 
optimal results due to conflated senses of the identifier 
text and identifier synonyms. In general, we need to con
sider and query for the key related concepts of an identi
fier, and these are present in the LinkHub subgraph 
surrounding the identifier. We consider the web pages 
attached to the identifiers in the subgraph as a "gold 
standard" for what additional relevant documents should 
be like, and we plan to use them as training sets to con
struct classifiers used to score and rank additional docu
ments for relevance. We feel that this idea could be 
generalized and that the Semantic Web, which provides 
detailed information about terms and their relationships, 
could be leveraged to provide enhanced automated infor
mation retrieval or web search for Semantic Web terms. 

We also hope to explore how other relevant Semantic 
Web-related technologies could be effectively used in 
LinkHub, in particular named graphs [37] and Life Sci
ence IDentifiers or LSIDs [38]. Named graphs allow RDF 
graphs  to be named by URI, allowing them to be  
described by RDF statements; named graphs could be 
used to provide additional information (metadata) about 
identifier mappings, such as source, version, and quality 
information. LSID is a standard object naming and dis
tributed lookup mechanism being promoted for use on 
the Semantic Web, with emphasis on life sciences applica
tions. An LSID names and refers to one unchanging data 
object, and allows versioning to handle updates. The LSID 
lookup system is in essence like what Domain Name Serv
ice (DNS) does for converting named internet locations to 
IP numbers. We could possibly use LSID for naming 
objects in LinkHub and incorporate LSID lookup func
tionality. Finally, like software such as Napster and 
Gnutella did for online file sharing, we plan to explore 
enhancing LinkHub to enable multiple distributed 
LinkHub instantiations to interact in peer-to-peer net
works for dynamic biological data sharing, possibly using 
web services technologies such as Web Services Descrip
tion Language (or WSDL) [39] and Universal Description, 
Discovery and Integration (or UDDI) [40] for dynamic 
service discovery, and available peer-to-peer toolkits. 

Conclusion 
Our paper demonstrates the natural use of Semantic Web 
RDF to inter-connect identifiers of data entries residing in 
separate web-accessible biological databases. Based on 
such a semantic RDF graph of biological identifiers and 
their relationships, useful, non-trivial cross-database que
ries, inferences, and semantic data navigation can be per
formed through web interactive and query access. In 
addition, these semantic relationships enable flexible and 
novel information retrieval access based on queries of the 
LinkHub graph's relational structure to web documents 
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attached to identifier nodes. LinkHub also can simplify 
and manage connections to major hubs such as UniProt 
for a lab or organization. LinkHub can be evaluated by 
considering its current active and practical use in a 
number of settings. We have already established the "hub 
of hubs" relationship between UniProt and LinkHub (i.e. 
UniProt cross-references to our LinkHub). In addition, 
LinkHub cross-references the targets of the structural 
genomics initiative to UniProt and serves as a "related 
links" and "family viewer" gateway for the Northeast 
Structural Genomics Consortium with which we are affil
iated; LinkHub also serves as the "family viewer" for Mol-
MovDB. LinkHub is a step towards answering the 
question "a life science Semantic Web: are we there yet?" 
[41]. 

Methods 
Obtaining LinkHub data 
A key problem in populating the LinkHub database 
(described below) is how to determine the relationships 
among biological identifiers, a specific case of the so-
called ontology alignment problem [42,43]. Biology is 
blessed with a fundamental, commonly accepted princi
ple around which data can be organized, namely biologi
cal sequences such as DNA, RNA, and protein, and various 
string matching techniques (such as dynamic program
ming [44] and BLAST [45]) for biological sequences can 
solve a large part of the ontology alignment problem in 
biology. LinkHub thus takes advantage of biological 
sequence matching, in particular conservative, exact 
sequence matching, to cross-reference or align biological 
identifiers. LinkHub also takes advantage of available 
sources of pre-computed identifier mappings, with the 
most important one being UniProt which is arguably the 
most important major proteomics resource and serves as 
LinkHub's backbone content (i.e. most relationships 
between identifiers in LinkHub are indirect through Uni-
Prot). The general strategy for mapping identifiers in 
LinkHub is to first take advantage of known and trusted 
pre-computed identifier mappings; if such pre-computed 
mappings are unavailable, an attempt is made to map 
identifiers based on exact sequence matches of their 
underlying sequences to UniProt and other sources of 
sequence data whose identifiers are stored in LinkHub. 

Efficient, exact sequence matching programs were devel
oped and used to do quick inter-database cross-referenc
ing or alignment based on exact sequence matches (e.g. to 
cross-reference TargetDB to UniProt, see below). A custom 
Perl module was developed and used to index UniProt 
(and in general sequence databases in FASTA format [46]) 
to support this fast exact sequence matching. Specialized 
Perl web crawlers and other scripts were written to fetch 
and extract data from different sources in different for
mats; identifiers, identifier relationships, and other 
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related information were extracted from the sources and 
inserted into the LinkHub MySQL database (which is also 
converted to RDF and inserted into the RDF version of 
LinkHub; see below). A running instantiation of the 
LinkHub system is at http://hub.gersteinlab.org and http:/ 
/hub.nesg.org, and it is actively used and populated with 
data from the Gerstein Lab [47] and related to the lab's 
research interests. Thus while the ideas of LinkHub can be 
applicable more generally to biological data, the concrete 
instantiation of LinkHub focuses heavily on proteomics 
data, as that is a key research initiative of the Gerstein Lab. 
The "hub of hubs" relationship described above has 
already been established between UniProt and LinkHub 
(i.e. UniProt hyperlinks to the LinkHub instantiation and 
cross-references to it in its DR lines). In addition, LinkHub 
cross-references the proteins which are targets of the struc
tural genomics initiative (obtained from the TargetDB 
resource [48]) to UniProt and the LinkHub instantiation 
serves as a "related links" and "family viewer" (more 
below) gateway for the Northeast Structural Genomics 
Consortium (NESG) [49] with which the Gerstein Lab is 
affiliated. Additional focuses of the LinkHub instantiation 
are yeast resources, macromolecular motions [13], and 
pseudogenes [50]. 

LinkHub database models 
LinkHub is conceptually based on the Semantic Web 
(graph) model and we thus represent it and store it in 
RDF. RDF is a popular data model (or ontological lan
guage) for the Semantic Web that represents data as a 
directed labelled graph. Essentially, in RDF URIs [51] are 
used for globally unique naming of the nodes (which rep
resent objects) and the edges (which represent relation
ships between nodes) of the graph, and literal values may 
also be used in place of pointed to nodes. In addition, 
RDF comes with query languages (e.g., RDQL [52]) to 
allow the user to pose semantic queries against graph 
data. While there are more advanced ontological lan
guages such as the Web Ontology Language or OWL [53] 
that support data reasoning based on Description Logics 
or DL [54], RDF is easy to learn and use and much can be 
effectively modelled with it. For example, the benefits of 
representing proteomics data in RDF were discussed [9] 
and UniProt data has also recently been made available in 
RDF format [55]. However, there could be a potential 
problem in performance and scalability when using the 
new RDF database technology, which can be an important 
impediment to more active and widespread use of the 
Semantic Web. In this regard, the creation of high-per
formance RDF databases should be a research priority of 
the Semantic Web community. Thus, while we would ide
ally use only RDF, to support LinkHub's practical daily use 
for its web interactive interfaces we also model and store 
its data using relational database technology (MySQL) for 
efficiency and robustness. A drawback is that relational 
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databases do not naturally model graph structures or pro
vide efficient graph operations for which special proce
dural codes are necessary (e.g. for the "path type" view 
described below). It is straightforward mapping between 
the relational and RDF versions of LinkHub and we have 
written Java code to do this. 

The relational structure of LinkHub, shown in figure 4a, 
reflects how the graph of biological identifier relation
ships and associated data, such as URLs of identifier-spe
cific web pages, are managed and stored. Biological 
identifiers are stored in the identifier table and are typed, 
where the identifier_types table gives the type. Thus, for 
example, two different identifiers in separate databases 
which happen to have the same identifier text can never
theless be distinguished by differing identifier types 
(based on the databases they come from). The mappings 
table is used to store the relationships between identifiers, 
with the "type" attribute giving the description or mean
ing of the relationship. The identifier table thus gives the 
nodes and the mappings table the edges of the graph of 
biological identifier relationships. The resource, 
resource_accepts, and link_exceptions tables together 
manage and store URLs for identifier-specific web pages 
(e.g. the web page at UniProt giving specific information 
particular to some UniProt identifier). The basic idea is 
that web resources such as UniProt have template URLs 
which can be interpolated with particular identifiers to 
generate identifier-specific URLs. The resource table con
tains a short name, longer description, and the template 
URL of web resources such as UniProt. The 
resource_accepts table lists the particular types of identifi
ers that can be interpolated into a resource's template 
URL, as well as an exception type except_type. The excep
tion type is to handle cases where not all identifiers of an 
accepted type are legal, i.e. some of the identifiers cannot 
be interpolated into the template URL to generate a valid 
URL. If except_type is NONE then there are no exceptions 
and all identifiers of the type are accepted. Otherwise 
except_type has value NACC or ACC. If except_type is 
NACC, then the exceptions are explicitly given in the 
link_exceptions table (i.e. the identifiers in the 
link_exceptions table of the given type for the resource are 
the ones that cannot be interpolated into the template 
URL, and all other identifiers of the type CAN be interpo
lated). If except_type is ACC then the behaviour is the 
opposite: the identifiers NOT listed in the link_exceptions 
table are the exceptions and the ones explicitly listed are 
the only ones that can be interpolated into the resource's 
template URL. NACC and ACC exception types are both 
supported to allow the most efficient handling of excep
tions, i.e. whichever is smaller between the set of accepted 
identifiers and the set of exception identifiers can be listed 
in link_exceptions thus minimizing the amount of space 
necessary for storing exceptions. The resource_group table 
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supports grouping of web resources, e.g. all web resources 
maintained by the Gerstein Lab or relating to protein 
structure. Finally, the resource_attribute table allows free 
text attributes to be associated with web resource, however 
it is not currently used. Figure 4 also provides details of 
the LinkHub RDF model and how it is related to the rela
tional model; a simple example RDF graph is also given. 

LinkHub web interfaces 
The primary interactive interface to the LinkHub database 
is a web-based interface (implemented using the so-called 
AJAX technologies [56], i.e. DHTML, JavaScript, DOM, 
CSS, etc.) which presents subsets of the graph of relation
ships in a dynamic expandable/collapsible list view. This 
interface allows viewing and exploring of the transitive 
closure of the relationships stemming from a given iden
tifier interactively one layer at a time: direct edges from the 
given identifier are initially shown and the user may then 
selectively expand fringe nodes an additional layer at a 
time to explore further relationships (computing the full 
transitive closure is prohibitive, and could also cause the 
user to "drown" in the data, and we thus limit it initially, 
and in each subsequent expansion, to anything one edge 
away, with the user then guiding further extensions based 
on which relationships he would like to explore). Figure 2 
is a screenshot of the interface and gives more details of it. 
The second, "path type" interface presents results the same 
as the first interface (i.e. dynamic expandable/collapsible 
list view) but allows users to query and view particular 
identifier type paths in the LinkHub graph. For example, 
one might want to view all proteins in some database in 
the same Pfam family as a given protein; in LinkHub Pfam 
relationships are stored for UniProt proteins, so one could 
view the fellow family members of the given protein by 
specifying to view all relational paths in the LinkHub 
graph whose identifier types match: 

Given protein in database → equivalent UniProt protein 
→ Pfam family → UniProt proteins → other equivalent 
proteins in database. 
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Figure 4 
LinkHub relational and RDF data models. (a) LinkHub relational model (b) An example RDF graph of two statements or 
triplets: (Q60996, gene_annotation, GO:0005634) and (Q60996, protein family, PF01603), which describe that there is a pro
tein (Q60996) whose gene annotation is identified by GO: 0005634 and protein_family by PF01603. This also exemplifies using 
an RDF graph to connect multiple resources. Here, it connects UniProt, Gene Ontology, and Pfam. The detailed description 
associated with each identifier can be provided by the corresponding resource (the URL or URI can provide access to such 
detailed descriptions). (c) Illustrates how the key LinkHub relational tables identifier_types, identifiers, and mappings (repro
duced above the RDF structure) are mapped to the corresponding RDF structure. The resulting RDF graph captures different 
types of object identifiers stored in different databases and the relations (or mappings) between these object identifiers. The 
mapping types are explicitly represented as RDF properties. (d) Shows how the rest of the LinkHub relational tables (repro
duced above the RDF structure) map to the RDF structure. The resulting RDF graph captures the different web resources 
(which can be grouped) accessible by LinkHub. In addition, the graph captures information about which web resources accept 
which types of object identifiers, as well as exceptions. 
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Abstract 
Background: Many proteomics initiatives require a seamless bioinformatics integration of a range 
of analytical steps between sample collection and systems modeling immediately assessable to the 
participants involved in the process. Proteomics profiling by 2D gel electrophoresis to the putative 
identification of differentially expressed proteins by comparison of mass spectrometry results with 
reference databases, includes many components of sample processing, not just analysis and 
interpretation, are regularly revisited and updated. In order for such updates and dissemination of 
data, a suitable data structure is needed. However, there are no such data structures currently 
available for the storing of data for multiple gels generated through a single proteomic experiments 
in a single XML file. This paper proposes a data structure based on XML standards to fill the void 
that exists between data generated by proteomics experiments and storing of data. 

Results: In order to address the resulting procedural fluidity we have adopted and implemented a 
data model centered on the concept of annotated gel (AG) as the format for delivery and 
management of 2D Gel electrophoresis results. An eXtensible Markup Language (XML) schema is 
proposed to manage, analyze and disseminate annotated 2D Gel electrophoresis results. The 
structure of AG objects is formally represented using XML, resulting in the definition of the AGML 
syntax presented here. 

Conclusion: The proposed schema accommodates data on the electrophoresis results as well as 
the mass-spectrometry analysis of selected gel spots. A web-based software library is being 
developed to handle data storage, analysis and graphic representation. Computational tools 
described will be made available at http://bioinformatics.musc.edu/agml. Our development of 
AGML provides a simple data structure for storing 2D gel electrophoresis data. 

Background post-genomic era due to the sheer volume and diversity of 
The dissemination of information gathered by high experimental data. The challenge is compounded by the 
throughput methods is particularly challenging in the lack of widely accepted standards for all but the most well 
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established methods. This is especially true in the field of 
proteomics [1] due to competing methodologies and the 
need for some measure of user intervention in data 
annotation. 

Proteomics for a major part relies on experimental analy
sis to identify and elucidate proteins in the cell. One of the 
major experimental methods used in the identification of 
proteins is 2D gel electrophoresis (2DE) coupled with 
mass spectrometry (MS). 2DE/MS systems have the ability 
to identify a large number of proteins in a single sample. 
Studies have shown that 2DE/MS systems could identify 
somewhere in the region of thousands of proteins per 
sample [2-4]. Thus, the amount of information obtained 
by 2DE/MS is enormous in terms of data. In addition, the 
choice of 2DE "spots" to analyze through MS is often the 
object of human intervention. Finally, the 2DE gel matrix 
is characterized by heterogeneity that results in distortion 
in the electrophoretic migration pattern. These properties 
place a high demand on pre-processing, thus requiring to 
manually curate the gels. The experimental procedures 
adopted may vary depending on the researcher, but typi
cally results in the creation of a composite representation 
of repeat analysis often designated as an annotated "vir
tual gel". The protein isolates (spots) are subsequently 
analyzed by mass spectrometry and referenced to the nor
malized position in the composite representation (i.e. the 
virtual gel). The procedure described outlines not only the 
need of a standard notation to represent the diverse data 
generated in the process but also the need for support-
intensive manipulation by both users and computational 
tools specific to the analytical equipment used. Finally, 
the stored common representation will also need to be 
regularly updated by bioinformatic tools that automati
cally query ever-enlarging public repositories. 

The eXtensible Markup Language (XML) is particularly 
well suited to represent biological data and methods and 
is presently the consensus choice in most areas [5-11]. 
Accordingly, XML syntax notation was used in this report 
to identify a suitable syntax for data collected by 2DE/MS 
systems, which was designated as Annotated Gel Markup 
Language (AGML). XML notation provides a structured 
document representation of 2DE/MS experimental data 
that can be transmitted over the Web as universally under
standable, self-describing documents. The main advan
tage in XML is that data could be integrated in context 
within a single document, thereby making the data imme
diately meaningful to a reader, human or machine. 

The recent proposals for a formal model to represent a 
proteomics workflow such as PEDRo (Proteomics Experi
ment Data Repository) [12] and HUPO ML http:// 
psidev.sourceforge.net/proteomics, provides a structure 
for proteomics experiments. The model covers many 
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aspects of a proteomics experiment including sample ori
gin, separation techniques and mass spectrometry data 
analysis. However, it does not provide a structure for stor
ing and dissemination of 2DE/MS data for multiple gel 
runs generated from a single experiment in the same XML 
file. PEDRo puts a much stronger emphasis on MS Analy
sis, while AGML is clearly 2DE centric. PEDRo and HUPO 
ML framework consist of many distributed entities that 
need software from the authors to see it. AGML however, 
consist of one XML file with all the relevant information 
on that experiment. Also, AGML is always stored as a XML 
file. Additionally, there are similar projects, such as SASH
IMI http://sashimi.sourceforge.net/, that have been devel
oped to provide XML markup to mass spectrometry data 
and GAML http://www.gaml.org that have been devel
oped to store and archive analytical instrument data. 
AGML and GAML (Generalized analytical markup lan
guage) bear a structural similarity to each other, however 
its functions and reasons it was developed for are quite 
different. For example, GAML stores and archives data 
from analytical instruments, on the other hand AGML 
stores and archives data from 2DE/MS experiments. 

Thus considering the diversity of the data generated 
through 2DE/MS experiments and a lack of a universal 
structure for storing and dissemination of 2DE/MS data, 
we propose AGML as a common representative language 
for storing and disseminating 2DE/MS experimental data. 

Results 
AGML version 1.0 was created and implemented as 
described in Figure 1 using Unified Modeling Language 
(UML). Many AGML elements are optional, although 
some are required to identify the data. This allows the user 
to use the markup even when not all the necessary infor
mation is available. The user can then enter the informa
tion as it becomes available. An AGML document 
describes one 2DE/MS experiment that may include one 
or many gels and, the conditions under which the gels 
were run. In addition, it also includes a virtual image, 
often designated as the virtual gel, generated as a compos
ite of real gels as described under materials and methods. 
It should be noted that many commercial gel analysis soft
ware packages accommodate the composition of virtual 
gel documents. Accordingly, the virtual gel information 
would have to be parsed from the results file generated by 
the package. The following is a description of the imple
mentation of AGML schema. 

Gel information Section 
This section consists of two sub-sections: 
<sample_type>describing the sample information and the 

tion describing the running conditions. 
ormation includes the tissue type and the 
from where the sample was collected. 
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Unified Modeling Language (UML) representation of AGML data model

BMC Bioinformatics 2004, 5 http://www.biomedcentral.com/1471-2105/5/9 

Figure 1 
Unified Modeling Language (UML) representation of AGML data model. The dashed line separates the spot-specific from the 
gel-specific data described in the text as distinct AGML sections. The separation reflects an analytical distinction between the 
electrophoretic component from the image analysis and mass spectrometry. However, the integration in the common AGML 
document is seamless. It is represented here for explanatory purposes only. The UML diagram represented was generated 
using FUJABA http://www.fujaba.de/. 

Under the sample information the user could include as 
much information as deemed useful. 

The next section gives a description of the running condi
tions under which the gels were run. It includes tags for 
the description of the apparatus and chemicals used in the 
experiment. Additionally, under <sample_prep>element 
the details of the sample preparation protocol or other rel
evant material could be included. 

Under the element tag <first_dimension>, many tags are 
available to include different variables used during the iso 
electric focusing period in a 2DE experiment. For exam
ple, tags are provided to markup the gel type, gradient 
type, carrier ampholytes used, and the pH range 
employed in the iso-electric focusing. In addition, tags are 

also provided to markup the length of rehydration of the 
gel and the running conditions for the isoelectric focusing. 
Under the element tag <second_dimension>, information 
regarding the second dimension in 2DE experiment could 
be recorded. Tags provided in this section include the 
<apparatus>to identify the type of the apparatus used, 
<gel_composition>to describe the composition of the gel. 
Additional description of the tagging system is detailed for 
integrated documentation of individual spots and the var
ious gels that include them. The self-descriptive nature of 
the XML notation greatly simplifies this task, particularly 
when accompanied by a UML diagram as represented in 
Figure 1. 
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Spot Information Section 
The spot information section consist of two sections 
namely <virtual>describing the virtual gel and 
<reals>describing the real gel characteristics. The <vir
tual>is a composite representation of all the annotated 
spots found in the distinct real gels. The main advantage 
in having a virtual gel is the comprehensive consensus 
representation of all the annotated spots, i.e. identified or 
characterized spots, in the entire 2DE/MS experiment. 

The <reals>tag consists of the markup to identify spot 
information relating to a gel run in a 2DE/MS experiment. 
Within the <reals>, tags are provided to identify each spot 
within a given real gel (<real>). Since a gel has many pro
tein spots, under the <spots>tag many <spot>elements 
could exist. Each <spot>tag, however, has other element 
that uniquely identifies that spot within the gel. These 
include a unique id (<ssp_num>), pH (<spot_pi>), molecu
lar weight (spot_mw>) and additional parameters. Addi
tionally, if this spot was subjected to MS and identified, 
tags are provided to include the data generated through 
this process. These include among other tags <database>, 
<search_engine>and, <species_limitations>(see Fig. 1 and 
web link). 

When all the data specific to real gels are completed, the 
virtual gel can be automatically composed within the 
AGML document. The virtual gel consists of all the spot 
information as <reals>, but with an additional tag, 
<real_gel_id>, to indicate from which real gel the spot 
information comes from. The software to generate a vir
tual gel and real gels was written in PHP and Java® (see 
availability). The tag specifications are constantly being 
updated; as such please see the AGML 1.0 web site for the 
latest tag descriptions (see availability). 

Data Input and Data Display 
The method employed was generated for processing and 
display of data generated by PDQUEST® software (Bio-
RAD, Hercules, CA, USA). However, the proposed XML 
schema can be used to annotate any type of 2DE gel data. 
The AGML data is displayed by way of a Java applet 
through a web interface (Fig. 2). The current implementa
tion displays a web page that includes the virtual gel and 
sample information. Links are provided to access the real 
gels and spot information. Text file generated from 
PDQUEST can easily be uploaded, XML generated and 
viewed. The spots that are in the virtual gel are highlighted 
in the real gels with a different color to indicate where 
each spot came from. 

Discussion 
The aim of this paper is to propose standard XML syntax 
for data exchange and visualization of 2DE/MS experi
mental data that is designated as the annotated gel 
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markup language (AGML). However, this does not limit 
adapting AGML, a XML application, for data storage [13]. 
The proposed AGML syntax captures the essence of a 2D 
gel experiment and its pertinent MS data, and conveys 
enough information to analyze and replicate the results. 
The need to go beyond a format for data storage in the 
development of the AGML syntax is justified by the 
diverse set of methods involved and, the enduring obsta
cles to full automation. The need for a common format to 
manipulate as well as to store the data is captured by the 
concept of annotated "virtual gel". This practical solution 
was reflected in the identification of the data model and 
ultimately mimicked by the AGML schema. 

AGML syntax could easily be adapted by other applica
tions to present the data in XML format. In this specific 
application the 2DE experimental data was generated 
using PDQUEST coupled with a MicroMass MALDI-TOF 
instrument using MassLynx and Micromass global server 
software for protein identification (MicroMass, Manches
ter, U.K.). The data generated from a 2DE/MS experiment 
using the above instrumentation is stored using the man
ufacturer specific formatting as tab-delimited files. This 
text file is then converted to AGML syntax through a web 
interface using software written in PHP (see availability). 
The conversion of the tab-delimited file to AGML syntax 
and, if requested, web-based graphical representation, is 
fully automated. The latter application illustrates the 
advantage of using AGML as a common format as the 
graphical displaying is in effect a web-based service avail
able for any dataset represented in our proposed AGML 
syntax notation. Registered users can then decide whether 
to deposit the AGML to the database. Since AGML con
forms to the XML rules, it's highly flexible and simple to 
modify [5]. This adaptability of the syntax, also known as 
content scalability, helps in defining new elements when 
new information is acquired through 2DE/MS experi
ments. This is a great asset in an emerging field like pro
teomics where new information is discovered at a rapid 
pace, which requires a constant adaptation of the prevail
ing data model. 

In the field of bioinformatics experimental data needs to 
be analyzed, stored, updated and exchanged often by 
researchers [5]. To this effect, a bioinformatics infrastruc
ture built around AGML will fulfill all these aspects for 
2DE/MS experimental data. The ultimate goal of develop
ing the AGML syntax, is to enable proteomics research to 
move into the 'browsing mode' of searching through exist
ing information databases along similar lines as proposed 
by Aebersold [14,15]. 

The proposed AGML document contains the experimental 
procedure, the experimental results and the composite vir
tual gel. It is useful to compare the proposed standards 
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A Sample screenshot of the AGML Visualizer in action

BMC Bioinformatics 2004, 5 http://www.biomedcentral.com/1471-2105/5/9 

Figure 2 
A Sample screenshot of the AGML Visualizer in action. AGML Visualizer software is capable of reading AGML documents and 
display a visual representation of virtual and real gels described in the AGML document instance. In this representative figure, 
the real gel is shown as the small figure atop the virtual gel. Left side of the gel depicts all the pertinent information regarding 
the gel (gel information as described in methods). The right side of the gel displays the information on a particular spot (spot 
information as described in methods). The AGML Visualizer is based on the AGML schema proposed in this paper. 

with related work in transcriptomics. For example, MAGE
ML [16] has the representation of DNA array data in XML 
format as the sole purpose. A similar focus on representa
tion of data is found in ProML [17], which only includes 
the protein sequence information while not making 
allowances for the description of the methodological pro
cedure followed. The advantage in incorporating both the 
experimental procedure and the results, as we have pro
posed in AGML, is that the data could be understood in 
the context of the experiment. The methodological detail 
facilitates repeating the experiment documented in AGML 
by another researcher. Arguably, the need to include 
methodological detail in AGML reflects unresolved meth
odological challenges in proteomic profiling based on 2D 
gel electrophoresis, a lesser problem in sequencing or 
transcriptomics projects. 

AGML can be incorporated to be used with large descrip
tors of proteomics information. Using XML namespace 
rules, AGML markup can easily be incorporated into any 
other schema. Specifically, the PEDRo model proposed by 
Taylor et al. explicitly accommodates the representation 
of 2DE/MS data [12] where AGML could be particularly 
useful. AGML by no way replaces the structure envisioned 
by PEDRo; instead proposes an XML format for handling 
2DE/MS data that can be incorporated into the existing 
large schemas such as PEDRo. In order to transmit subsets 
of information from this repository, the PEDRo model 
has to employ other methods [12]. Accordingly, the 
PEDRo model could use AGML syntax to transmit the 
description of individual 2DE/MS experiments. For that 
purpose, the AGML could greatly benefit from general-
purpose XML translation languages (e.g. XSLT). Addition
ally, with the wide use of resource description framework 
(RDF, http://www.w3.org/RDF), AGML can easily be 
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incorporated into other proposed model frameworks that 
have been written in XML. Thus incorporating the 
strengths of AGML, such as storing multiple gel runs per 
experiment in the same file, with the strengths of other 
proposed models such as PEDRo and HUPO ML. 

Conclusions 
AGML notation provides users with a compact representa
tion scheme for 2DE/MS experimental data that can be 
delivered over the World Wide Web as universally under
standable self-defining documents. In addition to the 
advantages inherent to representing information as alpha
numeric strings that can be easily stored, transmitted 
between machines and between applications using 
emerging XML technologies such as SOAP, AGML is par
ticular suitable for usage in the development of proteom
ics web-services. The emphasis of AGML to accommodate 
not only the data but also methodological detail reflects 
unresolved methodological challenges in proteomics pro
filing based on 2D Gel Electrophoresis. The proposed 
AGML syntax was developed for an integrative bioinfor
matics infrastructure encompassing a facility for high 
throughput 2DE/MS, a computational biology group ana
lyzing the data and, finally, researchers and clinicians col
lecting the samples in a concerted effort to identify 
proteomic profile patterns indicative of various degrees of 
active disease or predisposition thereof. As such AGML 
syntax is ideal for incorporation into complex proteomics 
schemas such as PEDRo, as well as storing information as 
a standalone applications, due to XML's self-describing 
nature, for future reference. 

Methods 
Design principles 
For the purpose of AGML, we attempted to include all 
essential information that is required to identify a spot 
generated in a 2D-gel electrophoresis experiment. In order 
to accomplish this we used meaningful syntax familiar to 
investigators in the field to markup the data and kept the 
markup to the sufficient minimum. The latter is impor
tant to reduce the size of the document, which is impor
tant in storage and transmission. Also, the syntax used 
does not constrain the meaning of the data it holds. The 
syntax was designed merely to provide a placeholder in 
context for the data. An AGML document can represent 
one 2DE/MS experiment consisting of the sample infor
mation, running conditions and spot data of several gels 
(known as real gels) that were run per experiment (Fig. 1). 
In addition, the AGML document should also contain a 
composite representation of the set of real gels, known as 
the virtual gel, that represents the annotated spots of the 
real gels. The virtual gel concept developed in AGML pro
vides a representation of all the gels per experiment that 
have their spots identified and annotated represented in 
one virtual gel. This is somewhat different from other uses 

http://www.biomedcentral.com/1471-2105/5/9 

of the virtual gel concept in proteomics where it is meant 
to represent a reconstructed gel, whose molecular weight 
information is acquired by mass spectrometry rather than 
by gel electrophoresis [18]. In keeping to these guidelines 
we propose the following structure for the XML applica
tion AGML. An implementation decision was taken to fol
low a recommendation that all tags be elements with no 
attributes [19]. This is because the elements in AGML 
schema represent the logical units of information and fur
ther clarification, in our view, was not required. 

Structure of AGML documents 
The AGML documents consist of two main sections: the 
gel information section, and the spot information section 
(Fig. 1). The gel information section describes the infor
mation about the sample and the conditions under which 
the sample was run. The spot information section consists 
of the spot information in each gel. Two subsections make 
up the spot information section, one that holds informa
tion about the 2DE gels (known as real gels) and the other 
the reconstructed virtual gel. The virtual gel represents the 
annotated spots in the real gels. In addition, under the 
root element, elements are included to identify a specific 
AGML document. Thus, the main features of the structure 
of an AGML document are as follows: 

Gel information section 

1) Sample section 

Describes the pertinent information about the sample. 

2) Conditions sections 

Describes 2DE-running conditions. In addition, it also 
contains the instruments used, protocols and reagents. 

Spot information section 

3) Virtual gel section 

Describes the virtual representation of all the annotated 
spots of real gel data. 

4) Real gel section 

Stores the data from the 2DE experiment that were run per 
experiment. It can contain any number of 2DE gels that 
describes the specific experiment. It can also include addi
tional information from the mass spectrum of the protein 
spot that was used for the protein identification. 

XML schema for the proposed AGML structure and the 
elements defined in the schema are available on the 
AGML web site http://bioinformatics.musc.edu/agml. 
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2.771J BEH.453J HST.958J Biomedical Information Technology 
 

DESIGN AND IMPLEMENTATION OF BIOLOGICAL PATHWAY 
INTERACTION DATABASE SYSTEM (PID) 

 
 

1. BACKGROUND 
 
 

1.1  Objectives 
 

Upon completion of the assignment, the student should be able to: 
 

• Construct an enhanced entity relationship model at a conceptual level 
• Map the model into a relational database system 
• Implement the given schema on a relational DBMS 
• Use a database language for manipulating and querying the data 

 
 

1.2 Nature of Assignment 
 

This is an individual assignment. Discussion is allowed. However, submissions must 
be your original work. Plagiarism will be heavily penalized.  
 

 
1.3 Hardware and Software Resources 

 
 

Machines DBMS 
Participant’s laptop PostgreSQL server 

 
 

1.4 Introduction 
 

The assignment covers the portion of the course concerning data modelling, data-
base design and implementation. However, you are encouraged to include aspects 
for improving the efficiency, presentation etc. 

 

The overall aim of the assignment is to develop an application based on a given data 
model using a chosen database management system. This exercise will bring you 
through the crucial first part of the life cycle of a database application. The PID 
database will be used as a case study. The assignment is made up of 2 components 
(Part A and Part B).  
 
Part A involves: 

• constructing the Entity-Relationship (ER) model for PID  
 

Part B involves: 
• mapping the ER model to a relational database schema 
• implementing the database using PostgreSQL. Data for populating the 

database are adapted from the Syndecan-1-mediated signaling events 
pathway in PID. 

• constructing SQL query statements 
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2. DESCRIPTION OF THE ASSIGNMENT 

 
 
The description of the application is given in the appendices. This includes the back-
ground and general requirements of the application, conceptual information about the 
system and a list of queries that must be fulfilled as a minimum. 

All submissions must be type-written. That is, no hand written solution will be 
accepted. 
 
2.1 Part A:  Creating an ER Diagram

 
The appendices give conceptual information about the database requirements. Based 
on the provided information, construct a suitable ER diagram.  

The followings are required to be submitted to the stellar website by September 30th, 
2008 (12 AM Singapore Time).  
 

 ER Diagram 
 Semantic description of the attributes, entity-sets and relationships in your 

diagram 
 Any assumptions made for your design 
 Indicate all the feature(s)/specification(s) (if any) that CANNOT be captured 

by ER-diagram. 
 

Submission must be named in the following convention: 
<FamilyName>_HW1A.<FileFormat> 
 
2.2 Part B: Mapping of the ER Diagram onto Relations and Implementation of 

the Schema
 
The ER diagram (your solution) is to be mapped onto relations (tables). Follow the 
general guidelines covered during the lectures to produce suitable tables. The 
solution must clearly state the primary and foreign keys, the data type, the integrity 
constraints, additional constraints etc. It is expected that you submit your definition in 
textual form, e.g.  

CREATE TABLE name ( 
attr1 Datatype NOT NULL, 
attr2 Datatype, 
… 
PRIMARY KEY (attr1), 
FOREIGN KEY (attr3) REFERENCES name(attr1)  

ON DELETE … ON UPDATE …, 
  ); 

A graphical representation of your solution can be submitted in addition, however, this 
cannot substitute the textual schema definition. 

Solve the laboratory task by using the PostgreSQL Server – no other programs and 
submission types are allowed. The 
PostgreSQL_Mini_Installation_User_Guide.doc provides you with additional 
information.  

 
The schema has to be implemented in the provided relational DBMS, i.e. queries, and 
constraint have to be created. Make full use of the DBMS’s features to implement 
data integrity requirements (such as primary, foreign keys and unique constraints). 
Your database should be populated with data (Data_Adapted_From_PID.xml) 
adapted from the Syndecan-1-mediated signalling events pathway in Pathway 
Interaction Database (PID) for the demonstration of the DBMS with respect to the 
queries, constraints etc.  
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Course participants in Singapore are expected to demonstrate your project. 
Information regarding the demonstration will be provided at a later date. During the 
demo session, it is expected that: 

 
• New queries can be written and produce satisfying results. 
• Questions regarding the design and related issues can be answered 

appropriately. 
• The proper working of the DBMS is demonstrated.  

 

Course participants in MIT are expected to submit the database implementation file 
(.backup) and the query implementation file (.sql) for the following queries: 

• Query 1: Count the number of interactions involved in “Syndecan-1-mediated 
signaling events” pathway (Pathway ID: 200036) 

• Query 2: List the molecule_ID, name, EntrezGene_ID and UniProt_ID of the 
proteins with aliase “SYND1” 

 
• Query 3: List the names and molecule_ID of complexes having protein with 

UniProt_ID “O14936” as its component. 
 
• Query 4: List all the references providing physical interaction inference 

support (Evidence: IPI) for “Syndecan-1-mediated signaling events” pathway 
(Pathway ID: 200036). Arrange the output in ascending order of 
reference_ID. 

 
• Query 5: For pathway “Syndecan-1-mediated signaling events” pathway 

(Pathway ID: 200036), list the name, molecule_ID of all proteins involved in 
“modifications” interaction and state the interaction_ID and role of these 
proteins in these modifications interactions. Arrange the output in ascending 
order of molecule_ID followed by interaction_ID. 

 

The followings are required to be submitted to the class website by  October 9th, 
2008 (12 AM Singapore Time):  
 
All participants (Singapore and MIT) 

 Textual form of relational schema 
 Semantic description of the attributes and relations  
 Assumptions (if any) 

 
MIT participants only 

 Database implementation in .backup file format 
 SQL queries implementation in .sql file format 

 
Submissions must be named in the following convention: 
<FamilyName>_HW1B.<FileFormat> 
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APPENDIX A: CONCEPTUAL INFORMATION ABOUT PID 
 
The Pathway Interaction Database (PID, http://pid.nci.nih.gov) [1, 2], created by U.S. National 
Cancer Institute and Nature Publishing Group contains curated and peer-reviewed pathways 
composed of human molecular signaling and regulatory events and key cellular processes. 
PID seeks to address two issues affecting biological processes presentation: (1) arbitrariness 
of pathway boundaries, (2) knowledge capture at different level of details. PID has adopted a 
network-level representation, similar to Reactome, HumanCyc, and KEGG. PID is focused on 
signaling and regulatory pathways and contains only structured data which it links to. The 
data in PID are from several sources: (1) highly curated “NCI-Nature Curated” collection of 
pathways, (2) Reactomes, (3) BioCarta. 
 
PID: The Pathway Interaction Database.doc is a publication regarding the PID. The 
publication provides the description and requirements of the database. The provided 
information may be incomplete. You may wish to visit the PID website provided above for 
more information regarding PID. You may specify additional assumptions to address 
inconsistencies or missing information. These assumptions should be clearly specified in your 
submission. 

 

References 
1. Krupa, S., et al., An Introduction to the NCI Pathway Interaction Database. 2006. 
2. Schaefer, C.F., et al., PID: The Pathway Interaction Database. 2008, Nature 

Precedings. 
 
 

APPENDIX B: QUERIES (MINIMUM REQUIREMENT) 
 

 
1. Count the number of interactions involved in “Syndecan-1-mediated signaling events” 

pathway (Pathway ID: 200036) 

 
2. List the name, ID and type of all the molecules involved in “Syndecan-1-mediated 

signaling events” pathway (Pathway ID: 200036).  
 

3. List the name and ID of all the interactions that “Syntenin” is involved in.  
 

4. List the name, ID and modification of all the components in complex “Syndecan-
1/HGF/MET”  

 
5. Find the name, ID and role of all the molecules involved in modification interaction 

with interaction_ID 201725.  
 
 

 
 

© H.E. Chua, 2008                                               Page 4/4                              2.771J / 20.453J / HST.958J/Fall 2008 
 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

396
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://pid.nci.nih.gov/


MIT OpenCourseWare 
http://ocw.mit.edu

20.453J / 2.771J / HST.958J Biomedical Information Technology
Fall 2008

 
 
For information about citing these materials or our Terms of Use, visit: http://ocw.mit.edu/terms.  
 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

397
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://ocw.mit.edu
http://ocw.mit.edu/terms


2.771J / 20.453J / HST.958J Biomedical Information Technology 
 

 
PARSING AND QUERYING XML DOCUMENTS 

ASSIGNMENT II 
 
 

1. BACKGROUND 
 
 

1.1  Objectives 
 

Upon completion of the assignment, the student should be able to: 
 

• Develop Java programs to parse XML documents using SAX 
• Understand the schema of SBML and RDF-based markup languages 
• Use XQuery to query XML documents through Nux Java API 

 
 

1.2 Introduction 
 

The aim of this assignment is to develop a program that parses XML documents and 
answer queries on the documents using Java and XQuery. Submissions must be original 
work.  
 

 
1.3 Prerequisites

 
 Basic knowledge in Java programming is required (See Appendix A). 

 
 

2. DESCRIPTION OF ASSIGNMENT 
 
 

 BioModels (http://www.ebi.ac.uk/biomodels-main/) is a repository of mathematical models 
of biological interests. Models are stored under SBML format 
(http://sbml.org/More_Detailed_Summary_of_SBML), which is encoded in XML.   
 
Download the following models from BioModels: 
 

 Kholodenko1999_EGFRsignaling 
http://www.ebi.ac.uk/biomodels/models-main/publ/BIOMD0000000048.xml
 

 Sasagawa2005_MAPK 
http://www.ebi.ac.uk/biomodels/models-main/publ/BIOMD0000000049.xml

 
 

2.1  Using Java to parse and query XML documents 
 
Write a Java program to parse the above documents and answer the below queries: 

 
a. List all species that exists in both models 
b. List the 10th reaction in both models according to document order. 
c. In Sasagawa2005_MAPK, list all reactions that involves the species 

“MEK” or “SOS” 

Prepared by Boon-Siew Seah 
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d. In Sasagawa2005_MAPK, list all reversible reactions. For each 
reaction, show the Uniprot ids of the reactants and products 

e. For both documents, list all species that are involved in more than 3 reactions 
 
 
You must use the SAX API (see Appendix B) to process the XML documents.  Write a 
Java method to process each query without using XPath/XQuery. You may either print 
the answers on the screen or store them as XML documents. 

 
 Submit the following to the course website: 
 

 Java source code 
 A brief explanation of your algorithm 

 
2.2  Using XQuery  

 
 Nux (http://acs.lbl.gov/nux/index.html) is a Java toolkit that allows one to run XQuery 
queries on XML documents. Write a Java program to answer queries (a) to (e) in Section 
2.1 using XQuery. Refer to http://acs.lbl.gov/nux/index.html and Nux documentation to 
learn how XQuery can be processed using Nux Java API. You may either print the 
answers on the screen or store them as XML documents. 
 
 
 Submit the following to the course website: 
 

 Java source code 
 XQuery file for each query 
 A brief explanation of your algorithms  

 
 

3. APPENDIX A: JAVA PROGRAMMING GUIDES 
 

The fundamentals of Java can be found at http://java.sun.com/docs/books/tutorial/java/index.html.  
See http://java.sun.com/docs/books/tutorial/getStarted/cupojava/win32.html for a brief tutorial on how 
to install Java SE Development Kit (JDK), compile a simple Java source file, and run it. 
Download Eclipse IDE (http://www.eclipse.org), which simplifies the coding/compiling process. 
 
Java developer checklist: 

 Java Runtime Environment (http://java.com/en/download/manual.jsp) 
 Java SE Development Kit 6.0 (http://java.sun.com/javase/6/download.jsp ) 
 Eclipse IDE  (http://www.eclipse.org/downloads/)        

 
 

4. APPENDIX B: SAX PARSER GUIDES 
 

Tutorials on SAX Java API can be found at http://developerlife.com/tutorials/?p=29 and 
http://www.ibm.com/developerworks/edu/x-dw-xusax-i.html.  
 
 

Prepared by Boon-Siew Seah 
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Singapore–MIT Alliance

SMA 5304 Term Project Presentation

Constructing a Conformational 
Space of Pro-Ser-Thr Rich Non-

Globular Domains
Liu Chengcheng

HT081976J
CSB,SMA
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Singapore–MIT Alliance

Outline
• Rationale

Data integration

Software

• Proposed Approach

• Proposed Architecture

Data Retrieving

Format Converter

Data ontology

Data Loading&wearhouse
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Singapore–MIT Alliance

Rationale

• Phosphorylation on 
serine/threonine plays an 
important role in signaling 
pathways.

• Checkpoint proteins contain 
sequence motifs (in P-S-T-
rich domain) bound by SH2, 
SH3 etc.

• Data integration including 
usage of certain software to 
achieve a conformational 
space of such domain.

Diagram generated 
in Pathway Studio®
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Singapore–MIT Alliance

Data Integration

Logos removed for copyright reasons.
EBI: http://www.ebi.ac.uk/
HSSP: http://swift.cmbi.kun.nl/swift/hssp/
RCSB PDB: http://www.rcsb.org/pdb/
UniProt: http://www.uniprot.org/
PIR: http://pir.georgetown.edu/pirwww/
RefSeq: http://www.ncbi.nlm.nih.gov/RefSeq/
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Software for domain/motif scanning

• BlastProDom
• FPrintScan
• HMMPIR
• HMMPfam
• HMMSmart

HMMTigr
• ProfileScan
• ScanRegExp
• patternScan
• SuperFamily
• SignalPHMM
• TMHMM
• HMMPanther
• Gene3D

• Families
• Domains
• Repeats
• Sites
• Motifs
• Regions
• Other features

Protein’s Information InterProScan Package
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Singapore–MIT Alliance

Proposed Approach: 
Data Warehousing

NATURE REVIEWS| GENETICS VOLUME 4 | MAY 2003 |337-345

Image removed due to copyright restrictions. 
See Fig. 5 in: Stein, L. D. "Integrating Biological Databases." Nature Reviews 
Genetics 4 (May 2003): 337-345. doi:10.1038/nrg1065. 
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Proposed Architecture 
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Singapore–MIT Alliance

Data Retrieving

• Each database has a 
data retriever

• Parse and query the 
raw data

(e.g. Nux Java toolkit & 
XQuery)

• Include using software 

(e.g. patternScan)
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Singapore–MIT Alliance

Example: retrieve data from UniProt

• Start with a single modular domain e.g. SH3 (Src Homology 
domain)

• About 60 amino-acid residues in several cytoplasmic
protein tyrosine kinases (e.g. Src, Abl)

• five or six β-strands arranged as two tightly packed anti-
parallel β sheets 

• Binding to Pro-rich domain

• Binding pattern X-P-P-X-P or R-X-X-K

Image removed due to copyright restrictions.
“Ribbon diagram of the SH3 diagram, alpha spectrin, 
from chicken.”
http://en.wikipedia.org/wiki/File:1shg_SH3_domain.png
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Singapore–MIT Alliance

Flowchart

A new software to sample the conformations of 
the pro-rich region and generate files as retrieved 
data
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After searching
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Singapore–MIT Alliance

patternScan identifies two 
potential SH3 binding sites

A new software takes input file of pro-rich sequence

to generate sample conformations

Images removed due to copyright restrictions.

See http://www.blueprint.org/Home/trades.
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Singapore–MIT Alliance

Retrieved data in different formats

PROSITE

Flat Files

Entrez

SwissProt

UniProt

XML/RDF Files
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Singapore–MIT Alliance

Format Converter

• Specification of a DTD for the flat file

• Mapping attributes in the flat file to elements 
and attributes in the DTD

• Input flat files XML/RDF files by a format 
converter 

• Example: converting PROSITE flat file to XML 
file
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Singapore–MIT Alliance

Data Ontology
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Singapore–MIT Alliance

Data Ontology
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Singapore–MIT Alliance

Part of Data Ontology
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Singapore–MIT Alliance

Data Loading & Warehouse

• Loading approaches:

• Store and query XML 
using RDBMS?
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Singapore–MIT Alliance

Data Loading & Warehouse

• Loading approaches:

• Store and query XML 
using RDBMS?

• New architecture to 
store and query 
XML/RDF?
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Singapore–MIT Alliance

Data Loading & Warehouse

• Loading approaches:

• Store and query XML 
using RDBMS?

• New architecture to 
store and query 
XML/RDF?
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Singapore–MIT Alliance

issues

• Updates in source database

• Changes in warehouse maintainance

• Versions of software for converting and 
loading data
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Singapore–MIT Alliance
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Singapore–MIT Alliance

THANK YOU
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Singapore–MIT Alliance

TraDES

• TraDES (Trajectory Directed Ensemble 
Sampling) 

• Being composed to sample 
conformations of  Pro-rich non-globular 
domains

• To analyze statistically the accessibility 
of kinases or other binding proteins on 
such domains

• To output conformations of pro-rich 
non-globular domains that are most 
accessible

Images removed due to copyright restrictions.
See http://www.blueprint.org/Home/trades.
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Nux Tutorial 

d and extract nux-1.6.zip to D:/nux. 
ject properties window by selecting Properties from Project menu  
Project->Properties) 
uild Path, go to the Libraries tab1. 

 
1. Downloa
2. Open pro

(Menu->
3. In Java B
 

 
 
 
4. Click Add External JARs and add all jars in D:/nux/lib. Your build path should look like 

this: 

                                                
1 For screenshots copyright, see statement at the end of the document. 

 

BSD license statement has added to the document, per http://acs.lbl.gov/nux/license.html
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5. Expand Referenced Libraries in Package Explorer panel to see the classes and packages 

in the added Nux libraries. 
 

 
 
6. Create NuxTutorial class and add the code shown below (adapted from official Nux 

tutorial). Note the errors.  

BSD license statement has added to the document, per http://acs.lbl.gov/nux/license.html
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7. Next, we determine which libraries to “import”. Browse the Referenced Libraries 
packages to see where the classes are found. The class ResultSequenceSerializer, for 
example, is found in nux.xom.xquery.  

8. After fixing all the “import” errors, you should get the following: 

 
 
9. Use a text editor to save this XQuery in D:/nux/q1.xq: 
<bib> 
    { 
      for $b in doc("D:/nux/samples/data/books.xml")/BOOKLIST/BOOKS/ITEM 
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      where $b/AUTHOR = "Danzig"  
      return 
        <book> 
          { $b/TITLE, $b/AUTHOR, $b/PRICE } 
        </book> 
    } 
</bib> 
 
10. Run the program and should get the following output: 

 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

432
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Copyright statement for Nux screenshots: 

Nux software: Copyright (c) 2005, The Regents of the University of California, through Lawrence Berkeley National Laboratory (subject to 
receipt of any required approvals from the U.S. Dept. of Energy). All rights reserved.  

Redistribution and use in source and binary forms, with or without modification, are permitted provided that the following conditions are 
met:  

(1) Redistributions of source code must retain the above copyright notice, this list of conditions and the following disclaimer.  

(2) Redistributions in binary form must reproduce the above copyright notice, this list of conditions and the following disclaimer in the 
documentation and/or other materials provided with the distribution.  

(3) Neither the name of the University of California, Lawrence Berkeley National Laboratory, U.S. Dept. of Energy nor the names of its 
contributors may be used to endorse or promote products derived from this software without specific prior written permission.  

THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS" AND ANY EXPRESS OR 
IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND 
FITNESS FOR A PARTICULAR PURPOSE ARE DISCLAIMED. IN NO EVENT SHALL THE COPYRIGHT OWNER OR 
CONTRIBUTORS BE LIABLE FOR ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL 
DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE, 
DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER 
IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF 
THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.  

You are under no obligation whatsoever to provide any bug fixes, patches, or upgrades to the features, functionality or performance of the 
source code ("Enhancements") to anyone; however, if you choose to make your Enhancements available either publicly, or directly to 
Lawrence Berkeley National Laboratory, without imposing a separate written license agreement for such Enhancements, then you hereby 
grant the following license: a non-exclusive, royalty-free perpetual license to install, use, modify, prepare derivative works, incorporate into 
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ABSTRACT 

The Pathway Interaction Database (PID, http://pid.nci.nih.gov) is a freely available collection of 
curated and peer-reviewed pathways composed of human molecular signaling and regulatory 
events and key cellular processes. Created in a collaboration between the U.S. National Cancer 
Institute and Nature Publishing Group, the database serves as a research tool for the cancer 
research community and others interested in cellular pathways, such as neuroscientists, 
developmental biologists, and immunologists. PID offers a range of search features to facilitate 
pathway exploration. Users can browse the predefined set of pathways or create interaction 
network maps centered on a single molecule or cellular process of interest.  In addition, the 
batch query tool allows users to upload long list(s) of molecules, such as those derived from 
microarray experiments, and either overlay these molecules onto predefined pathways or 
visualize the complete molecular connectivity map. Users can also download molecule lists, 
citation lists and complete database content in extensible markup language (XML) and 
Biological Pathways Exchange (BioPAX) Level 2 format. The database is updated with new 
pathway content every month and supplemented by specially commissioned articles on the 
practical uses of other relevant online tools. 

INTRODUCTION 

The Pathway Interaction Database (PID, http://pid.nci.nih.gov) is a growing collection of human 
signaling and regulatory pathways curated from peer-reviewed literature and stored in a 
computable format. PID was designed to deal with two issues affecting the representation of 
biological processes: the arbitrariness of pathway boundaries and the need to capture 
knowledge at different levels of detail. Pathway boundaries are often arbitrary and overlapping: 
different biologists might include different biochemical interactions in, for example, “the p53 
signaling pathway”; and it is not unusual for two pathways representing distinct processes to 
have one or more interactions in common. This fuzziness simply reflects the fact that terms like 
“the p53 signaling pathway” and “the BCR signaling pathway” are high-level concepts of 
convenience, designating slices through the very complex mix of concurrent processes in the 
cell. An important goal of PID is to provide an operational definition of high-level concepts like 
“the BCR signaling pathway” (Figure 1) in the form of predefined pathways, while at the same 
time allowing a user to explore novel networks composed computationally from the universe of 
interactions underlying the predefined pathways. Current knowledge of the components of any 
given biological process is uneven. For example, for some protein interactants the precise post-
translational modifications might be known, while for other interactants perhaps the only sure 
knowledge is that the protein is “active”. PID provides descriptive mechanisms to cover both of 
these cases. The ability to represent information at different levels of detail is also useful in 
communicating generalizations. For example, it is sometimes useful to encapsulate a complex 
process such as cytoskeleton reorganization as a single event or to treat as a single entity a set 
of proteins such as Class 1A PI3Ks that are functionally equivalent in catalyzing a given event. 
PID has mechanisms for dealing with incomplete knowledge, for encapsulating complex events 
and for expressing generalizations.  
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PID has adopted a network-level representation, similar to Reactome (1), HumanCyc (2), and 
KEGG (3). Like Reactome and HumanCyc, PID annotates interactions with citations to the 
literature. PID differs from Reactome, HumanCyc, and KEGG in its focus on signaling and 
regulatory pathways; it does not attempt to cover metabolic processes or generic mechanisms 
like transcription and translation. PID contains only structured data and it links to but does not 
reproduce molecular information readily available from other sources, such as nucleotide or 
amino acid sequence, molecular weight, and chemical formula. The principal source of data in 
PID is the highly curated “NCI-Nature Curated” collection of pathways, but PID also includes two 
other sources of data: data imported into the PID data model from Reactome’s Biological 
Pathways Exchange (BioPAX) Level 2 (4) export, and an import of information from the 
BioCarta collection of pathways (Table 1). All data in PID is freely available, without restriction 
on use. Bulk downloads are available in BioPAX Level 2, a standard format for exchanging 
pathway information, and a PID-specific XML format at 
http://pid.nci.nih.gov/PID/download.shtml. 

DATA MODEL 

In PID, an interaction is an event with its participating molecules and conditions. A PID pathway 
is a network of these events connected by the participant molecules. PID recognizes four kinds 
of molecules: small molecules (called compounds), RNA, proteins, and complexes. PID 
recognizes five kinds of events: gene regulation (called transcription, but encompassing both 
transcription and translation), molecule transport (called translocation), small-molecule 
conversion (called reaction), protein-protein interactions (called modification), and black-box 
processes whose internal composition is not provided (called macroprocesses). In addition, an 
entire pathway can be abstracted and used as a single event in another pathway. As a 
participant in an event, a molecule may have one of four roles: input, output, positive regulator, 
and negative regulator. These roles define simple relations: an interaction consumes its inputs 
(but not its regulators) and produces its outputs; and the inputs, positive regulators and the 
absence of negative regulators are jointly the necessary and sufficient causes of the interaction. 

Each molecule in PID has a defining entity, called a basic molecule. Basic molecules are 
distinguished by their nucleotide or amino acid sequence (for macromolecules) or by their 
chemical formula (for small molecules). While PID does not record the sequence of a 
macromolecule or the chemical formula for a small molecule, each protein or RNA is associated 
with a UniProt or Entrez Gene accession and most small molecules are associated with 
Chemical Abstracts Service (CAS) registry numbers. A basic molecule has a primary name and 
may have multiple aliases. Each molecule use, as an interactant in an interaction or as a 
component of a complex, references its corresponding basic molecule. Each molecule use may 
have additional information, including post-translational modifications (for proteins) and cellular 
location and activity state (for all molecule types). 

A basic protein molecule has a single identifying UniProt accession associated with a particular 
amino acid sequence. If the particular isoform of a protein used in an intera

 be associated with an Entrez Gene id
od of identifying proteins is restricted al

3 

ction is not known, 
then the basic protein molecule may entifier instead of a 
UniProt accession; in PID, this meth most entirely to the 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

437
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 

uncurated section of the database imported from BioCarta. A use of a protein as a participant in 
an interaction or component of a complex may have additional attributes: post-translational 
modifications, an abstract activity-state attribute, and a cellular location attribute. Currently, PID 
uses 13 types of post-translational modifications, with phosphorylation being by far the most 
frequently used modification (Table 2). The abstract activity-state attribute, with values such as 
“active” and “inactive”, allows curators to distinguish functionally different forms of a protein 
even if the precise covalent modifications are not known. Values for the cellular location 
attribute are drawn from the Gene Ontology (GO) Cellular Component vocabulary (5). Cleaved 
subunits of a precursor protein are not distinguished by the post-translational modification 
mechanism; rather they are treated as basic protein molecules separate from each other and 
from the precursor. However, PID explicitly relates the cleaved subunit to its precursor and 
records the cleavage coordinates when these are known. A PID protein corresponds roughly to 
a BioPAX Level 3 proteinReference, while a BioPAX Level 3 protein corresponds to a PID 
protein use (with post-translational modifications and cellular location). 

PID allows the definition of generic proteins, complexes, small molecules, and RNA molecules. 
A generic molecule is called a family, but is not restricted to the traditional protein families 
defined by sequence similarity: any set of proteins (or other type of molecule) that are in some 
respect functionally equivalent may be grouped in a family. Individual protein members of a 
protein family may have post-translational modifications or activity-states. The family itself can 
be used as a participant in an interaction, or as a component of a complex. 

Because data are entered by multiple curators and because the database contains data from 
multiple sources, PID needs rules for determining equivalence of molecules. Two basic 
molecules that are neither families nor complexes are equivalent if they have the same external 
database accession (e.g., UniProt or Entrez Gene), or if, in cases where neither has an external 
database accession, they have the same name. Two molecule uses (as participant in an 
interaction or component of a complex or member of a family) are equivalent if they refer to the 
same basic molecule, and have the same (or no) post-translational modifications, and have the 
same (or no) activity-state attribute, and have the same (or no) cellular location attribute. Two 
basic families (or complexes) are equivalent if they have the same number of members (or 
components) and if for each member (component) of one, there is an equivalent member 
(component) in the other. These rules are applied recursively to define, for example, equivalent 
uses of complexes with components that are families. Equivalence of molecule uses is the basis 
on which novel networks are constructed: any two interactions in the database may be joined in 
a network if one interaction has a participant that is equivalent to a participant in the other 
interaction. Analogous rules of equivalence are implemented for interactions and entire 
networks, allowing equivalent (redundant) interactions to be pruned from the novel networks. 

An interaction may be supported by one or more citations to the literature. Currently, 3233 of the 
4293 interactions in the NCI-Nature Curated data source are annotated with at least one of 
2957 unique PubMed references. In addition, an interaction may b

cify the kind of evidence adduced in the cit

4 

e annotated with one or more 
evidence codes that spe ations in support of the 
interaction (Table 3). 
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A predefined pathway is a curated pathway representing a known biological process. At 
present, every pathway stored in the PID database is a predefined pathway and every 
interaction in the database is a member of at least one predefined pathway. However, the 
search and retrieval tools allow the user to compose novel pathways from interactions defined in 
the predefined pathways. This ability to recombine interactions and to thus create novel 
pathways is a distinguishing feature of PID. 

DATA CURATION 

Nature Publishing Group (NPG) editors create the NCI-Nature Curated pathways. Pathways 
selected for curation are based on potential drugs targets, suggestions made by users and 
reviewers, and other molecules known to be of interest to the cell signaling community. A list of 
NCI-Nature Curated pathways, along with a list of the pathways imported from Reactome and 
BioCarta, can be found on the Browse pathways page of the PID website: 
http://pid.nci.nih.gov/PID/browse_pathways.shtml 

In curating, editors synthesize meaningful networks of events into defined pathways and adhere 
to the PID data model for consistency in data representation: molecules and biological 
processes are annotated with standardized names and unambiguous identifiers; and signaling 
and regulatory events are annotated with evidence codes and references. To ensure accurate 
data representation, editors assemble pathways from data that is principally derived from 
primary research publications. The majority of data in PID is human; however, if a finding 
discovered in another mammal is also deemed to occur in humans, editors may decide to 
include this finding, but will also record that the evidence was inferred from another species.  
Prior to publication, all pathways are reviewed by one or more experts in a field for accuracy 
and completeness.  

WEB INTERFACE AND APPLICATION 

PID provides several query options: a simple query, an advanced query, a connected molecules 
query, and a batch query. In the simple query, the user provides the name, alias, or accession 
of a molecule or biological process; wildcarding is permitted. The query will return a list of all 
uses of the molecule, as simplex or as participant in a complex, and all uses of the biological 
process, in the database, with hyperlinks to visualizations of the relevant predefined pathways 
containing the queried entities. The user also has the option to visualize the novel network(s) 
that include all interactions using the queried entities. The advanced query allows the user to 
construct the set of novel networks from interactions that (a) involve any of a set of user-
specified molecules, or (b) are part of any predefined pathway whose name includes a user-
specified key word, or (c) have a user-specified GO Biological Process term or National Cancer 
Institute (NCI) Thesaurus (6) term as their event type or condition. An

n for including interactions that are im
ctions retrieved by molecule, pathway 
d molecules query allows a user to fin
s specified by name, alias, or accessi

orks satisfying the constraint, but the o
5 

 important feature of the 
advanced query is the provisio mediately upstream or 
downstream of the set of intera name, or GO/NCI 
Thesaurus term.  The connecte d a novel network that 
connects two or more molecule on. The query will find only 
one of the possibly many netw ne found will have the 
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minimum number of interactions. Finally, the batch query allows a user to upload one or two 
lists of molecule identifiers (name, alias, or accession). The user has two options: to analyze the 
number of molecules in the lists that “hit” each predefined pathway or to construct the novel 
network(s) that include all interactions using any of the listed molecules. For the first option, the 
query uses a hypergeometric distribution to compute the probability that each pathway in the 
database is hit by molecules in either of the lists. The query returns a list of pathways ordered 
by P-value. In the visualization of a predefined pathway (first option) or novel pathway (second 
option), molecules from the first list are colored blue, molecules from the second list are colored 
red, and any molecules appearing in both lists are colored purple. Supplementary Figure 1 
presents an example of invoking the batch query with a single molecule list, the 120 protein 
kinases found by Greenman et al. (7) to have at least one cancer-predisposing mutation.  
Selecting the predefined pathways option, one can see that this list samples a small number of 
pathways, biased toward immune cell signaling, at a P-value < 0.0001. 

While PID associates a single external database accession (typically a UniProt accession) with 
a protein, the query interface searches PID not only by UniProt accession, but also by related 
gene identifiers (HUGO symbol, alias, Entrez Gene identifier). Any predefined pathway or novel 
network can be visualized in either GIF (Graphics Interchange Format) or SVG (Scalable Vector 
Graphics) graphic mode. Network graphics are all automatically constructed from the underlying 
data using the GraphViz package (8). Events and molecule uses in the graphics are hyperlinked 
to HTML pages of information about the interaction or molecule. In addition, any predefined 
pathway or novel network can be exported in native PID XML or BioPAX Level 2 formats. Using 
the BioPAX export, a user can also visualize PID pathways in Cytoscape (http://cytoscape.org) 
a popular third-party network visualization tool (9). For any predefined pathway, the user can 
obtain (and export to tab-separated format) a list of literature citations and participating 
molecules. 

DISCUSSION AND FUTURE DIRECTIONS 

PID is a highly structured, curated database of molecular interactions and events that compose 
human cell signaling and regulatory pathways. A particular strength of PID is the ability to create 
novel networks that can reveal parallel alternative paths to events of interest, like activation of a 
protein or disassembly of a complex in the DNA repair process. In cancer biology, such a view 
can elucidate the variety of strategies that a given type of cancer may adopt, explain why a 
single-agent therapy is not effective, and suggest potential multi-agent therapies. Increasingly, 
molecular networks are recognized as frameworks for integrating and interpreting experimental 
data. For example, by using pathways as the integrating framework, The Cancer Genome Atlas 
project has mapped genomic abnormalities of different types -- copy number, mutation, and 
methylation – to a set of oncogenic processes (publication forthcoming). At present, most 
attempts to profile tumor subtypes have relied on DNA and RNA assays. However, as high-
throughput proteomic methods improve, the kind of detailed information on post-translational 
modifications of proteins available in PID will be essential in m

6 

apping more accurately the state 
of a cell. 
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Consistent with its focus on interactions and events derived from curated signaling cascades 
and regulatory processes, PID does not at present include interaction data deriving from high-
throughput protein-protein interaction experiments. This reflects not a judgment on the quality of 
high-throughput data but a recognition that there are databases specifically designed to provide 
access to this data (10, 11, 12). However, while it does not lead directly to the construction of 
signaling cascades, information from high-throughput protein-protein interaction experiments 
can be useful in interpreting the curated pathways and assessing their completeness. For 
example, a high-throughput protein-protein interaction experiment can identify an unexpected 
binding partner for a catalyst, suggesting the possibility that the in vivo presence of the partner 
can sequester the catalyst and thus turn off downstream interactions. In the future PID will allow 
users to take advantage of high-throughput protein-protein interaction data, either by allowing 
users to upload interaction sets to be added to the novel networks created by PID queries or by 
querying other data sources (such as Pathway Commons, http://pathwaycommons.org) as 
needed to support a user query. The PID data model is currently being integrated with NCI’s 
Cancer Bioinformatics Infrastructure Objects model (caBIO) (13), thereby making PID data 
accessible on NCI’s caGrid (14). 
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FIGURE 

 

 

 

Figure 1. BCR signaling pathway: The pathway header information includes the date of the 
latest revision; the data curation or import source; the curator; the reviewers; the stable pathway 
identifier; links to a pathway-specific molecule list and a pathway-specific references list; and 
links to pathway graphic and text data exchange format options. 
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TABLES 

 

 

NCI-
Nature 
Curated 

Reactome 
Imported 

BioCarta 
Imported

pathways 76 63 254
subpathways 40 753 0
interactions 4293 3466 3003
Proteins 2480 2692 4218
small 
molecules 129 617 205
complexes 1924 1897 880
 

Table 1: Summary of all data sources 

 

 

 

 

 

 

 

 

 

 

 

Modification Type 
All 
Uses 

Unique 
Modifications

acetylation 111 46
farnesylation 7 4
geranylgeranylation 2 2
glycosaminoglycan 9 2
glycosylation 135 14
hydroxylation 13 3
methylation 13 2
myristoylation 15 4
oxidation 8 4
palmitoylation 52 14
phosphorylation 7251 1039
sumoylation 50 10
ubiquitination 146 52

Table2: Post-translational modifications in NCI-Nature Curated data source 
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Code Evidence Kind Uses 
IAE Inferred from Array Experiments 2
IDA Inferred from Direct Assay 1694
IEP Inferred from Expression Pattern 27

IFC 
Inferred from Functional 
Complementation 11

IGI Inferred from Genetic Interaction 5
IMP Inferred from Mutant Phenotype 1598
IOS Inferred from Other Species 1077
IPI Inferred from Physical Interaction 1144

RGE 
Inferred from Reporter Gene 
Expression 278

 

Table 3: Evidence in NCI-Nature Curated data source 
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SUPPLEMENTARY DATA 

 

SUPPLEMENTARY FIGURE LEGEND 

Supplementary Figure 1. Batch query: The Batch query allows users to upload long list(s) of 
molecules identifiers (name, alias, or accession) and analyze the distribution of the molecules 
within predefined pathways (first option) or construct the complete set of network maps from 
interactions using  any of the molecules (second option). Two lists can be uploaded 
simultaneously in order to compare data sets (e.g. genomic copy number alterations and 
somatic mutations). For the first option, the query uses a hypergeometric distribution to compute 
the probability that each pathway in the database is hit by molecules in either of the lists. The 
query returns a list of pathways ordered by P-value. In the example in the figure a list of 120 
protein kinases containing at least one cancer-predisposing mutation (Greenman C., et al. 
(2007) Patterns of somatic mutation in human cancer genomes. Nature, 446;153-8)  was 
overlaid on the predefined pathways. The table below shows that this list of kinases samples 10 
predefined pathways at a probability of  P < 0.0001. A number of these pathways involve 
immune cell signaling. 
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PostgreSQL Mini Installation User Guide 

 

© H.E. Chua, 2008 Page 1 

Downloading and installation of PostgreSQL 

(Note: follow the PostgreSQL installation instruction from http://www.postgresql.org/download/. This 
document provides a summary of the installation process on the Windows XP system.) 

1) Download the installation package of PostgreSQL from http://www.postgresql.org/download/  
2) Install PostgreSQL 

 
You will see several screens like the ones below1:  
(1) Service configuration 

 

 

Enter a password of your choice 

The “Account error” dialog box will pop out 
the first time the service is configured. 

Click “Yes” to continue the installation 

                                                            
1 See license statement at the end of this document. 
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(2) Initialize database cluster 
 

 
 
 

(3) Set up procedural languages 
 

 

Enter a password of your choice. This will be the 
password for connecting to the local database  
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(4) Set up modules 
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(5) Complete the installation 
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Using PostgreSQL 

Additional documentations can be found in http://www.postgresql.org/docs/ . 
 

1) Start pgAdmin III and double-click on PostreSQL Database Server 8.3 

 

Enter the password you set for 
“Initialize database cluster” 

2) Create PID database  

 

Right-click on “Databases” and select “New 
Database...” in the pop-up dialog  

 BSD license statement has added to the document, per http://www.postgresql.org/about/licence
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Enter “PID” as the name of the database   

3) Create tables 

 

Right-click on “Tables” and select “New Table...” 
in the pop-up dialog  

 

BSD license statement has added to the document, per http://www.postgresql.org/about/licence
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Enter the table name  

 

4) Select data type 
(e.g. integer, text, 
Boolean, etc.) for this 
column 

3) Enter column name 

2) Click on “Add” to add a new 
column and edit the details for 
the column 

1) Click on “Columns” tab to 
start adding new column to the 
table 

 

BSD license statement has added to the document, per http://www.postgresql.org/about/licence
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Setting primary key, foreign key and unique constraints 

 

Primary key column should be 
set to non-null

 

1) Select “Constraints” tab 
4) Click on “Columns” tab. Select the columns 
to be included in the constraint. 

More than 1 column can be selected if required 

2) Select types of constraints 
(primary key, foreign key, or 
unique constraints) 

3) Click on “Add” to set the 
constraints. “New Primary 
Key...” dialog will pop up 

 BSD license statement has added to the document, per http://www.postgresql.org/about/licence
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4) Populate tables 

 

2) Click on this button to edit data in the selected table

1) Select the table to populate 

3) Populate or edit the values in the table 

5) Save/restore the database information 

s 

1) Right-click on the database you want to save and select 
“Backup…” in the pop-up dialog 

For restoring a backup file, select “Restore…” instead 

 BSD license statement has added to the document, per http://www.postgresql.org/about/licence
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1) Click on the browse button in “Backup Database” 
dialog box to select where you want to backup the 
file 

2) Save the backup file in the following format 
<FamilyName>_HW<AssignmentNumber> 

E.g. Chua_HW1B 

6) Construct SQL query  

 

1) Click on SQL button  

3) Run SQL query 

2) Enter SQL query 

 BSD license statement has added to the document, per http://www.postgresql.org/about/licence
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Copyright statement for PostgreSQL screenshots: 

Permission to use, copy, modify, and distribute this software and its documentation for any 
purpose, without fee, and without a written agreement is hereby granted, provided that the 
above copyright notice and this paragraph and the following two paragraphs appear in all 
copies. 
 
IN NO EVENT SHALL THE UNIVERSITY OF CALIFORNIA BE LIABLE TO ANY PARTY FOR DIRECT, 
INDIRECT, SPECIAL, INCIDENTAL, OR CONSEQUENTIAL DAMAGES, INCLUDING LOST PROFITS, 
ARISING OUT OF THE USE OF THIS SOFTWARE AND ITS DOCUMENTATION, EVEN IF THE 
UNIVERSITY OF CALIFORNIA HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH DAMAGE. 
 
THE UNIVERSITY OF CALIFORNIA SPECIFICALLY DISCLAIMS ANY WARRANTIES, INCLUDING, BUT 
NOT LIMITED TO, THE IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A 
PARTICULAR PURPOSE. THE SOFTWARE PROVIDED HEREUNDER IS ON AN "AS IS" BASIS, AND 
THE UNIVERSITY OF CALIFORNIA HAS NO OBLIGATIONS TO PROVIDE MAINTENANCE, SUPPORT, 
UPDATES, ENHANCEMENTS, OR MODIFICATIONS. 
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Biomedical Information Technology 
2.771J 20. 453J HST.958J SMA 5304 

Fall 2008 

Instructions for the Term Project 

Each student in the course is required to present a term project that illustrates 
the use of the course material in a real information technology case in biology or 
medicine. The actual content of the case can vary depending upon the student’s 
interests and existing skills. Projects can range from general studies of a class of 
problems and the recommendation of a solution to detailed implementations in 
running software.  

Preliminary Project proposals should be submitted using email by Tuesday, 
October 18 to the respective faculty on your side of the Pacific.  Microsoft Word 
documents are preferred because they can be easily edited electronically.  If that 
is not possible, use a PDF format. These proposals will be read and approved 
during the period October 20-30, with any required changes being negotiated 
using email during that time. Please use email during the week of October 13 if 
you have any questions regarding suitability of the chosen topic, etc.  In the 
cover sheet of your proposal, please list: 

•	 Your name 
•	 Your email 
•	 The title of your proposal 
•	 One to three paragraphs describing the project and your 

rationale for choosing it 
You may wish to include more than these elements to illustrate some of the 
implementation thoughts you have.  Diagrams are often useful. 

The project should be realistically scaled to represent 36-40 hours of work, i.e. 
about 9-10 hours of work for the four weeks between October 30 and November 
20. You will be required to turn in a report on your work and also to present a 30 
minute talk to the class on your results on December 2, 4, or 9.  Those days we 
will schedule additional hours to hold all of the presentations.  Depending on 
broadcast availability, you may not be able to present your project simultaneously 
in Cambridge and Singapore. 

Here are some examples of topics that might give you a flavor for what is 
expected: 

1. 	 An information object definition for biological data produced in a 
FACS experiment.  (FACS = Fluorescence Activated Cell Sorting).  
Project would require going to someone doing these experiments and 

© 2008 C. F. Dewey, Jr., MIT	 1 
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compiling a view of the information required to completely characterize the 
results. This should be compared with the existing standards that have 
been proposed for FACS. 

2. 	 A system for adding genetic data to other experimental data in a 
clinical trial.  The rationale here is that the patient’s test results should be 
correlated with individual genetic information and that information used to 
see if genetic factors affect the test results.  What data would be useful to 
compile? What are the queries that one would like to run against the 
data? Can you build a demonstrator? 

3. 	 An extension to the DICOM standard to accommodate the use of 
microbubbles as a contrast agent in ultrasound.  This will require 
some background work to understand the DICOM standard. 

4. 	 A general review of the National Cancer Institute program supported 
by the Center for Bioinformatics.  This program supports a large 
number of innovative efforts in bioinformatics.  See 
http://ncicb.nci.nih.gov/. This could involve a serious critique of what is 
done right and what is done wrong, as you have learned it in this course. 

5. 	 Design of a system to anticipate the physical results of breast cancer 
surgery.  It was suggested at a recent NIH meeting that a system to help 
breast cancer patients anticipate the effects of forthcoming surgery would 
be emotionally and psychologically helpful because it would take away 
some of the fear of the unknown.  How would such a system be designed 
and what would be its attributes? 

6. 	 How would one make a personal human genome viewer? Suppose 
we have the DNA profile (whatever that is) for a person.  How would that 
person use that profile intelligently to, for example, run their profile against 
the known risk of contracting specific diseases?   

7. 	 Work flow scenarios for accessing stored biological data.  Obtain and 
document real work flow scenarios where biologists use experimental data 
and data queried from existing genetic and proteomic databases.  How 
does the type of data depend on the query? Do the data drive the query? 
Do the results of the query (or subsequent manipulation of the returned 
data) produce a subsequent query (iteration)?  Something relating to web 
services would be very attractive. 

Instructions for the Presentation and Report 
The most important deliverable for the Term Paper is the oral presentation that 
will occur December 2, 4, or 9 depending on when you are scheduled. This 
presentation should be scheduled for no longer than 20 minutes with 5 minutes 
of questions and 5 minutes between presentations.  Class hours on those days 
may be extended a bit to allow all of the class to present.  We will issue the final 
schedule by the end of November. 

In addition to the oral presentation, you should turn in Microsoft Word/Powerpoint 
documents that contain your slides and a synopsis of your presentation for each 
slide. To make this easy, you can use the “Lecture Notes” feature of PowerPoint 
and simply write out your presentation and then it is easy to edit the description 
© 2008 C. F. Dewey, Jr., MIT	 2 
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and the slides in a single stand-alone Powerpoint document.  (This can also be 
very helpful in practicing your presentation.)  The documents are due on 
December 10, the last official day of classes for the Fall term at MIT. 

© 2008 C. F. Dewey, Jr., MIT 3 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

463
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



MIT OpenCourseWare 
http://ocw.mit.edu

20.453J / 2.771J / HST.958J Biomedical Information Technology
Fall 2008

 
 
For information about citing these materials or our Terms of Use, visit: http://ocw.mit.edu/terms.  
 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

464
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://ocw.mit.edu
http://ocw.mit.edu/terms


Name: Chua Huey Eng 

Title: Unifying Electronic Medical Records (EMR) Systems in Singapore 

Rationale: 

In Singapore, as the number of people hitting the 60s and above increase, the load on the healthcare 
system in Singapore will become heavier. There is a need to address this issue to ensure that the 
level of healthcare provided is maintained and even improved. Having a unified EMR will help to 
achieve this. The EMR also has the potential of helping the research community gather clinical data. 
In addition, with globalization, interoperability of EMR systems in different countries can allow 
patients to seek treatment overseas with the assurance that the proper medical records and history 
are available for physicians and medical experts regardless of their geographic locations.  

A unified EMR can help improve patient’s healthcare experience and provide a more consistent 
healthcare delivery, especially for patients having chronic illnesses. With a unified EMR, in situation 
where a patient is delivered into the Accident & Emergency department, the doctors can get 
accurate and up-to-date medical record (including drug allergies, long-term medication etc) of the 
patient which would help to make better decision in the type of treatment to be given. The 
availability of such records would also help those who require long-term care. The care givers might 
change in the course of the patients’ life (e.g. after being treated in the hospital, the patients could 
be discharged, but need follow up with his general practitioner). The EMR will provide subsequent 
care givers about the type of medication and care plan given by the previous care givers.  

The public health sector in Singapore is already quite well connected via the EMR exchange system 
(EMRX). The push now is to ensure that the rest of the private health sector is connected up with the 
public health sector. (1-4) 

This project will examine the current situation of EMR implementation in Singapore, identify the 
potential challenges of implementing a unified EMR system in Singapore and propose possible 
approach to tackle these challenges.  

Scope: 

1. Examine the current situation of EMR implementation in Singapore.  
a. The public health sector in Singapore consists of 2 clusters: Singapore Health 

Services (SingHealth) and National Health Group (NHG). The2 clusters have each 
implemented an EMR system for their cluster and the 2 systems are currently 
connected via an EMR exchange system (EMRX).  (1,2) 

b. Find out what is the situation for private hospitals and general practitioners 
2. Examine the approach taken by other countries (e.g. Canada, New Zealand, Australia, USA) 

in implementing EMR 
3.  Identify potential challenges faced in implementing a unified EMR system in Singapore. 

Possible areas are: 
a. Technical challenges  

i. Standard representation of EMR  
ii. Exchange format 

iii. Security 
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iv. Availability 
b. Non-technical challenges 

i. Cost of implementation 
ii. Resistance to change 

4.  Suggest possible approach to handle challenges identified (incorporating suitable 
approaches adopted by other countries if they apply): 

a. Technical challenges  
i. Identifying required contents of EMR. Leverage on ontologies based on HL-7, 

SNOMED-CT, and Continuity of Care Record (CCR) standards etc.  
ii. Use a neutral exchange format e.g. XML 

iii. Role-associated views for contents of EMR, password, access card, digital 
signature, audits (6) 

iv. Web-based system; back-up servers  
b. Non-technical challenges 

i. Leveraging on or extending existing infrastructure (5) 
ii. Identify workflows and model approaches to minimize disruption to 

workflows; Ease of use of EMR systems 

Focus will be placed on creating a unified EMR system nationwide (mainly focussed on standard 
representation of EMR and exchange format). The approach needs to take into considerations of 
extensibility to data mining for research, change of definition of contents of EMR and 
interoperability with other countries’ systems. 

Proposed Approach: 

1. Survey current EMR implementation in Singapore and other countries via Google, pubmed 
etc. 

2. Approach SingHealth, NHG and NCS to find out more about the EMR and EMRX currently in 
place. 

3. Approach private hospitals and general practitioners to find out about the type of EMR 
systems (if any) that is in place and also the workflows. 

4. Survey literatures for approaches to handle challenges 

Difficulties may be encountered in approach 2 and 3 as there may be no responses. 
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Proposed Architecture: 
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