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HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

Chapter 1 - DATA ACQUISITION

©c Bertrand Delgutte 1999

Introduction

The goal of data acquisition is to capture a signal and encode in a form suitable for computer
processing with minimum loss of information. Data acquisition typically consists of three stages:
transduction, analog conditioning, and analog-to-digital conversion. Transduction is the con-
version from one form of energy to another. In present technology, the only form of energy
suitable for encoding into a computer is electrical energy, therefore signals need to be converted
to analog voltages whose waveforms are ideally the same as those of the original signals. For
example, we use a microphone to transduce an acoustic signal, or an electric thermometer to
measure temperatures. Transducers are specific to each type of signal, and the study of such
devices is beyond the scope of these notes.

The second stage of data acquisition, analog signal conditioning, usually consists of amplifying
and filtering the analog signal measured with a transducer. Because the purpose of this stage is to
provide a good match between the typically low-amplitude, wide-bandwidth transducer signals
and the analog-to-digital (A/D) converter, conditioning is best understood after studying A/D
conversion.

An analog-to-digital converter is a device that transforms a continuous-time signal measured
with a transducer into a digital signal that can be represented in a computer. Conceptually,
it can be divided into a series of two operations (which are realized simultaneously in actual
devices): sampling, in which the continuous-time, analog signal is converted into one that is only
defined for discrete times, but whose amplitude can take arbitrary values, and quantization, in
which a continuous-amplitude signal is converted into a digital signal that can only take a
finite set of values. The sampling operation is particularly critical if we want to avoid loss of
information in the conversion.

1.1 Continuous-time and discrete-time signals

Many signals are continuous-time in the sense that they are defined at arbitrarily-close points in
time. Sine waves are important examples of continuous-time signals because Fourier’s theorem
states that most signals of practical interest can be decomposed into an infinite sum of sine
waves. A continuous-time sine wave is defined by:

x(t) = a cos(Ωt+ φ) = a cos(2πFt+ φ) .1)

where F is the frequency, Ω is the angular frequency, a the amplitude, and φ the phase.
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Discrete-time signals (also called time series) are defined over the set of integers, that is, they
are indexed sequences. A discrete-time sine wave is defined by

x[n] = a cos(ωn+ φ) = a cos(2πfn+ φ) .2)

It is important to understand that the frequency of a discrete-time sinusoid is not uniquely
defined. This fundamental ambiguity is a consequence of the basic trigonometric result that the
value of a sinusoid does not change if an integer multiple of 2π is added to its argument:

cos(θ) = cos(θ + 2πk), where k is an integer (1.3)

Adding the 2πkn to the argument of (1.2), and applying (1.3), we get

x[n] = a cos(2πfn+ φ) = a cos(2πfn+ 2πkn + φ)

Two cases must be distinguished. If k ≥ −f , this is equivalent to a sinusoid with frequency
f + k with no change in phase.

x[n] = a cos(2πfn+ φ) = a cos(2π(f + k)n + φ), k ≥ −f (1.4a)

On the other hand, if k < −f , (1.4a) leads to a negative frequency. To avoid this, we introduce

l =
� −k, and make use of cos(θ) = cos(−θ), to obtain a sinusoid of frequency l−f with a reversal

in phase:
x[n] = a cos(2πfn+ φ) = a cos(2π(l − f)n− φ), l > f (1.4b)

Thus, a discrete-time sinusoid with frequency f is identical to a same-phase sinusoid of frequency
f + k, where k is any integer greater than −f , or to a phase-reversed sinusoid of frequency l− f
with l > f .

The above relations are more concisely expressed using complex exponential notation. Specifi-
cally, (1.2) can be written as:

x[n] = Re
[
ej(2πfn+φ) = Re e−j(2πfn−φ) (1.5)

Because value of a complex exponential does n

]
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argument, we get:
x[n] = Re ej(2π(f+k)n+φ) = Re e−j(2π(k−f)n−φ) (1.6)

which is equivalent to (1.4ab). Be

[
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implicitly assume that the angular frequency of a discrete-time sinusoid is restricted to the range
−π ≤ ω ≤ π, or, equivalently, that −1 f2 ≤ ≤ 1

2 .

1.1.1 Sampling a continuous-time signal

Certain signals are inherently discrete, for example the periodic measurements of a patient’s
temperature, or a stock-market index at daily closing times. More often, discrete-time signals
are obtained by sampling a continuous-time signal at regular intervals:

x[n] =
�

x(nTs), −∞ < n < ∞ (1.7)

Ts is the sampling interval, and Fs =
� 1

T is the sampling frequency or sampling rate. Because
we use square brackets for discrete-time

s

signals, and parentheses for continuous-time signals, it
is clear that the two “x” in (1.7) represent different signals.
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1.1.2 Sampling a sinusoid - Aliasing

For example, assume that we sample a continous-time sinusoid as in (1.1). The corresponding
discrete-time signal is:

x[n] = x(nTs) = a cos(2πFnTs + φ) = a cos(2πnF/Fs + φ) (1.8)

This is a discrete-time sinusoid whose frequency is related to that of the original signal by:

ω = ΩTs and f = F/Fs (1.9)

Equation (1.9) of great practical importance when processing signals with digital systems because
it relates the dimensionless frequency f used by the computer to the physical frequency F .

Despite the simplicity of (1.8), it hides a difficulty arising from the ambiguity of frequency for
discrete-time sinusoids. Specifically, from (1.4), the same discrete-time signal x[n] in (1.9) could
have been obtained by sampling any of the following continous-time sinusoid at the same rate
Fs:

xk(t) = a cos(2π(F + kFs)t+ φ), k ≥ −F/Fs (1.10a)

or
xl(t) = a cos(2π(lFs − F )t− φ), l > F/Fs (1.10a)

In other words, once the signal is sampled, it is not possible to know if the frequency of the
original continuous time signal was F or F +Fs or F +2Fs, etc, or, with phase reversal, Fs −F
or 2Fs − F , etc. This phenomenon is known as aliasing because frequencies may not be what
they appear to be once a continuous-time signal is sampled. Figure 1.5 illustrates how two
continuous-time sinusoids with different frequencies can lead to identical discrete-time signals.
Figure 1.14 shows, in the frequency domain, some of the continuous-time sinusoids that are
aliased onto the same discrete-time signals.

In practice, aliasing is not an issue for single sinusoids so long that the frequency of the analog
signal is known withing a factor of Fs/2. Specifically, assume that the discrete-time signal (1.2)
is obtained by sampling a continous-time signal x(t). Further assume that we know that the
frequency of the original signal was between kFs/2 and (k+1)Fs/2 , where k is a positive integer.
Then the analog signal can be uniquely determined as:

x(t) = cos(2π(f + k/2)Fst+ φ), if k is even (1.11a)

x(t) = cos(2π((k + 1)/2 − f)Fst− φ), if k is odd (1.11b)

1.2 The Nyquist sampling theorem

The purpose of sampling continuous-time signals is to allow their processing by digital computers.
This is useful only if the information carried by the original signal is retained in the sampled
version. Intuitively, it seems that, if the continuous-time signal is sufficiently smooth, sufficiently
close samples will provide a good approximation to the original signal. The Nyquist sampling
theorem formalizes this intuition: It states that, if a signal x(t) contains no frequency components

3
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higher than W , it can be exactly reconstructed from samples taken at a frequency Fs > 2W .
Further, the Nyquist theorem gives an explicit interpolation formula for reconstructing x(t) from
the discrete-time signal x[n]:

∞
x(t) =

∑
x[n]φ(t− nTs) .12a)

n=−∞
with

sin(πF
φ(t) = st) (1.12b)

πFst

This interpolation formula expresses x(t) as a linear function (a weighted sum) of the samples
x[n]. The time-dependent weights φ(t − nTs) are obtained by delaying a basic function φ(t)
shown in Fig. 1.4. This function verifies the property{

1 if n = 0
φ(nTs) = (1.13)

0 otherwise

This property implies that x(t) = x[n] for t = nTs, which is reassuring since this is the very
definition of sampling.

A signal is said to be sampled at the Nyquist frequency if Fs is exactly 2W . Signals sampled at
a rate higher than the Nyquist frequency are said to be oversampled.

1.2.1 Sampling theorem seen in the frequency domain

A general proof of the Nyquist sampling theorem will be given in Chapter 5 using Fourier
transforms. Appendix 1.A.2 gives a derivation of the sampling theorem in the special case of
periodic signals. This case is easily handled because a bandlimited periodic signal is entirely
specified by a finite set of Fourier series coefficients. Fourier series are introduced in Appendix
1.A.1. Here, we give a qualitative argument for the Nyquist sampling theorem based on an
informal version of the Fourier theorem.

The Fourier theorem states that any reasonably well behaved signal can be expressed as a “sum”
of sinusoids or, alternatively, complex exponentials. Informally, one has:

x(t) =
∑

A(F ) cos(2πFt+ φ(F )), 0 ≤ F < W (1.14)
F

where the “sum” is from F = 0 to a maximum frequency W if x(t) is bandlimited. If this
signal is sampled at a rate Fs > 2W , each continous sinusoid with frequency F inside the sum
is converted into a unique discrete-time sinusoid of frequency f = F/Fs:

x[n] =
∑

A(fFs) cos(2πfn+ φ(fFs)), 0
f

≤ f < 1/2 (1.15)

Because the discrete-time frequencies are all distinct, there is no loss of information, and it is
possible to reconstruct each component of the original signal, and therefore the signal x(t), from
x[n]. In fact, using (1.11), this would work even if the original signal had been limited to any
frequency range from kFs/2 to (k + 1)Fs/2, where k is any positive integer, so long that the
range of frequencies is known. This situation is illustrated in Fig. 1.15.
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1.2.2 Aliasing for complex signals

What happen when the Nyquist criterion is not met, i.e. when the sampling rate Fs is less
than twice the frequency range W of the analog signal? In that case, there is no longer a one-
to-one relationship between frequency components of the analog signal x(t) and those of the
discrte-time signal x[n]. Specifically, frequency components of x(t) higher than Fs/2 are aliased
into low-frequency components that interact with low-frequency components of x(t). These
interactions can be additive if the co-aliased components are in phase, or destructive if they are
out of phase. In such cases, there is irreversible loss of information, i.e. it is no longer possible
to reconstruct the anlog signal from the discrete-time signal.

To illustrate these effects of aliasing, consider the two-component signal shown in Fig. 1.6:

x(t) = cos 2πF1t+ cos(2πF2t+ φ), (1.16)

with F1 < F2. If this signal is sampled at frequency Fs = F1 +F2, the low-frequency component
F1 does not alias because F1 < Fs/2, but the high-frequency component F2 is aliased to Fs−F2 =
F1, with a phase reversal:

x[n] = cos 2πf1n+ cos(2πf1n− φ), f1 = F1/Fs (1.17)

If the phase φ is zero, the two components of the discrete-time signal add in phase, so that the
two-component discrete-time signal is undistinguishible from a single sinusoid that has double
the amplitude of either component. On the other hand, if φ = π, the two components have
opposite phases, so that the aliased component exactly cancels the f1 component, and the
sampled signal x[n] is identically zero. This case is shown in Fig. 1.6.

In practice, one can always avoid aliasing by lowpass filtering the continuous-time
signal x(t) before sampling. An analog filter with sharp cutoff is desirable to avoid having
to oversample the signal. Actual analog filters always require a finite transition band between
the passband and the stopband. Even if the signal is known to be band-limited, it
is still important to use an antialiasing lowpass filter because the signal might
be contaminated by broadband noise whose high-frequency components would be
aliased into the low-frequency range of the signal.

1.3 Quantization

The second conceptual step in analog-to-digital conversion consists in quantizing the sampled
signal. A quantizer takes as input a discrete-time, continuous-valued signal x[n], and produces a
signal xQ[n] that can only take a finite number of values. In one common quantization scheme,
called rounding, the quantizer output xQ[n] is equal to kQ, where Q is the quantization step,
and k is the integer closest to x[n]/Q. In most quantizers, the number of quantization steps is
a power of two of the form 2B , where B is called the number of bits of the quantizer. With a
B-bit quantizer, one can only encode signals whose values lie in the range

−Vmax ≤ x[n] < Vmax (1.18)
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where Vmax is related to the quantization step by:

Vmax = 2B−1Q (1.19)

Figure 1.8 shows xQ[n] as a function of x[n] for B = 4 and Q = 1, corresponding to Vmax = 8.

One way to describe the effects of quantization is to write the quantized signal xQ[n] as the sum
of the input signal x[n] and a quantization error signal q[n]:

xQ[n] =
�

x[n] + q[n] .20)

A convenient characterization of the degradation caused by quantizing is the signal-to-noise
ratio (SNR):

mean power in x[n]
SNR =

� P
=
� x

mean power in q[n]
(1.21)

Pq

For the rounding scheme of quantization, one always has:

−Q/2 < q[n] ≤ Q/2 .22)

If the quantization step is sufficiently small relatively to the signal amplitude, and the signal
is sufficiently irregular, the quantization error signal will be equally likely to take any values
between −Q/2 and Q/2. We will show in Chapter 11 that, under these conditions, the mean
power in the error signal is:

Q2

Pq = (1.23)
12

The mean signal power Px can be written as a product of three terms:

P
Px = x X

X2
max

(
max

2

Vmax

)
V 2

max (1.24)

where Xmax is the maximum value of x[n].

The first term on the right side of (1.24) is the reciprocal of the peak factor KP . This is a
dimensionless number that characterizes the shape of the signal, and does not change if the
signal is multiplied by a constant gain. For example, for a sinusoid, the peak factor is always
2. For signals that contain sharp pulses, with little energy between pulses, the peak factor is
larger.

The second term on the right side of (1.24) represents the ratio of the peak amplitude in the
signal to the maximum amplitude that can be encoded by the quantizer. Because this ratio must
always be smaller than one to avoid clipping, we will call it the clipping factor KC . Making use
of (1.23), (1.24), and (1.21), the signal-to-noise ratio becomes:

12K2

SNR = CV
2
max 3K2

= C2
2B

Q2KP
(1.25)

KP

Because the signal-to-noise ratio can vary over a wide range, it is convenient to express it in
decibels (dB):

SNR(dB) = 1
� P

0 log x
10 = 6B + 4.8 + 20 log

P 10 KC
q

− 10 log10 KP (1.26)
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This formula shows that the signal-to-noise ratio (in decibels) increases linearly with the number
of bits in the quantizer at a rate of 6 dB/bit. Note also that, for a given quantizer and type of
signal, the best signal-to-noise ratio is achieved if the clipping factor is 1, i.e. if the maximum
signal amplitude matches the maximum quantization level. It is also apparent that signals that
have low peak factors can be quantized with better signal-to-noise ratios than signals with high
peak factors. For example, for 12-bit quantization of a sine wave, and optimal clipping factor,
the signal-to-noise ratio will be 73.8 dB. Under most circumstances quantization error for a
12-bit quantizer is small relative to other sources of noise.

1.4 Oversampling analog-to-digital converters

In the conventional analog-to-digital techniques described above, the signal is sampled at a rate
close to the Nyquist limit using a high-resolution A/D converter (typically 12 bits or more). The
last decade has seen the development of new A/D conversion techniques that are characterized
by very high sampling rates (many times the Nyquist rates), and low-resolution quantizers, as
low as 1 bit in some cases. In effect, these schemes are based on a trade off between sampling rate
and quantization noise. Very high sampling rates provide the additional flexibility of shaping
the spectrum of the quantization noise so that it lies mostly in frequency regions well above the
the signal, leading to an increase in signal-to-noise ratio in the frequency range of interest.

1.4.1 Oversampling

Assume that we want to sample a signal bandlimited to W Hz. From Nyquist’s theorem, the
sampling rate Fs should be higher than 2W , and, to ensure efficient processing and storage, it
is best that Fs not be much greater than the Nyquist limit. For example, audio signals, which
are bandlimited to 20 kHz, are typically sampled at rates of 44-48 kHz. In oversampling A/D
systems, this operation is accomplished in two steps (Fig. 1.9). First, the signal is sampled at
a rate KFs much higher than the Nyquist limit, i.e. K >> 1. Second, this high-rate signal
is digitally downsampled or decimated to the desired rate Fs. In order to prevent aliasing,
the downsampling operation must be preceded by an antialiasing filter with a cutoff frequency
Fc < Fs/2. This antialiasing filter plays the same role as in conventional A/D conversion, with
the important difference that it is implemented digitally rather than using analog circuitry.
Thus, in oversampling systems, there are two antialiasing filters, an analog one preceding the
high-rate A/D converter, and a digital filter preceding the decimation stage.

The oversampling technique has two major advantages over conventional A/D systems.

1. The requirements on the analog antialiasing filter are much less severe than
in conventional systems. In conventional systems, there is only a narrow fre-
quency band between the upper frequency limit W of the signal and the Nyquist
frequency Fs/2, so that a “brickwall” filter with sharp cutoffs is required. In
oversampling systems, the Nyquist frequency KFs/2 is much greater than W ,
so that a filter with gentle roll-off suffices. In many cases, it is possible to use
a simple RC circuit for antialiasing in oversampling systems. On the other
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hand, the requirements on the digital antialiasing filter preceding the decima-
tion stage are quite stringent. This, however, is much less of a problem because
it is usually easier and less costly to design digital filters with sharp cutoffs than
analog filters. Thus, oversampling systems trade complexity in analog design
for complexity of digital design.

2. Oversampling systems achieve moderate improvements in signal-to-noise ratio
over conventional systems. This can be understood from a frequency-domain
analysis of the quantization noise. If the input signal is sufficiently irregular,
the quantization noise can be modeled as white noise, meaning that it occupies
the entire frequency band of the A/D converter. Because the total noise power
depends only on the quantization step, the wider the bandwidth, the smaller the
quantization noise per unit bandwidth. In conventional systems, the bandwidth
of the quantization noise is Fs/2, while in oversampling systems, it is KFs/2.
Thus, the signal-to-noise ratio in the frequency band of interest (F < W ) will
be K times greater in oversampling systems than in conventional systems, even
though the number of bits in the quantizer remains the same. The additional
quantization noise in frequency regions above Fs/2 is effectively removed by the
digital antialiasing filter. Thus, the digital filter has a dual function in over-
sampling systems, that of antialiasing, and that of eliminating high-frequency
quantization noise.

Despite these advantages, oversampling systems as described above are not practical for ap-
plications such as audio signal processing. Consider specifically an audio signal sampled at 48
kHz using a 16-bit conventional A/D converter. With an oversampling system using a sampling
rate of 3 MHz (64 times oversampling), one would need a 13-bit A/D converter to obtain the
same signal-to-noise ratio. Such combination of high rates and high resolution are very costly,
if not beyond the limit of current technology. Thus, it is necessary to reduce the resolution
of the A/D converter if oversampling is to be used. This can be accomplished with no loss in
signal-to-noise ratio by moving most the quantization noise to frequencies above the region of
interest, a technique known as noise shaping.

1.4.2 Noise shaping

The most widely used technique for noise shaping is sigma-delta modulation. As shown in Fig.
1.10, sigma-delta modulation consists of A/D converting the integral (sigma) of the difference
(delta) between the original signal and the quantized signal. The A/D converter has typically
low resolution, as low as 1 bit, but its sampling rate is very high, much as in the oversampling
systems described above. If the converter has 1 bit, its output will consist of a sequence of +1
and −1 (Fig. 1.11). If the input signal is near zero, there will be an equal number of plus and
minus output samples. If the input amplitude is increased, the percentage of positive output
samples will increase. By averaging over many samples, the digital antialiasing filter that follows
the sigma-delta converter is able to reconstruct the input signal.

In the diagram of Fig. 1.10, the A/D and D/A converters are inverse of one another (except for
the addition of quantization noise by the A/D converter), so that they can be eliminated from
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the diagram. Specifically, the sigma-delta modulator can be approximated by the linear model
shown in Fig. 1.12. In this model, if x(t) represents the input signal, y(t) the output, and q(t)
the quantization noise, one has:

t

y(t) =
∫

(x(τ)
0

− y(τ)) dτ + q(t) .27)

Converting to the frequency domain, and rearranging terms, we obtain:

X(F )
Y (F ) =

j2πFQ(F )
+

1 + j2πF
(1.28)

1 + j2πF

Thus, the output is the sum of a term due to the signal and a term representing the quantization
noise. At low frequencies (F << 1), the signal term approaches X(f), while the noise term
approaches 0. On the other hand, at high frequencies, the noise term becomes much higher
than the signal term. Thus, the sigma-delta converter acts as a lowpass filter with respect to
the signal, and as a highpass filter with respect to quantization noise. Fig. 1.13 compares
the frequency distribution of the quantization noise in oversampling systems with and without
noise shaping. The sigma-delta converter effectively moves most the quantization noise beyond
the frequency band of the signal, yielding high signal-to-noise ratio despite coarse quantization.
Sigma-delta converters are widely used in digital audio applications.

1.5 Summary

The conversion of a continuous-time signal into a digital signal can be decomposed into two con-
ceptual stages, sampling and quantization. For band-limited signals, sampling can be achieved
without loss of information providing that the sampling frequency Fs is greater than twice the
highest frequency in the signal. In this case, the continuous-time signal can be exactly recon-
structed from the samples by means of the interpolation formula:

∞
x(t) =

n=

∑
x[n]φ(t− nTs)

−∞

where the interpolating function is given by

sinπF t
φ( ) = s
t

πFst

If a signal is sampled at a rate lower than the Nyquist frequency, frequency components above
half the Nyquist frequency get aliased into low-frequency components, resulting in an unrecov-
erable loss of information. Aliasing can (and should) always be avoided by lowpass filtering the
signal before sampling.

Quantization consists in converting a continuous-amplitude signal into a discrete-valued signal.
A measure of the degradation produced by quantization is the ratio of the signal power to the
power in the quantization error signal. This signal-to-noise ratio increases linearly with the
number of bits in the quantizer at a rate of 6 dB per bit, and is largest when the peak signal
amplitude matches the voltage range of the quantizer. In many circumstances, commercial
quantizers provide signal-to-noise ratios that exceed the signal-to-noise of the measurement, so
that quantization is of little consequence in practice. Oversampling combined with noise shaping
make it possible to achieve high signal-to-noise ratio with low-resolution quantizers.
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1.6 Further reading

Siebert, Chapter 12, Sections 3-5; Chapter 14, Section 3
Oppenheim and Schafer, Chapter 4, Sections 1, 3, 8, and 9; Chapter 6, Section 6
Oppenheim, Willsky and Nawab, Chapter 7, Sections 1-3
Karu, Chapters 19 and 20

1.A.1 Fourier series

1.A.1.1 Sine-cosine form

The basic idea behind Fourier series is that a periodic signal with period T can be expressed as
a sum of sine waves at frequencies 1/T, 2/T, 3/T, ..., k/T, ... Specifically, consider how we might
approximate a periodic signal x(t) by the sum of sinusoids x̂(t):

K K

x̂(t) =�
∑

Ak cos(2πkt/T ) +
k=0 k

∑
Bk sin(2πkt/T ) (1.A.1)

=1

To obtain the best approximation, we minimize the average power Pe of the error signal e(t) =
�

x(t)− x̂(t) over one period of x(t):

1
Pe =

� T

T

∫
e(t)2

1
dt =

0

2K KT

x(t) Ak cos(2πkt/T ) Bk sin(2πkt/T ) dt (1.A.2)
T

∫
0

(
−

k

∑
=0

−
k=1

)∑

This technique of minimizing the power in an error signal representing the difference between
the desired signal and an approximation (or estimate) is very widely used in signal processing,
and is called least-squares estimation. To minimize Pe we set to zero its partial derivatives with
respect to each of the Ak and Bk coefficients.

∂Pe 2
=

∂Al

∫ T

cos(2πlt/T )

(
K K

x(t)−
∑

Ak cos(2πkt/T ) −
∑

Bk sin(2πkt/T )

)
dt = 0 (1.A.3a)

T 0 k=0 k=1

∂Pe 2
=

∂Bl

∫ KT

sin(2πlt/T )

(
K

x(t)−
∑

Ak cos(2πkt/T )−
∑

Bk sin(2πkt/T ) dt = 0 (1.A.3b)
T 0 k=0 k=1

)

Simplifying and rearranging terms, this becomes

∫ K KT T T

x(t) cos(2πlt/T )dt =
∑

Ak

∫
cos(2πkt/T ) cos(2πlt/T )dt+

∑
Bk

∫
sin(2πkt/T ) cos(2πlt/T )dt

0 0 0k=0 k=1

(1.A.4a)∫ K KT T T

x(t) sin(2πlt/T )dt =
∑

Ak

∫
cos(2πkt/T ) sin(2πlt/T )dt+

∑
Bk

∫
sin(2πkt/T ) sin(2πlt/T )dt

0 0 0k=0 k=1

(1.A.4b)
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It can be shown that

T T if k = l = 0∫
cos(2πkt/T ) cos(2πlt/T )dt =


T/2 if k =

0

 l > 0 (1.A.5a)
0 if k = l

∫ T

sin(2πkt/T ) cos(2πlt/T )dt = 0 0
0

≤ k, l ≤ Ko (1.A.5b)

T


0 if k = l = 0∫
sin(2πkt/T ) sin(2πlt/T )dt = T/2 if k = l > 0 (1.A.5c)

0 0 if k = l

Because these integrals are zero except when the two s


ignals within the integral are the same, it

is said that the sine and cosine functions for frequencies that are multiple of 1/T are orthogonal
over the interval [0, T ]. This term is justified by analogy with orthogonal vectors whose dot
product is equal to zero. Replacing the integrals in (1.A.4) by their values from (1.A.5), we
obtain:

1
A0 =

T

T

∫
x(t)dt (1.A.6a)

0

2
Al =

T

T

∫
x(t) cos(2πlt/T )dt 1

0
≤ l ≤ K (1.A.6b)

2
Bl =

T

∫ T

x(t) sin(2πlt/T )dt 1 l
0

≤ ≤ K (1.A.6c)

These formulas for computing coefficients that provide the best approximation to x(t) do not
change when the number of coefficients in the approximation increases. This is a consequence
of the orthogonality of the sine and cosine functions.

Fourier’s theorem states that, if the function x(t) is reasonably well-behaved (i.e. if it does not
have “too many” discontinuities), the average power Pe in the error signal tends to zero when
the number of coefficients K increases. This means that the estimate x̂(t) becomes arbitrarily
close to x(t), and in the limit one can write

∞ ∞
x(t) =

∑
Ak cos(2πkt/T ) +

∑
Bk sin(2πkt/T ) (1.A.7)

k=0 k=1

1.A.1.2 Exponential form

Equations (1.A.6) and (1.A.7) are called the sine-cosine form of Fourier series. Simpler equations
can be obtained if we introduce the exponential form, which is based on the complex Fourier
series coefficients Xk:

X0 =
�

A0 (1.A.8a)

Xk = (
�

Ak − jBk)/2 k ≥ 1 .A.8b)

X k = (
�

Ak + jB )− k)/2 k ≥ 1 .A.8c

Conversely, the sine and cosine coefficients can be computed from the complex Fourier coeffi-
cients:

A0 = X0 (1.A.9a)
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Ak = Xk +X−k k ≥ 1 .A.9b)

Bk = j(Xk −X k) k 1 .A.9b)− ≥
Replacing the Ak and Bk in (1.A.6) and (1.A.7) by their expressions as function of Xk, we obtain
the exponential form of the Fourier series:

∞
x(t) =

∑
X ej2πkt/T

k (1.A.10)
k=−∞

with
1

Xk = πkt

T

∫ T

x(t)e−j2 /Tdt (1.A.11)
0

Note that the summation in (1.A.10) is from −∞ to ∞, and that there is a minus sign in the
argument of the complex exponential in (1.A.11).

1.A.1.3 Properties

Fourier series have useful symmetry properties that are easily verified:

x(t) is real iff X−k = Xk
∗

Xk
∗ denotes the complex conjugate of Xk. Assuming now that x(t) is real,

x(−t) = x(t) iff Xk is real and X−k = Xk

x(−t) = −x(t) iff Xk is imaginary and X−k = −Xk

x(t− T/2) = −x(t) iff Xk = 0, for k even

Another property, known as Parseval’s theorem, is that the mean power in one period of x(t) is
equal to the sum of the powers of the Fourier components:

1
Px =

� ∞
)

T

∫ T

x(t 2dt =
0 k=

∑
|Xk|2 (1.A.12)

−∞

where |X| denotes the magnitude of X.

1.A.2 Sampling theorem and interpolation formula for periodic

signals

In this section, we derive the Nyquist sampling theorem in the special case of periodic signals.
This case is particularly simple because a bandlimited periodic signal is completely characterized
by a finite number of Fourier series coefficient. On this other hand, the periodicity assumption is
not as restrictive as it seems because any finite-duration signal can be considered as one period
of a periodic signal. The derivation makes use of the Fourier series intriduces in Section 1.A.1.
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1.A.2.1 Discrete Fourier series

Let x(t) be a periodic signal that contains no frequency components at and above W , and let K
be the largest integer such that K/T < W . All Fourier coefficients Xk must be zero for |k| > K,
otherwise the signal would not be bandlimited to W . Therefore, x(t) can be decomposed into a

sum of a finite number N of complex exponentials, where N = 2
�

K + 1 in the general case, and
N = 2�

K in the special case when the highest-frequency component XK is purely cosinusoidal,
and therefore real:

[N/2]

x(t) =
∑

X ej2πkt/T
k (1.A.13)

k=−[N/2]

where [N/2] denotes the integer part of N/2, i.e. (N − 1)/2 if N is odd, and N/2 if N is even.
The sampling theorem for periodic signals states that x(t) can be exactly reconstructed from N
samples at intervals of Ts = T/N . In other words, the sampling frequency Fs = N/T must be
more than twice the highest frequency component K/T in the signal.

To prove this theorem, we will first show that the Fourier coefficients Xk can be computed from
N samples of x(t). The signal at any time t will then be reconstructed by replacing the Xk in
(1.A.13) by their expression as a function of the N samples. Figure 1.2a illustrates the relations
between the continuous-time signal x(t), the sampled signal x[n] and the Fourier coefficients Xk.

Equation (1.A.13) holds for any time t, including the sampling times nT/N :

[N/2]

x[n] = x(nT/N) =
∑

X ej2πkn/N
k 0

k=−[N/2]

≤ n ≤ N − 1 (1.A.14)

This provides a set of N linear equations for the N Fourier coefficients Xk as a function of the
N samples x[n]*. 1 We will show presently that the solution to this set of equations is:

α
Xk =

k
N−1∑

x[n]e−j2πkn/N (1.A.15a)
N

n=0

where [
1/2 if |k| = N/2 (requiring N even)

αk = (1.A.15b)
1 if |k| < N/2

The relations (1.A.14) and (1.A.15) are called discrete Fourier series. They are the equivalent for
discrete, periodic signals of relations (1.A.10) and (1.A.11) for continuous-time signals. Note the
symmetry between (1.A.14) and (1.A.15), the only differences being the signs of the arguments
of complex exponentials and the 1/N factor in (1.A.15). These relations are the basis for the
discrete Fourier transform, which is one of the most useful tools in digital signal processing, and
will be studied in detail in Chapter 4.

1*Because the Fourier coefficients are complex, strictly speaking, one should write equations separately for the
real and imaginary parts. However, due to symmetry relations between coefficients (specifically, X−k = Xk

∗), this
gives only N independent real equations.
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1.A.2.2 Periodic interpolation formula

We have not shown that (1.A.15) is the solution to the set of equations (1.A.14). A direct proof
is simple (it involves the orthogonality of discrete-time complex exponentials), but we will not
do it. Rather, we will assume that (1.A.15) holds, and use it to express the original signal x(t) as
a function of its samples x[n]. In the special case when t = nTs, this interpolation formula will
verify that (1.A.15) is the solution to (1.A.14). Specifically, let us replace the Fourier coefficients
Xk in (1.A.13) by their values as a function of the samples x[n] in (1.A.15):

[N/2]

x(t) =
k=−

∑
[N/2]

[
αk

N−1∑
x[n]e−j2πkn/N

N
n=0

]
ej2πkt/T (1.A.16)

Interchanging the order of summations over k and n, and noting that 1/N = Ts/T , this becomes:

N−1

x(t) =
∑

x[n]φN (t− nTs) (1.A.17)
n=0

with
1

φN (t) =
�

[N/2]∑
αke

j2πkt/T (1.A.18)
N

k=−[N/2]

Formula (1.A.17) expresses the signal x(t) as a weighted sum of delayed interpolating functions
φN (t). The weights are the samples x[n], and the delays multiples of the sampling interval nTs.
A closed-form expression for φN (t) is easily obtained by making use of the formula for the partial
sum of a geometric series

N−1 1

k

∑
k zN

z =
−

=0
z − 1

where z =� ej2πt/T . 
zN/2 z

[N/2]
− −N/2

NφN (t) = αkz
k =

k=−

∑
[N/2]

 1
z

1
2 −z−

if N is odd
2
1

(zN/2−z−N/2)(z
1

2 +z−2 )
1

2(z
1

2 −z−
if N is even

2 )

Replacing z by its value, and making use of the fact that ejθ − e−jθ = 2j sin θ, we obtain the
final formula for the interpolating function:

sin

N (t) =

[ (πNt/T )

φ
1

N sin(πt/T ) =
sin(πFst)

N Nsin(πFst/N) if is odd
sin(πNt/T ) cos(πt/T ) 1

N sin(πt/T ) =
(1.A.19)

πFst πFst/N NN sin( )cotan( ) if is even

The function φN (t) is illustrated in Fig. 1.3 for N = 9. It is periodic with the same period
T = NTs as x(t), and verifies the property

{
1 if n is a multiple of N

φN (nTs) = (1.A.20)
0 otherwise

These properties imply that x(t) = x[n] for t = nTs, thereby confirming that (1.A.15) is indeed
the solution to the set of equations (1.A.14).
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1.A.2.3 Aliasing of a periodic signal

We will now examine what happend when the periodic signal is no longer band-limited so that
the Nyquist criterion is not met. Specifically, suppose we take samples at frequency Fs = N/T
of the wide-bandwidth signal:

∞
x(t) =�

k=

∑
Xke

j2πkt/T (1.A.21)
−∞

By making use of the relation (1.A.15), one can as before define N discrete Fourier coefficients
from N samples x[n]. However, we anticipate that, due to aliasing, the discrete Fourier coeffi-
cients of x[n] will no longer be the same as the coefficients Xk of the continuous-time signal x(t),
so they will be denoted X̃k,−[N/2] ≤ k ≤ [N/2]. The relations between the continuous-time
signal x(t), the samples x[n], the continuous Fourier coefficients Xk and the discrete Fourier
coefficients X̃k is illustrated in Fig. 1.2b. To relate the Fourier coefficients of the discrete and
the continuous signals, we express the samples both as a finite sum, as in (1.A.14), and as an
infinite sum as in (1.A.21). From (1.A.14):

[N/2]

x[n] = X̃ke
j2πkn/N (1.A.22)

k=−

∑
[N/2]

From (1.A.21),
∞

x[n] = x(nT/N) =
∑

X j2πln/N
le (1.A.23)

l=−∞
The infinite sum in (1.A.23) can be decomposed into finite sums over N coefficients. Specifically,
l can be expressed uniquely in the form k+rN , where r is an integer, and −[N/2] ≤ k ≤ [N/2]*.
2 Eq. (1.A.23) becomes:

∞ [N/2]

x[n] =
∑ ∑

X ej2π(k+rN)n/N
k+rN (1.A.24)

r=−∞ k=−[N/2]

Interchanging the order of summations, and making use of the 2π periodicity of the complex
exponential, (1.A.24) yields:

[N/2] [ ∞
x[n] =

k=−

∑
[N/2] r=

∑
Xk+rN

−∞

]
ej2πkn/N (1.A.25)

Comparing (1.A.25) with (1.A.24) gives the desired relation between the Fourier coefficients of
the discrete and continuous-time signals:

∞
X̃k =

∑
Xk+rN (1.A.26)

r=−∞

That is, the kth Fourier coefficient of the sampled signal x[n] is equal to the kth coefficient of the
original signal x(t) plus the sum of all the aliased components that are of order k plus a multiple
of N . The relation between X̃k and Xk is illustrated in Fig 1.7 for different values of N . As
the number of samples decreases, the discrete Fourier coefficients X̃k increasingly deviate from
the continuous coefficients Xk. In the special case when Nyquist’s criterion is met, Xk = 0 for
|k| > [N/2], so that X̃k is equal to Xk, i.e. the Fourier coefficients are not affected by aliasing.

2*For simplicity, we assume that N is odd in this derivation.
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1.A.2.4 Generalization of the interpolation formula to arbitrary signals

The interpolation formulas (1.A.17) and (1.A.19) are valid only for periodic signals. Similar
formulas can be obtained for arbitrary band-limited signals. For deriving these more general
formulas, we will let the period of the signal tend to infinity. Then, the number of samples N in
(1.A.17) must also go to infinity because, if W is the largest frequency component in the signal,
one must have N = FsT > 2WT in order to verify Nyquist’s condition. Because the signal is
assumed to be periodic, (1.A.17) can be written as:

[N/2]

x(t) =
n=−

∑
x[n]φN (t

[N/2]

− nTs)

As the period tends to infinity, this formula becomes

∞
x(t) =

∑
x[n]φ(t− nTs) .A.27)

n=−∞

with
1

φ(t) =� lim φN (t) = lim
N→∞ N→∞

sin(πFst)
N

(1.A.28)
sin(πFst/N)

(1.A.29) As N becomes very large, while t remains fixed, one has

N sin(πFst/N) ≈ πFst

so that
sin(πF )

φ( ) = st
t (1.A.30)

πFst

Together, Equations (1.A.27) and (1.A.30) give the general interpolation formula (1.12).

Formula (1.A.27) holds for arbitrary band-limited signals, including periodic ones. If (1.A.17)
and (1.A.27) are to be both true for periodic signals, one must have:

∞
φN (t) =

r=

∑
φ(t− rNTs) .A.31)

−∞

It can be shown that this is indeed the case.
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Figure 1.1:

Figure 1.2: A. Relation between the continuous time signal x(t), the sampled signal x[n] and
the Fourier coefficients Xk when Fs is above Nyquist’s rate. Numbers refer to formulas in the
text. B. Same as A. when Fs is below Nyquist’s rate. X̃k refers to the Fourier coefficients of the
sampled signal which now differ from those of x(t).
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Figure 1.3: The periodic interpolating function φN (t) for N = 9 and Fs = 1.

Figure 1.4: The general interpolating function φ(t) for the same sampling frequency as in Fig
1.2.
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Figure 1.5: Aliasing: Two sinewaves with different frequencies that have the same samples.

Figure 1.6: A two-component signal whose samples are identically zero due to aliasing of the
high-frequency component.
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Figure 1.7: Effects of sampling at 4 different frequencies on the spectrum of a periodic signal
with 39 components. Crosses show the Fourier coefficients of the sampled signal, circles those
of the continuous-time signal.
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Figure 1.8: Input-output function for a 4-bit quantizer.
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Figure 1.9: (from Analog Devices) Block diagrams of conventional and oversampling A/D sys-
tems.
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Courtesy of Analog Devices. Used with permission.
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Figure 1.10: (from Analog Devices) Block diagram of sigma-delta modulation A/D system.

Figure 1.11: (from Analog Devices) Input and output signals for 1-bit sigma-delta modulator.
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24

Courtesy of Analog Devices. Used with permission.

Figure 1.12: (from Analog Devices) Linear-system model for sigma-delta modulator.
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Figure 1.13: (from Analog Devices) Spectrum of quantization noise with and without noise
shaping.
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Courtesy of Analog Devices. Used with permission.
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Figure 1.14: Sampling of an analog sine wave, Fs = 5F

Figure 1.15: Sampling of a bandlimited signal, Fs = 2W
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HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

Chapter 2 - DIGITAL FILTERS

©c Bertrand Delgutte and Julie Greenberg, 1999

Introduction

Digital filtering is one of the most useful type of processing for discrete-time signals. Digital
filters arise naturally in the modeling of physical systems, and have been used for numerical
calculations at least since the invention of calculus in the seventeenth century. They are used
for separating signals from noise and for frequency analysis, an operation which often reveals
important features in the signal. The theory of digital filters is so well developed that it is
usually easy to design filters that meet even complicated sets of specifications. Much of this
theory directly parallels the theory of analog filters which, historically, was developed first.
Indeed, even in the present time, digital filters are often intended to simulate the operation of
continuous-time physical systems. In these notes, we will emphasize digital filters because of
their importance in the laboratory exercises, and because the underlying mathematical concepts
are easier to understand with discrete-time signals than with continuous-time signals.

The name “filter” is used because these signal-processing elements typically “pass” or amplify
certain frequency components of the signal, while they “stop” or attenuate others. Such a
“frequency domain” analysis of digital filters will be treated in Chapter 3. The goal of this
chapter is to define digital filters and describe their basic properties.

2.1 Filters defined by linear difference equations

A discrete-time system is any mathematical transformation that maps a discrete-time input
signal x[n] into an output signal y[n]. We will begin by considering discrete-time systems defined
by a linear, constant-coefficient difference equation (LCCDE), which constitute an important
class of digital filters:

K M

y[n] =
∑

aky[n k] +
k=1

−
∑

bmx[n−m] (2.1)
m=0

Eq. 2.1 can be used to compute the output y[n] at time n from a finite number of previous values
of the input (x[n]) and the output. The maximum of the numbers M and K is called the order
of the filter. If the input signal is only defined after a certain time, say for n ≥ n0, then values
of both the input and output for a short time prior to n0 must be known in order to initialize
the difference equation. Specifically, y[n] must be known for n0 −K ≤ n ≤ n0 − 1, and x[n] for
n0 −M ≤ n ≤ n0 − 1. In many applications, it is justified to assume that these values are zero
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if the system has not received any input for a long time before n0, so that its response to any
previous inputs has decayed to zero.

2.1.1 Examples of digital filters defined by LCCDEs

1. Simple gain, or amplifier:
y[n] = Gx[n]

2. Delay of n0 samples:
y[n] = x[n− n0]

These first two examples are essential in that any digital filter is a combination of gains and
delays.

3. Two-point moving average:
1

y[n] = (x[n] + x[n
2

− 1])

4. Euler’s formula for approximating the derivative of a continuous-time function:

x[n]
y[n] =

− x[n− 1]
Ts

where Ts is the sampling interval.

5. Averaging over N consecutive epochs of duration L:

1
y[n] =

N−1∑
x[n ]

N
k

− kL
=0

6. Trapezoidal integration formula:

y[n
y[n] =

− 1] + (x[n] + x[n− 1])Ts

2

7. Digital “leaky integrator”, or first-order lowpass filter:

y[n] = ay[n− 1] + x[n] with0 < a < 1

This filter is the digital equivalent of an RC analog circuit. It is a useful “building block”
for designing complex filters.

8. Digital resonator:

y[n] = a1y[n− 1] + a2y[n− 2] + bx[n] witha2
1 + 4a2 < 0

This is the digital equivalent of the harmonic oscillator.
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2.1.2 Finite-impulse response and infinite-impulse response filters

Digital filters can be classified on the basis of the coefficients in Eq. 2.1.

1. FIR filters. If all the ak coefficients in Eq. 2.1 are zero, then the output depends only on
a finite number of values of the input. Such filters are called finite impulse response (FIR),
all-zero, or moving average (MA) filters. The term “moving average” is clear because the
output is a weighted sum (or average) of samples of the input. Examples 1–5 above are
FIR filters.

2. IIR filters. If at least one of the ak coefficients in Eq. 2.1 is nonzero, the filter is said to
have an infinite impulse response (IIR). IIR filters include both autoregressive (AR) and
autoregressive, moving average (ARMA) filters, defined as follows:

(a) Autoregressive (AR) filters. If all of the bm coefficients except b0 are zero, the
output depends only on the current value of the input and a finite number of past
values of the output. Such filters are called all-pole, purely recursive, or autoregressive
(AR) filters. The term “autoregressive” means that the output is approximately a
sum of its own past values. Examples 7 and 8 above are AR filters.

(b) Autoregressive, moving-average (ARMA) filters. In the general case, both
ak and bm in Eq. 2.1 are nonzero, with K > 1 and M > 0. Such filters are called
pole-zero or autoregressive, moving-average (ARMA) filters. Example 6 above is an
ARMA filter.

The origin of the terms finite impulse response and infinite impulse response is explained in
Sec. 2.2.2. The meaning of the terms all-zero, all-pole, and pole-zero will become apparent in
the discussion of Z-transforms in Chapter 6.

The distinction between FIR and IIR filters is an important one because signal-processing prop-
erties, design techniques, and implementation issues are quite different for these two types of
filters.

2.1.3 Recursively computable difference equations

For IIR filters, a difference equation of the form of Eq. 2.1 does not define a unique digital filter,
but K + 1 distinct filters. Consider for example the second-order difference equation:

y[n] = a1y[n− 1] + a2y[n− 2] + x[n] (2.2)

This equation can be rewritten as both

y[n− 1] = 1/a1(y[n]− a2y[n− 2]− x[n]) (2.3)

and
y[n− 2] = 1/a2(y[n]− a1y[n− 1]− x[n]). (2.4)

Each of these three forms of the difference equation correspond to a distinct digital filter. Of
these three filters, the one described by Eq. 2.2 is of the most practical significance, because
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the present value of y[n] is computed recursively as a function of the past values y[n − 1] and
y[n − 2]. This filter is said to be causal. Causality is discussed further in Sec. 2.3.1. The third
filter also corresponds to a recursively computable formula for y[n − 2] as a function of future
values y[n − 1] and y[n]. This is called an anticausal filter. The second filter is of the least
practical significance, because it does not lead to a recursively computable formula; computing
the value of y[n − 1] requires having already computed both the past value y[n − 2] and the
future value y[n]. Therefore it cannot be implemented on a digital computer.

Generalizing, among the K+1 filters that can be theoretically defined from a difference equation
of order K, only the causal filter and the anticausal filter are recursively computable. These
two forms can always be derived from eachother by simply reversing the time axis, so there is
no loss of generality in restricting our attention to causal IIR filters.

2.2 LTI systems

An important category of discrete-time systems are those which have the properties of linearity
and time-invaraince.

1. Linearity. Linearity consists of both superposition and scaling.

(a) Superposition. If the response of a discrete-time system to x1[n] is y1[n], and the
response to x2[n] is y2[n], then the response to x1[n] + x2[n] is y1[n] + y2[n].

(b) Scaling. If the response of a discrete-time system to x[n] is y[n], then the response
to cx[n] is cy[n], where c is a real or complex constant.

2. Time invariance. If the response of a discrete-time system to x[n] is y[n], then the
response to x[n − n0] (the input x[n] delayed by n0 samples) is y[n − n0] (the original
response delayed by n0 samples).

Systems that have both of these properties are referred to as linear time-invariant (LTI) systems.

It can be be verified by inspection from Eq. 2.1 that all digital filters (both FIR and IIR) defined
by a linear, constant-coefficient difference equation are LTI. If, however, the filter coefficients ak

and bm in Eq. 2.1 are functions of sample number n, the system will be linear, but not time-
invariant. This is the case, for example, in linear amplitude modulation: y[n] = ax[n] cos(2πfcn+
θ).

Although a strict definition of digital filters might only include those that are LTI, in practice
the term filter often used to refer to nonlinear operations that resemble LTI systems in some
respects. For example, median filters give as output the median of a finite number of samples of
the input. They resemble moving-average filters, except that the linear average is replaced by the
nonlinear median operation. Median filters are nonlinear, but time-invariant. Adaptive filters are
discrete-time systems for which the filter coefficients ak and bm vary with time sufficiently slowly
that, over short times, they behave like linear, time-invariant systems, even though over long
times such systems are neither linear, nor time-invariant. Usually, the coefficients of adaptive
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filters are adjusted as a function of the input and output signals to meet certain performance
criteria such as providing the best signal-to-noise ratio.

2.2.1 Response of LTI systems to arbitrary inputs

We will now consider general properties of linear, time-invariant systems, keeping in mind that
digital filters defined by LCCDEs are an important class of LTI systems. In this section, we will
show that the response of an LTI system to an arbitrary signal can be completely
characterized by its response to one particular signal, the unit sample. The unit
sample δ[n] is also called the discrete-time impulse and is defined by:

1 if n = 0
δ[n] =

�
{

0 if n = 0.

The key to proving this property is to write the input signal x[n] as a weighted sum of delayed
unit samples:

∞
x[n] =

m=

∑
x[m]δ[n −m]

−∞
For example, Fig. 2.1 shows the decomposition of a triangular signal into a sum of unit samples.

Now, let h[n] be the response of an LTI system to the unit sample δ[n]. By the time-invariance
property of LTI systems, the response to the delayed unit sample δ[n−m] must be the delayed
unit-sample response h[n−m]. By the scaling property, the response to x[m]δ[n−m] is x[m]h[n−
m]. Note that x[m] is considered to be a constant weighting factor for the delayed unit sample
because it does not depend on the time index n. Finally, by the superposition principle, the
response to x[n] can be written as a weighted sum of the h[n −m]:

∞
y[n] =

∑
x[m]h[n

m=

−m] =
�
x[n] ∗ h[n] (2.5)

−∞

This expression is by definition the discrete convolution of x[n] with h[n], denoted x[n] ∗ h[n].

Therefore, if we know the response of an LTI system to a unit impulse (denoted h[n]), then we
can determine the response of that system to any arbitrary input. This is a powerful property
of LTI systems, and does not hold for systems that are nonlinear or time-varying.

2.2.2 Determining the impulse response for digital filters described by LC-
CDEs

Equation 2.5 shows that the response of an LTI system to any signal can be computed if the
system’s unit-sample response, or impulse response, h[n] is known. Of course this property
applies to digital filters defined by a linear constant-coefficient difference equation (Eq. 2.1), a
special case of LTI systems.

5

�
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Figure 2.1: Decomposition of the triangular signal ∆5[n−2] into a weighted sum of unit samples.
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Figure 2.2: Unit sample responses of simple FIR filters (A) Gain with G = 2. (B) Delay with
n0 = 4. (C) Two-point moving average. (D) Euler’s approximation to the derivative with
Ts = 1. (E) Averager with N = 4 and L = 6.
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For FIR filters, the unit-sample response can be found by inspection from the bm coefficients:{
bm if 0 ≤ m ≤ M

h[m] =
0 otherwise

The observation that h[n] is zero except for the finite set of times [0,M ] justifies the term finite-
impulse response filter. Figure 2.2 shows the unit-sample responses of the FIR filter examples
from Sec. 2.1.1. The corresponding mathematical expressions are:

1. Gain:
h[n] = Gδ[n]

2. Delay:
h[n] = δ[n − n0]

3. Two-point moving average:
1

h[n] =
1

δ[n] +
2

δ[n
2

− 1]

4. Euler’s approximation to the derivative:

h[n] = (δ[n] − δ[n− 1])/Ts

5. Averager:
1

h[n] =
N−1

N
k

∑
δ[n

=0

− kL]

Note that the impulse response of any FIR filter can be represented as a superposition of impulse
responses consisting of simple gains and delays.

For IIR filters, the unit-sample response cannot, in general, be found by inspection from Eq. 2.1,
because it is of infinite duration (hence its name). One method suitable for digital computers
is to recursively apply the difference equation (Eq. 2.1) with a unit sample as the input. For
example, it is straightforward to verify by induction on n that the unit-sample response of the
first-order lowpass filter is h[n] = anu[n], where u[n] is the unit step function defined in Eq. 2.7.
We will give a general analytic method for finding the unit-sample response of IIR filters in
Chapter 6.

2.2.3 Properties of convolution/Combinations of filters

By making the substitution of variable l = n−m, it is easy to verify that:

∞ ∞
x[n] ∗ h[n] =

∑
x[m]h[n m] = h[l]x[n l] = h[n] x[n] (2.6)

m=

−
−∞ l=

∑
− ∗

−∞

Therefore, convolution is a commutative operation.
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x[n] y[n]
h1[n] h2[n]

h1[n] * h2 [n] = h2[n] * h1 [n]

A

B

h1[n] + h2 [n]

h1[n]

x[n] y[n]

h2[n]

+

Figure 2.3: Combination of filters in cascade (A) and in parallel (B).
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Using another change of variables, we can also verify the following:

x[n] ∗ (h1[n] ∗ h2[n]) = (x[n] ∗ h1[n]) ∗ h2[n]

In other words, convolution is an associative operation.

When the output of a filter with unit-sample response h1[n] is used as input to another filter
unit-sample response h2[n], the two filters are said to be placed in cascade (Fig. 2.3(A)). Fwith
the associative property of convolution, we can see that the unit-sample response of cascadrom
filters is simply the convolution of their unit-sample responses. Because convolution is ed
commutative (i.e. h1[n] ∗ h2[n] = h2[n] ∗ h1[n]), this result also implies that the output also
cascade of LTI filters does not change if the order of the filters is changed. of a

For example, Fig. 2.4 shows that any IIR filter defined by a difference equation of the form
Eq. 2.1 can be considered as the cascade of an FIR filter and a purely recursive filter. The o of
in which these two filters are placed does not change the final result, which leads to an efficrder
implementation of the filter requiring only a number of storage and delay elements equal toient
filter order. the

Simple manipulations also reveal that

(x[n] ∗ h1[n]) + (x[n] ∗ h2[n]) = x[n] ∗ (h1[n] + h2[n]),

indicating that convolution is distributive over addition.

This gives a useful result for parallel combinations of LTI filters, in which one forms the su
the outputs of two (or more) filters (Fig. 2.3(B)). As a result of the distributivity of convolum of
over addition, the unit-sample response of a parallel combination of filters is the sum of thtion
unit-sample responses. Decomposition of a high-order filter into a parallel combination of sim eir
ones is a very common technique for analysis and design of filters. In fact, it is the basis forpler
method of finding the unit-sample response of IIR filters given in Chapter 6. the

2.2.4 Convolution example

To illustrate the computation of a convolution, we will consider the response of the first-or
lowpass filter to a rectangular pulse of duration N : der

1 if 0 n N 1
x[n] = u[n]− u[n

≤−N ] =

{
≤ −

0 otherwise

where u[n] is the unit step, defined by

�
{

0 if n < 0
u[n] = (2.7)

1 if n ≥ 0

The exponential unit-sample response of the filter h[n] = anu[n] and the input x[n] are sh
in Figs. 2.5(A) and (B) respectively. To compute the output, we will use the second formown
convolution in Eq. 2.6: for

10
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Figure 2.4: (A) Block diagram for a unit delay. (B) Decomposition of a digital filter into the
cascade of an FIR filter and a purely recursive filter. (C) Interchanging the order of the cascaded
filters in B. (D) Combining the two filters in C for efficient implementation.
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∞ ∞
y[n] = h[n] ∗ x[n] =

∑
amu[m]x[n

m=

−m] =
−∞ m

∑
amx[n

=0

−m] (2.8)

Three regions must be distinguished:

1. For n < 0, x[n−m] is equal to zero for m ≥ 0, so that y[n] = 0. This is generally true if
both x[n] and h[n] are zero for negative times.

2. For 0 ≤ n ≤ N − 1, the sum in Eq. 2.8 is from m = 0 to n because x[n −m] is zero for
m > n. Therefore:

n 1 +1

y[n] =
m

∑
a =

− an
m

=0
1− a

In this range, y[n] exponentially approaches the asymptote 1
1−a .

3. For n ≥ N , x[n −m] is zero outside of the interval n − N + 1 ≤ m ≤ n, so that Eq. 2.8
becomes:

n
m 1

] = a
m

∑ N

y[n = an

=n−N+1

−N + 1
− a 1

=
− a−N

1− a
an

1− a−1

Thus, y[n] exponentially decays to zero.

The output signal y[n] is shown in Fig. 2.5(C).

2.3 Causality and stability

2.3.1 Causality

A discrete-time system is said to be causal if its response at time n0 depends only on the input
for times n ≤ n0. For LTI filters, it is easy to see from the convolution formula (Eq. 2.5)
that this will be the case if and only if the unit-sample response h[n] is zero for n < 0. In
Sec. 2.1.3 we claimed that one interpretation of a digital filter defined by a linear, constant-
coefficient difference equation naturally leads to a causal filter because the output sample y[n] is
recursively computable from previous samples of the output signal, and past and present values
of input. Note that previous samples of output signal are, in turn, computed from even older
values of the input and output signals, which ultimately depend only on past values of the input
and initial conditions.

Causality is necessary for processing signals in real time, for example in control applications. On
the other hand, when the signal has been recorded and stored prior to processing, the notions of
“past” and “future” become largely a matter of convention, and it is possible to use non-causal
filters. Causality is of little relevance for signals where the independent variable is not time,
such as digital images. The non-casual FIR filters described by

M

y[n] =
∑

bmx[n
m=−M

−m]
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Figure 2.5: Convolution example: (A) Unit-sample response of the first-order low-pass filter,
h[n] = anu[n], with a = 0.9. (B) Input signal, x[n] = u[n]−u[n−N ], with N = 10. (C) Output
signal.
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is an example of a class of LTI digital filters which are not described by a linear, constant-
coefficient difference equation of the form of Eq. 2.1. FIR filters of this form whose unit-sample
response is symmetric around the origin (i.e bm = b m), are referred to as zero-phase, since they−
introduce no delay in the processing. One can always change a zero-phase FIR filter into a causal
filter by shifting its unit-sample response by half the duration of the unit-sample response.

2.3.2 Stability

A system is said to be stable if a bounded input gives a bounded output. For an LTI system to
be stable, it is necessary and sufficient that its unit-sample response be absolutely summable:

∞∑
|h[n]| = C < ∞ (2.9)

n=−∞

To show that this condition is sufficient, let x[n] be a bounded signal, i.e. |x[n]| ≤ B for all n.
Then, the response of the system y[n] can be shown to be bounded:

|y[n]| =
∣∣ ∞∣
m=

∣ ∞ ∞∑
h[m]x[n −m]

∣∣ ≤
∑

|x[n
m=

−m]||h[m]| ≤ B
−∞ −∞

∑
m

=

|h[ ]
m

| = BC < ∞
−∞

If h[n] is of fini

∣∣
te duration, then

∣∣
it must be absolutely summable because the infinite sum

in Eq. 2.9 reduces to a finite sum. Therefore, FIR filters are always stable. IIR filters are
not necessarily stable; for example, the first-order lowpass filter is unstable if |a| ≥ 1 because
its unit-sample response anu[n] is not absolutely summable. The Z-transform, considered in
Chapter 6, provides a general stability condition for IIR filters.

2.4 Continuous-time (“analog”) filters (optional)

2.4.1 Definition and properties

An important class of analog filters are continuous-time system defined by a linear, constant-
coefficient differential equation of the form

K )

k

∑ dky(t
ak

=0

M

=
dtk

m

∑ dmx(t)
bm

=0

(2.10)
dtm

This type of differential equation is obtained when solving input-output relations for electrical
networks consisting of linear elements such as resistors, capacitors, inductors and amplifiers, or
for mechanical networks consisting of masses, linear springs and damping elements. Properties
of analog filters closely resemble those of digital filters, so that we will give results without
proofs.

Like digital filters defined by a linear, constant-coefficient difference equation, these analog filters
are linear, time-invariant (LTI) systems. LTI systems are entirely specified by their response to
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the unit impulse δ(t). (See below for an introduction to the unit impulse). This is shown by
writing an arbitrary input x(t) as a superposition of (infinitely many) unit impulses:

x(t) =
∫ ∞

x(τ)δ(t− τ)dτ (2.11)
−∞

This equation means that x(t) can be considered as the limit of a weighted sum of rectangular
pulses with infinitesimally small widths. If we define h(t) as the response of an LTI system to
the unit impulse, and apply the linearity and time-invariance properties to Eq. 2.11, we can
write the filter response y(t) to x(t):

∞
y(t) =

∫
x(τ)h(t− τ)dτ =

�
x(t) ∗ h(t) (2.12)

−∞

where ∗ now denotes the operation of continuous convolution. The convolution integral (Eq. 2.12)
can be considered as a limit of the convolution sum (Eq. 2.5) when the sampling frequency
becomes very high.

Because continuous convolution has the same associativity, commutativity and distributivity
properties as discrete convolution, rules for combining analog filters in cascade and in parallel
are the same as for digital filters.

A necessary and sufficient condition for an analog filter to be stable is that its impulse response
be absolutely integrable: ∫ ∞

|h(t)|dt < ∞ (2.13)
−∞

All filters realized by connecting linear resistors, capacitors, and inductors are guaranteed to be
both stable and causal. Such filters are said to be “physically realizable”.

2.4.2 Singularity functions as operators on functions

A singularity function is the limit in a special sense of a series of functions. One of the most
useful singularity function is the unit impulse, or Dirac’s δ function. The unit impulse is the
“limit” of a brief pulse with unit area when its width becomes very small. It is clear that the
limit cannot be taken in the usual sense because, if the pulse width tends to zero while its area
remains constant, the value of the δ function must become infinite. To make the term “limit”
more precise, consider the integral

∞
f(x) · φ(x) =�

∫
f(x)φ(x)dx

−∞

where f(x) is an “operator function”, φ(x) is a “test function”, and f(x) · φ(x) denotes the
result of the operation, a real number. If we keep the operator f(x) constant, and vary the test
function, we will in general obtain different results for different test functions. If two operators
give the same results for all possible test functions, then they can be considered to be equal.
Consider specifically the operator Π∆(x), which is a rectangular pulse with unit area and width
∆

f
Π∆(x

{
1/∆ i

) =
−∆/2 ≤ x ≤ ∆/2

0 otherwise
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Let us apply this operator to a test function φ(x)

Π∆(x) · φ(x) =
∫ ∞ 1

Π∆(x)φ(x)dx =
−∞

∆

∆

∫ /2

φ(x)dx
−∆/2

When the pulse width ∆ tends to zero, this expression tends to φ(0):

lim Π∆(x) x
→0

· φ( ) = φ(0)
∆

providing the φ(t) is continuous at the origin. We define the operator “unit impulse” δ(x) as
the limit of the operator Π∆(x) when ∆ goes to zero. This means that the result of applying
δ(x) to an arbitrary test function is by definition:∫ ∞

δ(x)φ(x)dx =
�
φ(0) (2.14)

−∞

Strictly speaking, δ(x) is not a function, but, in the sense of operators, i.e. in the sense of what
δ(x) “does” to test functions, it is the limit of the series of functions Π∆(x).

2.4.3 Properties of Dirac’s unit impulse

A special case of Eq. 2.14 in which φ(x) is the unity function yields∫ ∞
δ(x)dx = 1 (2.15)

−∞

This relation justifies the term “unit impulse”. Similarly, we define the delayed impulse δ(x−x0)
by ∫ ∞

δ(x− x0)φ(x)dx =
�

−∞

∫ ∞
δ(x)φ(x + x0)dx = φ(x0) (2.16)

−∞
This definition is the basis for writing an arbitrary, continuous function f(x) as a “sum” of unit
impulses: ∞

f(x) =
∫

δ(x − ξ)f(ξ)dξ = f(x) ∗ δ(x)
−∞

Always in the sense of operators, one has

f(x)δ(x− x0) = f(x0)δ(x − x0)

because, for every test function,∫ ∞ ∫ ∞
f(x)δ(x− x0)φ(x)dx = f(x0)φ(x0) = f(x0)δ(x− x0)φ(x)dx

−∞ −∞

This definition makes sense only if f(x) is continuous for x = x0. Thus, terms of the form
u(x)δ(x) or δ(x)2 are mathematically meaningless.

The unit impulse can be considered in an operational sense as the derivative of the unit step
function u(x). To see this, consider the integral:

I =
�

∫ ∞
u(x)φ′(x)dx (2.17)

−∞
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where φ(x) is a test function that vanishes at infinity, and ′ denotes the derivative. Substituting
the definition of the unit step u(x) into Eq. 2.17, we obtain

I =
∫ ∞ ∞

φ′(x)dx = φ(∞)− φ(0) = −φ(0) = −
∫

δ(x)φ(x)dx (2.18)
0 −∞

The last equality comes from the definition of the unit impulse in Eq. 2.14. We can also integrate
Eq. 2.17 by parts by introducing the formal derivative of the unit step u(x)

I =
∫ ∞ ∞

u(x)φ′(x)dx = −
−∞

∫
u′(x)φ(x)dx (2.19)

−∞

Comparing Eqs. 2.18 and 2.19, which hold for all test functions, we conclude that, in an opera-
tional sense, δ(x) is the derivative of u(x).

By a similar line of reasoning, we define the derivative of the unit impulse δ′(x) by the expression∫ ∞
δ′(x)φ(x)dx =

� −φ′(0)
−∞

That this definition makes sense can again be seen by integrating by parts. More generally, the
delayed δ′ “function” is defined by:∫ ∞

δ′(x− x0)φ(x)dx =� −φ′(x0)
−∞

This operator is useful for writing a derivative in the form of a convolution:

φ′(x) =
∫ ∞

δ′(x− ξ)φ(ξ)dξ = φ(x) ∗ δ′(x)
−∞

2.5 Summary

An important class of digital filters are discrete-time systems defined by linear, constant-
coefficient difference equations. Such digital filters are part of the broader class of linear, time-
invariant (LTI) systems. LTI systems are completely characterized by their unit-sample response
h[n], in the sense that their response y[n] to an arbitrary signal x[n] can be computed by means
of the discrete convolution:

∞
y[n] = x[n] ∗ h[n] =

∑
h[m]x[n

m=

−m]
−∞

If only a finite number of samples of the unit-sample response are non-zero, the filter is said
to have a finite impulse response (FIR). FIR filters are always stable, and their unit-sample
response can be found by inspection from the difference equation.

2.6 Further reading

• Oppenheim and Schafer, Chapter 2, Sections 1–5
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• Siebert, Chapter 7, Chapter 9

• Karu, Chapters 8, 10, 11, and 14

• Oppenheim, Willsky and Nawab, Chapters 1 and 2
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Course Director: Dr. Julie Greenberg

HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

Chapter 3 - FOURIER REPRESENTATION OF SIGNALS

AND SYSTEMS

©c Bertrand Delgutte and Julie Greenberg, 1999

Introduction

In Chapter 2, we studied the operation of linear, time-invariant filters in the time domain.
Further insights and greater simplicity in the analysis are provided when filters are studied in
the frequency domain, that is, when sinusoidal signals (or equivalently, complex exponentials)
are used as inputs. The key to this simplicity is twofold: (1) The response of a linear, time-
invariant system to a sum of sine waves is always a sum of sine waves at the same frequencies. (2)
Fourier’s theorem expresses any reasonably well-behaved signal as an infinite sum of sine waves.
Therefore understanding the response to sine waves suffices to predict responses to arbitrary
signals. Frequency-domain analysis is particularly useful for separating signal from noise when
the signal and the noise occupy different frequency bands, or at least when the signal-to-noise
ratio differs for different frequency regions.

The frequency-domain properties of filters can be introduced with either discrete-time or continuous-
time signals. We will first present detailed results for discrete-time signals and systems and then
extend these results to continuous-time signals. In Chapter 5, we will consider sampling theo-
rems that provide a relation between these two types of signals. The frequency representation
of random signals will be studied in Chapter 12.

3.1 Frequency response of LTI systems

According to the convolution theorem introduced in Chapter 2, the responses of linear, time-
invariant (LTI) systems to arbitrary inputs can be computed if the unit-sample response is
known. Indeed, convolution is usually the simplest method to compute the output of a digital
filter if either the input or the impulse response is only a few samples in duration. There is
another condition for which the responses of LTI systems can be readily computed: when the
inputs are complex exponentials of the form ej2πfn. Specifically, let us consider the response of
a system with unit-sample response h[n] to a complex exponential with frequency f :

∞
y[n] = h[n] ∗ ej2πfn =

∑
h[m] ej2πf(n−m)

m=−∞

This can be written as:

y[n 2πfn
∞

] = ej
∑

h[m] e−j2πfm = H(f) x[n]
m=−∞
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with ∞
H(f) =

�

n=

∑
h[n] e−j2πfn (3.1)

−∞
Thus, the output is equal to the input multiplied by the complex constant H(f). When con-
sidered as a function of frequency, H(f) is called the frequency response of the system. The
frequency response H(f) is related to the unit sample response h[n] by Eq. 3.1, which is the
definition of the discrete-time Fourier transform (DTFT)1. The frequency response H(f) is a
periodic function of frequency with period 1. This is to be expected because discrete-time sine
waves whose frequencies differ by multiples of 1 are indistinguishable.

3.1.1 Responses to sums of complex exponentials

An advantage of using the frequency response for describing LTI systems is that, if the input is
a weighted sum of complex exponentials

N−1

x[n] =
∑

c ej2πfin
i (3.2a)

i=0

then, by linearity, the output can be expressed as a weighted sum of the same complex expo-
nentials, with the output weights being equal to the input weights multiplied by the values of
the frequency response at the input frequencies:

N−1

y[n] =
∑

ci H(fi) ej2πfin (3.2b)
i=0

In other words, an LTI system cannot create new frequency components, it can only amplify (or
attenuate) and delay the frequency components present in the input. This fundamental property
does not hold for even simple nonlinear systems such as a square function y[n] = x[n]2.

Example 1

Any sinusoidal signal can be written as a sum of two complex exponentials:

A
x[n] = A cos (2πfn + φ) = jφ A

e ej2πfn +
2

e−jφ e−j2πfn

2

Therefore, the sinusoidal response of a system with frequency response H(f) is:

A
y[n] = H(f) jφ A

e ej2πfn + H(
2

−f) e−jφ e−j2πfn

2

Let us decompose the complex frequency response H(f) into its magnitude |H(f)| and phase
H(f):

H(f) = |H(f)| ej H(f)

1The discrete-time Fourier transform (DTFT) should not be confused with the discrete Fourier transform
(DFT), which we will study in Chapters 4 and 5. The DTFT is a continuous function of frequency, while the
DFT is a discrete function of frequency. In fact, we will see that the DFT corresponds to frequency samples of
the DTFT.

�
�
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From the definition of the frequency response (Eq. 3.1), it is clear that, for real h[n], H(−f) =
H∗(f) = |H(f)| e−j H(f). Therefore, y[n] becomes:

y[n] = A |H(f)| cos (2πfn + φ + H(f)) (3.3)

The magnitude of the output is the magnitude of the input multiplied by the magnitude of the
frequency response, and the phase of the output is the phase of the input plus the phase of the
frequency response.

Example 2

We saw in Chapter 1 that periodic, discrete-time signals with period N can be expressed as
discrete Fourier series:

[ N

x[n] =
]

2

k=

∑
−[ N

X 2
k ej πkn/N (3.4a)

]
2

From the preceding results, we can directly write the Fourier series for the response of a linear
system with frequency response H(f)

[ N

y[n] =
]

2

k=

∑
−[ N

k
Xk H(

]
2

) ej2πkn/N (3.4b)
N

The Fourier coefficients for the output signal are simply Y = X k
k k H(N ).

3.1.2 Example frequency responses of LTI systems

1. Gain G:
H(f) = G

2. Delay by n0 samples:
H(f) = e−j2πfn0

The magnitude is 1, and the phase is a linear function of frequency.

3. Two-point smoother y[n] = 1 (x2 [n] + x[n − 1]) (Fig. 3.1a):

(1 + e−j2πf )
H(f) = = e−jπf cos πf

2

The magnitude is 1 at low frequencies, and approaches 0 for f = 1
2 . This behavior is charac-

teristic for lowpass filters.

4. Euler’s approximation to the derivative y[n] = 1 (xT [n]
s

− x[n − 1]) (Fig. 3.1b):

1
H(f) = j 2

(1
Ts

− e− 2πf ) = sinπf e−jπ(f− 1

Ts

)
2

�

�
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The magnitude of H(f) is approximately 2πf
T for low frequencies. This is appropriate because

s

the magnitude of the derivative of a continuous-time sine wave of frequency F = f πFT is 2
times the magnitude of the input. There is also a

s−π
2 phase shift, consistent with the fact

that the derivative of a sine is a cosine.

5. First-order recursive lowpass filter y[n] = a y[n − 1] + x[n] (Fig. 3.1c):

1
H(f) =

1 − a e−j2πf

The magnitude is
1|H(f)| =

(1 + a2 − 2 a cos 2πf)
1
2

and the phase is
a

H(f) = − tan−1 sin 2πf

1 − a cos 2πf

Clearly, the closer a approaches 1, the lower the cutoff frequency of the lowpass filter.

3.2 Fourier representation of discrete-time signals

We have seen so far that, if an input signal can be expressed as a sum of complex exponentials,
then the response of an arbitrary LTI system to this input can be computed if we know its
frequency response. Thus, if all discrete-time signals could be expressed as a sum of complex
exponentials, the frequency response would constitute a complete characterization of LTI sys-
tems. This is precisely what Fourier’s theorem for discrete-time signals states: Except for mild
restrictions, any discrete-time signal can be expressed as an infinite ”sum” (actually an integral)
of complex exponentials. This can be considered as a limit of the discrete Fourier series when
the period N tends to infinity: the spectral lines at fk = k

N get closer and closer so that the
sum over harmonic number k in Eq. 3.4a tends to an integral over frequency.

3.2.1 Discrete-time Fourier transform (DTFT)

Fourier’s theorem for discrete-time signals can also be derived from the Fourier series for con-
tinuous signals if we exchange the roles of time and frequency. For this purpose we reproduce
the definition of the discrete-time Fourier transform of x[n] from Eq. 3.1:

∞
X(f) =

n

∑
x[n] e−j2πfn (3.6a)

=−∞

Because X(f) is periodic, it must have a Fourier series, and, in fact, Eq. 3.6a does provide a
Fourier series expansion for X(f) in which the Fourier coefficients are the samples x[n]. Making
use of the formula for computing the Fourier coefficients of a continuous, periodic signal, the
signal x[n] can be expressed as a function of X(f):

x[n] =
∫ 1

2

− 1
X(f) ej2πfn df (3.6b)

2

�
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Together, Eqs. 3.6a and 3.6b constitute the Fourier transform pair for discrete-time signals.
Note that, even though the range of integration in Eq. 3.6b is from −1 1

2 to 2 , because H(f) is
periodic, we could also integrate over any one period, e.g. from 0 to 1. In the following, we will
use the notation

x[n] ←→ X(f)

to indicate DTFT pairs.

Equation 3.6b expresses an arbitrary signal x[n] as a ”sum” of complex exponentials. Therefore,
the output of a system with frequency response H(f) to the input x[n] is the ”sum” of the input
exponentials, each one being weighted by the frequency response:

y[n] =
∫ 1

2

− 1
H(f) X(f) ej2πfn df (3.7a)

2

This expression is of the same form as Eq. 3.6b if we define

Y (f) = H(f) X(f) (3.7b)

This means that the Fourier transform of the convolution x[n] ∗ h[n] is the product of the
Fourier transforms:

x[n] ∗ h[n] ←→ X(f) H(f)

Much of the power in the frequency approach to LTI systems is due to this convolution theorem.

Example 1

To illustrate the use of Eq. 3.6a, consider the Fourier transform of the symmetric rectangular
pulse:

w[n] = ΠN [n] =
�
{

1 if − N ≤ n ≤ N
0 otherwise

From Eq. 3.6a:
N sin

W (f) =
n=

∑
e−j2πfn π(2N + 1)f

=
−N

sin πf

This signal and its transform are shown in Fig. 3.2a for N = 4. Note that, from Eq. 3.6a, one
has ∞

W (0) =
n=

∑
w[n] = 2N + 1

−∞
The DC component of w[n] is the sum of the signal samples, a result that holds for arbitrary
signals.

Example 2

We will now use the inverse Fourier transform relation Eq. 3.6b to compute the impulse response
of the ideal digital lowpass filter H(f):

f
H(f) = ΠW (f =�

{
1

)
| | ≤ W

0 W < |f | ≤ 1
2
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Values of H(f) for |f | > 1
2 are found by periodicity. From Eq. 3.6b:

h[n] =
∫ W

j2πfn sin 2πWn
e df =

−W πn

This signal and its transform are shown in Fig. 3.2b. It can be verified from Eq. 3.6b that:

h[0] =
∫ 1

2

− 1
H(f) df = 2W

2

Thus, the value of a signal at the origin is the area under its Fourier transform.

3.3 Properties of the Discrete-Time Fourier Transform

3.3.1 Linearity

The DTFT is a linear operation because one has

a x[n] + b y[n] ←→ a X(f) + b Y (f)

for a and b arbitrary real or complex constants.

3.3.2 Symmetry properties

1. If x[n] is a real signal, then Eq. 3.6a shows that X(−f) = X∗(f), where * denotes the
complex conjugate. This implies that the real part of X(f) is even, and its imaginary part is
odd:

XR(−f) = XR(f) XI(−f) = −XI(f) (3.8a)

Similarly, the magnitude of X(f) is even, and the phase is odd:

|X(−f)| = |X(f)| X(−f) = − X(f) (3.8b)

2. If x[n] is real and even, X(f) is also real and even, and the Fourier transform pair can be
written with purely real functions:

∞
X(f) = x[0] + 2

n

∑
x[n] cos 2πfn (3.9a)

=1

x[n] = 2
∫ 1

2
X(f) cos 2πfn df (3.9b)

0

3. If x[n] is real and odd, X(f) is purely imaginary and odd, and the transform pair can be
written as ∞

X(f) = −2j
∑

x[n] sin 2πfn (3.10a)
n=1

� �

Cite as: Julie Greenberg, and Bertrand Delgutte. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY]. 

6www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

53
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



1

x[n] = 2j
∫

2
X(f) sin 2πfn df (3.10b)

0

4. Any signal can be decomposed into the sum of an even part xe[n] and an odd part xo[n].
The above results imply that the following transform pairs hold:

1
xe[n] =� (x[n] + x[

2
−n]) ←→ XR(f) (3.11a)

1
xo[n] =� (x[n] − x[−n]) ←→ j XI(f) (3.11b)

2

3.3.3 Some simple transform pairs

In the following, we use the convention that, if G(f) is an arbitrary function of frequency, then
G̃(f) is the periodic function formed by repeating G(f) at frequency intervals of 1:

∞
G̃(f) =

�

k=

∑
G(f − k)

−∞

G̃(f) is called a frequency-aliased version of G(f). With this convention, we can write the
following transform pairs.

δ[n] ←→ 1 .12a)

δ[n − n0] ←→ e−j2πfn0 (3.12b)
sin π(2N + 1)f

ΠN [n] ←→ (3.12c)
sin πf

1 ˜←→ δ(f) (3.12d)

ej2πf0n ˜←→ δ(f − f0) (3.12e)

δ̃(f
cos 2πf0n

− f←→ 0) + δ̃(f + f0) (3.12f)
2

δ̃(f
sin 2πf0n

− f←→ 0) ˜− δ(f + f0) (3.12g)
2j

an 1
u[n] ←→ (3.12h)

1 − a e−j2πf

(n + 1) an 1
u[n] ←→ (3.

(1 − a e−j2πf )2
12i)

1
u[n] ←→ 1

+
1 − e−j2πf

δ̃(f) (3.12j)
2

j
n ←→ δ̃′(f) (3.12k)

2π
sin 2πWn

Π̃
πn

←→ W (f) (3.12l)
∞ 1

pN [n] =�

r=

∑
δ[n − rN ] ←→

−∞

∞

N
k=

∑ k
δ(f −

−∞
) (3.12m)

N

All of the above relations, with the exception of (3.12m), are direct consequences of applying
either Eq. 3.6a or Eq. 3.6b.

(3
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3.3.4 DTFT of an impulse train

Equation 3.12m states that the transform of an infinite train of impulses spaced at intervals of
N samples is a train of impulses in frequency spaced at intervals of 1/N . To prove this, we will
apply the inverse transform relation Eq 3.6b to

1
X(f) =�

∞

N
k=

∑ k
δ(f −

−∞
)

N

The inverse transform is

x[n] =
∫ 1 1
0

∞

N
k=

∑ k
δ(f −

−∞
) ej2πfn df

N

Interchanging the order of summations, and making use of the definition of δ(f − k
N ), this

becomes:
1

x[n] =
N−1∑

ej2πkn/N

N
k=0

The infinite sum over k reduces to a sum from k = 0 to N − 1 because we are only integrating
the δ functions for f between 0 and 1. Using the orthogonality of complex exponentials:

N−1∑
j2πkn/N

{
N if n is a multiple of N

e =
0 otherwise

k=0

we verify that x[n] is the periodic impulse train pN [n].

3.3.5 Convolution theorem

With Eq. 3.7, we have already proved the convolution theorem:

x[n] ∗ y[n] ←→ X(f) Y (f) (3.13)

An important special case of this relation is the time-delay theorem:

x[n − n0] = x[n] ∗ δ[n − n0] ←→ X(f) e−j2πfn0 (3.14)

Another important application of Eq. 3.13 gives the DTFT of the deterministic autocorrelation
function of x[n]

R̃x[n] =� x[n] ∗ x[−n] ←→ |X(f)|2 = X(f) X(−f) (3.15a)

Expressing Eq. 3.15a at time zero gives Parseval’s theorem for discrete-time signals

∞ 1

Ex =
n=

∑
x[n]2 =

−∞

∫
2

− 1
.

2

|X(f)|2 df (3 15b)

which states that the total energy in the signal is equal to the integral over frequency of the
energy density spectrum |X(f)|2. This name is justified by the observation that, if x[n] is
processed by a narrow bandpass filter with center frequency f0 and bandwidth ∆f , then the
energy in the bandpass filtered signal is approximately |X(f0)|2 ∆f .
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Frequency response of filters defined by a difference equation

Since the convolution theorem reveals that Y (f) = X(f)H(f), it follows that the frequency
response H(f) of an LTI system can be determined by dividing the DTFT of the output, Y (f),
by the DTFT of the input, X(f). This is used to determine the frequency response of the general
class of digital filters defined by a linear constant coefficient difference equation (LCCDE):

K M

y[n] =
k

∑
aky[n

=1

− k] +
m

∑
bmx[n

=0

− m].

Using the linearity of the DTFT along with the time delay theorem (Eq. 3.14) gives

K M

Y (f) =
k

∑
a Y (f)e−j2πfk

k +
=1 m

∑
bmX(f)e−j2πfm,

=1

which can be rearranged to give the frequency response of the filter defined by the LCCDE:

Y (f)
H(f) =

M

=
X(f)

∑
m=0 bm e−j2πfm

.
1 − ∑K

k=1 ak e−j2πfk

3.3.6 Product theorem - Cyclic convolution

Because the transform of a convolution is the product of the transforms, we might expect that,
by duality, the DTFT of a product would be the convolution of the transforms. However, time
and frequency are not completely interchangeable for the DTFT because the time domain is
discrete, while the frequency domain is continuous and periodic. Indeed, the convolution of
two periodic functions is always undefined. We need to introduce the cyclic convolution of two
periodic functions X(f) and W (f), which differs from the usual (linear) convolution in that the
range of integration is over one period rather than from −∞ to ∞:

1

X(f)©∗ W (f) =�
∫

2

− 1
X(φ)W (f

2

− φ)dφ = W (f)©∗ X(f) (3.16a)

Strictly speaking, this operation should be denoted©∗1 to indicate that the range of integration
is 1, but this information is omitted because we know that DTFT’s always have period 1.

Using this definition, we can state the product theorem:

x[n] w[n] ←→ X(f)©∗ W (f) (3.16b)

In order to prove this theorem, we express the product x[n] w[n] in terms of the Fourier trans-
forms of these two signals:

1

x[n] w[n] =
∫

2

− 1

1

X(φ) ej2πφn dφ
2

∫
2

− 1

1

W (θ) ej2πθndθ =
2

∫
2

− 1

1

2

∫
2

− 1
X(φ) W (θ) ej2π(φ+θ)n dφ dθ

2

Figure 3.3 shows that, because the function to be integrated is periodic in both φ and θ, inte-
gration over the square −1 φ,2 ≤ θ ≤ 1

2 is equivalent to integration over the parallelogram
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defined by −1 φ2 ≤ ≤ 1 1
2 and − φ2 ≤ + θ ≤ 1

2 . Making the change of variable f = θ + φ,
and interchanging the orders of integration, this yields

1

x[n] w[n] =
∫

2

− 1

1

2

( ∫
2

− 1
X(φ) W (f − φ) dφ

)
ej2πfn df

2

We recognize this expression as being the inverse Fourier transform of the term between brackets,
which is X(f)©∗ W (f).

Important special cases of the product theorem give the sinusoidal modulation (or frequency
translation) and ramp-multiplication (or frequency derivative) theorems:

x[n] ej2πf0n ←→ X(f − f0) = X(f) ˜©∗ δ(f − f0)

j
n x[n] ←→ j

X ′(f) = X(f)
2π

©∗ δ̃′(f)
2π

3.4 Filter design

3.4.1 Gibbs’ phenomenon

A common problem in signal processing is to design filters with sharp cutoffs. For example,
consider the ideal lowpass filter H(f) = ΠW (f), shown in Figure 3.4A for W = 0.1. Its
unit sample response h[n] = sin 2πWn

πn is of infinite duration, and cannot be realized by a
finite difference equation. A simple idea is to truncate the unit-sample response to the interval
[−N, N ], giving the finite impulse response hN [n] =� h[n] ΠN [n]. Because h[n] is a Fourier
series for H(f), such truncation yields a least-squares approximation to H(f). The frequency
response HN (f) of hN [n] can be related to the desired frequency response H(f) by means of
the product theorem:

sin π(2N + 1)f
hN [n] = h[n] ΠN [n] ←→ HN (f) = H(f)©∗

sin πf

Figure 3.4B shows the rectangular function ΠN [n] and its DTFT for N = 7, and Figure 3.4C
shows the resulting filter and its frequency response, HN (f). The frequency response deviates
from that of the ideal lowpass filter in that (1) the transition from the passband to the stop band
has a finite width ∆f ≈ 1/N , and (2) there are ripples in both the passband and the stopband.
These ripples are due to the oscillations at frequency 1/N in the DTFT of the rectangular
function. It might seem at first sight that these ripples could be decreased by increasing the
number of samples in the finite impulse response. However, Figures 3.4D and 3.4E show that
this is not the case: Increasing N from 7 to 30 has little effect on the size of the ripple in the
frequency response HN (f), although it does make the transition width narrower. The presence of
ripples whose amplitude does not decrease with increasing length of the unit-sample response is
called Gibbs’ phenomenon. It occurs whenever the frequency response of the desired filter shows
abrupt discontinuities, in particular for lowpass, highpass, bandpass, and bandstop filters.
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3.4.2 Filter design using windows

One technique for reducing ripple in the frequency responses of filters with sharp cutoffs is to
multiply the unit-sample response of the desired filter by a tapered window, w[n], rather than by
a rectangular pulse. The frequency response of the FIR filter is then HN (f) = H(f)©∗ W (f).
If w[n] can be chosen so that W (f) shows minimal oscillations, then HN(f) will not have large
ripple. A number of commonly used windows are shown in Fig. 3.5, together with their DTFTs.
The DTFTs of the tapered windows (Fig. 3.5D,F,H,J) have much smaller sidelobes than the
DTFT of a rectangular window of the same length (Fig. 3.5B). On the other hand, the mainlobes
are roughly two times wider than that of the rectangular window. As a result of these differences,
lowpass filters designed with tapered windows have larger transition widths and smaller ripple
amplitudes than those designed with a rectangular window of the same length (Fig. 3.6A-D).
Thus, by selecting different windows, it is possible to trade ripple amplitude for the width of
the transition band, while keeping the length of the impulse response constant. The transition
width can always be made arbitrarily small by increasing the length of the window.

3.4.3 Filter design using the Parks-McClellan algorithm

Windowing is only one of many methods used in designing filters with sharp cutoffs. Another
method is to minimize the maximum deviation between the desired frequency response and the
actual frequency response. Filters designed using the Parks-McClellan method (an iterative
algorithm based on Chebyshev approximations) have ripple with the same amplitude throughout
the passband and the stopband. Figure 3.6 compares the frequency responses of three FIR
lowpass filters of the same length designed with a rectangular window, a Hamming window,
and the Parks-McClellan algorithm. The filter designed using the Parks-McClellan algorithm
has approximately equal ripple and somewhat better stopband attenuation than the window
designs.

3.5 Continuous-time Fourier transforms

3.5.1 Frequency responses of LTI systems

The convolution integral is often a cumbersome way to compute the response of a continuous-
time linear system. Just as in the case of discrete-time systems, simpler results are obtained by
using complex exponentials as inputs. Specifically, consider the output of a system with impulse
response h(t) for the input x(t) = ej2πF t:

y(t) = h(t) ∗ x(t) =
∫ ∞

h(τ) ej2πF (t−τ) dτ = H(F ) x(t)
−∞

where ∞
H(F ) =�

∫
h(t) e−j2πF t dt (3.17)

−∞
is the continuous-time Fourier transform (CTFT) of the impulse response h(t). As in the case
of discrete-time systems, H(F ) is called the frequency response of the system. For stable signals,
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the CTFT is the Laplace transform evaluated for s = j2πF , i.e. on the imaginary axis.

3.5.2 Fourier transform of continuous-time signals

For the frequency response to constitute a complete characterization of an LTI system, we need
to express arbitrary signals as a sum of complex exponentials. Fourier’s theorem provides such
a representation for a wide class of signals:

∞
x(t) =

∫
X(F ) ej2πF t dF (3.18a)

−∞
with

X(F ) =
∫ ∞

x(t) e−j2πF t dt (3.18b)
−∞

As for the DTFT, we will use the short hand notation

x(t) ←→ X(F )

to indicate the CTFT pair Eq. 3.18. Note the symmetry between Eqs. 3.18a and 3.18b; the
only difference between the two formulas is the minus sign in the argument of the complex
exponential for the direct transform (Eq. 3.18b). Thus, for continuous-time signals, the roles
of time and frequency can be readily interchanged in Fourier transform formulas, a property
known as duality. Duality is less obvious for discrete-time signals because the time domain is
discrete, while the frequency domain is continuous and periodic.

Using Eqs. 3.18a and 3.17, we deduce that the response of an LTI system with frequency response
H(F ) to an arbitrary input x(t) can be expressed as:∫ ∞

y(t) = H(F ) X(F ) ej2πF t dF
−∞

In other words, the Fourier transform of the convolution x(t) ∗ h(t) is the product of the Fourier
transforms X(F ) H(F ), exactly as for discrete-time signals

x(t) ∗ h(t) ←→ X(F ) H(F )

3.5.3 The CTFT as a limit of the DTFT

Equation 3.18a expresses an arbitrary continuous-time signal as a ”sum” of complex exponentials
and can be considered as a limit of the inverse DTFT formula (Eq. 3.6b) when the sampling
frequency becomes very high. To show this, x(t) is sampled at intervals ∆T and the sampled
signal is expressed as a functions of its DTFT X̃(f):

1

x[n] =� x(n∆T ) =
∫

2

− 1

F

X̃(f) ej2πfn df =
2

∫ s
2

−Fs
∆T X̃(F/F j

s) e 2πFn∆T dF (3.19a)
2

where F =� f/∆T is the analog frequency, Fs = 1�
/∆T is the sampling frequency, and

∞
X̃(f) = X̃(F/F ) =

� ∑
x[n] e−j2πFn/Fs

∞
=

∑
x(n∆T ) e−j2πFn∆T

s (3.19b)
n=−∞ n=−∞
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When ∆T goes to zero (or, equivalently, when Fs goes to infinity), Eqs. 3.19a and 3.19b approach

∞
x(t) ≈ x(n∆T ) =

∫
−∞

(
X̃(F/Fs) ∆T

)
ej2πF t dF

and
∆T X̃

∞
(F/Fs) ≈

∫
x(t) e−j2πF t dt,

−∞
respectively. These equations are the same as Eq. 3.18 if we define the CTFT as

X(F ) =� lim X̃(F/Fs) ∆T
∆T→0

3.5.4 Some simple transform pairs

δ(t) ←→ 1 .20a)

δ(t − t0) ←→ e−j2πF t0 (3.20b)

1 ←→ δ(F ) (3.20c)

ej2πF0t ←→ δ(F − F0) (3.20d)

δ′(t) ←→ j2πF (3.20e)

j
t ←→ δ′(F ) (3.20f)

2π
sin 2πFT

ΠT (t) ←→ (3.20g)
πF

sin 2πWt
Π

πt
←→ W (F ) (3.20h)

1
u(t) ←→ 1

+
j2πF

δ(F ) (3.20i)
2

e−αt 1
u(t) ←→ (3.20j)

α + j2πF

tk e−αt 1
u(t) ←→ (3.20k)

(α + j2πF )k

∞ 1
pT (t) =�

n=

∑
δ(t − nT ) ←→

−∞

∞

T
k=

∑ k
δ(F −

−∞
) (3.20l)

T

−π(t/τ)2e ←→ τ e−π(Fτ)2 (3.20m)

3.5.5 Properties of the continuous-time Fourier transform

Linearity and symmetry properties of the continuous-time Fourier transform are the same as
those of the discrete-time Fourier transform.

(3
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3.5.6 Convolution and multiplication

We have already argued that

x(t) ∗ h(t) ←→ X(F ) H(F ) (3.21)

Some important special cases of this relation are:

x(t − t0) = x(t) ∗ δ(t − t0) ←→ X(F ) e−j2πF t0 (3.22a)

x′(t) = x(t) ∗ δ′(t) ←→ j2πF X(F ) (3.22b)

R̃x(t) =
�

x(t) ∗ x(−t) ←→ |X(F )|2 (3.22c)

Expressed at time zero, Eq. 3.22c yields Parseval’s theorem for continuous-time signals

Ex =
∫ ∞

x(t)2 dt =
−∞

∫ ∞
|X(F )|2 dF (3.23)

−∞

By symmetry between the roles of time and frequency in Eq. 3.6 it is clear that one has

x(t) w(t) ←→ X(F ) ∗ W (F ) (3.24)

where convolution in the frequency domain is defined in exactly the same way as time-domain
convolution ∞

X(F ) ∗ W (F ) =
�
∫

X(φ) W (F − φ) dφ
−∞

Again, special cases of this theorem are

ej2πF0t x(t) ←→ X(F − F0) = X(F ) ∗ δ(F − F0) (3.25a)

j
t x(t) ←→ jδ′(F )

X ′(F ) = X(F )
2π

∗ (3.25b)
2π

3.6 Time and frequency resolution - The uncertainty principle

3.6.1 Time and frequency resolution

The time resolution of a signal-processing operation is its ability to distinguish between the
response to two impulses that are closely spaced in time and the response to a single impulse.
To be more specific, consider a signal consisting of two unit samples separated by an interval
∆N . The time resolution of a filter is the smallest interval ∆N for which the response of the
filter shows two distinct local maxima. For example, Fig. 3.7a shows the response of a 100-point
raised-cosine filter

n
h[n] = 0.5 (1 − cos 2π ) Π

100 50[n − 50]

to pairs of impulses separated by intervals of 0, 25, 50, and 75 samples. The two pulses are
resolved in the output if ∆N > 50, which is half the duration of the raised-cosine window.
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The frequency resolution of a system is defined in the same way as time resolution if we inter-
change the roles of time and frequency. In this case, the Fourier transforms of the signals to be
resolved are impulses in frequency, i.e the time signals are complex exponentials ej2πfn. Con-
sider specifically a signal x[n] which is the sum of two complex exponentials whose frequencies
are separated by an interval ∆f . The frequency resolution of a window function w[n] is the
smallest ∆f for which the Fourier transform of w[n] x[n] shows two distinct frequency peaks.
From the product theorem, this transform is W (f) ©∗ X(f), so that the frequency resolution
depends on the bandwidth of W (f). For example, Figure 3.7b shows the Fourier transform of
the product of a 100-point raised-cosine window with a sum of two sine waves whose frequencies
are separated by intervals of 0, 0.01, 0.02 and 0.03. The two sine waves are resolved when the
frequency separation exceeds 0.02. This corresponds to half the width of the mainlobe of the
transform of the 100-point raised-cosine window.2 Thus, for this window, the time resolution
is 50 samples, and the frequency resolution is 0.02 cycle/sample, so that the product of time
resolution and frequency resolution is about 1. Similar time-bandwidth products hold for other
types of windows.

3.6.2 Uncertainty principle for continuous-time signals

To summarize the preceding discussion, the time resolution of a window depends on its duration,
while its frequency resolution depends on its bandwidth. It is remarkable that, regardless of the
window shape, the product of the duration and the bandwidth exceeds a lower bound which is
of the order of unity. Such uncertainty relations impose a limit on the time resolution and the
frequency resolution that can be simultaneously achieved. There exist a variety of uncertainty
relations whose formulations depend on the exact definition of ”duration” and ”bandwidth”. We
will prove one form of uncertainty relation using definitions of duration and bandwidth which
apply to a broad class of signals, and lead to mathematically-simple results. This relation will
be derived for continuous-time signals because they provide greater symmetry between time and
frequency domains than do discrete-time signals. Specifically, we will treat the square of a signal
h(t) as if it were a probability density function, and define the duration to be twice the standard
deviation of this p.d.f. We use the square of h(t) rather than the signal itself because a p.d.f
must always be positive. First, we define the center of gravity T̄ in a manner analogous to the
mean of a random variable:

¯ t h dt
=
∫∞ (t)2

T
� −∞

∞ h(t)2 dt−∞
The denominator is a normalizing factor ensuri

∫
ng that the area under the ”p.d.f.” is one.

Then, we define the r.m.s. duration ∆T to characterize the dispersion of the signal around its
center of gravity:

t T̄ 2 h t 2 dt
∆T 2 � − )

= 4
∫∞ ( ) (−∞ (3.26)∞ h(t)2 dt−∞

The factor of 4 comes from the observation tha

∫
t the width of a p.d.f is approximately twice the

standard deviation. With no loss of generality, we can assume that the center of gravity is at
the origin because this can always be achieved by a change of origin without changing the r.m.s.
duration.

2A more conservative definition of frequency resolution, requiring the frequency separation to equal or exceed
the mainlobe width (instead of half the mainlobe width), may be preferable in some applications.
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The r.m.s. bandwidth ∆F is defined in a manner analogous to the r.m.s. duration by treating
the magnitude squared of the transform |H(F )|2 as a probability density function:

dF
∆F 2 �

∫∞ F 2
−∞ |H(F )|2

= 4 (3.27)∞
−∞ |H(F )|2 dF

With the definitions of Eqs. 3.26 and 3.27,

∫
we can formulate the uncertainty principle, which

states that, if the signal h(t) decays to zero faster than 1/
√|t| for large |t|, the product of the

r.m.s. duration and the r.m.s. bandwidth is greater than 1/π:

1
∆T ∆F ≥ (3.28)

π

This means that the duration and the bandwidth of a signal cannot simultaneously be made
arbitrarily small. A measurement interpretation is that the accuracy in measuring the frequency
of a signal is proportional to the signal duration. In quantum physics, Eq. 3.28 is the basis for
Heisenberg’s uncertainty principle, which asserts the impossibility of simultaneously specifying
the position and momentum of a particle.

To prove Eq. 3.28, we first write Parseval’s theorem for the signal h(t)∫ ∞
h(t)2 dt =

−∞

∫ ∞
|H(F )|2 dF

−∞

and for its derivative h′(t) whose transform is j2πF H(F )
∫ ∞

h′(t)2 dt = 4π2
∫ ∞

F 2 |H(F )|2 dF
−∞ −∞

Combining these formulas with Eq. 3.26 and 3.27, we obtain

4
(∆T ∆F )2 =

∞

π2

∫
t2 h(t)2 dt−∞

∫∞ h′(t)2 dt−∞( ∞ h(t)2 dt−∞
)2

Taking the square root, and applying Schwarz’ ineq

∫
uality to the two functions in the numerator

t h(t) and h′(t), we obtain:

2
∆T ∆F ≥

∞

π

∣∣∫
t h(t) h′(t) dt∣ −∞

∣∣∣
(3 29)

Integrating the numerator by parts yields

∫ .∞ h(t)2 dt−∞

2
∫ ∞

t h(t) h′(t) dt =
−∞

[
t h(t)2

]∣∣∞ −
∫ ∞

h(t)2 dt

The quantity between brackets is zero because we h

∣−∞ −∞

ave assumed that
√|t| h(t) vanishes at

infinity. Reporting the value of the integral in the numerator of Eq. 3.29 completes the proof of
the uncertainty principle.
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3.6.3 Gaussian signals

It is interesting to determine whether there exist any signals h(t) for which the lower limit on the
time-bandwidth product is achieved. We have already seen that Schwarz’ inequality becomes
an equality if and only if the two functions are the same within a constant multiplicative factor.
Therefore, one must have:

h′(t) = −α t h(t)

where α is a constant. Integrating this differential equation yields:

h(t) = C e−α t2/2

If α is positive, this is a Gaussian function. Negative α is excluded because the signal would not
vanish at infinity. By symmetry between the roles of time and frequency, it is not surprising that
the Fourier transform of a Gaussian is also a Gaussian. The transform pair takes a particularly
symmetric form if we introduce ∆T =

� √
2/α and ∆F =

� 1
π ∆T :

1√ 2
e−(t/∆T ) 1

∆T
←→ √ 2

e−(F/∆F )

∆F

An alternative form more consistent with statistical practice is:

e−t2/2σ2 1
t ←→ √ Fe−

2/2σ2 1
f with σ

2
t σf =

π σf 2π

The two alternative forms are related by ∆T =
√

2 σt and ∆F =
√

2 σf .

3.6.4 Uncertainty principle for discrete-time signals

For discrete-time signals h[n], we can obtain a form of uncertainty principle by replacing the
integral by a sum in the definition of the r.m.s. duration:

1
∆N ∆f ≥ (3.30a)

π

where

(∆N)2 = 4
∑∞

n= n2 h[n]2−∞ (3.30b)∞
n= h[n]2−∞

and ∆f is defined in the same manner as ∆F

∑
except that the range of integration is from

f = −1 1
2 to h2 . If a discrete-time signal [n] is obtained by sampling a continuous-time signal

h(t), Eq. 3.30a is equivalent to Eq. 3.28 if we define ∆N = ∆T/Ts and ∆f = ∆F/Fs.

3.7 Summary

When a sinusoidal signal with frequency f is used as input to a linear, shift invariant system, the
output is the product of the input by the frequency response H(f), which is the discrete-time
Fourier transform of the unit-sample response h[n]:

∞
H(f) = h[n] e−j2πfn

n=

∑
−∞
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This property is important because Fourier’s theorem provides a decomposition of any stable
signal x[n] into a ”sum” of sinusoidal components:

1

x[n] =
∫

2

− 1
X(f) ej2πfn df

2

Thus, for computing the responses of linear filters, Fourier transforms allow the complex oper
-ation of convolution to be replaced by the simpler operation of multiplication:

y[n] = x[n] ∗ h[n] ←→ Y (f) = X(f) H(f)

Similarly, the DTFT of a product of signals is the cyclic convolution of their transforms

x[n] w[n] ←→ X(f)©∗ W (f)

This product theorem is the basis for the windowing method of filter design, which limits the
ripple for filters whose frequency response shows sharp discontinuities (Gibbs’ phenomenon).

These properties of Fourier transforms also apply to continuous-time signals and systems, with
the added advantage that there is greater symmetry between time and frequency domains. In
particular, the uncertainty principle states that there exists a lower bound on the product of the
duration and the bandwidth of a signal, so that signal processing operations cannot simultaneous
achieve fine time resolution and fine frequency resolution.

The discrete-time Fourier transform can be treated as a special case of the continuous-time
Fourier transform, if discrete signals are interpreted as weighted sums of delta functions spaced
at regular time intervals. This interpretation is useful for deriving the sampling theorem, and
for implementing continuous-time linear systems as digital filters.

3.8 Further reading

Siebert: Chapters 13 and 16; Chapter 18, Sections 1 and 2.
Oppenheim and Schafer: Chapter 2, Sections 6-9; Chapters 5 and 7.
Oppenheim, Willsky, and Nawab: Chapters 4, 5 and 6
Karu, Chapters 3, 16 and 17
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Figure 3.1: Frequency responses of simple digital filters. (A) Two-point smoother. (B) Euler’s
derivative for Ts = 2. (C) First-order recursive lowpass filter for a = 0.5 (solid), a = 0.7
(dash-dot), and a = 0.9 (dotted). (D) Digital resonator for a1 = 0.56 and a2 = −0.81.
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re 3.2:
invers

Figu
and

(A) The rectangular pulse Π4[n] and its DTFT. (B) The ideal lowpass filter Π0.1(f)
e DTFT.

Figure 3.3: Regions of integration used for proving the product theorem.
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Figure 3.4: Example of filter design by windowing. (A) Specifications for the ideal lowpass
filter with cutoff frequency fc = 0.1; the desired frequency response, H(f) = Π0.1(f), and the
corresponding impulse response, h[n]. (B) The 15-point rectangular window w1[n] = Π7[n] and
its DTFT. (C) The 15-point FIR filter designed by windowing, h7[n] = h[n]w1[n], and its DTFT.
The frequency response results from convolving the desired response in (A) with DTFT of the
window in (B), H7(f) = H(f)©∗ W1(f). (D) The 61-point rectangular window w2[n] = Π30[n]
and its DTFT. (E) Similar to (C) for the 61-point FIR filter designed using the rectangular
window in (D).
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Figure 3.5: (A) 61-point rectangular window, Π30[n]. (B) DTFT of rectangular window. (C) 61-
point Bartlett (triangular) window. (D) DTFT of Bartlett window. (E) 61-point Hanning (raised
cosine) window. (F) DTFT of Hanning window. (G) 61-point Hamming window, wH [n] =
(0.54 + 0.46 cos(πn/N))Π[n]. (H) DTFT of Hamming window. (I) 61-point Kaiser windows,
with β = 3 (open circles) and β = 6 (filled circles). (J) DTFT of Kaiser windows with β = 3
(solid line) and β = 6 (broken line). The parameter β controls the tradeoff between mainlobe
width and sidelobe ripple.
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Figure 3.6: (A) and (B) Frequency response of 61-point lowpass filter designed with a rectangular
window (logarithmic and linear magnitude scales). (C) and (D) Frequency response of 61-point
lowpass filter designed with a Hamming window (logarithmic and linear magnitude scales).
(E) and (F) Frequency response of 61-point lowpass filter designed using the Parks-McClellan
algorithm for a transition bandwidth of ∆f = 0.06 (logarithmic and linear magnitude scales).
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Figure 3.7: (A) Convolution of a 100-point raised cosine (hanning) window with two impulses
separated by intervals of 0, 25, 50, and 75 samples. (B) Fourier transforms of the product of a
100-point raised cosine window with the sum of two sine waves separated by 0, 0.01, 0.02, and
0.03 cycles/sample.

24
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Chapter 4 - THE DISCRETE FOURIER TRANSFORM

©c Bertrand Delgutte and Julie Greenberg, 1999

Introduction

The Fourier representation of signals that we studied in Chapter 3 is important for understand-
ing how filters work and what a spectrum is, but it is not a practical tool because the DTFT
is a continuous function of frequency and therefore its computation would in general require an
infinite number of operations. The purpose of this chapter is to introduce another representation
of discrete-time signals, the discrete Fourier transform (DFT), which is closely related to the
discrete-time Fourier transform, and can be implemented either in digital hardware or in soft-
ware. The DFT is of great importance as an efficient method for computing the discrete-time
convolution of two signals, as a tool for filter design, and for measuring spectra of discrete-time
signals. While computing the DFT of a signal is generally easy (requiring no more than the
execution of a simple program) the interpretation of these computations can be difficult because
the DFT only provides a complete representation of finite-duration signals.

4.1 Definition of the discrete Fourier transform

4.1.1 Sampling the Fourier transform

It is not in general possible to compute the discrete-time Fourier transform of a signal because
this would require an infinite number of operations. However, it is always possible to compute a
finite number of frequency samples of the DTFT in the hope that, if the spacing between samples
is sufficiently small, this will provide a good representation of the spectrum. Simple results are
obtained by sampling in frequency at regular intervals. We therefore define the N -point discrete
Fourier transform X[k] of a signal x[n] as samples of its transform X(f) taken at intervals of
1/N :

∞
X[k] =� X(k/N) =

∑
x[n]e−j2πkn/N for 0 k N 1 (4.1)

n=

≤ ≤ −
−∞

Because X(f) is periodic with period 1, X[k] is periodic with period N , which justifies only
considering the values of X[k] over the interval [0, N − 1].

4.1.2 Condition for signal reconstruction from the DFT

An important question is whether the DFT provides a complete representation of the signal,
that is, if the signal can be reconstituted from its DFT. From what we know about sampling,
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we expect that this will only be possible under certain conditions. Specifically, we have seen
in Chapter 1 that, if we take N samples per period of a continuous-time signal with period
T , then the signal can be exactly reconstructed provided that N > 2 WT , where W is the
largest frequency component in the signal. Similarly, if we take N samples per period of the
continuous-frequency, periodic signal X(f) with period 1, we expect that the spectrum can be
reconstructed if N is greater than the duration of the time signal x[n]. The sampling operation
is equivalent to a multiplication by a train of impulses (Fig. 4.1), which is covered in more detail
in Chapter 5. Therefore, sampling at intervals of 1/N effectively forms the new spectrum

∞ ∞ ∞
X̃(f) =� X(f)

∑
δ(f − k/N) =

∑
X(k/N)δ(f k/N) = X[k]δ(f k/N) (4.2)

k= k=

−
k=

∑
−

−∞ −∞ −∞

Remembering from (3.12m) that

∞ ∞
N

r=

∑
δ[n − rN ] ←→

−∞ k=

∑
δ(f − k/N)

−∞

and applying the convolution theorem shows that the inverse DTFT x̃[n] of the sampled spectrum
X̃(f) is the convolution of the original signal x[n] by a periodic train of unit samples:

∞ ∞
x̃[n] = x[n] ∗N

∑
δ[n rN ] = N x[n rN ] (4.3)

r=

−
−∞ r=

∑
−

−∞

The relation between x[n] and x̃[n] is shown in Fig. 4.1. The signal x̃[n] is periodic with period
N . It is said to be a time-aliased version of x[n] by analogy with the frequency-aliasing formula
(1.30). In the important special case when the duration of x[n] is smaller than N , specifically,
if x[n] is zero outside of the interval [0, N − 1], one has:

x̃[n] = Nx[n] for 0 ≤ n ≤ N − 1 (4.4)

Only in this special case can the signal be exactly reconstructed from its DFT. Such reconstruc-
tion can be accomplished by multiplying with a rectangular window in time, which corresponds
to convolving in frequency with the interpolation function illustrated in Figure 4.2.

4.1.3 Inverse discrete Fourier transform

So far, we have proven that the finite-duration signal x[n] can in principle be reconstructed from
its DFT X[k], but we have not given an explicit formula for achieving this reconstruction. We
will show by two different methods that the desired inverse DFT formula is:

1
x[n] =

N−1

X[k] ej2πkn/N (4.5a)
N

k

∑
=0

A first method for deriving this formula is to combine (4.4) with the definition of X̃(f) in (4.2):

∞
X̃(f) = X

k=

∑
[k] δ(f − k/N)

−∞
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Taking the inverse DTFT, one obtains:

1
x[n] =

1
x̃[n] =

N

1

N

∫
X̃(f) ej2πfn 1

df =
0

∞∑
X[k] δ

k=−∞

∫ 1

(f
N 0

− k/N) ej2πfn df

where we have interchanged the orders of summation and integration to obtain the rightmost
expression1. We note that∫ 1 j2πkn/N

δ(f − k/N)ej2πfn e
df =

0

{
if 0 ≤ k ≤ N − 1

0 otherwise

because k/N is outside of the range of integration [0, 1[ when k is outside of the interval [0, N−1].
Therefore the inverse DFT formula is

1
x[n] =

N−1∑
X[k] ej2πkn/N (4.5a)

N
k=0

Because the signal x[n] is of finite duration, the definition of the DFT (4.1) becomes:

N−1

X[k] =
∑

x[n] e−j2πkn/N (4.5b)
n=0

Formulas (4.5a) and (4.5b) constitute the DFT pair for finite-duration signals. Note the sym-
metry between (4.5a) and (4.5b), the only differences being the signs of the arguments of the
complex exponentials and the 1/N factor in the inverse DFT formula (4.5a).

The DFT pair (4.5) can also be considered as a purely algebraic relation between the N numbers
x[n], 0 ≤ n ≤ N − 1 and the N numbers X[k], 0 ≤ k ≤ N − 1, with the two sets of numbers
being related by a set of N linear equations. This point of view leads to an alternate proof of
the inversion formula (4.5a). Specifically, assume that the X[k] are defined from the x[n] by
(4.5b), and form the sum

N−1 N
j2πkm/N

−1 N−1

y[m] ==� X[k]e =
k

∑
=0 k

∑
x

=0 n

∑
[n]ej2πk(m−n)/N

=0

Interchanging the order of summations produces

N−1 N−1

y[m] =
∑

x[n]
n=0 k

∑
ej2πk(m−n)/N

=0

Using the result that discrete complex exponentials with period N are orthogonal over the
interval [0, N − 1]:

N−1∑
ej2πk(m−n)/N f N

=

{
N if m− n is a multiple o
0 otherwise

k=0

we obtain
N−1

y[m] =
k

∑
X[k] ej2πkm/N = N x[m]

=0

1Although the range of integration [0, 1[ differs from the usual range [− 1 , 1
2

[ for inverse DTFTs, the two are
2

equivalent because Fourier transforms are periodic.
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which proves the inverse DFT formula (4.5a). This proof emphasizes that the DFT operation can
be considered as a change of basis set (specifically a rotation) in an N -dimensional vector space.
In the time domain, the signal is decomposed into a sum of orthogonal unit samples δ[n − k],
while in the inverse DFT formula, the orthogonal basis vectors are the complex exponentials
ej2πkn/N .

4.1.4 Relation to discrete Fourier series

We have shown that taking N samples of the DTFT X(f) of a signal x[n] is equivalent to
forming a periodic signal x̃[n] which is derived from x[n] by time aliasing. If the duration of x[n]
is smaller than N , one period of x̃[n] is identical to x[n] within a factor of N . These results are
the dual of those obtained in Section 1.3 for the sampling of periodic, continuous time signals.
We showed that taking N samples per period of the periodic signal x(t) results in frequency
aliasing of the Fourier series coefficients Xk. If the bandwidth of x(t) is less than N/2T , the
Fourier series coefficients of the discrete-time signal coincide with those of the original signal
x(t). Thus, there is a duality between sampling in frequency the DTFT of a discrete-time signal
to form the DFT, and sampling in time a periodic signal to form the discrete Fourier series. In
both cases, sampling produces signals that are discrete and periodic in both the time and the
frequency domain. Therefore, the discrete Fourier transform and the discrete Fourier series are
the same mathematical operation (within a factor of N).

This result is to be expected because there is a one-to-one correspondence between discrete
time signals of duration N and discrete, periodic signals with period N . Specifically, given a
finite-duration signal x[n], we can always generate a periodic signal x̃N [n] by repeating x[n]
indefinitely at intervals of N samples:

∞ ∞
x̃N [n] =

� ∑
x[n+ rN ] = x[n] ∗ δ[n rN ] .6a)

r=−∞ r=

∑
−

−∞

Conversely, given a periodic signal x̃N [n], we can form a finite-duration signal x[n] by multipli-
cation with a rectangular pulse of length N :

x̃ [n] if 0 n N 1
x[n] = ˜ NxN [n]RN [n] =

{ ≤ ≤ −
(4.6b)

0 otherwise

The Fourier series coefficients X̃k of the periodic signal are related to the DFT of the finite-
duration signal by the formula:

1
X̃k =

(4

X[k] (4.7)
N

To summarize, computing the N -point DFT of a signal implicitly introduces a periodic signal
with period N , so that all operations involving the DFT are really operations on periodic signals.
These operations will give the same results as operations on finite-duration signals providing that
the durations of all the signals involved in these operations are less than N .
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4.1.5 Application to filter design

The DFT can be used to design filters that approximate arbitrary specifications. Specifically,
suppose that the frequency response of the filter to be approximated is H(f). The frequency
sampling method of filter design consists in sampling H(f) at intervals of 1/N , then taking the
inverse DFT, yielding an FIR filter of length N . As shown by Equation (4.3), the unit-sample
response hN [n] of the FIR filter will be a time-aliased version of the desired unit-sample response
h[n]:

∞ ∞
hN [n] =

[
h[n] ∗

∑
δ[n− rN ]

]
RN [n] =

[ ∑
h[n+ rN ]

r=−∞ r=−∞

]
RN [n]

If the desired frequency response is smooth enough that h[n] decays to a negligible value for
n ≥ N , the frequency response HN(f) of this FIR filter will provide a good approximation to
H(f). On the other hand, if H(f) has abrupt discontinuities, the unit-sample response h[n]
will decay very slowly, and HN (f) will always show ripples regardless of the value of N (Gibbs’
phenomenon). Such ripples are apparent in Figure 4.3, which shows the frequency response of
two lowpass filters designed by frequency sampling with N = 33.

To be more specific, HN(f) is guaranteed to be exactly equal to H(f) for the N frequency
samples fk = k/N . In between the samples, HN (f) can deviate appreciably from H(f), particu-
larly if the latter shows abrupt discontinuities. An explicit formula for HN (f) can be derived by
Fourier transforming the above expression for hN [n]. Making use of the product and convolution
theorems, and noting that

1 1
RN [n]

N
←→ ΨN (f) =

� 1 − e−j2πfN

N

sin πfN
=

1 − e−j2πf
e−jπf(N−1) (4.8a)

N sin πf

shows that HN (f) is the cyclic convolution of ΨN (f) with a sampled version of H(f):
∞ ∞

HN (f) = H(f) δ(f k/N) ΨN (f) =
k=

∑
− ©

 
 ∗

−∞


k=

∑
H[k]δ(f − k/N)

−∞
©∗ΨN (f)

N−1

HN (f) =
∑

H[k] ΨN (f − k/N) (4.8b)
k=0

This gives an interpolation formula for HN (f) as a function of the frequency samples H[k].
Except for a phase delay, the interpolating function ΨN (f) is the same as the periodic inter-
polating function ΦN (t) defined in Chapter 1. This result is another example of the duality
between Fourier series and DTFTs. As shown in Fig. 4.2, ΨN (f) has N/2 − 1 side lobes in
addition to the main lobe centered at f = 0. These side lobes will result in ripple in HN (f)
when there are abrupt discontinuities between the frequency samples H[k].

To summarize, the frequency sampling method of design is not a good method for designing
filters with abrupt discontinuities. Despite this limitation, this method is very useful in practice
because it can be used for arbitrary filter specifications (magnitude and phase), and because it
does not require that the desired unit-sample response be available in closed form.
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4.2 Properties of the discrete Fourier transform

Most properties of the discrete Fourier transform are easily derived from those of the discrete-
time Fourier transform by making the substitution of variables f = k/N . However, some care
is needed because, as we have just seen, the DFT is inherently an operation on periodic signals.

4.2.1 Linearity

The linearity of the DFT directly follows from that of the DTFT.

4.2.2 Symmetry

In deriving symmetry properties for the DFT, it is important to remember that both x[n] and
X[k] must be zero outside of the interval [0, N − 1]. As before, we use the following notation for
a signal and its DFT:

x[n] ←→ X[k]

With these conventions, the major symmetry properties for real signals are:

x[N − n] ←→ X∗[k] = X[N − k] .9a)

] + x ]
xe,N =

� x[n [N
[n

− n
]

] +� X[k X∗[k]
X

2
←→ R[k] = = X

2 R[N − k] (4.9b)

[ ] [ ]
xo,N [n] =

� x n − x N − n ]� X[k
jX

2
←→ I [k] =

−X∗[k]
= −jXI [N − k] (4.9c)

2

4.2.3 Cyclic convolution modulo N

One property which requires some discussion is the convolution theorem. We know that the
DTFT of the (linear) convolution of two signals x[n] ∗ h[n] is the product of their transforms
X(f) H(f). If a similar theorem could be demonstrated for the DFT, it would be of great
practical importance because one could reduce filtering operations to simple multiplications of
the DFTs. We will show that this is indeed possible under certain conditions. For this purpose,
we need to introduce the cyclic convolution modulo N of two periodic signals x̃N [n] and h̃N [n]:

N−1

x̃N [n] h̃©∗ N N [n] =
� ∑

x̃N [m] h̃N [n
m=0

−m] (4.10a)

The cyclic convolution of two periodic signals is shown in Fig. 4.4.

With this definition, the convolution theorem for the DFT becomes[
x̃N [n] ˜©∗ NhN [n]

]
RN [n] ←→ X[k] H[k] (4.10b)

where the periodic signals x̃N [n] and h̃N [n] are formed from x[n] and h[n] as in (4.5a).

(4
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Cyclic convolution differs from the linear convolution x[n] ∗ h[n] in that the result of a cyclic
convolution modulo N is periodic with period N , whereas the linear convolution of two N -point
signals is a finite-duration signal with length 2N−1. A 2N−1 point signal cannot be represented
by its N point DFT without introducing time aliasing. Therefore, in general, the inverse DFT of
X[k] H[k] is a time-aliased version of the linear convolution x[n] ∗h[n]. Only when the duration
of x[n] ∗ h[n] is smaller than the DFT length N do linear and cyclic convolution coincide.

To prove the cyclic convolution theorem (4.10), we form the product

N−1 N−1 N−1 N
j

−1

X[k] H[k] =
∑

x[m] e− 2πkm/N
∑

h[l] e−j2πkl/N =
∑ ∑

x̃ [m] h̃N N [l] e−j2πk(l+m)/N

m=0 l=0 m=0 l=0

The function that is being summed is periodic in both variables l and m. Therefore, as Figure
4.5 shows, summing over the square array 0 ≤ m, l ≤ N − 1 is the same as summing over the
parallelogram array defined by 0 ≤ m ≤ N − 1 and 0 ≤ l +m ≤ N − 1. Making the change of
variable n =� l +m, the product of the DFTs becomes

N−1 1

X[k] H[k] =

[
N−∑ ∑

x̃ ˜ j2πkn/N
N [m] hN [n e

n=0 m

−m]
=0

]
−

in which we recognize the DFT of the cyclic convolution x̃N [n]© h̃∗ N N [n]. This completes the
proof of (4.10).

By symmetry with (4.10), it is clear that the DFT of a product of signals is the cyclic convolution
of their DFTs (within a factor of N)

1
x[n] w[n] ←→ X̃N [k] NW̃N [k] RN [k] (4.11)

N

[
©∗

]

4.2.4 Parseval’s theorem for the DFT

An application of the cyclic convolution theorem is a form of Parseval formula for the DFT.
This is obtained by writing the cyclic convolution theorem for x[n] and x[−n]:

[ x̃N [n]©∗ N x̃N [−n] ] RN [n] ←→ X[k] X[−k] = |X[k]|2

Writing this formula for time zero gives Parseval’s theorem:
N−1 1

n

∑
x[n]2 =

=0

N−1∑
X

k=0

| [k]|2 (4.12)
N

This formula can be interpreted as a conservation of norm in a vector space.

4.2.5 Cyclic convolution example

The difference between linear and cyclic convolutions is best illustrated by an example. Consider
the rectangular signal of length M :

1

x[n] �
{
1 if −M−

=
0

n2 ≤ ≤ M−1
2

otherwise
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The linear convolution of x[n] with itself is a triangle of length 2M − 1:
M + n if − (M − 1) ≤ n ≤ 0

x[n] ∗ x[n] =

M − n if 0 ≤ n ≤ M − 1
0 otherwise

The signals x[n] and x[n]


∗ x[n] are shown in Fig. 4.6a for M = 7. Their DTFTs are shown in

Fig. 4.6e.

We will study the effect of the length of the period used on the results obtained by cyclic
convolution. We form the signal x̃N [n] according to (4.6a) and then perform cyclic convolution
modulo N of x̃N [n] with itself according to (4.10a). The result of the cyclic convolution is also
periodic with period N , and one period of this signal matches the time domain half of the DFT
convolution theorem (4.10b). In the frequency domain, this corresponds to taking the N -point
DFT of one period of x̃N [n] and squaring.

Figure 4.6b shows the signals x̃N [n] and x̃N [n]©∗ N x̃N [n] for N = M = 7, and Fig. 4.6f shows
their DFTs. The periodic signal x̃N [n] is a constant signal with amplitude 1. Therefore, the
cyclic convolution modulo N of x̃N [n] with itself is also a constant signal with amplitude N .
This can be interpreted as a completely time aliased version of the triangle seen in Fig. 4.6a.
The darkened points in the figure represent one period of each signal on the interval [0, N −
1], corresponding to the interval used to determine the DFT. Time aliasing is also evident
in the frequency domain, where the sampling in frequency is too coarse to give an adequate
representation of the underlying DTFT.

Figure 4.6c shows the signals x̃N [n] and x̃N [n]©∗N x̃N [n] forM = 7, N = 10, and Fig. 4.6g shows
their DFTs. In this case, partial time aliasing occurs. Again, the darkened points in the figure
represent one period of each signal on the interval [0, N − 1], corresponding to the interval used
to determine the DFT. In the frequency domain, the sampling in frequency is less coarse than
in Fig. 4.6f.

Finally, Fig. 4.6d shows the signals x̃N [n] and x̃N [n]©∗ N x̃N [n] for M = 7, N = 2M − 1 = 13,
and Fig. 4.6h shows their DFTs. The result of the cyclic convolution modulo N is a sawtooth
function with period N , corresponding to an unaliased version of the triangle resulting from
linear convolution in Fig. 4.6a. Restricting this result to the range [−(M − 1), M − 1] produces
a signal identical to the linear convolution of x[n] with itself. The representation of the spectrum
by its samples in Fig. 4.6h is much clearer than in Fig. 4.6f. We have seen that linear convolution
is the same of one period of cyclic convolution modulo N only when N is at least equal to the
duration of the linear convolution.

4.2.6 Convolution of two finite-duration signals using the DFT

This result is quite general: if x[n] and h[n] are both of finite duration, it is always possible
to compute the DFTs with a sufficient number of points to ensure that the cyclic convolution
gives the same result as the linear convolution. Specifically, if L is the length of x[n], and M is
the length of h[n], the length of the linear convolution is M + L − 1. Therefore, it suffices to
compute DFTs of length N ≥ M + L− 1 in order to make sure that the convolution will not
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be time-aliased. In this case, the following scheme for filtering the input x[n] by the filter h[n]
becomes possible:

1. Compute the N -point DFT of x[n]
2. Compute the N -point DFT of h[n]
3. Form the product Y [k] = X[k] H[k]
4. Compute the inverse N-point DFT of Y [k].

The interest of this method is that fast DFT algorithms allow this sequence of operations to be
carried out in less time than a direct (time-domain) implementation of the convolution sum.

4.3 Frequency-domain implementation of FIR filters

The preceding results show that linear convolutions can be realized by means of the DFT pro-
vided that the two signals to be convolved have finite durations. In many applications, however,
one needs to convolve a relatively short unit sample response (say a few tens to a few hundred
points) with a signal of indefinite duration. In such cases, the method outlined above may no
longer be applicable because the signal x[n] might be too long to fit in the computer memory.
Even if sufficient memory were available, computational times might be too long, and inaccu-
racies resulting from finite-precision arithmetic might be too great to make the DFT method
useful. In real time applications, having to wait until the signal has ended before the filtering
operation can be started would be clearly unacceptable. Fortunately, it is possible to modify
the DFT method of convolution to make it applicable to signals of indefinite duration. The
general idea is to first segment the signal x[n] into chunks of manageable size, then compute
the convolution of each segment with the unit-sample response h[n] by the DFT method, and
finally join the results of the convolutions for all segments. Some care is needed in joining
the convolved segments, however, because the cyclic convolution of a signal segment with the
unit-sample response will coincide with the linear convolution only for part of the segment. We
describe here one particular implementation called the overlap save method. A slightly different
method called overlap add is described in Oppenheim and Schafer.

4.3.1 The overlap-save method for convolution

The basis for the overlap-save method is that, if the unit-sample response h[n] of the FIR filter
is non-zero over the interval [0, M − 1], and if we use an N -point DFT to convolve h[n] with a
signal segment xk[n] of length N , then only the last N −M +1 points of the cyclic convolution
coincide with the linear convolution. This is because, for 0 ≤ n < M − 1, the result of the
cyclic convolution is a weighted sum of samples from both the beginning and the end of the
segment xk[n]. The overlap-save method of convolution is shown in Fig. 4.7 and is described
below.

1. Divide the signal x[n] into overlapping segments xk[n], each of length N , with an overlap
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of M − 1 points between segments:
�

{
x[n + k (N −M + 1)] if 0 ≤ n N

xk[n] =
≤ − 1

0 otherwise

2. Form the cyclic convolution modulo N

zk[n] =
�
xk[n]©∗ Nh[n]

by multiplying the N -point DFTs of xk[n] and h[n] and taking the inverse DFT of the
result. The resulting signal has length N .

3. Form a new sequence yk[n] of length N −M + 1 by discarding the first M − 1 points of
zk[n]:

z [n] if M 1 n N 1
yk[n] =

�
{

k − ≤ ≤ −
0 otherwise

4. Form the final result y[n] by joining the yk[n] with no overlap:

∞
y[n] =

k

∑
yk[n

=0

− k (N −M + 1)]

4.4 Fast Fourier transforms

The term fast Fourier transform (FFT) refers to a family of efficient algorithms for implementing
the discrete Fourier transform. While computation of an N -point DFT by the straightforward
method implied by the definition (4.5) requires N2 complex multiplications, FFT methods re-
quire only of the order of N log2 N complex multiplications. The savings in computation are
considerable when N is large: for example, for N = 4096, an FFT requires 300 times fewer
operations than a straightforward DFT. Perhaps more than any other factor, it is the invention
of the FFT by Cooley and Tukey in the 1960’s that has made possible many of the applications
of digital signal processing.

We will only discuss one particular method called the decimation-in-time algorithm among the
family of FFT algorithms. Alternative algorithms are described in Oppenheim and Schafer.

4.4.1 Decimation-in-time algorithm

The principle of decimation in time, which is illustrated in Fig. 4.8, consists in dividing an
N -point DFT (where N is a power of two) into a weighted sum of progressively shorter DFTs.
Specifically, the DFT to be computed is

N−1

X[k] =
∑

x[n] W nk
N (4.13a)

n=0

where we have introduced the short-hand notation

WN =� e−j2π/N (4.13b)

10
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The summation over n in (4.13a) can be decomposed into two separate sums, one over the
even-numbered values of n and the other one over the odd-numbered values. Specifically, if we
write an even n in the form 2r, the sum over even-numbered terms is:

N/2−1

Xe[k] =
r

∑
x[2r] W 2rk

N (4.14a)
=0

Similarly, by making the change of variable n = 2r + 1, the sum over odd-numbered terms
becomes

N/2−1 N/2−1

W k
N Xo[k] =

r

∑ (2
x[2r + 1] r+1)k

WN = W k
N

∑
x[2r + 1] W 2rk

N (4.14b)
=0 r=0

With these definitions, (4.13a) becomes:

X[k] = Xe[k] + Xo[k] W k
N (4.14c)

Assuming that N is a multiple of 2, one has

W 2rk = ej4πkr/N
N = W rk

N/2

so that each of the sums in (4.14a) and (4.14b) represents a DFT of length N/2. Therefore,
we have decomposed an N -point DFT into two N/2 point DFTs followed by N complex multi-
plications by the W k

N factors in (4.14c). In fact, only N/2 of these multiplications are distinct
because WN−k

N is the complex conjugate of W k
N . If N/2 is a multiple of 2, each of the two

N/2-point DFTs (4.14b) and (4.14c) can further be decomposed into two DFTs of length N/4,
each followed by N/4 distinct complex multiplications. Clearly, if N is a power of 2, these
decompositions can be repeated log2 N times until we are left with N/2 two-point DFTs, which
are simple operations requiring no multiplication. For each of these log2 N decompositions,
there is a total of N/2 complex multiplications, so that the total number of multiplications is
about of N/2 log2 N .

4.4.2 Computational advantage of the FFT in filtering applications

It is of interest to compare the amount of computation required in the direct implementation
of a convolution with that for the overlap-save method based on the FFT. Specifically, assume
that the input signal x[n] has a very long duration compared to the length M of the filter’s unit
sample response, so that we can ignore overhead such as end effects and computation of the DFT
of the unit-sample response. The direct (time-domain) convolution requires M multiplications
for each input point. On the other hand, if we use N -point FFTs to implement the overlap-save
method, we require:

• N/2 log2 N complex multiplications for computing the forward FFT of each signal segment,

• N complex multiplications for forming the product of the DFT of the segment with the
DFT of the filter’s impulse response

• N/2 log2 N complex multiplications for the inverse DFT.

11
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This makes a total requirement of N(log2N+1) complex multiplications for each signal segment.
Among the N points in each segment, only N −M +1 are retained in the output because of the
M − 1 point overlap between successive input segments. Thus, the number of multiplications
per input point is N NN−M+1 (log2 + 1).

The number of multiplications per input point required to implement an FIR filter are shown
as a function of M in Fig. 4.9 for both direct convolution and overlap-save methods with
different values of N . Clearly, for filters longer than about 10 points, the overlap-save method
is advantageous. It is also apparent that, for each filter length M , there is a value of the FFT
length N that provides optimum efficiency. Because we have counted complex multiplications,
these calculations apply to complex signals. For real signals and filters, direct convolution is
more efficient because it can be computed entirely with real multiplications, while overlap-save
still requires complex multiplications, each of which involving 4 real multiplications. Thus, a
more realistic performance crossover between the two methods is M ≈ 40 for real signals.

4.5 Summary of Fourier transforms

In these notes, we have studied four different kinds of Fourier transforms:

1. The continuous-time Fourier transform (CTFT)

2. The discrete-time Fourier transform (DTFT)

3. The continuous time Fourier series (CTFS)

4. The discrete Fourier transform (DFT) or discrete Fourier series (DFS)

The last three transforms can be considered as special cases of the CTFT obtained by sampling
(multiplying by a periodic impulse train) in either the time domain or the frequency domain, or
both. Sampling in one domain corresponds to an aliasing operation (convolution by a periodic
impulse train) in the opposite domain. To each of these transforms correspond both a convo-
lution theorem and a product theorem. Convolutions can be either discrete or continuous, and
either cyclic or “linear”. Which of these four types of convolutions should be used follows from
the properties of the signals to be convolved: discrete convolution for discrete signals, cyclic
convolutions for periodic signals, and convolution modulo N for signals that are both discrete
and periodic. Table 4.1 summarizes the type of signals to which each of the 4 transforms applies,
and gives the appropriate convolution and product theorems.

4.6 Summary

TheN -point discrete Fourier transform of a signal is obtained by sampling its DTFT at frequency
intervals of 1/N . If the duration of the signal is no more than N , the N -point DFT provides a

12
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complete representation of the signal, and is related to the signal by the finite formulas

N−1

X[k] =
∑

x[n] e−j2πkn/N

n=0

1
x[n] =

N−1∑
X[k] ej2πkn/N

N
k=0

These formulas are mathematically the same as the Fourier series for discrete, periodic signals.
This is because sampling at intervals of 1/N in frequency inherently generates an N -periodic
signal x̃[n], which coincides with the finite-duration signal x[n] over one of its periods.

A major application of the DFT is the efficient implementation of convolution (filtering) op-
erations for either two signals of finite duration or one FIR filter and one signal of indefinite
duration (e.g. using the overlap-save method). These methods have to be used with caution
because the product of two N -point DFTs is not the transform of linear convolution of the two
signals, but the transform of their cyclic convolution modulo N :[

x̃N [n] ˜©∗ NhN [n]
]
RN [n] ←→ X[k] H[k]

Cyclic convolution coincides with linear convolution only if the length of the convolved signal is
less than N .

4.7 Further reading

Oppenheim and Schafer: Chapters 8 & 9.
Siebert: Chapter 18, Sections 3-4.
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Figure 4.1: Representation of the DFT of a discrete-time signal, x[n], by sampling its DTFT,
X(f). X̃s(f)PN (f) and x̃s[n] = x[n] ∗ pN [n].
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Figure 4.2: Reconstruction of the DTFT of x[n] from DFT of the periodic signal x̃N [n]. x[n] =
x̃N [n]RN [n] and X(f) = X̃N (f)©∗RN (f).
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Figure 4.3: Filter design by frequency sampling. (a) Samples of ideal lowpass frequency response.
(b) Addition of one transition sample. (c) Magnitude of frequency response for filter designed
based on frequency samples in (a). (d) Magnitude of frequency response for filter with one
transition sample as in (b).
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Figure 4.4: Cyclic convolution modulo 5 of periodic signals x[n] and h[n].

Figure 4.5: Regions of summation used in proving the cyclic convolution theorem.

Cite as: Julie Greenberg, and Bertrand Delgutte. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY]. 

17www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

89
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Figure 4.6: (a) The rectangular pulse x[n] and the linear convolution of x[n] with itself. (b)
The periodic signal x̃7[n] obtained by repeating x[n] with itself at intervals of 7 points and
the cyclic convolution of x̃7[n] with itself. (c) The periodic signal x̃10[n] obtained by repeating
x[n] with itself at intervals of 10 points and the cyclic convolution x̃10[n] with itself. (d) The
periodic signal x̃13[n] obtained by repeating x[n] with itself at intervals of 13 points and the
cyclic convolution of x̃13[n] with itself. (e) DTFT of the signals in (a). (f) DFT of one period
of the signals in (b). (g) DFT of one period of the signals in (c). (h) DFT of one period of the
signals in (d).
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Figure 4.6 continued
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Figure 4.7: The overlap-save method of convolution (after Oppenheim and Schafer).
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FFT algorithm for N = 8 (after Oppenheim and Schafer).Figure 4.8: The decimation-in-time
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Figure 4.9: Number of complex multiplications per input point as a function of filter length for
overlap-save method (solid lines: N is FFT length), for direct convolution with complex data
(dotted line), and for direct convolution with real data (dashed line).

Figure 4.10: Summary of Fourier transforms
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HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

Chapter 5 - SAMPLING IN TIME AND FREQUENCY

©c Julie Greenberg and Bertrand Delgutte, 1999

Introduction

In previous chapters, we studied how discrete-time signals can be obtained by sampling continuous-
time signals, and then considered the design and analysis of digital filters in both the time and
frequency domains. This chapter considers the operation of sampling in more detail. In par-
ticular, we will study the operations of both sampling in time and sampling in frequency, and
examine the effects of sampling in one domain on the representation of the signal in the other
domain. Using the concept of sampling, we will establish the relationships between the different
Fourier transforms (CTFT, DTFT, CTFS, DFS, DFT). Finally, we will consider two important
applications of sampling; implementing continuous-time LTI systems with digital filters is based
on sampling in time, while spectral analysis is based on sampling in frequency.

5.1 Sampling in time

5.1.1 Discrete-time signals as special continuous-time signals

Before discussing sampling in time, it is useful to establish an additional relationship between
discrete-time signals and continuous-time signals. In particular, discrete-time signals can be
considered as a special case of continuous-time signals, specifically, a weighted sum of impulses
spaced at regular intervals. To see this, consider a discrete-time signal x[n] with DTFT X(f),
and define the continuous-time signal xs(t) as a sum of shifted impulses weighted by the values
of x[n]:

∞
xs(t) =

� ∑
x[n]δ(t− nTs) (5.1)

n=−∞
The CTFT of this signal is

∞ ∞
Xs(F ) =

∫
x[n]δ(t − nTs) e−j2πF tdt

−∞

[
n=−∞

]∑
∞ ∞

= x[n] δ(t nTs)e−j2πF tdt
n=

∑
−∞

[∫
−

−∞

]
∞

=
∑

x[n]e−j2πFnTs = X(f)
n=

|f=FTs= F

−∞

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

.
Fs

Thus, when xs(t) and x[n] are related as in (5.1), the CTFT of xs(t) is identical to the DTFT
of x[n]. Because the relation between a signal and its transform is unique, this means that x[n]
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and xs(t) can be considered as different representations of the same signal. In other words,
one interpretation of discrete-time signals is as the weighted sum of continuous-time impulses,
δ(t− nTs), spaced at regular intervals equal to the sampling period.

5.1.2 Summary of sampling in time

The operation of sampling a continuous-time signal is equivalent to multiplication with a periodic
impulse train, followed by conversion from continuous-time impulses to discrete-time impulses.
Figure 1(a) shows an arbitrary continuous-time signal bandlimited to W , x(t), and a represen-
tation of its CTFT, X(F ). Figure 1(b) shows the sampling function p(t) with sampling period
Ts = 1 PF , and its CTFT, (F ). The sampling function is

s

∞
p(t) =

∑
δ(t− nTs)

n=−∞

and its CTFT is (3.20l)
∞

P (F ) = Fs

∑
δ(F − kFs).

k=−∞

Figure 1(c) shows the sampled signal in continuous time, xs(t) = x(t)p(t), where the sampled
signal is simply the product of the original signal and the sampling function p(t). Sampling a
signal in time corresponds to forming a periodic signal in frequency. This can be understood
as a result of the product theorem and the above observation, based on Eq. (3.20l), that the
transform of a periodic impulse train in time is a periodic impulse train in frequency. From the
product theorem, multiplication in the time domain corresponds to convolution in the frequency
domain. Therefore, sampling (multiplication by a periodic impulse train) in time corresponds
to forming a periodic signal (convolution with a periodic impulse train) in frequency. We can
show that the sampled signal in the frequency domain consists of shifted replicas of the original
CTFT, scaled by the sampling frequency, as given by

Xs(F ) = X(F ) ∗ P (F )

=
∫ ∞ ∞ ∞

X(φ)P (F − φ) dφ = Fs
−∞

∫
X(φ)

−∞ k=

∑
δ(F − φ− kFs) dφ

−∞
∞

= Fs

k=

∑
X(F − kFs). (5.2)

−∞

Figure 1(d) shows the final step in sampling which consists of converting the sampled, continuous-
time signal xs(t), to the discrete-time signal, x[n]. This step does not correspond to any physical
operation performed on the signal, rather, it is a conceptual step. It is based on the relationship
described in Eq. (5.1) and allows substitution of the discrete-time index, n, for the continuous-
time index t. The time index t = 0, Ts, 2Ts, . . . becomes n = 0, 1, 2, . . . and correspondingly, the
frequency axis is scaled by Ts. This converts the CTFT in Fig. 1(c) to the DTFT in Fig. 1(d).
The DTFT is periodic with period 1, as expected.
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5.1.3 Nyquist’s sampling theorem revisited

The Nyquist sampling theorem states that, if a continuous-time signal x(t) is such that its
spectrum X(F ) is zero for |F | > W , then it can be exactly reconstructed from samples taken at
a frequency Fs > 2W . This reconstruction is accomplished using the interpolation formula

∞ sin
x(t) =

n=

∑ πFs(t )
x nTs)

− nT
( s

−∞
(5.3)

πFs(t− nTs)

where Ts = 1
F . In the Appendix to Chapter 1, a proof of this theorem for periodic signals was

presented and
s

then extended to non-periodic signals. In the following discussion, a direct proof
for non-periodic signals is given based on our understanding of the sampling operation in both
the time and frequency domains.

Equation (5.2) and its representation in Fig. 1(c) show that frequency aliasing is avoided if the
sampling rate exceeds twice the highest frequency component in x(t), that is, if Fs = 1 >T 2W .
When this condition is satisfied, there is no overlap between theX(F−kFs), which are fre

s

quency-
translated versions of X(F ), and therefore, over the range −Fs F2 ≤ ≤ Fs

2 we have exactly

F
Xs(F ) = FsX(F ) for |F | ≤ s

.
2

As shown in Figure 2, we can reconstitute the original signal by lowpass filtering xs(t) to keep
only frequencies below Fs for which the spectra of the two signals xs(t) and x t2 ( ) are the same
within a multiplicative constant:

1
X(F ) = Xs(f) ΠF

F
s

s
(F ) (5.4)

2

Using
∞

xs(t) = x(nTs)δ(t nTs),
n=

∑
−

−∞

which comes from Eq. (5.1) together with the definition of sampling, x[n] = x(nTs), we take the
inverse transform of Eq. (5.4). Making use of the convolution theorem and of Eq. (3.20h) for
the inverse CTFT of an ideal lowpass filter (rectangle in frequency) yields

1
x(t) =

sinπF
xs(t)

Fs
∗ st

∞
=

πt

[
n=

∑
x(nTs)δ(t − nTs)

−∞

]
sinπF∗ st

πFst

∞ sin
=

n=

∑ πF
x(nTs)

s(t− nTs)

−∞
. (5.5)

πFs(t− nTs)

But Eq. (5.5) is the same as Eq. (5.3), which completes the proof of the sampling theorem.
This reconstruction of the continuous-time signal by lowpass filtering of the sampled signal is
illustrated in Fig. 2.
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5.2 Sampling in frequency

5.2.1 Summary of sampling in frequency

Like sampling in time, sampling in frequency is equivalent to multiplication with a periodic
impulse train, followed by conversion from continuous impulses to discrete impulses. Figure 3(a)
shows an x1[n], an arbitrary discrete-time signal of duration N0, and X1(F ), a representation
of its DTFT. Figure 3(b) shows the frequency sampling function P (f) with sampling period 1

N ,
and its representation in the time domain, p[n]. P (f) and p[n] are related by the DTFT pair
(3.12m)

∞
p[n] = δ

r=

∑
[n − rN ]

−∞
and

1
P (f) =

∞

N
k=

∑ k
δ(f −

−∞
).

N

Figure 3(c) shows the signal after sampling in frequency. In the frequency domain, the sampled
signal is simply the productX1(f)P (f). Sampling a signal in frequency corresponds to forming a
periodic signal in time. This results from the convolution theorem and the fact that the transform
of a periodic impulse train in frequency is a periodic impulse train in time, analogous to the
corresponding observation made above for sampling in time. Using the convolution theorem, we
can show that the frequency-sampled signal in the time domain is given by

∞ ∞ ∞
x1[n] ∗ p[n] =

∑
x1[k]p[n − k] =

∑
x1[k]

∑
δ[n − k − rN ] (5.6)

k=−∞ k=−∞ r=−∞
∞

=
∑

x1[n− rN ]. (5.7)
r=−∞

As expected, the result of sampling in frequency has been to create a signal that is periodic
in time. Time aliasing is avoided if the spacing of impulses in time is at least the duration of
the time domain signal, that is, N ≥ N0. When this condition is satisfied, there is no overlap
between adjacent copies of x1[n− rN ], the time-shifted versions of x1[n].

Figure 3(d) shows the conversion to discrete frequency representation using the discrete fre-
quency index k. Like the similar transformation performed between Figs. 1(c) and (d), this does
not correspond to any physical operation on the signal, but is a conceptual step that consists of
rescaling the time and frequency axes. Defining the frequency samples X1[k] to be the values of
the frequency-sampled signal at k = fN ,

1
X1[k] =

�
X1(f)P (f) = X1(f)

∞

N
k=

∑ k
δ(f −

−∞
) (5.8)

N

1
=

k
X1(

N
). (5.9)

N

These relationship between these time and frequency samples is governed by the discrete Fourier
series (DFS), which applies to signals that are discrete and periodic in time, and results in a
representation that is also discrete and periodic in frequency.

4
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5.2.2 The discrete Fourier transform (DFT)

The discrete Fourier transform (DFT) is covered in detail in Chapter 4. It is presented here
because one important interpretation of the DFT is as frequency samples of the DTFT. As seen
in the previous section, the discrete Fourier series (DFS) can also be interpreted as frequency
samples of the DTFT. The difference between the two is that the DFS applies to periodic signals,
while the DFT applies to finite signals. The DFS corresponding to a particular DFT pertains
to the periodic signals formed by replicating the finite signals at regular intervals. Or, looking
at it from the other direction, the DFT is defined as one period of the DFS.

Using the frequency sampled signals defined in the previous section, the DFT is defined as one
period the DFS in both time and frequency on the interval [0, N − 1] with all other values to
zero, that is {

x1[n] ∗ p[n] n = 0, . . . , N
x2[n] =

− 1
0 otherwise

and
X [k] k = 0, . . . , N 1

X2[k] =

{
1 −

0 otherwise.

A representation of the DFT as one period of the DFS is shown in Fig. 3(e).

The usefulness of the DFT arises from the fact that, using digital computers, it is not generally
possible to compute the DTFT of a signal, because we cannot represent the continuous-frequency
variable f without performing an infinite number of operations. Instead, we can compute a
finite number of frequency samples of the DTFT. We hope that, if the spacing between samples
is sufficiently small, these frequency samples will provide a good representation of the entire
frequency spectrum represented in the DTFT. This leads to the definition of the N -point DFT,
X[k], of a finite signal x[n] of length N , where we take k samples of its DTFT X(f) at intervals
of 1/N :

X[k] =� X(f)|f= k

∞
=

N
n=

∑
x[n]e−j2πfn

∣
−∞

∣∣∣∣
f= k

N−1

= x[n]e−j2πkn/N for 0
n=0

≤ k ≤ N − 1. (5.10)

N

∑

Because X(f) is periodic with period 1, X[k] is periodic with period N , which justifies only
considering the values of X[k] over the interval [0, N − 1].

5.2.3 The continuous-time Fourier series

In this section, we will show that the continuous-time Fourier series (CTFS) is a special case of
the CTFT, based on sampling in frequency, in the same way that the DTFT is a special case
of the CTFT, based on sampling in time. This is expected because time and frequency play
symmetric roles in the CTFT, we have seen that the DTFT is a periodic, continuous function of
frequency, and we have seen that the CTFS represents signals that are periodic and continuous
in time.

To show this, consider the continuous-time, periodic signal x(t) with period T . This signal can
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be considered as the convolution of one of its periods xT (t) by a periodic impulse train.

∞
x(t) = xT (t) ∗

n=

∑
δ(t − nT ) (5.11)

−∞

where
x(t) if 0 t T

xT (t) =
�

[
≤ ≤

0 otherwise

The CTFT of x(t) is

XT (F ) =
∫ ∞ T

xT (t)e−j2πF tdt =
−∞

∫
x(t)e−j2πF tdt.

0

Using this expression, Eq. (3.20l) and the convolution theorem, we take the transform of
Eq. (5.11) to show that X(F ) is a train of frequency impulses spaced at intervals of 1

T , in
other words that the CTFT of a periodic signal is discrete in frequency:

1
X(F ) = XT (F )

∞

T
k=

∑
δ

−∞

(
k

F − 1
=

T

) ∞

T
k=

∑ k
XT (

−∞

k
)δ
T

(
F −

∞
=

T

)
k=

∑
Xkδ

−∞

(
k

F −
T

)

where we have defined

1
Xk =

� k
XT
T

(
1

=
T

)
j

T

∫ T

x(t)e− 2πkt/Tdt (5.12)
0

The Xk given in Eq. (5.12) are the Fourier series coefficients of the periodic signal x(t). The
signal x(t) can be expressed as a function of the Xk by writing the inverse CTFT relation:

x(t) =
∫ ∞ ∞

X(F )ej2πF t
∞ k

dF = X
−∞

∫
−∞




=

∑
kδ

−∞

(
F

k

− 2

T

)
j e πF tdF

Interchanging the orders of integration and summation, and applying the definition of the im-
pulse, we obtain the Fourier series expansion of a periodic signal (CTFS), Eq. (1.A.10):

∞
x(t) =

∑
X ej2πkt/T

k .
k=−∞

We give without proof the convolution and product theorems for Fourier series:

1
x(t)©∗ T y(t)←→ XkYk
T

x(t)y(t)←→ Xk ∗ Yk

To summarize, the DTFT and the CTFS are both special cases of the CTFT in which the roles
of time and frequency are interchanged. This is a further example of the duality between the
time and frequency domains.
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5.3 Applications

5.3.1 Digital-filter implementation of continuous-time LTI systems

An important consequence of the sampling theorem is that digital filtering and continuous-time
filtering are equivalent for band-limited signals. To show this, consider a continuous-time signal
x(t), and a continuous-time LTI system with impulse response h(t). Assume that both x(t) and
h(t) are bandlimited to W Hz.1 We will show that the system output y(t) = x(t) ∗ h(t) can be
obtained by the following sequence of operations (Fig. 4):

1. Form the discrete-time signal x[n] by sampling x(t) at a frequency Fs > 2W .

2. Sample the impulse response h(t) at the same frequency to form h[n].

3. Compute the discrete-time convolution y[n] = x[n] ∗ h[n].
4. Interpolate y[n] using Eq. (5.3) to form the continuous-time signal yR(t).

It can be shown that
yR(t) = Fsy(t)

To see this, it is easiest to think in the frequency domain (Fig. 5). Because we have assumed that
x(t) and h(t) are bandlimited, their transforms are equal (within the multiplicative constant Fs)
to the transforms of x[n] and h[n], respectively, over the range −Fs f2 ≤ ≤ Fs

2 . Therefore, over
that range, Y (f), the DTFT of y[n], which is the product of H(f) and X(f) is equal to the
spectrum of y(t) multiplied by F 2

s . Using the interpolation formula, yR(t), which is a lowpass
filtered version of y[n], is equal to y(t) times Fs.

The result that continuous-time linear systems can be exactly implemented in discrete-time for
bandlimited inputs does not hold for nonlinear systems. This is because nonlinear systems pro-
duce high-frequency distortion components that can be aliased even if sampling of the original
signal verifies Nyquist’s criterion. For example, Fig. 6 shows that the signal formed by inter-
polation of the output of a squarer implemented in discrete time is not equal to the output of
a continuous-time squarer. Thus, discrete-time implementations of nonlinear continuous-time
systems require oversampling the input signals.

5.3.2 Spectral analysis using the DFT

One major application of frequency sampling is spectral analysis, that is, analyzing the frequency
content of signals. The analysis of an arbitrary discrete-time signal, x[n], consists of two stages,
first windowing and then computing the frequency samples, or DFT. These two operations
are required because using a digital computer, we can only consider signals of finite-duration

1If h(t) is not bandlimited, we can always form a new filter with a bandlimited impulse response by passing
h(t) through an ideal lowpass filter with cutoff frequency W . This will not change the response of the filter to
bandlimited inputs.
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and compute the frequency samples at finite intervals in frequency. Specifically, the windowing
operation is

v[n] = x[n]w[n]

where w[n] is a finite-duration window of length N and equal to zero outside the range 0 ≤ n ≤
N − 1. We obtain frequency samples of the DTFT, at f = k

N :

V [k] = V (f)|f= k

∞
=

N
n=

∑
v[n]e−j2πfn

∣
−∞

∣∣∣∣
f= k

N−1

=
∑
v[n]e−j2πkn/N (5.13)

n=0
N

for k = 0, . . . , N − 1, where we have used definition of the DTFT and the fact v[n] is of finite
duration. Equation (5.13) corresponds to the DFT of the windowed signal v[n], as defined by
Eq. (5.10).

If the discrete-time signal x[n] originally resulted from sampling a continuous-time signal (with
sampling period Ts), then the frequency samples correspond to the continuous-time frequencies,
Fk, given by

k
Fk = .

NTs

For simplicity, we will discuss discrete-time signals. However, the following discussion also applies
to spectral analysis of bandlimited continuous-time signals that have been sampled appropriately.

In order to properly interpret results of our spectral analysis, we must understand the effects of
both windowing and frequency sampling. To gain insight into these effects, we will study the
effects of windowing and frequency sampling for a simple case, the sum of two cosines. We will
consider windowing first.

Effect of windowing

Define the discrete-time signal

x[n] = A0 cos(2πf0n) +A1 cos(2πf1n)

Using (3.12f), its DTFT for the period −1 < f < 1
2 2 is

A
X(f) = 0 A

[δ(f
2

− f0) + δ(f + f0)] + 1 [δ(f − f1) + δ(f + f2 1)].

We will use the rectangular window w[n] of length N ,

1 n = 0, . . . , N 1
w[n] =

{
−

0 otherwise

In the time domain, the windowed signal v[n] is

v[n] = x[n]w[n] =

{
x[n] n = 0, . . . , N − 1
0 otherwise
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In the frequency domain, the product theorem shows that this corresponds to cyclic convolution
with W (f), the DTFT of the rectangular window. Considering only one period on the interval
−1 < f < 1

2 2 yields

V (f) = X(f)©∗W (f) =
∫ 1

2

− 1
X(φ)W (f

2

− φ) dφ (5.14)

=
∫ 1

2

− 1

A

2

(
0 A
[δ(φ

2
− f0) + δ(φ + f0)] + 1 [δ(φ

2
− f1) + δ(φ+ f1)]

)
W (f − φ) dφ(5.15)

A
= 0 A

[W (f
2

− f0) +W (f + f0)] +
1 [W (f − f1) +W (f + f
2 1)]. (5.16)

The DTFT of the windowed signal consists of scaled replicas of the DTFT of the window at the
frequencies of the original cosines.

The implications of the above analysis are best illustrated by an example. Specifically, we will
consider a rectangular window of length N = 64, amplitudes A0 = 1 and A1 = 0.75, and
frequency f0 = 0.1. We will vary f1 to examine the effects of windowing. Figure 7(a) shows
the magnitude of the DTFT of a rectangular window of length N = 64. Figure 7(b) shows
the magnitude of V (f), the DTFT of the windowed sum of cosines, for f1 = 0.3. As predicted
above, the effect of windowing is to produce a scaled replica of the window’s spectrum at the
frequencies of the cosines (f = ±0.1 and f = ±0.3). Figure 7(c)—3(e) shows the magnitude of
V (f) for f1 = 0.15, f1 = 0.12, and f1 = 0.108, respectively. As the frequency f1 approaches f0,
the smearing of the spectrum caused by the window is more detrimental. In Fig. 7(e), the two
distinct frequencies can no longer be resolved.

If a particular frequency resolution is desired, it can be obtained by using a sufficiently long
window. Increasing the length of the window in time corresponds to narrowing the width of its
main lobe in frequency. Figure 8 shows results obtained for the same example as Fig. 7, but
with the window length increased to N = 128. Comparing Fig. 8(a) to Fig. 7(a) verifies that the
longer window does have a narrower main lobe. This results in less smearing of the spectrum
and in successful resolution of the two closely-spaced frequencies in Fig. 8(e).

Effect of frequency sampling

The second stage of spectral analysis consists of computing the frequency samples, that is, the
DFT of the windowed signal. We are really interested in the DTFT of the signal, but due to
computational constraints we are restricted to using the DFT to sample the DTFT at particular
frequencies. This can produce misleading results, as the following example illustrates.

This example again uses the windowed sum of two cosines with amplitudes A0 = 1 and A1 = 0.75
and window length N = 64. Figure 9(c) shows the magnitude of the 64-point DFT for cosines
of frequency f0 = 1 f8 and 1 = 3

16 . Figure 9(d) shows the magnitude of the 64-point DFT for
cosines of frequency f0 = 7 f48 and 1 = 10

48 . Note that the frequency separation is the same in
both examples (f1 − f0 = 1

16 ). But the 64-point DFTs of the two signals are quite different. In
Fig. 9(c), the DFT has strong spectral lines at the frequencies of the two cosines in the signal
and no frequency content anywhere else, while in Fig. 9(d) the DFT exhibits significant spectral
smearing, consistent with the previous example in Figs. 7 and 8. The very clean appearance of

9
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the DFT in Fig. 9(c) results from sampling the spectrum at particular locations. This can be
understood by looking at the corresponding unsampled spectra, based on the DTFT, shown in
Fig. 9(a) and (b). The choice of parameters in Fig. 9(c) resulted in sampling the spectrum at
locations where it is exactly zero in Fig. 9(a).2 This was not the case for the parameters selected
in Fig. 9(d), as seen by comparing it to Fig. 9(b).

It is possible to avoid such misleading results by sampling the spectrum with sufficient resolution,
that is, computing a sufficiently long DFT. The signal v[n] was restricted to length N by the
window, but it is possible to calculate theM -point DFT (M > N) by padding v[n] to length M
with zeros. Figure 9(e) and (f) shows the results using a longer DFT. The signals were created
from the same sum of cosines and 64-point rectangular window used in Fig. 9(a) and (b). Then
the 64-point signals were padded with zeros to lengthM = 128. The magnitude of the 128-point
DFTs are shown in Fig. 9(e) and (f). The more closely spaced frequency samples clearly provide
a more accurate visual representation of the underlying spectrum.

To summarize, the examples shown in Figs. 7–9 illustrate that the DFT can be used effectively
for spectral analysis, providing that parameters are selected appropriately. The window length
and the length of the DFT both affect the resulting frequency samples. In particular, the window
length is related to the smearing of the spectrum, while the DFT length controls the spacing of
the frequency samples.

5.4 Summary

In this chapter, we considered the operations of sampling in time and sampling in frequency. It
was shown that sampling in one domain (multiplication by a periodic impulse train) corresponds
to forming a periodic signal in the other domain (convolution with a periodic impulse train).
Furthermore, we saw that the reconstruction of a continuous-time signal (convolution with a sinc
function) corresponds to multiplying with the ideal lowpass filter in the frequency domain. Sim-
ilarly, reconstruction of a frequency-sampled signal is accomplished by convolving the frequency
samples with a sinc function in the frequency domain, which corresponds to multiplication with
a rectangular window in the time domain.

The idea of sampling was used to show that the CTFS and the DTFT are both special cases of
the CTFT, where the roles of time and frequency are interchanged. The CTFS, which pertains
to signals that are periodic in time, is obtained by frequency sampling the CTFT. The DTFT,
which pertains to signals that have been sampled in time, produces a representation that is
periodic in frequency. This relationship between the CTFT and the DTFT for signals related
by sampling in time is the basis for the important application of implementing continuous-time
LTI systems with digital filters.

If the DTFT is subsequently sampled in frequency, we obtain the DFS, which pertains to signals
that are discrete and periodic in time and frequency. Defining signals that are finite in both
time and frequency, based on one period of the DFS signals, we obtain the DFT. The DFT was

2If done deliberately, such sampling of the spectrum at locations where it is exactly zero is a useful technique
to eliminate some effects of the window. However, it requires prior knowledge of the frequency content of the
windowed signal.
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summarized here because of its important interpretation as frequency samples of the DTFT,
but it is covered in more detail in Chapter 4. One important application of the DFT is spectral
analysis, which allows us to determine the frequency content of finite signals using a digital
computer.

Further Reading

Karu Chapter 19.
Oppenheim and Schafer: Chapter 4; Chapter 10, Sections 1 and 2.
Oppenheim, Wilsky and Nawab: Chapter 7.
Siebert Chapter 14.
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Figure 5.1: Sampling in time. (a) Continuous-time signal, bandlimited to W , and a repre-
sentation of its CTFT. (b) The sampling function, p(t), and its CTFT. (c) Sampled signal,
xs(t) = x(t)p(t), and its CTFT, Xs(F ) = X(F )∗P (F ). (d) Discrete-time signal and its DTFT.
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Figure 5.2: Reconstruction of a continuous-time signal from its samples. (a) Sampled signal and
a representation of its CTFT. (b) The interpolation function in time, sinc(πFst), corresponds to
the ideal lowpass filter, 1

F ΠFs
s

(F ), in frequency. The scale factor Fs is included in these functions
for convenience. (c) The reco

2

nstructed signal, x(t) = xs(t)
1

∗ sinc(πFst), and a representation of
its CTFT, X(F ) = Xs(FF )ΠFs/2(F ).s
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Figure 5.3: Sampling a discrete-time signal in frequency. (a) Discrete-time signal of duration N ,
and a representation of its DTFT. (b) The frequency sampling function. (c) Sampled frequency
signal and the resulting periodic signal in the time domain. (d) Discrete-frequency representation
corresponding to the DFS. (e) The DFT corresponds to one period DFS signals shown in (d),
on the interval [0, N − 1].
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Figure 5.4: Digital-filter implementation of continuous-time linear systems.

Figure 5.5: Frequency-domain representation of the digital-filter implementation of a continuous-
time linear system.
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Figure 5.6: (A) Sine wave sampled at 3.33 times its frequency. (B) The solid line shows the sine
wave squared. The dashed line shows that the square of the sampled signal is aliased to a lower
frequency, even though the original signal was not.
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Figure 5.7: The effect of windowing on sinusoidal signals. (a) DTFT of rectangular window,
N = 64. (b) DTFT of cosine sequence A0 cos(2πf0n) + A1 cos(2πf1n) with f0 = 0.1, f1 = 0.3,
A0 = 1, and A1 = 3

4 for n = 0, . . . , 63. (c) DTFT of cosine sequence as in (b) with f1 = 0.15.
(d) DTFT of cosine sequence as in (b) with f1 = 0.12. (e) DTFT of cosine sequence as in (b)
with f1 = 0.108.
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Figure 5.8: The effect of windowing on sinusoidal signals. (a) DTFT of rectangular window,
N = 128. (b) DTFT of cosine sequence A0 cos(2πf0n) +A1 cos(2πf1n) with f0 = 0.1, f1 = 0.3,
A0 = 1, A1 = 3

4 for n = 0, . . . , 127. (c) DTFT of cosine sequence as in (b) with f1 = 0.15. (d)
DTFT of cosine sequence as in (b) with f1 = 0.12. (e) DTFT of cosine sequence as in (b) with
f1 = 0.108.
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Figure 5.9: The effect of spectral sampling on sinusoidal signals with a 64-point rectangular
window. (a) DTFT of cosine sequence A0 cos(2πf0n) + A1 cos(2πf1n) with f0 = 1

8 , f1 =
3
16 ,

A0 = 1, and A1 = 3
4 for n = 0, . . . , 63. (b) DTFT of cosine sequence as in part (a) except

f0 = 7
48 and f1 = 10

48 . (c) 64-point DFT of cosine sequence in part (a). (d) 64-point DFT of
cosine sequence in part (b). (e) 128-point DFT of cosine sequence in part (a). (f) 128-point
DFT of cosine sequence in part (b).
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HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007 

Chapter 6 - Z-TRANSFORMS 

c©Bertrand Delgutte and Julie Greenberg, 1999 

Introduction 

Chapters 2 and 3 considered the design and analysis of digital filters in the time and frequency 
domains and illustrated the use of the discrete-time Fourier transform to determine the fre
quency response of linear, time-invariant systems. The limitation of that approach is that the 
DTFT only exists if the signal/unit-sample response is absolutely summable or contains finite 
energy. The Z-transform is a generalization of the DTFT and applies to signals/unit-sample 
responses that do not meet either of these criteria. Therefore, the Z-transform is a useful tool 
for investigating issues related to stability, including analysis of feedback systems. 

6.1 Definition and properties 

6.1.1 Definition 

The Z-transform can be used to characterize the response of linear, time-invariant filters to 
complex exponential signals. Specifically, consider the response of a filter with unit-sample 
response h[n] to the complex exponential zn, where  z is an arbitrary complex number: 

∞ 

y[n] =  h[n] ∗ z n = h[m]z n−m 

m=−∞ 

This  can be  written as:  ∞ 

y[n] =  z n h[m]z −m = x[n]H(z) 
m=−∞ 

with ∞ 
−nH(z) = 

� 
h[n]z (6.1) 

n=−∞ 

Thus, the output is equal to the input multiplied by the complex constant H(z). The complex 
nexponential signal z is said to be an eigenfunction of the linear, time-invariant system h[n]. 

When considered as a function of z, the  eigenvalue H(z) is  the  Z-transform of h[n]. Its argument 
is the complex variable z which defines a plane, with the real part and the imaginary part as 
orthogonal coordinates. 

For LTI systems described by a unit-sample response h[n], H(z)  is also referred to as  the  system 
function. The system function is a generalization of the frequency response, since the DTFT is 
a special case of the Z-transform, that is, 

H(f ) =  H(z)| j2πfz=e
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6.1.2 Z-transforms of filters defined by a difference equation 

Consider the class of digital filters described by linear, constant-coefficient difference equations 
(LCCDEs) of the form 

K M 

y[n] =  aky[n − k] +  bmx[n − m] (6.2) 
k=1 m=0 

The Z-transform of digital filters defined by this equation follows directly from the definition 
of H(z) as the ratio of the output to the input for complex exponential inputs. Specifically, 

nif x[n] =  zn, then  y[n] =  H(z)z . Substituting these expressions for x[n] and  y[n] in  Eq. 6.2  
produces 

K M 

y[n] =  H(z)z n = akH(z)z n−k + bmz n−m 

k=1 m=0 

Dividing both sides of this equation by zn, and rearranging terms, we obtain the system function: 
�M −m 

H(z) =  m=0 bmz
(6.3)�K −k1 − k=1 akz

Equation 6.3 shows that the Z-transform of a digital filter defined by a finite difference equation is 
a rational function in z. Conversely, for any rational function in z, we can write a corresponding 
difference equation in the form of Eq. 6.2 defining a digital filter. Thus, digital filters defined by 
finite difference equations correspond to LTI systems with rational system functions. Because 
any reasonably well-behaved function of z can be approximated by a rational function, any LTI 
filter can be approximated by a finite difference equation that can be implemented on a digital 
computer. 

The K complex roots of the denominator of H(z) are called the poles of the filter, while the M 
roots of the numerator are called zeroes. For FIR filters, the denominator of Eq. 6.3 is unity, 
so that the system function has only zeroes. On the other hand, for purely recursive filters, 
the numerator is the constant b0, so that the system function has only poles. This explains the 
terms all-zero and all-pole to designate FIR filters and purely-recursive filters, respectively. 

Examples 

The Z-transform of simple digital filters can be computed either by direct application of Eq. 6.1 
if the unit-sample response h[n] is known or from Eq. 6.3 if the difference equation is known. 

We will use the notation 
h[n] ←→ H(z) 

to denote the relation between a signal h[n] and its Z-transform H(z). 

1. Gain:

Gδ[n] ←→ G


In particular, the Z-transform of the unit sample δ[n] is the constant 1. 

2
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2. Delay by n0 samples: 
δ[n − n0] ←→ z −n0 (6.4) 

This explains why the notation z−1 is often used to designate a unit delay. 

3. Rectangular (“boxcar”) filter of length N : 

� −N −nRN [n] = 
� 

u[n] − u[n − N ] ←→ 
N−1 

z =
1 − z
1 − z−1 

n=0 

This filter has N − 1 zeroes equally spaced on the unit circle, except for z = 1  where  the  
zero is cancelled by a pole. 

4. First-order recursive lowpass filter y[n] =  ay[n − 1] + x[n]: 

1 
a n u[n] ←→ for | z| > | a| (6.5)

1 − az−1 

This filter has one pole at z = a. As a special case, the Z-transform of the unit step u[n] 
is 1 for | z| > 1.1−z−1 

6.1.3 Properties 

The Z-transform is a linear operation in the sense that 

c1h1[n] +  c2h2[n] ←→ c1H1(z) +  c2H2(z) (6.6) 

for c1 and c2 arbitrary constants. This implies that the Z-transform of a parallel combination 
of filters is the sum of the transforms for each of the filters. 

The most important property of Z-transforms is the convolution theorem, which states that 

h[n] ∗ x[n] ←→ H(z)X(z) (6.7) 

Because it replaces the complicated convolution operation by a simpler multiplication, this 
theorem is useful for computing the responses of digital filters to signals given by analytic 
expressions, and for finding the unit-sample response of cascade combinations of filters. To 
prove Eq. 6.7, we write the definition of the Z-transform of y[n] =  x[n] ∗ h[n]: 

∞  ∞   �
z −n 

∞ 

Y (z) =  y[n] = 
� �

[m]  h x[n 
 n=

− m]z −n

n=−∞ −∞ m=−∞ 

Interchanging the order of summations over n and  m, and making use of z−n = z−mz−(n−m), 
we obtain ∞  ∞  

Y (z) =  
�

 h[m]z −m
�

x[n − m]z −(n−m) 

m=−∞ n=−∞ 

Making the change of variable l = n − m, we recognize the product of H(z) and X (z), proving 
Eq. 6.7. 
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z-plane for which the summation of Eq. 6.1 converges. 

As seen in Sec. 6.1.2, the Z-transform of the first-order, recursive lowpass filter h[n] = a nu[n] is  
H(z) =  1        z  > a  1−az 1 . The corresponding region of convergence is | | | |.−

6.2.1 Properties of the region of convergence 

The properties of the region of convergence are stated here; justification for these properties can 
be found in Oppenheim, Willsky and Nawab or Oppenheim and Schafer. 

1.	 The region of convergence is always a contiguous region, bounded by circles centered at 
the origin in the z-plane. 

2.	 The region of convergence may contain zeros, never contains poles, and is always bounded 
by poles. (The fact that the region of convergence never contains poles is understood by 
realizing that a pole is a value of z for which H(z) is infinite, and the region of convergence 
includes all values of z for which Eq. 6.1 converges. 
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An important special case of the convolution theorem is the delay theorem 

h[n − n0] =  δ[n − n0] ∗ h[n] ←→ z −n0 H(z)	 (6.8) 

where  we have made use  of  Eq. 6.4.  

Another useful property is the Z-derivative, or ramp-multiplication theorem: 

dH(z)
nh[n] ←→ − z	 (6.9)

dz 

This is easily shown by taking the derivative of the definition of the Z-transform: 

dH(z)
= 

d ∞ 

h[n]z −n = 
∞ 

− nh[n]z −n−1 = − z −1 
∞ 

(nh[n])z −n 

dz dz 
n=−∞ n=−∞	 n=−∞ 

Applying Eq. 6.9 to Eq. 6.5, one obtains 

−1az
na n u[n] ←→ 

(1 − az−1)2 for | z| > | a|	 (6.10) 

This transform has a double pole at z = a. 

6.2 Region of Convergence 

For signals of finite duration, the Z-transform is well-defined for all values of the complex variable 
z (with the possible exception of the origin) because it is a finite sum of finite terms. Thus the 
Z-transforms of FIR filters alway converge. On the other hand, the Z-transforms of IIR filters 
are only defined for certain values of z. The  region of convergence is the portion of the complex 
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3. If h[n] is the unit-sample response of an FIR filter, the region of convergence of the system 
function H(z) is  the  entire  z-plane, with the possible exception of z = 0  and  z = ∞. 

4. If h[n] is the unit-sample response of a right-sided IIR filter (that is, one that is finite in 
the negative-time direction but extends infinitely in the positive-time direction), then the 
region of convergence of H(z) is the exterior of a circle. 

5. If h[n] is the unit-sample response of a left-sided IIR filter (that is, one that is finite in 
the positive-time direction but extends infinitely in the negative-time direction), then the 
region of convergence of H(z) is the interior of a circle. 

6. If	 h[n] is the unit-sample response of an IIR filter that extends infinitely in both posi
tive and negative time, then the region of convergence of H(z) is a ‘donut’ in the complex 
z-plane. This is generally of little practical importance, since such IIR filters are not recur
sively computable, and we are not interested in filters that can not readily be implemented 
on a digital computer. However, such non-computable filters might be of use in modeling 
certain physical systems. 

6.2.2 Causality and the region of convergence 

Since causal filters are a subset of right-sided unit-sample responses, the region of convergence 
for a causal filter is the exterior of a circle centered at the origin of the z-plane (Property 4). 
Recalling that the form of the LCCDE specified in Eq. 6.2 implicitly defines a causal filter and 
using Property 2, we conclude that for a causal filter, the region of convergence is the exterior 
of the circle defined by the pole(s) with the largest magnitude. 

6.2.3 Stability and the region of convergence 

We saw in Chapter 2 that a system is stable if its unit-sample response is absolutely summable. 
In this case, the DTFT exists (z = ej2πf ) and the Z-transform converges for for |z| = 1,  that  is,  
for values of z that are on the unit circle. Thus, the region of convergence of the Z-transform of 
a stable system always includes the unit circle. Since the region of convergence of a stable filter 
must include the unit circle and since the region of convergence must be a contiguous region 
and not include any poles, we conclude that the the Z-transform of a stable filter has all poles 
either inside or outside the unit circle. 

If we further restrict our consideration to causal filters, which requires that the region of con
vergence be the exterior of a circle, then we conclude that the region of convergence of a causal 
stable filter is the outside of a circle whose radius is less than unity and the poles of a causal, 
stable filter are all inside the unit circle. For example, the first-order lowpass filter has a pole 
at z = a. This filter will be stable if and only if this pole is inside the unit circle, that is, if 
|a| < 1. This result fits with the observation that the unit sample response anu[n] is absolutely 
summable if and only if |a| < 1. 

To consider another example, the trapezoidal integration formula is not stable because it has a 
pole on the unit circle for z = 1. Indeed, the response of the integrator to a unit step is not 
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bounded. When, as for the integrator, the poles with the largest magnitude are on the unit 
circle, the response to a bounded input can only grow with time as a polynomial. This form 
of unstability is less severe than when there are poles outside the unit circle, in which case the 
output grows exponentially with time. A system for which the largest pole is on the unit circle 
can be considered to be marginally stable. Many practically important filters such as integrators 
and lowpass and bandpass filters are marginally stable. 

Unlike poles, there is no restriction on the location of zeros for causal, stable filters. In the 
special case when a filter has all its poles and all its zeros inside the unit circle, both H(z) 
and its inverse H

1
(z) are causal and stable. Such filters are called minimum phase. The term 

“minimum phase” is used because such filters have the lowest delay among all possible causal 
filters with the same magnitude |H(z)| on the unit circle. 

6.2.4 Feedback example 

x[n] Σ 1h [n] y[n] 

h2[n]


Figure 6.1: General feedback system 

Consider feedback of the form shown in Fig. 6.1. The overall system function, H(z) can  be  
determined by writing an equation for the output y[n], and then converting the equation to the 
Z-transform domain using the linearity property (Eq.6.6) and the convolution theorem: 

y[n] =  h1[h] ∗ (x[n] +  h2[n] ∗ y[n]) 

Y (z) =  H1(z)[X(z) +  H2(z)Y (z)] (6.11) 

Rearranging Eq. 6.11 gives 

Y (z) H1(z)
H(z) =  = (6.12)

X(z) 1 − H1(z)H2(z) 

From Eq. 6.12, we see that the addition of feedback, H2(z) has a substantial effect on the overall 
system function. Such feedback alters the locations of the poles of the system function and can 
be used to make a stable system unstable or to make an unstable system stable. The following 
example illustrates the former. 

6
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Consider a public address systems intended to pick up a signal spoken into a microphone and 
play an amplified version via a loudspeaker. The simple unit-sample response of this system 
is h1[n] =  Gδ[n], where G >  1. In addition to the desired signal, the microphone also picks 
up the loudspeaker output with some delay and attenuation dependent on the distance from 
the loudspeaker to the microphone. We model this simple feedback path as h2[n] =  aδ[n − n0], 
where 0 < a <  1. Substituting H1(z) =  G and H2(z) =  az−n0 into Eq. 6.12 gives 

G 
H(z) =  ,

1 − Gaz−n0 

which has poles at the nth
0 roots of Ga. Since  H(z) is causal, in order for it also to be stable, these 

thpoles must lie within the unit circle, that is, have magnitude less than one. Since the n0 roots 
of Ga must have magnitude less than one, then Ga < 1, or a <  G 

1 . Practically, this indicates 
that an unstable (that is, squealing) public address system can be made stable by reducing G 
(turning down the gain) or by reducing a (increasing the distance between the loudspeaker and 
the microphone, or shielding the microphone from the loudspeaker signal). 

6.3 Inverse Z-transforms 

Time signals can be exactly recovered from their Z-transforms, providing that the region of 
convergence is specified. Such inverse Z-transforms are useful for computing the response of 
digital filters to known signals by means of the convolution theorem, and for determining the 
unit-sample response of IIR filters. While it is possible to give a formal inverse Z-transform 
formula (see, for example, Oppenheim and Schafer), a strategy used in practice is to decompose 
the Z-transform into a sum of simple terms whose inverse transforms can be recognized by 
inspection. This can be seen as replacing a complex filter by a parallel combination of simpler 
filters. In the case of rational Z-transforms, a general inverse transform technique is to carry out 
a partial-fraction expansion. Specifically, let A(z) and  B(z) be the denominator and numerator 
of Eq. 6.3, respectively. A(z) and  B(z) are  polynomials  in  z−1 of degrees K and M respectively. 
By polynomial division, B(z) can be written uniquely in the form 

B(z) =  A(z)Q(z) +  R(z) 

where Q(z) and  R(z) are  polynomials  in  z−1, and  the degree of  R(z)  is less than  K, the degree 
of A(z). In the special case when M < K  in Eq. 6.3, Q(z) is zero, and R(z) =  B(z). On the 
other hand, if M ≥ K, the degree of Q(z) is  M − K. Using this notation, Eq. 6.3 becomes 

B(z) R(z)
H(z) =  = Q(z) +

A(z) A(z) 

By linearity, the inverse transform of this sum of expressions is the sum of the inverse transforms 
of the two expressions. The inverse transform q[n] of  Q(z) is found by inspection from the 
definition of the Z-transform Eq. 6.1: It is a finite signal of length M − K + 1 such that, for each 
0 ≤ n ≤ M − K, q[n] is the coefficient of z−n in Q(z). 

The denominator A(z) is a polynomial of degree K in z−1, and has therefore K roots zi, 1 ≤ 
zi ≤ K which are the poles of H(z). The residue theorem states that, if the K roots are distinct, 

7
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R(z)/A(z) can be expressed as a sum of K first-degree partial fractions: 

R(z) K Ri = , (6.13)
A(z) 1 − ziz−1 

i=1 

where the residues Ri are constants given by 

Ri = H(z)(1 − ziz −1) 
z=zi 

The inverse Z-transform of each term is readily recognized by applying Eq. 6.5 for a = zi: 

Rizi
n u[n] ←→ 

1 − 
R

zi

i 

z−1 

Thus, the inverse Z-transform of H(z) is  a sum of  K complex exponentials plus the finite signal 
q[n]: 

K 

h[n] =  q[n] +  u[n] Rizi
n 

i=1 

The residue theorem also applies if A(z) has multiple roots, but the expression for the residue 
is more complex. Specifically, if zi is a root of multiplicity m, the partial fraction expansion 
includes a sum of m terms of the form: 

m � Rij 
, with Rij =

(− zi)−(m−j) dm−j 

H(z)(1 − ziz −1)m 

(1 − ziz−1)j (m − j)! dz−(m−j) 
j=1 z=zi 

Making repeated use of the ramp-multiplication theorem, this means that the inverse transform 
h[n] includes a sum of terms of the form nj−1zi

nu[n] for  1  ≤ j ≤ m. 

6.3.1 Finding unit-sample responses of IIR filters defined by LCCDEs 

The inverse Z-transform can be used to determine the unit-sample response of an IIR filter 
defined by a linear, constant-coefficient difference equation. 

Example: Second-order filter 

For example, consider the second-order filter 

y[n] = 1.4y[n − 1] − 0.48y[n − 2] + 5x[n] − 6x[n − 1] + 2.4x[n − 2] 

From Eq. 6.3, its Z-transform is 

5 − 6z−1 + 2.4z−2 5 − 6z−1 + 2.4z−2 

H(z) =  = 
1 − 1.4z−1 + 0.48z−2 (1 − 0.8z−1)(1 − 0.6z−1) 

There are two poles at z = 0.8 and  z = 0.6. 
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The degree of the numerator is the same as that of the denominator. Therefore, the first step is 
to carry out a polynomial division: 

−1z
H(z) = 5 +  

1 − 1.4z−1 + 0.48z−2 

Using the residue theorem Eq. 6.13, the second term can be expanded into a sum of two first-
order partial fractions: 

H(z) = 5 +  
R1 

−1 + 
R2 

−11 − 0.8z 1 − 0.6z
where the residues are given by: 

� � 1 

R1 = H(z)(1 − 0.8z −1) =
1 − 

0.8
0.6 = 5  

z=0.8 
0.8 

� � 1 

R2 = H(z)(1 − 0.6z −1) 
z=0.6 

=
1 − 

0.6
0.8 = −5 
0.6 

Thus, the unit-sample response is 

h[n] = 5δ[n] +  [5(0.8)n − 5(0.6)n] u[n] 

Example: Repeated poles 

Consider the difference equation 

y[n] = 1.8y[n − 1] − 0.81y[n − 2] + x[n] − x[n − 1] 

The Z-transform 
1 − z−1 1 − z−1 

H(z) =  = 
1 − 1.8z−1 + 0.81z−2 (1 − 0.9z−1)2 

has a double pole for z = 0.9, so that it can be expanded into the partial fraction 

H(z) =  
1 − 

R

0.
1 

9z−1 + 
(1 − 0

R

.9
2 

z−1)2 

with � � 
d 10 

R1 = −0.9−1 H(z)(1 − 0.9z −1)2 = 0.9 =  
dz−1 

z 9 � � 1 1 
R2 = H(z)(1 − 0.9z −1)2 = 1  − = − 

z=0.9 0.9 9 

Using Eq. 6.10 and the delay theorem (Eq. 6.8), we conclude that the unit-sample response is: 

10 1 n 
h[n] =  (0.9)n − (n + 1)0.9n u[n] =  (1  − )0.9n u[n]

9 9 9 
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6.4 Laplace transform (optional) 

The Laplace transform plays the same role for analog filters as the Z-transform does for digital 
filters. The Laplace transform of a signal h(t) is a function of the complex variable s defined by 
the integral � ∞ 

H(s) = 
� 

h(t)e −stdt 
−∞ 

In general, this integral is only mathematically defined for certain values of s that constitute 
the region of convergence of the Laplace transform. For causal filters, the region of convergence 
is a right-sided half plane, i.e. the set of s such that the real part Re(s) > x0. For stable filters, 
the region of convergence must include the imaginary axis, corresponsing to Re(s) = 0. 

Laplace transforms verify a convolution theorem similar to that for Z-transforms: 

h(t) ∗ x(t) ←→ H(s)X(s) 

The Laplace transforms of filters defined by linear, constant coefficient differential of the form 

K M � dky(t) � dmx(t) 
ak = bm

dtk dtm 
k=0 m=0 

are rational functions of s: �M m 

H(s) =  m=0 bms
(6.14)�K k 

k=0 aks

This expression has K poles and M zeroes. The inverse Laplace transform of rational functions 
can be determined by expanding Eq. 6.14 into a partial fraction, and noting that the transform 
of each first-order term is 

1 
e −αt u(t) ←→ 

s + α 

Thus, the impulse responses of analog filters that have rational Laplace transforms are finite 
sums of complex exponential signals. 

For causal filters, the region of convergence is the right-half plane bounded by the pole that has 
the largest real part. For causal, stable filters, this means that all the poles of the transform 
must have negative real parts. 

Summary 

The Z-transform simplifies the analysis and design of digital filters, particularly infinite-impulse
response (IIR) filters. The Z-transform of a discrete-time signal h[n] is  

∞ 

H(z) =  h[n]z −n 

n=−∞ 

The simplifications provided by the Z-transforms are largely due to the convolution theorem, 
which states that the transform of a convolution of signals is the product of the transforms. 
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Filters defined by linear, constant-coefficient difference equations have rational Z-transforms. 
Their impulse responses, which can be determined by expanding the transform into a sum of 
partial fractions, are finite sums of complex exponential signals. Causal filters defined by a 
linear, constant coefficient difference equation are stable if and only if all their poles are inside 
the unit circle. Unlike the DTFT, the Z-transform exists for unstable systems as well as stable 
systems. Therefore, it is a useful tool for analyzing potentially unstable systems and determining 
the conditions required to insure stability. 

Further reading 

• Oppenheim and Schafer, Chapter 3 

• Karu, Chapter 7 

• Siebert, Chapter 8, Chapter 10 

• Oppenheim, Willsky and Nawab, Chapters 9 and 10 
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Chapter 7 - TIME-DEPENDENT PROCESSING OF SIGNALS 
THE SHORT-TIME FOURIER TRANSFORM 

c©Bertrand Delgutte 1999 

Introduction 

In the preceding chapters, we have introduced methods for analyzing two broad classes of sig
nals. The first class is that of finite-energy signals. Such signals rapidly decay to zero outside 
of a finite time interval, so that they have well-defined Fourier transforms. The second class of 
signals is that of stationary, random signals, which last indefinitely, and have stable statistical 
characteristics over long times. Examples of stationary signals are periodic signals and “white 
noise”, the output of a random number generator. Because such signals are of infinite dura
tion, their Fourier transforms are, in general, not mathematically defined. However, they have 
a power spectrum obtained by Fourier transforming the autocorrelation function. Because the 
autocorrelation function is a time average, the power spectrum represents the average frequency 
content of the signal over all times. There is a third type of signals for which neither Fourier 
transforms nor power spectra are applicable. These nonstationary signals are of indefinite du
ration, so that their Fourier transforms may not exist, and have statistical characteristics that 
change appreciably over time, so that it would not make sense to compute an average power 
spectrum for all times. For example, speech signals have spectral characteristics that change 
continuously over time. These variations are key for communication because a stationary sig
nal cannot convey new information. Electrocardiographic signals also show temporal variations 
in statistical characteristics that reflect changes in the state of the heart. These changes are 
important in the clinic, for example in the diagnosis of arryhtmias. 

In this chapter, we introduce techniques for processing a special class of nonstationary signals. 
The basic idea is to divide the signal into short time segments or “frames” over which the 
signal is approximately stationary, then make a set of measurements for each frame. Such 
time-dependent processing is applicable whenever the signal is quasi-stationary, i.e. when its 
statistical characteristics change slowly relative to the frame length. For example, speech can 
be considered to be quasi-stationary because the motions of the the articulators are usually 
sufficiently slow that the spectral characteristics of speech change relatively little over intervals 
of 10 to 30 ms. 

The most important type of time-dependent processing is short-time Fourier analysis, which 
gives the energy distribution of a signal as a function of both time and frequency. Short-time 
Fourier analysis of speech signals is used for tracking important parameters such as the formant 
frequencies. It is also the basis for generating spectrographic displays and for vocoder systems 
that provide efficient storage and transmission of speech and audio signals. By varying the 
duration of the frames used for short-time Fourier analysis, frequency resolution can be traded 
for time resolution in the resulting energy distribution. 
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7.1 Time-dependent processing 

7.1.1 Definition 

A time-dependent measurement Tn on a signal x[n] is obtained by first applying a transformation 
T (.) (which is usually nonlinear) to the signal, and then lowpass filtering the transformed signal: 

∞ 

Tn = T ( x[m] )  w[n − m] =  T ( x[n] )  ∗ w[n]  (7.1) 
m=−∞ 

Figure 1a shows a block diagram representation of time-dependent processing. Time-dependent 
measurements depend not only on the transformation T (.), but also on the choice of the window 
function w[n]. This window function is the unit-sample response of the lowpass filter. In most 
applications, the window has a finite duration, so that the infinite sum in (7.1) is in fact a 
local weighted average of T ({x[m]}) centered at time n. The output Tn varies with time, but 
more slowly than does the signal x[n] because w[n] is a lowpass filter. Thus, it is usually not 
necessary to evaluate Tn for every time sample n: By the Nyquist theorem, it suffices to evaluate 
Tn at intervals of 1/2∆W samples, where ∆W is the cutoff frequency of the lowpass filter w[n]. 
Effectively, the bandwidth of the window defined the interval between frames used in short-time 
analysis. 

7.1.2 Short-time energy 

A useful example of (7.1) is obtained when the transformation T (.) is a square function: The 
output signal is then the short-time energy En of the signal x[n]: 

∞ 

En = x[m]2 w0[n − m]  (7.2) 
m=−∞ 

The window w0[n] must be positive in order to guarantee that the short-time energy be positive 
for all times. In the special case when w0[n] is a rectangular pulse of length 2N + 1 centered at 
the origin, this becomes 

n+N 

En = x[m]2 

m=n−N 

which corresponds to the intuitive notion of signal energy over the interval [n−N, n+N ]. Figure 
2 shows the short-time energy of a speech signal for Hamming windows of different lengths. Long 
windows provide a smooth short-time energy, while short windows are best for resolving fine 
temporal variations in signal energy. Sometimes one is interested in the short-time energy over 
a specific frequency band rather than that of the entire signal. In this case, the signal is first 
bandpass filtered, then the short-time energy of the filter output is computed. 

Direct application of the definition (7.2) gives one possible method for computing the short-time 
energy: The input signal is squared, then processed by a lowpass filter with unit-sample response 
w0[n] (Fig. 1b). This method is the best one when w0[n] is an IIR filter because the short-time 
energy can be evaluated recursively. On the other hand, if w0[n] is of finite duration, there exists 
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an alternative method for computing the short-time energy that is often more efficient. This 
alternative method can be derived by defining a new window w[n] = w0[−n], then making 
the change of variable l = m − n in (7.2): 

∞ ∞ 

En = x[m]2 w[m − n]2 = (x[n + l]w[l])2 (7.3) 
m=−∞ l=−∞ 

A block diagram representation of this method is shown in Fig. 1c. For each time n, this method 

amounts to computing the total energy in the windowed signal xn[m] = x[n + m] w[m]. This 
method is particularly efficient when the short-time energy needs only be computed for certain 
times, e.g. at multiples of 1/2W . 

7.1.3 Short-time autocorrelation function 

A generalization of the short-time energy is the short-time autocorrelation function Rn[k], which 
is a function of two variables, time n and lag k. It is obtained by premultiplying the portion 

of the signal centered at time n by a window function, forming xn[m] = x[n + m] w[m], then 
computing the deterministic (a.k.a. “raw”) autocorrelation function of the windowed signal 
xn[m] (Fig. 1e): 

∞ ∞ 

Rn[k] = xn[k] ∗ xn[−k] =  xn[m] xn[m−k] =  x[n+m] w[m] x[n+m−k] w[m−k] 
m=−∞ m=−∞ 

(7.4) 
For example, if w[n] is a rectangular pulse of length 2N + 1 centered at the origin, one has: 

N 

Rn[k] =  x[n + m] x[n + m − |k|] 
m=−(N−|k|) 

Note that the summation is over 2N − |k| + 1 terms, so that the short-time autocorrelation 
function is zero for |k| > 2N . This is true for all windows of length 2N + 1.  

Comparing (7.4) with (7.3) shows that Rn[0] = En if  the same window  w[n] is used in both  
expressions. In fact, because Rn[k] is the deterministic autocorrelation function of the windowed 
signal xn[m], it has all the properties of autocorrelation functions: 

Rn[k] =  Rn[−k] 

|Rn[k]| ≤  Rn[0] = En 

If the signal is periodic over the duration of the window, the short-time autocorrelation function 
has local maxima when the lag k is a multiple of the period. Thus, the short-time autocorrelation 
function is useful for tracking the period of quasi-periodic signals (such as voiced speech) whose 
period slowly changes over time (Fig. 3). 

The short-time autocorrelation function can be written in the form of time-dependent processing 
(7.1) if we define a new filter wk[n] analogous to w0[n] in (7.2). For this purpose, we make the 
change of variable l = n + m in (7.4): 

∞ ∞ 

Rn[k] =  x[n+m] x[n+m−k] w[m] w[m−k] =  x[l] x[l−k] [w[l − n] w[l − n − k]] 
m=−∞ l=−∞ 
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If, for each lag k, we introduce the new window function 

wk[n] = w[−n] w[−k − n]  (7.5a) 

the short-time autocorrelation function becomes 
∞ 

Rn[k] =  (x[l] x[l − k]) wk[n − l] = (x[n] x[n − k]) ∗ w[n]  (7.5b) 
l=−∞ 

This expression is in the form (7.1), with the transformation T (.) being multiplication of the 
signal x[n] by the delayed signal x[n − k]. This alternative interpretation of the short-time 
autocorrelation function is illustrated in Fig. 1d. Note that the new window wk[n] is different 
for each lag, and that its length is N − |k| if w[n] is of  length  N . 

There are many other forms of time-dependent processing besides the short-time energy and the 
short-time autocorrelation function. In fact, any time-average operation on stationary signals 
can be extended to a form of time-dependent processing for nonstationary signals by substituting 
a lowpass filter for the infinite time average. The most important form of time-dependent 
processing is the short-time Fourier transform, which can be seen as a generalization of the 
power spectrum to nonstationary signals. 

7.2 The short-time Fourier transform 

7.2.1 Definition 

The short-time Fourier transform Xn(f) is function of two variables, time n and frequency f , 
which describes how the spectrum of restricted segments of a signal x[n] evolves with time. 
Formally, it is defined by: 

∞ � −j2πfm Xn(f) = x[m] w[n − m] e (7.6) 
m=−∞ 

While this definition may appear somewhat daunting, it can be interpreted from at least three 
different points of view (Fig. 4): a time-dependent processing interpretation, a Fourier transform 
interpretation, and a filter-bank interpretation. Each of these interpretations provides different 
insights into the properties of short-time Fourier analysis, and leads to alternative implementa
tions that can be particularly efficient in certain applications. 

7.2.2 Time-dependent processing interpretation 

The short-time Fourier transform (STFT) is a form of time-dependent processing (7.1) in which 
the transformation T (.) is multiplication of the signal by a complex exponential. To show this, we 
start from the definition (7.6), and hold the frequency f at a specific value f0. When considered 
as a function of n, Xn(f0) can be written in the form of a convolution: 

Xn(f0) =  x[n] e −j2πf0n ∗ w[n]  (7.7) 
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This represents the cascade of a modulation (multiplication) by the complex exponential e −j2πf0n 

and lowpass filtering by the window w [n ] (Fig. 7.4a). From the product theorem, modulation 
translates the signal spectrum X (f ) (assumed to exist) by − f 0, bringing the frequency compo
nents near f 0 down to DC: 

x [n ]e −j2πf0n ←→ X (f + f 0) =  X (f )©∗ δ̃(f + f 0) 

The convolution of the modulated signal by the lowpass window w [n ] then retains these frequency 
components in the output, and rejects all other components. From these observations, we deduce 
two key properties of X n(f 0) considered as function of time n : 

1.	 It is a lowpass signal, in the sense that it varies with n much slower than does 
the original signal x [n ]. The bandwidth of X n(f 0) is the same as that of w [n ]. 

2.	 It contains the frequency components of x [n ] that  are  within  ± ∆W of f 0, where  
∆W is the bandwidth of w [n ]. 

The time-dependent processing interpretation of the STFT is important because it places the 
STFT within the general framework of this chapter. However, unlike the other two interpreta
tions, it is rarely used as a basis for implementations of the STFT. 

7.2.3 Fourier transform interpretation 

The Fourier transform interpretation of the STFT is the basis for modern implementations of 
the STFT. It is most easily understood by considering X n(f ) as a function of frequency for a 
specific time n = n 0. From the definition (7.6), it is clear that X n0 (f ) is the discrete-time 
Fourier transform of the windowed signal x n0 [m ] =  x [m ] w [n 0 − m ], as shown in Fig. 7.4b. 
Therefore, by the product theorem, the STFT is the cyclic convolution of the transform of the 
signal x [m ] (assumed to exist) by the transform of w [n 0 − m ], which is W (− f ) e −j2πfn0 : 

x n0 [m ] =  x [m ] w [n 0 − m ] ←→ X n0 (f ) =  X (f )©∗ W (− f ) e −j2πfn0 (7. 8) 

These operations are shown in Fig. 5 and 6 for a periodic speech-like signal, using Hamming 
windows of 10 ms and 40 ms respectively. The effect of the window is to “smear” the signal 
spectrum X (f ), so that the frequency resolution of the STFT is limited by the bandwidth of the 
window ∆W . Specifically, the longer the window, the smaller its bandwidth, and the finer the 
frequency resolution. In the examples of Fig. 5 and 6, the harmonics of the 100 Hz fundamental 
frequency are resolved with the 40-ms window, but not with the 10-ms window. Figure 7 shows 
similar results for an actual speech utterance analyzed with Hamming windows of 5 ms and 50 
ms. 

The Fourier transform interpretation of the STFT is useful for showing that the signal x [n ] 
can be exactly reconstructed from its STFT. Because X n(f ) is the Fourier transform of the 
windowed signal x [m ] w [n − m ], the inverse DTFT formula gives 

� 1 
2 

x [m ] w [n − m ] =  X n(f ) e j2πfm df 
− 1 

2 
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Evaluating this expression for m = n yields an exact reconstruction formula for time n (as
suming that w [0] � = 0): 


1 
� 

2
1


x [n ] =  X n(f )e j2πfndf (7. 9) 
w [0] − 1 

2 

This reconstruction formula is not directly useful in practice because it involves an integral over 
frequency. However, we show in the Appendix that this integral can be replaced by a finite sum 
(an inverse DFT) under mild conditions on the window w [n ]. 

As a final remark, because the short-time autocorrelation function R n[k ] is the deterministic 
autocorrelation function of the windowed signal x n[k ], and the STFT is the DTFT of the same 
windowed signal, the Fourier transform of R n[k ] is the magnitude square of X n(f ): 

R n[k ] =  x n[k ] ∗ x n[− k ] ←→ | X n(f )| 2 = X n(f ) X n(− f )  (7. 10a ) 

Applying the inverse DTFT formula to (7.10a) gives: 

� 1 

R n[k ] =  
2 | X n(f )| 2 e j2πfk df (7. 10b ) 

− 1 
2 

Thus, the magnitude of the STFT (which is often displayed in the form of a spectrogram) 
contains the same information as the short-time autocorrelation function. Evaluating (7.10b) 
for k = 0 yields Parseval’s theorem for the STFT 

� 1 

E n = R n[0] = 
2 | X n(f )| 2 df (7. 10c ) 

− 1 
2 

which simply states that the energy of the windowed signal is conserved in the frequency domain. 

7.2.4 Filter-bank interpretation 

Historically, the filter-bank interpretation of the STFT was the basis for the first implementations 
of the STFT in the 1940’s. It still plays an important role in modern practice because it is the 
only practical implementation when the STFT is to be evaluated for arbitrary frequency samples. 
This interpretation is best understood by holding the frequency f at f 0, and considering X n(f 0) 
as a function of time n . To derive the filter-bank formula, we first make the change of variable 
l = n − m in (7.6): 

∞ ∞ 

X n(f 0) =  x [n − l ] w [l ] e −j2πf0(n−l) = e −j2πf0n x [n − l ] w [l ] e j2πf0l (7. 11) 
l=−∞ l=−∞ 

It is useful to introduce the modified short-time Fourier transform: 

X̃n(f 0) = X n(f 0) e j2πf0n = x [n ] ∗ w [n ] e j2πf0n (7. 12) 

Clearly, the STFT and the modified STFT provide the same information, differing only by the 
j2πf0nmultiplicative factor e . In fact, both have the same magnitude: | X̃n(f 0)| = | X n(f 0)| . 

From (7.12), it is apparent that the modified STFT is the convolution of the signal x [n ] by  the  
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� modulated window wf0 [n] = w[n] ej2πf0n: From the product theorem, modulating the window 
has the effect of translating its transform W (f) up by  f0: 

wf0 [n] =  w[n] ej2πf0n ←→ W (f − f0) =  W (f) c ∗ δ̃(f − f0) 

Because the window w[n] has a lowpass spectrum, the transform of the modulated window 
W (f − f0) has significant energy only in the vicinity of f = f0, which means that convolution 
by the modulated window is a bandpass filtering operation around the center frequency f0. 
Figure 8 shows how the DTFT of X̃n(f0) (considered as a function of n) is the product of 
X(f) (assumed to exist) with the transform of the modulated window W (f − f0). From these 
observations, we deduce two properties of the modified STFT X̃n(f0): 

1.	 It is a bandpass signal centered at f = f0. 

2.	 It consists of the components of the signal x[n] that are  within  ± ∆W of f0. 

From (7.12), the STFT Xn(f0) can be obtained from the modified STFT X̃n(f0) by demodula
tion: 

Xn(f0) =  X̃n(f0) e −j2πf0n 

This has the effect of translating the components near f0 down to DC, thereby creating the 
lowpass signal Xn(f0). The effect of this demodulation on the DTFT of Xn(f0) is  shown  in  
Fig. 8. The implementation of the STFT as a cascade of a bandpass filtering operation and 
a demodulation is shown in Fig. 4c. In order to evaluate the modified STFT for a set of N 
discrete frequencies fk, 0  ≤ k ≤ N − 1, the signal x[n] is passed through a bank of N bandpass 
filters with center frequencies fk. 

The filter-bank interpretation is useful for determining the time resolution of the STFT. Specif
ically, the modified STFT X̃n(f0) is the convolution of the signal x[n] by the modulated window 
wf0 [n]. This bandpass filter will resolve a pair of pulses in the input providing that its duration 
(which is the same as that of the original window w[n]) is shorter than the separation between 
the pulses. Thus, the STFT has a time resolution determined by the duration of the window, and 
a frequency resolution determined by the bandwidth of the window. The uncertainty principle 
implies that fine time resolution and fine frequency resolution cannot be achieved simultaneously 
in short-time Fourier analysis. 

7.2.5 Efficient implementation of the STFT using the FFT 

In practice, the short-time Fourier transform can only be evaluated for a finite number of fre
quencies. FFT algorithms provide efficient implementations of the STFT when the frequency 
samples fk are of the form k/N , where  N is a power of two. Specifically, the implementation 
would be as follows: 

1.	 Multiply the portion of the signal centered at time n by the window. 

2.	 Zero-pad the windowed signal to length N , and compute the N -point DFT of 
the windowed signal using an FFT algorithm. This gives Xn(k/N) for  0  ≤ 
k ≤ N − 1. 
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3.	 Move the window by R samples, where R is  a factor  to be  determined,  and  
iterate until the end of the signal. 

The only unspecified parameter of this method is the sampling interval R, i.e. how frequently the 
STFT is evaluated in time. We have seen that the STFT is a lowpass signal whose bandwidth 
is determined by that of the window w[n]. According to the Nyquist theorem, if the bandwidth 
of the window is ∆W , the STFT must be sampled at intervals of R = 1/(2∆W ) to  avoid  
aliasing. By the uncertainty principle, the bandwidth of the window is inversely related to its 
duration. For example, the bandwidth of a Hamming window of length N is 2/N . Thus,  the  
STFT computed with an N -point Hamming window needs only be evaluated at intervals of 
R = N/4. Because the Fourier transform of a signal of length N can be reconstructed from N 
frequency samples, the number of time and frequency samples that are necessary to represent 
the STFT is only 4 times greater than the number of samples in the signal x[n]. In fact, for real 
signals the number of STFT samples needs only be twice the number of signal samples because 
of the conjugate symmetry of Fourier transforms. In many applications, this slight redundancy 
of the STFT is more than offset by increased flexibility in processing. Furthermore, it is often 
possible to sample the STFT at a much lower rate than 4/N , while preserving essential features 
of the signal (such as speech intelligibility). This observation is the basis for vocoders, systems 
for the efficient transmission of speech. 

Because the FFT gives equally-spaced frequency samples, this implementation is most useful 
when all the filters in STFT the filter bank have the same bandwidth. In some cases, unequal 
bandwidths are desirable in short-time Fourier analysis. For example when modeling cochlear 
processing, filter bandwidths are approximately a constant fraction of their center frequencies. 
Because filter bandwidths are inversely proportional to the duration of the impulse response, this 
implies that window lengths should be inversely proportional to filter center frequencies. Such 
proportional scaling can be efficiently achieved using the Wavelet transform. This transform 
gives good frequency resolution at low frequencies, and good time resolution at high frequencies. 

7.3 Applications of the short-time Fourier transform 

7.3.1 Spectrographic displays 

A spectrogram is a display of the magnitude of the short-time Fourier transform of a signal as 
a function of both time and frequency. For sound signals, restriction to the magnitude of the 
STFT is usually justified because the ear is not very sensitive to the phase of the short-time 
spectrum (This is known as Ohm’s acoustic law). Spectrograms can be displayed either by 
encoding energy on a gray scale, or as perspective (”waterfall”) representations. Gray-scale 
displays are particularly convenient, and were produced by analog spectrographic instruments 
in the 1940’s, long before digital spectrograms became available. Analog spectrograms were 
generated by passing the signal through a bank of analog bandpass filters, then computing the 
short-time energy at the output of each filter by rectifying and lowpass filtering the bandpass 
filter outputs (bandpass filter interpretation of the STFT). Modern, digital spectrograms are 
obtained by computing fast Fourier transforms of successive signal segments as described above 
(Fourier transform interpretation of the STFT). 
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Two bandwidths are widely used in spectrographic analyses of speech: Broadband spectrograms, 
which have a frequency resolution of 300 Hz, and narrowband spectrograms which have a reso
lution of 50 Hz. Broadband and narrowband spectrograms of an utterance produced by a male 
speaker are shown in Fig. 9. The frequency resolution of the narrowband spectrogram is suf
ficient to resolve individual harmonics of the fundamental frequency of voice (˜100 Hz). These 
harmonics appear as horizontal bands during voiced portions of speech. On the other hand, the 
broadband spectrogram has sufficient time resolution to resolve individual opening and closing 
of the vocal cords, which appear as vertical striations during voiced segments. Thus, the peri
odic vibration of the vocal cords appears as vertical striations in broadband spectrograms, and 
as horizontal bands in narrowband spectrograms. The broadband spectrogram also reveals the 
short noise bursts of stop consonants and rapid changes in formant frequencies. 

7.3.2 Time-dependent filtering 

The STFT is useful not only for analyzing nonstationary signals, but also for carrying out time-
varying modifications of signals. For example, to implement a time-dependent filter, the STFT 
of the input signal x[n] is multiplied by a time-dependent frequency response Hn(f), then the 
inverse STFT of the product Xn(f) Hn(f) is computed. Other applications of the STFT are to 
translate or scale the signal spectrum, and to speed up or slow down signals without changing 
their frequency content. Just as speeding up a tape recorder by a factor K scales up the frequency 
axis by a factor of K, playing back a sampled signal at a different sampling frequency also scales 
its spectrum. Appropriate use of the STFT can compensate for this spectral scaling. In these 
applications, it is necessary to synthesize a signal from the STFT, i.e. to have an inverse STFT 
algorithm. Such an algorithm is described in the Appendix. 

7.3.3 Analysis-synthesis systems 

An analysis-synthesis system (or ”vocoder”) is a device for efficient transmission or storage of 
speech or audio signals. A measure of efficiency is the bit rate, i.e. the number of bits per second 
that are required to represent the signal. For example, a high-quality audio signal is typically 
sampled at 48 kHz and quantized at 16 bits, requiring a rate of 1.5 M bits/s for a two-channel 
(stereo) signal. A telephone-quality speech signal sampled at 8 kHz with 10-bit quantization 
requires a rate of 80,000 bits/s. Vocoders allow the bit rate to be considerably decreased (to as 
little as 1200 - 9600 bits/s) with little degradation in speech intelligibility. A vocoder consists of 
three stages: an analysis stage which extracts information-bearing parameters from the signal 
and encodes them for transmission or storage, an optional transmission channel or storage 
medium, and a synthesis stage which decodes the transmitted parameters and generates a signal 
from these parameters. 

The STFT is the basis for the channel vocoder, which was developed by Homer Dudley at Bell 
Laboratories in the 1930’s, and is still a widely used analysis-synthesis system, particularly in 
applications with high background noise. The channel vocoder is based on the source-filter 
model of speech production. This model states that speech can be reconstructed from two 
sets of signals, one representing a source and one representing the filtering properties of the 
vocal organs. The source can be either a voicing source representing periodic vibration of the 
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vocal cords, or a  noise source representing turbulence generated in the vocal tract. In a channel 
vocoder (Fig. 10), the analysis stage extracts filter information from the magnitude of the STFT 
evaluated at a small number of frequency channels (typically 10-20). Again, phase information 
can be discarded because the ear is not particularly sensitive to phase. Source information 
is obtained by a pitch/voicing detector, which determines if each frame is voiced, and, if so, 
what is the fundamental frequency of the vocal cords (which is heard as pitch). After analysis, 
voicing and pitch information are be transmitted together with the STFT magnitude for each 
frequency channel. At the synthesis stage, a speech signal is reconstructed by exciting the filters 
by a source signal whose amplitude for each channel is modulated by the transmitted STFT 
magnitude. Either of two source signals is used: a periodic train of pulses for voiced segments, 
and broadband noise during unvoiced segments. The frequency of the pulse train is determined 
by the detected pitch. In practice, 10-20 frequency channels, each sampled at intervals of 10 ms 
suffice to produce intelligible speech. If the energy in each channel is encoded with 6 bits, this 
gives a rate of 9000 bits/sec, roughly a factor of 10 decrease over pulse-code modulation. 

In recent years, another type of analysis-synthesis system based on the STFT has been used in 
high-quality digital processing of sound signals, particularly music. Unlike the channel vocoder, 
these new systems require transmission of both the magnitude and phase of the STFT. These 
systems make use of knowledge of masking properties of the human ear to reduce the bit rate 
necessary to encode the STFT. For example, if at a particular time, the sound signal contains 
both a loud frequency component and a weak component, the weak component will be masked 
(i.e. not heard) if it is sufficiently close in frequency to the loud component. Under such 
conditions, there would be no loss in quality if the weak component were removed (i.e. not 
transmitted) in the analysis-synthesis system. Using these ideas, compact-disk quality encoding 
of stereo sound has been demonstrated with bit rates of 384 kB/sec, about 1/4 of the rate used 
in CD players. 

7.4 Summary 

Time-dependent signal processing consists in making certain measurements for successive short-
time segments of frasmes of a nonstationary signal. It is a useful technique for signals whose 
statistical characteristics change slowly relative to the durations of the analysis frames. Virtually 
any form of processing that is applicable to stationary signals can also be carried out for short 
time segments of nonstationary signals: Examples include the short-time energy, the short-time 
autocorrelation function, and the short-time Fourier transform. 

Short-time Fourier analysis is used for representing the energy distribution of nonstationary 
signals as a function of both time and frequency. The short-time Fourier transform can be im
plemented either by computing the Fourier transforms of successive, windowed signal segments, 
or by passing the signal through a bank of bandpass filters. The time resolution of this analysis 
is determined by the duration of the window, while the frequency resolution is determined by 
the passband of the bandpass filters, which is equal to the bandwidth of the window. Because 
the uncertainty principle places a lower bound on the duration-bandwidth product of any signal, 
it is not possible to simultaneously achieve fine time resolution and fine frequency resolution in 
short-time Fourier analysis. 
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7.5	 Further reading 

Rabiner and Schafer, Chapter 4, Sections 1, 2, 6; Chapter 6, Sections 1, 4 
Quatieri, Chapter 3, Section 3; Chapter 7, Sections 1-4 

7.6	 Appendix: Signal reconstruction from the short-time Fourier 
transform 

Equation (7.9) shows that exact signal reconstruction from the STFT is theoretically possible. 
However, this formula is not practically useful because it requires knowing the STFT for all 
frequencies. We will show that exact reconstruction is possible when a finite number of fre
quency samples of the STFT are available, providing that the analysis window verifies a simple 
condition. To be specific, assume that the STFT Xn(f) is available for N frequency samples 
fk = k/N, 0 ≤ k ≤ N − 1, and for all n. We propose to reconstruct the signal by 
approximating the integral (7.9) by a sum over the frequency samples: 

� 1 N−1 
j2πfkn 1 N−1 

˜x̂[n] = Xn(fk) e = Xn(fk)  (7.A.1)
N w[0]	 N w[0]

k=0	 k=0 

This filter-bank summation method of synthesis is illustrated in Fig. A.1. The figure shows that 
the reconstructed signal x̂[n] can be considered as the response of a parallel combination of N 
bandpass filters wfk [n] to the signal x[n]. Therefore, the reconstructed signal will be exactly 
equal to the original signal if and only if the frequency response of the parallel combination of 
filters is 1 for all frequencies: 

1 N−1 

Wfk (f) = 1 	 (7.A.2)
N w[0] 

k=0 

We have seen that the DTFT of wfk [n] =  w[n] ej2πfkn is W (f − fk). Thus, replacing fk by its 
value k/N , the condition for exact reconstruction becomes: 

1 N−1 

W (f − k/N) = 1 	 (7.A.3)
N w[0] 

k=0 

For example, Figure A.2a shows that this condition is verified if W (f) is an ideal lowpass filter 
with cutoff frequency 1/2N . 

While the ideal lowpass window is of theoretical interest, it cannot be realized by a finite digital 
filter. More practical windows can be found by writing the condition for exact reconstruction 
(7.A.3) in the time domain. For this purpose, we note that W (f − k/N) is equal to the cyclic 
convolution W (f) ∗ δ(f − k/N). Reporting this expression into (7.A.3), and making use of the ©˜
distributivity of convolution with respect to addition yields: 

1 N−1	 1 N−1 
˜W (f)©∗ δ̃(f − k/N) =  W (f)©∗ δ(f − k/N) = 1  

N w[0]	 N w[0]
k=0	 k=0 
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Using the product theorem and the Fourier transform pair for periodic impulse trains, we obtain:


w[n] 
∞ 

δ(n − rN) ←→ 1/N W (f)©∗
∞ 

δ(f − k/N) =  
N w

1 
[0] 

W (f)©∗
N−1 

δ̃(f − k/N) 
r=−∞ l=−∞ k=0 

Noting that the inverse DTFT of 1 is δ[n], we obtain the condition for exact reconstruction in 
the time domain:  ∞ 

w[rN ] δ[n − rN ] =  w[0] δ[n]  (7.A.4) 
r=−∞ 

This condition simply requires that w[n] be zero for all times n that are non-zero multiples of 
the number of frequency samples N . Figure A.2 shows examples of windows that verify this 
condition. Note that, to verify (7.A.4), it suffices that the duration of w[n] be less than  N , but 
that this condition is by no means necessary. 
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Figure 7.1: Block-diagram representation of various types of short-time processing. A. General 
time-dependent measurement. B. Low-pass filter implementation of the short-time energy. C. 
Window implemetation of the short-time energy. D. Low-pass filter implementation of the short-
time autocorrelation function. E. Window implementation of the short-time autocorrelation 
function. 
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Figure 7.2:    Short-time energy functions of a speech signal for Hamming windows of 5, 10, 20 and 40 ms. 
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Figure 7.3:   Short-time autocorrelation functions for (a) and (b) voiced speech, and (c) unvoiced
 speech using 40-ms Hamming windows. 
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Figure 7.4: A. Time-dependent processing interpretation of the STFT. B. Fourier transform 
interpretation of the STFT. C. Bandpass filtering interpretation of the STFT. 
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Figure 7.5: Fourier transform interpretation of the STFT - 10 msec window.
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Figure 7.6: Fourier transform interpretation of the STFT - 40 msec window.
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Figure 7.7:  Waveforms and short-time spectra of vowels obtained with 5-ms (top) and 50-ms
 (bottom) Hamming windows. 
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Figure 7.8:     Block diagram of a channel vocoder. Top: analysis stage. 
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Figure 7.9: Bandpass filter interpretation of the STFT - f0 = 1.5kHz. 
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Image removed due to copyright restrictions.

Please see: Figure 10.18 in Oppenheim and Schafer. Discrete-Time Signal Processing. 1st ed. Upper Saddle River: Prentice-Hall, 1975.
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Figure 7.11:  Signal analysis and synthesis be the filter bank summation method. 
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Figure 7.12:  A. Composite frequency response of the filter bank summation method of
 signal synthesis for N = 6 ideal filters. B. Typical windows that verify the exact 

reconstruction condition in the filter bank summation method of signal synthesis. 

 
Cite as: Bertrand Delgutte. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring
2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 

24

2π
N

2π
N

1
N

1
N

2π
N

2π
N

2π
N

2π
N

2π
N

2π
N

2π-ω1 ω1

1

ω2

w(n)

w(n)

w(n)

w(n)

w(O)

1/N

-2N -N 0 N 2N 3N 4N n

-2N -N 0 N 2N 3N 4N n

-2N -N 0 N 2N 3N 4N n

-2N -N 0 N 2N 3N 4N n

ω3 ω4 ω5 ω0

h (n) = δ (n)~

H(ejω) ~

h (n) = Nw (O) δ (n)~

h (n) = δ (n - 2N)~

h (n) = δ (n - N)~

A

B

C

D

E

Figure by MIT OpenCourseWare. After Rabiner and Schafer.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

151
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



MIT OpenCourseWare 
http://ocw.mit.edu
 
 
 
HST.582J / 6.555J / 16.456J Biomedical Signal and Image Processing
Spring 2007
 
 
 
For information about citing these materials or our Terms of Use, visit: http://ocw.mit.edu/terms.  
 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

152
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://ocw.mit.edu
http://ocw.mit.edu/terms


Harvard-MIT Division of Health Sciences and Technology 
HST.582J: Biomedical Signal and Image Processing, Spring 2007 
Course Directors: Dr. Julie Greenberg

HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007 

Chapter 8 - LINEAR PREDICTION 

c©Bertrand Delgutte 1999 

Introduction 

Linear prediction is a widely-used signal processing technique in which the current value of a 
discrete-time signal is approximated by a finite weighted sum of its past values. It is mathemat
ically equivalent to the techniques of autoregressive spectral estimation, and maximum-entropy 
spectral estimation. The central idea behind these techniques is that the signal is modeled as 
the response of an all-pole (autoregressive) filter to a white signal. Spectral estimation is then 
equivalent to estimating the coefficients of the all-pole filter. These techniques are well suited 
to signals whose spectra show sharp peaks such as the formants of speech. 

In the case of speech signals, linear prediction takes a special significance in the context of the 
source-filter model of speech production. According to this model, speech is the output of a 
time-varying filter (representing the vocal tract resonances and radiation characteristics) ex
cited by either a voicing source or a noise source (Fig. 1a). Under certain assumptions, linear 
prediction can separate the contributions of the source and the filter to the speech signal, i.e. 
it can deconvolve the source signal from the impulse response of the filter. This property con
trasts with those of the short-time Fourier transform, which provides a spectral representation of 
speech in which effects of the source and the filter are scrambled, and which is heavily dependent 
on the choice of an analysis window. The deconvolution property of linear prediction is useful 
in biomedical applications because the source and the filter correspond to different anatomi
cal structures, and are therefore affected by different clinical conditions. Linear prediction is 
also widely used in telecommunication engineering and automatic speech recognition because it 
represents speech in terms of a small number of parameters that contain the most important 
information for intelligibility. 

8.1 All-pole model of speech 

8.1.1 From the source-filter model to the all-pole model 

In order to show how linear prediction can separate the contributions of the source and the filter 
to speech, we need to simplify somewhat the speech-production model of Fig. 1a by making two 
additional assumptions: (1) that the filter is all-pole (purely-recursive, or autoregressive) and 
(2) that the source is ”white” in the sense that it has a flat spectral envelope. 

The all-pole assumption makes intuitive sense because the transfer function of the vocal tract 
shows sharp peaks associated with the formant frequencies, which are well modeled by all-pole 
filters (digital resonators). In fact, acoustic theory shows that, if the source is at one end of the 
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vocal tract (as occurs for voiced sounds), and if the vocal tract does not have any side branches,
then the transfer function of the vocal tract is all-pole. Although these conditions do not exactly
hold for all speech sounds, the all-pole model is a reasonable approximation that gives useful,
mathematically-simple results. The all-pole model is particularly useful for modeling formant
frequencies of speech, which are very important perceptually.

The second assumption of linear prediction can be justified for voiced sounds by noting that the
source signal can be considered as the output of a filter excited by a periodic train of impulses
(Fig. 1b). This filter can be combined with the vocal-tract transfer function and the radiation
characteristics to generate the simplified model of Fig. 1c: Voiced speech sounds are now the
output of a combined filter excited by a periodic train of impulses. For voiceless sounds, no
changes are necessary to the model of Fig. 1a because the noise source is nearly white over the
frequency range of interest. For both voiced and voiceless sounds, the important characteristic
of the model of Fig. 1c is that the spectrum of the source has a flat envelope,1 so that any
frequency dependence in the spectral envelope of speech must be due to the filter, rather than
the source.

If the all-pole model of Fig. 1c holds, the speech signal s[n] can be generated from the source
signal u[n] by means of a purely-recursive difference equation:

p

s[n] =
k

∑
ak s[n

=1

− k] + G u[n] (8.1a)

The frequency response of the all-pole filter is

G
H(f) = (8

1 − p .1b)
k=1 ak e−j2πkf

Our goal is to estimate the filter coefficients

∑
ak, 1 ≤ k ≤ p and the gain G from the speech

signal s[n], assuming (for the moment) that the model order p is known. If the source signal
u[n] were known, this would be a simple problem that could be solved, for example, by division
in the frequency domain. However, in most applications, the source signal is not available, and
the model parameters have to be determined from the speech signal s[n] alone. While such
blind deconvolution problems cannot be solved in general, this is possible in the case of speech
because of the additional assumptions that the filter is all-pole and that the source has flat
spectral characteristics.

8.1.2 Relation of linear prediction to the all-pole model

In order to understand why linear prediction provides an estimate of the all-pole model param-
eters, it helps to assume that the source signal u[n] in (8.1a) is small. The speech signal is then
approximately a weighted sum of its p past values:

p

s[n] ≈
∑

ak s[n− k] if u[n] 2)
k

≈ 0 (8.
=1

1Recall that the transform of a periodic impulse train is a periodic train of impulses in frequency, which has
a flat spectral envelope.
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The assumption of small u[n] seems plausible for voiced sounds because periodic impulse trains
are in fact zero for most times. We are thus led to introduce a linear predictor ŝ[n] of the speech
signal from its p past values:

p

ŝ[n] =
� ∑

âk s[n
k=1

− k] (8.3)

The âk, 1 ≤ k ≤ p are called the predictor coefficients. They can be considered as estimates of
the true parameters ak, 1 ≤ k ≤ p of the all-pole model. The prediction error signal e[n] is the
difference between the actual signal and the predictor:

p

e[n] =� s[n] − ŝ[n] = s[n] − âk s[n k] (8.4)
k

∑
=1

−

The error signal is the response of an FIR filter to the speech signal s[n]. The frequency response
of this filter is

p

Â(f) = 1 −
k

∑
â πkf

k e
−j2 (8.5)

=1

If the predictor coefficients âk, 1 ≤ k ≤ p were equal to the actual coefficients ak, 1 ≤ k ≤ p
of the all-pole filter H(f), one would then have:

e[n] = G u[n] (8.6a)

and
Ĝ

H(f) = (f), if âk = ak for 1
A

≤ k ≤ p

For this reason, the prediction-error filter Â(f) is also called the inverse filter for the all-pole
model filter H(f). The relationship between the source signal u[n], the speech signal s[n] and
the error signal e[n] is shown in Fig. 2a.

The linear-prediction problem consists in finding the predictor coefficients âk, 1 ≤ k ≤ p that
minimize the energy Ee in the error signal. The basic assumption of linear-prediction analysis
is that such minimization yields estimates of the true ak, 1 ≤ k ≤ p coefficients of the all-pole
model. As argued above, this assumption seems reasonable for voiced sounds because the voicing
source u[n] is an impulse train which is zero for most times. In fact, it can be shown that, if the
all-pole model holds, and if the source signal is either stationary white noise or a unit sample,
then minimization of the energy in the prediction error signal does give the correct coefficients ak

of the all-pole model. Even though these conditions are not exactly verified, this minimization
criterion is still justified in that it provides results that are both useful and computationally
simple.

The all-pole filter Ĥ(f) obtained by replacing the ak, 1 ≤ k ≤ p in (8.1b) by the optimal
predictor coefficient âk, 1 ≤ k ≤ p is called the LP model filter:

Ĥ
Ĝ

(f) =�
Ĝ

=
Â(f)

(8
1 − p .7)

k=1 âk e−j2πkf

The significance of the model filter is that it can be

∑
used to generate synthetic speech s′[n] by

filtering a synthetic source signal u′[n] (Fig. 2b). This is the principle for the synthesis stage in
analysis-synthesis systems based on linear prediction.
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Minimization of the energy in the prediction error signal can be implemented by several methods
that differ slightly in their assumptions. These differences arise from the fact that, because the
all-pole filter is time-varying, the energy cannot be minimized over the entire duration of the
speech signal, but separate minimizations must be carried out for different short-time segments
or frames of the signal. The exact manner in which these frames are defined and assumptions
about the behavior of the signal outside of the frame yield somewhat different methods of linear
prediction. Every method gives, for each frame, optimal prediction coefficients âk, 1 ≤ k ≤ p,
an inverse filter Â(f) and a model filter Ĥ(f). We give here one specific implementation, called
the autocorrelation method of linear prediction, which has the advantage of always giving stable
solutions. Alternative techniques are described by Makhoul (1975) and Marple (1987).

8.2 Autocorrelation method of linear prediction

8.2.1 Deterministic autocorrelation functions

The autocorrelation method of linear prediction takes its name from the autocorrelation function.
Broadly speaking, an autocorrelation function measures the similarity between a signal x[n] and
a delayed version of itself x[n− k]. There exist different definitions of autocorrelation functions,
each one best suited for a particular type of signal. The definition applicable to stationary
random signals is introduced in Chapter 11. Such true autocorrelation functions play a key
role in predicting the response of linear systems to random signals, and are also important
for detecting unknown periodicities in noisy signals. Because we are dealing here with finite-
duration speech frames rather than stationary signals, the appropriate form of autocorrelation
is the deterministic, or ”raw” autocorrelation function:

∞
R̃x[k] =

� ∑
x[n] x[n

n=

− k] (8.9)
−∞

Even though the sum in (8.9) goes from −∞ to +∞, it is in practice a sum of the finite duration
of a speech frame, typically 10-40 msec. The deterministic autocorrelation function has three
important properties:

1. The deterministic autocorrelation function evaluated at lag zero is the energy
in the signal:

∞
R̃ 2

x[0] =
n=

∑
x[n] =

�
Ex (8.10)

−∞

2. The autocorrelation is an even function of lag, i.e. it is symmetric with respect
to the origin:

∞ ∞
R̃x[−k] =

∑
x[n] x[n+ k] =

∑
x[m− k] x[m] = R̃x[k] (8.11)

n=−∞ m=−∞

where we made the change of variable m = n+ k.
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3. The deterministic autocorrelation function is always maximum at the origin:
˜|Rx[k] ˜| ≤ Rx[0] = Ex (8.12)

The latter result is another form of the Cauchy-Schwarz inequality.

8.2.2 The Yule-Walker equations

The autocorrelation method of linear prediction consists in minimizing the total energy Ee in
the error signal:

∞
Ee =�

∑
]2

∞
e[n = s s

n

∑
( [n]

=−∞ =

− [̂n])2 (8.17)
n −∞

Again, because speech is time-varying, this assumption is meaningful only if the signal s[n] in
(8.17) is a short-time frame. The autocorrelation method gives best results when each frame is
multiplied by a window tapered at both ends (e.g. Hamming) to avoid large prediction errors
near the ends of the frame.

Replacing the predictor ŝ[n] in (8.17) by its value from (8.11), we obtain
∞ p 2

Ee = s[n] âk s[n k] (8.18)
n=

∑
−∞

[
−

k

∑
=1

−
]

In order to minimize (8.18), we set to zero the partial derivatives of Ee with respect to the âk:

∂Ee
∞ p

= −2 s[n k] s[n] â n l] = 0 for 1 k p
∂â

l s[
k n=

−
−∞

[ ]∑
−
∑
l=1

− ≤ ≤

Interchanging the order of summations over n and l, and noting that
∞

n=

∑
s[n ˜− k] s[n− l] = Rs[k − l],

−∞
the deterministic autocorrelation function of the windowed signal s[n], we obtain:

p∑
â ˜

lRs[k − l] = R̃s[k] for 1
l=1

≤ k ≤ p (8.19a)

This gives a set of p linear equations to solve for the p predictor coefficients âk, 1 ≤ k ≤ p. Thus,
to derive the optimum predictor coefficients, it suffices to know the deterministic autocorrelation
function R̃s[k] for 0 ≤ k ≤ p. By expressing the energy in (8.18) as a function of the R̃s[k], it
can be shown that, if the system of equations (8.19a) is satisfied, the prediction error becomes:

p

Ee = R̃s[0] −
∑

âk R̃s[k] (8.19b)
k=1

Equations (8.19a) and (8.19b) can be combined into a single set of p+1 linear equations written
in matrix notation:

R̃ Rs[1] R̃s[0] ˜
s[2] ... R̃s[p] 1 Ee

˜ Rs[1] R̃s[0] R̃s[1] ... R̃ s[p− 1] â
R̃s[2] R̃s[1] R̃

 
−

 
0


s[0] ... R̃s[p− 2]

... ...

  1

−â


= 0 .
...

 
20) 2 ...


(8

R̃ [p] R̃ [p 1] R̃ [p 2] ... R̃s s s s[0]

 




−

 
−âp


0


−
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6

These equations are known as the (deterministic) Yule-Walker equations. These equations con-
tain all information needed to solve the linear prediction problem. Note the unusual position of
the unknown Ee on the right hand side of the first equation.

8.2.3 Determination of the gain

In order to obtain a complete specification of the linear-prediction model, it is necessary to
estimate the gain G in addition to the prediction coefficients âk, 1 ≤ k ≤ p. For this purpose,
remember from (8.15a) that, if the predictor coefficients âk, 1 ≤ k ≤ p were exactly equal to
the true filter coefficients ak, 1 ≤ k ≤ p, then the error signal e[n] would be equal to G u[n].
Further, the energy in the source signal u[n] is always unity by definition. This convention is
useful for synthesis. Therefore, if the model were exactly verified, the energy in the error signal
Ee would be equal the energy in G u[n], which is G2. This consideration leads us to conclude
that the gain estimate Ĝ is the square-root of the prediction error Ee:

Ĝ =
√
Ee (8.21)

8.2.4 Example

As an example, we will solve the Yule-Walker equations for a model of order 1. These equations
are: [

R̃s[0] R̃s[1]
R̃s[1] R̃s[0]

] [
1 E

= e

−â1

] [
0

]

The solutions are:
R̃ [1]

â1 = s

R̃s[0]

R̃
Ee = s[0]2 ˜− Rs[1]2

R̃s[0]

As always, the gain Ĝ is the square root of Ee. The model filter,

ˆ
Ĥ

G
(f) =

1 − â1 e−j2πf

is stable so long that |â ˜ ˜
1| < 1, implying |Rs[1]| < Rs[0]. From (8.12), this condition is always

verified. It can be shown that, for the autocorrelation method, this condition is met regardless
of model order.

8.2.5 Efficient solution by the Levinson-Durbin algorithm

The (p+1)×(p+1) matrix in (8.20) is said to be Toeplitz because all terms along its diagonals are
the same. Because of this special structure, the Yule-Walker equations can be solved recursively
by the highly efficient Levinson-Durbin algorithm. This method provides solutions for all models
of order i < p before giving the solution for order p. This is useful when the model order is
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7

not known a priori, so that different orders may be tried out before settling on a final one. In
describing the Levinson-Durbin algorithm, the notation â(i)

k is used to refer to the kth optimal
predictor coefficient for a model of order . Similarly, (i)

i Ee refers to the energy in the prediction
error signal for a model of order i. The recursion is started by setting (0)

Ee = R̃s[0]. As shown
in the Appendix, the recursive formulas for deriving solutions for model order i going from those
for order i− 1 are:

˜
â

(i)
i = ki =�

Rs[i] − ∑i−1
k=1 â

(i−1) ˜
k Rs[i− k] (8.22a)

(i−1)
Ee

ˆ(i) = ˆ(i 1)
ak a

−
k − ki â

(i−1)
i−k for 1 ≤ k ≤ i− 1 (8.22b)

E(i)
e = (1 − k2

i ) E
(i−1)
e (8.22c)

It is apparent that knowing the reflection coefficients ki for all orders 1 ≤ i ≤ p completely
specifies the predictor coefficients âk, 1 ≤ k ≤ p for order p. Due to the special properties of
the autocorrelation matrix in (8.20), it can be shown that the ki are always between −1 and
1. Together with (8.22c), this implies that the prediction error (i)

Ee always decreases when the
model order is increased. It can also be shown that the condition −1 < ki < 1 guarantees that
the model filter Ĥ(f) is stable.

8.2.6 Choice of model order

We have assumed so far that the model order p is known a priori. This is rarely the case
in practice, and the choice of model order is often a crucial question in linear prediction. An
empirical method for choosing p (which is easily implemented by the Levinson-Durbin algorithm)
is to track the energy in the error signal (p)

Ee as a function of p, and stop increasing the order
when the energy reaches a plateau. For a signal of length N , this method can be formalized
using Akaike’s information criterion:

(p)

AIC(p) = l� E
n e 2p

+
(0)

Ee

(8.23)
N

The value of p which minimizes (8.23) is chosen as the model order. The first term in the AIC
represents how well the model fits the data, and decreases monotonically as the model order is
increased. The second term 2p/N is a penalty factor for increasing the model order. This penalty
is introduced because, given a finite signal s[n] of length N , it is always possible to exactly fit
its energy spectrum |S(f)|2 by an all-pole model if p approaches N . Thus, minimizing the AIC
represents a compromise between getting a better fit to the data and using no more parameters
than can be justified on the basis of the available data.

For speech signals, an alternative method for determining the model order is to use knowledge
about speech-production mechanisms. The resonant frequencies of a typical vocal tract are
expected to be separated by intervals of approximately 1 kHz for a male voice. Thus, if the
signal is sampled at 10 kHz, there should be about five resonances within the 5-kHz range of
frequency analysis. One needs two predictor coefficients (complex conjugate poles) to model
each of these resonances, plus approximately 4 coefficients to model the voicing source spectrum
and the radiation characteristics. In fact, linear prediction of speech with a model of order
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14 does give useful results for voiced speech sampled at 10 kHz. For example, Figure 3 shows
results of a 14-th order linear prediction analysis by the autocorrelation method for a 20-ms
windowed segment of a vowel produced by a male speaker. Consistent with the assumptions of
the all-pole model of speech production, the prediction error signal shows two peaks, one for
each pitch period, and its spectrum has a flat envelope. For voiceless sounds, not all resonances
of the vocal tract are excited by the source, so that linear predictions of orders 8 to 10 usually
suffice for speech sampled at 10 kHz. Lower model orders are also suitable if the sampling rate
is less than 10 kHz because the number of resonances in the modeled frequency band decreases.

8.3 Frequency-domain interpretation of linear prediction

Further insight into linear prediction can be gained by frequency-domain analysis. In fact, in
many applications, linear prediction is used to obtain a smooth spectral representation of speech
rather than to explicitly separate the source from the filter. This usage is consistent with the
more general use of autoregressive models in spectral estimation (Sec. 8.5).

Parseval’s theorem gives an expression for the energy Ee in the error signal e[n] in terms of its
Fourier transform E(f):

∞ 1

Ee =
−∞

∑
e[n]2 =

∫
2

− 1
E

2

| (f)|2 df (8.24)

Because e[n] is generated by passing the signal s[n] through the inverse filter Â(f), i.e. e[n] =
â[n] ∗ s[n], one has:

E(f) = Â(f) S(f) ( .25)

where S(f) is the Fourier transform of s[n] (which is guaranteed to exist because s[n] is a
finite-duration speech frame). Therefore, the prediction error becomes:

Ee =
∫ 1

2

− 1
Â| (f)|2 |S(f)|2 df (8.26)

2

If we recall from (8.16) that the frequency response of the model filter is

ˆ
Ĥ

G
(f) = ,

Â(f)

we obtain

Ee = Ĝ2
∫ 1

2

− 1

|S(f)|2
2

df (8.27)
Ĥ| (f)|2

Thus, minimizing the energy in the error signal is equivalent to minimizing the integral over
frequency of the ratio of the energy spectrum of the speech segment to the energy spectrum of
the model filter. It can be shown that, when the model order p approaches the signal length N ,
the energy spectrum ˆ|H(f)|2 for the model filter approaches the energy spectrum |S(f)|2 of the
original signal*. 2 In practice, the closeness of the approximation of the signal spectrum by the
all-pole model can be controlled by varying the model order p (Fig. 4). For low model orders,

2*Note however that the predicted signal ŝ[n] does not necessarily approach the actual signal s[n] because the
phase responses can differ.

8
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the model spectrum is too broad to adequately represent all the spectral peaks corresponding to 
formant frequencies. In contrast, if the order is too high, the model spectrum begins to match the 
fine structure of the source spectrum, such as individual harmonics of the fundamental frequency. 
Thus, there exists an optimal model order for which the model spectrum approximates the true 
filter spectrum with little contamination from the source spectrum. As argued above, this 
optimal order is approximately 14 for voiced speech sampled at 10 kHz. 

It should also be noted that, because the quantity that is being minimized in (8.27) is a ratio of 
the actual spectrum to the model spectrum, the approximation provided by the all-pole model is 
better when the signal spectrum shows a peak than when it shows a valley, i.e. linear prediction 
provides  a good  match  to the  spectral envelope. This property, which is apparent in Figs. 3 
and 4, is desirable in speech analysis because spectral peaks are perceptually more important 
than spectral valleys. This perceptual unimportance of spectral valleys is due to the masking 
properties of the ear. 

8.4 Applications of linear prediction 

8.4.1 Spectral analysis 

One of the most common application of linear prediction is generating smooth spectral repre
sentations of short-time segments of speech. To the extent that the all-pole model of speech 
production is valid, these smooth spectra represent the frequency response of the filter in the 
speech production model, and are therefore suitable for estimating the formant frequencies, for 
example by determining local maxima in the linear-prediction spectrum. Tracking of formant 
frequencies throughout an utterance can be achieved by measuring linear-prediction spectra 
for successive frames. The spectral-analysis applications of linear prediction are not limited to 
speech, but are also advantageous for any signal whose spectrum shows sharp resonances. 

8.4.2 Analysis-synthesis systems 

Linear-prediction vocoders (Fig. (5) are based on the idea that the speech signal can be 
replaced by a model signal without affecting intelligibility. This model signal s′[n] is the response 
of the all-pole model filter Ĥ(f) to a synthetic source signal u′[n] which is either a periodic 
train of impulses for voiced speech or white noise for voiceless speech (Fig. 2b). Thus, the 
model signal is entirely specified by a small number of parameters: the predictor coefficients 
âk,>1 ≤ k>≤ p, the gain Ĝ, and, for voiced sounds, the frequency of the impulse train (which is 
the fundamental frequency). For a 20-ms segment of speech sampled at 10 kHz, this represents 
about 16 parameters, an order of magnitude less than the number of samples (200) in the raw 
signal. Because signal synthesis requires knowledge of the fundamental frequency of voice, the 
analysis stage of a linear-prediction vocoder must estimate the fundamental frequency (pitch) 
in addition to the linear-prediction parameters. This can be done for example by detecting 
local maxima in the short-time autocorrelation function of the signal. In practice, it is more 
convenient to estimate the pitch of the prediction error signal e[n] than that of the speech signal 
s[n] because the error signal usually shows one sharp peak for each pitch period (Fig. 5). Indeed, 
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the linear-prediction error signal is often used for pitch estimation even in applications that do
not involve signal synthesis from linear-prediction parameters.

Speech produced by standard linear-prediction vocoders as described above is intelligible, but
shows noticeable degradation compared to natural speech. High-quality linear prediction syn-
thesis is possible by using more realistic source signals than simple periodic pulse trains. In
multipulse LPC vocoders the source signal can contain multiple pulses in each pitch period.
The locations and amplitudes of these pulses are adjusted to find the best match between the
synthetic speech and the original speech. In code-excited LPC vocoders, the source signal is cho-
sen for each frame among a finite codebook of source waveforms. Optimization techniques are
used both in selecting the codebook and in selecting the source waveform from the codebook for
each frame. Both techniques provide synthetic speech essentially undistinguishable from natural
speech at the price of a moderate increase in bit rate over standard linear prediction.

8.5 Autoregressive spectral estimation

In Chapter 13, we introduce general techniques for estimating the power spectra of stationary
random signals. An important limitation of these methods is a trade-off between bias and
statistical stability. Estimates of the autocorrelation function need to be windowed in order
to obtain stable spectral estimates, On the other hand, short autocorrelation windows lead to
biases in spectral estimates, and in particular to underestimation of spectral peaks. As a result
of this trade-off, very long data records are needed to reliably estimate the power spectra of
signals with sharp spectral features.

Autoregressive spectral estimation is an alternative technique in which an all-pole model is fit
to the data sample. Because this technique is model-based, its limitations differ from those
the traditional techniques of Chapter 11. Autoregressive spectral estimation is particularly ad-
vantageous for signals that have sharp spectral peaks because it can reliably estimate these
peaks based on relatively short data records. Mathematically, autoregressive spectral estima-
tion (a.k.a. maximum-entropy spectral estimation) is equivalent to linear prediction, but the
emphasis is more on getting a reliable spectral estimate than on deconvolution of a source signal
from a filter. Historically, autoregressive spectral estimation was developed first by statisticians
(in the early 1900’s). Its relationship to linear prediction only became widely recognized in the
1970’s.

8.5.1 The Yule-Walker equations

In autoregressive spectral estimation, a stationary random signal x[n] is modelled as the output
of an all-pole (autoregressive) filter excited by white noise w[n]:

p

x[n] =
k

∑
ak x[n

=1

− k] + w[n] (8.28)
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The white noise is further assumed to be zero-mean, with variance σ2
w. The frequency response

of the all-pole filter is given by:

1
H(f) = (8

1 − p .29)
j

k=1 ak e− 2πfk

Therefore, according to the autoregressive mod

∑
el, the power spectrum of x[n] is given by:

Sx(f) = |H(f)|2 σ2

Sw(f) = w (8.
1 − p 2 30)

k=1 a e−j2πfk
k

To estimate the power spectrum Sx(f), it suffices

∣∣
to de

∑
termine the filter

∣∣
coefficients ak, 1 ≤

k ≤ p, and the variance σ2
w. This can be done by writing the autocorrelation function of x[n]:

Rx[k] =< x[n] x[n− k] >=<
( p∑

al x[n− l] + w[n]

)
x[n− k] > (8.31)

l=1

Applying the linearity and time-invariance properties of time averages, this becomes:

p

Rx[k] =
∑

al Rx[k l] + Rxw[k] for 0 k p (8.32)
l=1

− ≤ ≤

Any sample of the white noise w[n] is uncorrelated with its past values, and therefore with past
values of x[n], which are themselves weighted sums of past values of w[n]. Therefore,

Rxw[k] =
[
σ2

w if k = 0
(8.33)

0 if k > 0

Replacing Rxw[k] by its value in (8.32) for 0 ≤ k ≤ p gives a set of p+ 1 linear equations in the
p+ 1 unknowns ak, 1 ≤ k ≤ p, and σ2

w:
Rx[0] Rx[1] Rx[2] ... R ] 1 σ2

x[p w Rx[1] Rx[0] Rx[1] ... R x[p− 1]

 
−a1

 
0



Rx[2] R p− 2]


 x[1] Rx[0] ... Rx[

 
−a2


0

...


 ...


=

... ...


(8.34)

Rx[p] Rx[p− 1] Rx[p 2] ... Rx[0]

 
 

− a

  
− p


0



This system of linear equations is called the (stochastic) Yule-Walker equations. They are
equivalent to the deterministic form of the Yule-Walker equations (8.20) if the deterministic
autocorrelation function R̃s[k] is substituted for the true autocorrelation function Rx[k], and
the prediction error Ee for the variance of the white noise σ2

w. Therefore, they can also be
solved using the computationally-efficient Levinson-Durbin algorithm.

As argued above, the principal advantage of autoregressive spectral estimation over the con-
ventional spectral estimation techniques described above is that it can provide good frequency
resolution with short data records. One disadvantage of this technique is that it is relatively com-
putationally intensive. A further disadvantage is that results can be hard to interpret, partly
because the estimate depends appreciably on the exact manner in which the autocorrelation
function is estimated, partly because the model order p is usually not known a priori, and partly
because the autoregressive model does not apply equally well to all signals.

11
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8.5.2 Estimation of the autocorrelation function

In practice, the true autocorrelation function Rx[k] is rarely known, so that it has has to be
estimated from a finite data sample. When the Rx[k] are replaced by appropriate estimates in
the Yule-Walker equations (8.34), one obtains estimates for the filter coefficients âk, 1 ≤ k ≤ p
and the variance σ̂2

w. Substituting these estimates for their expected values in (8.30) gives the
autoregressive spectral estimate Ŝx(f).

Several alternative methods can be used for estimating the autocorrelation function for lags
0 ≤ k ≤ p from a data record of length N . The most straightforward method is to use the
unbiased estimate R̂x[k] introduced in Chapter 13:

1
R̂x[k] =

N−1

− |k|
∑

x[n] x[n
N

n=|k
− |k|] (8.35)

|

Use of unbiased autocorrelation estimates can lead to high-resolution spectral estimates because
no assumptions are made about the data outside of the available range. On the other hand,
for small data records, this estimate will occasionally yield an unstable filter transfer function,
and therefore an undefined spectral estimate Ŝx(f). It can be shown that use of the biased
autocorrelation estimate

R̂b N
x[k] =

− |k|
R̂x[k] .36)

N

guarantees the convergence of the autoregressive spectral estimate, at the price of some loss in
frequency resolution. The book by Marple (1987) describes variants of autoregressive spectral
estimation that provide both stability of the model filter and fine frequency resolution. The
book also describes efficient techniques for solving the Yule-Walker equations.

8.6 Summary

Linear prediction is a form of spectral analysis which fits an all-pole (autoregressive) model to
the data. This technique is well suited to speech signals because they are well approximated by
the response of an all-pole filter to either a white-noise source or a periodic impulse train. Unlike
spectral-analysis techniques based on the DFT, linear prediction can, in principle, separate the
contributions of the source and the filter to the speech signal.

The best-fitting all-pole model is found by minimizing the energy in the error signa, the difference
between the current signal sample and a linear predictor based on a small number of past signal
samples. Minimization of this energy yields a set of linear equations for the predictor coefficients.
In the frequency domain, this is equivalent to minimization of the integral over frequency of the
ratio of the signal spectrum to the spectrum of the all-pole model filter. Thus, linear-prediction
spectra provide a good fit to the envelope of the signal spectrum. Practically speaking, the key
property of linear prediction is that it provides a representation of speech signals in terms of a
small number of parameters that preserve essential information for intelligibility.

(8
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8.7 Further reading

Rabiner and Schafer, Chapter 8, Sections 1, 2, 6.
Makhoul, Proc. IEEE 63, 561-580 (1975).
Marple, Digital spectral analysis with applications. Prentice-Hall (1987), Chapters 6-8.
Quatieri, Chapter 5; Chapter 12, Section 6.

8.8 Appendix: Proof of the Levinson-Durbin algorithm

Matrix notation helps in deriving the Levinson-Durbin algorithm given in Equations (8.22a-c).
We define â(i) as the column vector of coefficients on the left-hand side of (8.20) for a model of
order i

â(i) = [� 1 − ˆ(i)
a1 − â(i) ... − â(i) T

2 i ] , (8.A.1)

â(i)
r as this same vector in reverse order

â(i) �
r = [−ˆ(i) − ˆ(i) ... − â(i)

ai ai−1 1 1 ]T , (8.A.2)

and R(i) as the (i + 1) × (i + 1) Toeplitz correlation matrix on the left-hand side of (8.20). It
can be readily verified that

(i 1)[
â(i−1)

R
0

]
=


Ee

−
(i)  ...


(8.A.3a)

γi−1



R(i)
[

0
â(i−1)
r

]
=


γi−1 ... (8.A.3b)
(i

E
−1)


e

where γi


−1 is equal to

[ i−1

γi 1 =
�
R̃s[i] R̃s[i− 1] ... R̃s [2 ] R̃s [1 ]

]
â(i−1) = (

R̃s[i]− −
k

∑
â

i−1) ˜
k Rs[i k]

=1

−

Since both vectors on the right hand side of (8.A.3) have only two non-zero elements, we can
form a linear combination for which the last element equal to 0. Specifically, if we define

ki =
� γi−1

,
(i

E
−1)

e

we find that 
(i 1)

Ee
−

i

...


−

− ki


γ 1

...
(i−1)

E

 
(1− 2 (i 1)

ki )Ee
−

...


.


γ

 =
i−1

 
i

 
0


Therefore, if we have the solution â(i−1) and (i

E
−1)

e for model order i − 1, we can compute the
solution for model order i as

1
ki =

(
i−1

˜ ˆ i−1)
R ˜

s[i] −
∑ (

ak Rs[i− k]
)

(8.A.4a)
(i 1)

Ee
−

k=1
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ˆ −
a(i) =

[
a(i 1)

ˆ
0

]
− ki

[
0

â(i (8
r
−1)

]
.A.4b)

E(i)
e = (1− k2 (i 1)

i )Ee
− . (8.A.4c)

These equations are the same as (8.22a-c) written in matrix notation.
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Figure 8.1: 
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Figure 8.2:
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Figure 8.3: (from Rabiner and Schafer) Signals and spectra involved in the autocorrelation 
method of lineaer prediction. a) Windowed speech signal. b) Prediction error signal. c) DFT 
spectrum and linear-prediction spectrum of the windowed signal. d) Spectrum of the prediction 
error signal. 
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Figure removed due to copyright restrictions.
Examples for speech samples, Fig. 8.7 and 8.9 in Rabiner and Schafer.
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Figure 8.4: (from Rabiner and Schafer) a) Linear-prediction spectra of a vowel sampled at 6kHz>
for several values of the prediction order p. b) 28-th order linear-prediction spectrum and DFT 
spectrum of a speech sound sampled at 20kHz. 
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Figures removed due to copyright restrictions.
(a) Fig. 8.18 in Rabiner and Shafer.
(b) Fig. 8.17 in Rabiner and Shafer.
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Figure 8.5: 
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Chapter 9 - IMAGE PROCESSING 

c©Paul Albrecht, Bertrand Delgutte, and Julie Greenberg, 2001 

Introduction 

Image processing represents an application of the more general field of two-dimensional (2-D) 
signal processing. In the same way that a one-dimensional (1-D) signal x(t) can  be  sampled  to  
form a discrete-time signal x[n], an image can be digitized to form a 2-D discrete-space signal 
x[n1, n2]. The digitized samples of an image are referred to as pixels. Figure 1 (parts a-c) shows 
a sampled image with three different spatial resolutions. 

Most commonly, the value of the pixel x[n1, n2] is interpreted as the light intensity of the image 
at the point (n1, n2). This approach works very well for gray-scale images, and can easily be 
extended for color. Since any color image can be separated into combination of three mono-color 
images (usually red, green, and blue), a color image can be represented by three separate mono-
color x[n1, n2] images. While color images can convey more information to a human observer, 
they can greatly increase the complexity of the image processing task. In this chapter we will 
only consider gray-scale images. 

Digital images are not only discrete-space, they are also quantized in the sense that each pixel 
can only take a finite number of values. Figure 1 (parts a,d,e) shows three versions of an image 
quantized to 256, 16, and 2 gray levels, respectively. While the 256-level (8-bit) image is of 
good quality, quantization is noticeable for 16 gray levels (4 bits). On the other hand, the 
image remains recognizable with as few as 2 gray levels (1 bit). In these notes, we will ignore 
quantization, assuming that the number of gray levels is large enough that these effects can be 
neglected. 

Some image processing methods are simple extensions of their 1-D counterparts. For example, 
Fourier transforms and convolution/filtering have a natural extension from the 1-D to the 2
D case. However, some methods, such as histogram modification are specific to images, and 
arise because the results of image processing are viewed, not as graphs, but as as gray-scale 
images. The visual impact of x[n1, n2] is usually very different when it is displayed as an image 
rather than a surface contour (see Figure 2). Other differences between 1-D and 2-D signal 
processing arise because certain mathematical properties of 1-D signals do not hold for 2-D 
signals. For example, as seen in Chapter 6, 1-D filters can be characterized by their poles and 
zeros. However, it is not in general possible to characterize 2-D filters by their poles and zeroes 
because 2-D polynomials do not always have roots. 
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9.1 The 2-D Continuous Space Fourier Transform 

Although processing by digital computers requires discrete images, many basic concepts of image 
processing are most clearly introduced using continuous images because of the greater symmetry 
between spatial coordinates, and between the space and frequency domains. 

The Fourier transform pair for a two dimensional signal x(t1, t2) is  given  by  1 

∫ ∞ ∫ ∞ 
X(F1, F2) =  x(t1, t2) e −j2π t1F1 e −j2π t2F2 dt1dt2 (9.1a) 

−∞ −∞ 

and ∫ ∞ ∫ ∞ 
x(t1, t2) =  X(F1, F2) ej2π t1F1 ej2π t2F2 dF1dF2 (9.1b) 

−∞ −∞ 

As an example of a 2-D transform, consider the simple rectangular function x(t1, t2) which has 
unit amplitude for | t1| < T1 and | t2| < T2 and is 0 otherwise. The Fourier transform of x(t1, t2) 
is given by ∫ T1 

∫ T2 

X(F1, F2) =  e −j2π t1 F1 e −j2π t2F2 dt1dt2 (9.2a) 
−T 1 −T 2 

sin(2πF1T1) sin(2πF2T2)
X(F1, F2) = 4T1T2 (9.2b)

2πF1T1 2πF2T2 

Thus, the Fourier transform of a 2-D rectangle is a 2-D sinc function. Figure 2 shows the 
graph of | X(F1, F2)| for a rectangle with T1 = T2. The magnitude | X(F1, F2)| is shown both 
in conventional 3-D perspective and as a gray-scale image. Figure 3 shows examples of other 
signals x(t1, t2) which have unit amplitude in a part of the t1, t2 space; also shown are their 
Fourier transform magnitudes | X(F1, F2)| . 

In displaying | X(F1, F2)| as an image, it is common to transform the magnitude to image 
intensity using the function 

I(F1, F2) =  log(1  +  | X(F1, F2)| )  (9.3) 

The use of Equation (9.3) helps compensate for the fact that the eye has a logarithmic response 
to intensity. If the intensity were left proportional to | X(F1, F2)| , most of the smaller features 
of | X(F1, F2)| would not be visible. The Fourier transform images shown in Figure 2 and 9.3 
have been adjusted using Equation (9.3). 

9.1.1 Separability of the Fourier integral 

The Fourier transform X(F1, F2) in Equation (9.2b) can be written as the product of two separate 
sinc functions X1(F1) and  X2(F2). Examining Equations (9.1a,b), we can see that this is to be 
expected. In general, if x(t1, t2) is the product of a function of t1 and a function of t2, then  
X(F1, F2) is the product of the 1-D transforms: 

x(t1, t2) =  x1(t1) x2(t2) ←→ X(F1, F2) =  X1(F1) X2(F2) 
1We use the notation t1 and t2 to represent the two dimensions of the signal. These variables should not be 

confused with time. In the case of images, t1 and t2 represent spatial coordinates. 

2
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Even when x(t1, t2) is not the product of a function of t1 and a function of t2, the evaluation of 
the Fourier transform can still be grouped as ∫ ∞ ∫ ∞ 

X(F1, F2) =  (  x(t1, t2) e −j2π t1F1 dt1) e −j2π t2F2 dt2 (9.4) 
−∞ −∞ 

Equation (9.4) is important because it demonstrates that a 2-D Fourier transform can be eval
uated as separate 1-D Fourier transforms. 

9.1.2 Rotation theorem 

If the signal x(t1, t2) is rotated by and angle Δθ in the (t1, t2) space, how does this change 
X(F1, F2)? In the simple case of a 90 degree rotation, the two indices are exchanged in both 
x(t1, t2) and  X(F1, F2). Hence X(F1, F2) is rotated by the same amount in the (F1, F2) space  
as x(t1, t2) in the  (t1, t2) space. The same is easily seen to be true for 180 and 270 degree 
rotations. In order to see what happens for an arbitrary rotation Δθ, let us transform x(t1, t2) 
and X(F1, F2) into polar coordinates, and define 

t1 = r cos θ, t2 = r sin θ (9.5) 

F1 = R cos φ, F2 = R sin φ 

Rewriting Equation (9.1a) in polar coordinates, we have 

∫ ∞ ∫ 2π 
X(R,φ) =  x(r, θ) e −j2π rR  sin θ sin φ e −j2π rR  cos θ cos φ r dr  dθ  (9.6a) 

0 0 

Combining the trigonometric terms in the exponential, this expression simplifies to 

∫ ∞ ∫ 2π 
X(R,φ) =  x(r, θ) e −j2π rRcos(θ−φ) r dr  dθ  (9.6b) 

0 0 

If instead of taking the transform of x(r, θ), we took the transform of x(r, θ +Δθ), we could still 
keep the right hand side of Equation (9.6b) unchanged as a function of R and φ if we substituted 
φ + Δθ for φ. This means that the Fourier transforms x(r, θ) and  X(R,φ) follow the rule 

x(r, θ + Δθ) ←→ X(R,φ +Δθ). (9.7) 

Regardless of the size of Δθ, rotating x(t1, t2) rotates X(F1, F2) by the same amount. An 
example of a rotation is shown in Figure 4. 

9.1.3 Radially symmetric signals 

A 2-D signal x(r, θ) is said to  be  radially symmetric if it depends only on r, i.e. x(r, θ) =  xr(r), 
where xr(r) is a 1-D signal. The rotation theorem implies that x(r, θ) is radially symmetric if 
and only if its Fourier transform X(R,φ) is also radially symmetric: 

x(r, θ) =  xr(r) ←→ X(R,φ) =  XR(R)  (9.8a) 

3 
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{ 

Note however, that the 1-D signals xr(R) and  XR(R) do NOT form a Fourier transform pair. 
In fact, one has: ∫ ∞ 

XR(R) =  xr(r) J0(2πrR) dr (9.8b) 
0 

where J0(.) is the zeroth-order Bessel function of the first kind. 

An important example of a radially symmetric signal is the ideal lowpass filter defined in the 
frequency domain by 

� 1  if  R < W  
H(R,φ) =  (9.9a)

0  otherwise  

The corresponding impulse response can be shown to be 

W 
h(r, θ) =  J1(2πrW )  (9.9b) 

r 

where J1(.) is the first-order Bessel function of the first kind. The function J1(r)/r resembles 
a sinc function, with the important difference that its zeroes do not occur at exactly regular 
intervals. Figure 5 shows a sketch of the function J1(r)/r and a perspective display of the 
impulse response of the ideal lowpass filter. 

9.1.4 Projection-slice theorem 

Consider what happens if we integrate x(t1, t2) over  t2 to generate the 1-D projection 
∫ ∞ 

xp(t1) =  x(t1, t2) dt2 (9.10a) 
−∞ 

and we then compute Xp(F1) as the 1-D Fourier transform of xp(t1): ∫ ∞ ∫ ∞ ∫ ∞ 
Xp(F1) =  xp(t1) e −j2π t1F1 dt1 = x(t1, t2) e −j2π t1F1 dt1dt2 (9.10b) 

−∞ −∞ −∞ 

Comparing (9.10b) with (9.1a), we see that Xp(F1) is  equal  to  X(F1,0). Hence xp(t1) and  
X(F1, 0) are Fourier transforms of each other. 

The relationship between a projection and its Fourier transform can be easily generalized by 
application of the rotation theorem given by Equation (9.7). Since the Fourier transform of a 
rotated x(t1, t2) is  X(F1, F2) rotated by the same amount, we can make a more general statement 
known as the projection-slice theorem: 

The Fourier transform of x(t1, t2) projected onto a line that forms an angle θ0 

with respect to the horizontal axis t1 = 0 is  X(R, θ0). 

In the case of Equations (9.10a,b), the value of θ0 is 0. The projection slice theorem is the basis 
for computerized tomography. 

4 
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∑ ∑ 

∫ ∫ 

9.1.5 Magnitude and phase of images 

It is common in 1-D signal processing to examine the magnitude and pay only passing attention 
to the phase of the Fourier transform. For typical 1-D signals, the structure of the phase is 
seldom as simple as that of the magnitude, so it cannot be characterized in some simple way. 
Yet the phase is critical for preserving the transitions in the level of the signal. For images, 
these transitions correspond to the boundaries between different elements in the image. 

The information content of an image usually depends more critically on the preservation of edges 
and boundaries than on the absolute intensity level of a given region. For this reason, the phase 
information becomes all the more important. Figure 6 gives an example of two images which 
can be separated into magnitude and phase. Two new images were constructed by pairing the 
phase of the first image with the magnitude of the second, and the phase of the second with the 
magnitude of the first. In both of the composite images the phase dominates the information 
conveyed by the image. 

9.2 The 2-D Discrete Space Fourier Transform 

The Fourier transform pair for a 2-D discrete-space, stable signal x[n1, n2] is  given  by  

∞ ∞ 

X(f1, f2) =  
∑ ∑ 

x[n1, n2] e −j2π n1f1 e −j2π n2f2 (9.11a) 
n1=−∞ n2=−∞ 

and 

x[n1, n2] =  
∫ 1/2 ∫ 1/2 

X(f1, f2) ej2π n1f1 ej2π n2f2 df1df2 (9.11b) 
−1/2 −1/2 

X(f1, f2) is  periodic  in both  f1 and f2, with period 1 for both variables. 

The 2-D transform pair satisfies relationships similar to its 1-D counterpart. If we define 2-D 
convolution as 

∞ ∞ 

x[n1, n2] ∗ ∗ y[n1, n2] =  x[k1, k2] y[n1 − k1, n2 − k2]  (9.12a) 
k1=−∞ k2=−∞ 

then the discrete space Fourier transform (DSFT) pair satisfies the convolution theorem 

x[n1, n2] ∗ ∗  y[n1, n2] ←→ X(f1, f2) Y (f1, f2)  (9.12b) 

Similarly, if the 2-D cyclic convolution is defined by 

1/2 1/2 
X(f1, f2) ∗©Y (f1, f2) 

� 
X(φ1, φ2)Y (f1 − φ1, f2 − φ2)dφ1dφ2 (9.13a)© ∗ = 

−1/2 −1/2 

the DSFT satisfies the product theorem 

x[n1, n2]y[n1, n2] ←→ X(f1, f2) ∗©Y (f1, f2) 13b)© ∗ (9.

5 
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∫ ∫ 

∑ ∑ 

The transform pair also satisfies the initial value and DC value theorems 

1/2 1/2 
x[0, 0] = X(f1, f2) df1df2 (9.14a) 

−1/2 −1/2 

∞ ∞ 

X(0, 0) = x[n1, n2]  (9.14b) 
n1=−∞ n2=−∞ 

and Parseval’s theorem 

∞ ∞ ∫ ∫ ∑ ∑ 1/2 1/2 
|x[n1, n2]|2 = |X(f1, f2)|2 df1df2 (9.15) 

n1=−∞ n2=−∞ −1/2 −1/2 

9.2.1 Sampling an image 

Most 2-D discrete-space signals are obtained by sampling a continuous-space image. As in the 
1-D case, the bandwidth has to be limited in order to avoid aliasing and subsequent loss of 
information. Specifically, assume that a continuous-space signal x(t1, t2) is sampled at intervals 
of T1 and T2 in the horizontal and vertical dimensions respectively to form the discrete-space 
signal x[n1, n2]: 

x[n1, n2] =  x(n1T1, n2T2)  (9.16a) 

The relationship between X(f1, f2), the DSFT of x[n1, n2], and X(F1, F2), the CSFT of x(t1, t2) 
is given by: 

∞ ∞ ( )
1 ∑ ∑ f1 − k1 f2 − k2

X(f1, f2) =  X , (9.16b)
T1T2 k1=−∞ k2=−∞ 

T1 T2 

Thus, X(f1, f2) is formed by repeating X(F1, F2) indefinitely at intervals of T 
1 
1 
and T 

1 
2 
along the 

horizontal and vertical coordinates, respectively. In order to recover X(F1, F2) from  X(f1, f2) 
(and therefore x(t1, t2) from  x[n1, n2]), the Nyquist condition must be satisfied for both coordi
nates: W1 < 1/2T1 and W2 < 1/2T2, where  W1 and W2 are the bandwidths of x(t1, t2) along  the  
t1 and t2 dimensions respectively. If the Nyquist condition is verified, x(t1, t2) can  be  derived  
from x[n1, n2] by means of the 2-D interpolation formula: 

∞ ∞ ∑ ∑ sin T
π 
1 
(t1 − n1T1) sin T

π 
2 
(t2 − n2T2) 

x(t1, t2) =  x[n1, n2] π π (9.17)
(t1 − n1T1) (t2 − n2T2)n1=−∞ n2=−∞ T1 T2 

This formula is a straightforward extension of the 1-D case. Figure 7a shows an image that was 
digitized with an antialiasing lowpass filter. Figure 7b shows the noticeable aliasing which occurs 
when the antialiasing filter is omitted. In practice, many images have most of their energy at 
low frequencies, so that antialiasing filters are often unnecessary. 

Even though it is, in principle, possible to recover a bandlimited 2-D continuous-space signal 
from its samples, certain properties of continuous-space signals do not hold for discrete-space 
signals. For example, we have seen that a continuous-space signal is radially symmetric if and 
only if its Fourier transform is radially symmetric. This is not true for discrete-space signals: A 
radially symmetric transform X(f1, f2) implies that x[n1, n2] is also radially symmetric, but the 
converse is not true, as shown by the simple counter examples of Equations (9.21) and (9.22). 
This result is significant because it is often desirable to design filters with radially symmetric 

6 
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{ 

∑ ∑ 

frequency responses. Choosing a discrete-space filter with a radially-symmetric impulse response 
(although necessary) will not suffice to ensure that the frequency response is radially symmetric. 
Another example of a property that holds for continuous, but not discrete images is the projection 
slice theorem. In this case, the difficulty is that the projection of a discrete image is not 
mathematically defined for every angle (i.e, one would have to interpolate the image to define 
the projection). 

9.3 Convolution and 2-D Filters 

A 2-D linear, shift-invariant (LSI) filter is a system that verifies the properties of superposition, 
scaling, and shift invariance. As in the 1-D case, a LSI filter is completely characterized by its 
unit-sample response h[n1, n2]. The 2-D unit sample δ[n1, n2] is defined by: 

1 if  n1 = n2 = 0  
δ[n1, n2] 

� 

0 otherwise  
(9.18)= δ[n1]δ[n2] =  

If x[n1, n2] is passed through a filter with impulse response h[n1, n2], the output y[n1, n2] is given  
by 

∞ ∞ 

y[n1, n2] =  h[k1, k2] x[n1 − k1, n2 − k2] =  x[n1, n2] ∗∗  h[n1, n2] (9.19) 
k1=−∞ k2=−∞ 

In image processing, h[n1, n2] is often referred to as the convolution kernel. While the unit-
sample response of a linear system can be either finite or infinite, FIR discrete-space filters are 
by far the most important in practice. 

In most applications the convolution kernel possesses a simple symmetry. Since the image is 
usually digitized and stored, non-causal zero-phase filters are simple to implement. Based on the 
discussion above, zero-phase filters are less likely to distort the features of the image, particularly 
the critical edges. A zero phase filter satisfies the condition 

h[n1, n2] =  h[−n1,−n2]  (9.20) 

Figures 8 and 9 show examples of two simple zero-phase filters. The filter in Figure 8 has an 
impulse response given by 

1 
h[n1, n2] =  (2δ[n1, n2] +  δ[n1 +1, n2] +  δ[n1 −1, n2] +  δ[n1, n2 +1]  +  δ[n1, n2 −1]) (9.21a)

6 

Using Equation (9.11b), it is straightforward to show that the frequency response of this filter 
is 

1 
H(f1, f2) = (1 + cos 2πf1 + cos  2πf2)  (9.21b)

3 
This filter has unity gain at DC and has zeros for |f1| = |f2| = 1/3: It is a lowpass filter. 

The filter in Figure 9 has impulse response is given by 

1 
h[n1, n2] =  (4δ[n1, n2] − δ[n1 + 1, n2] − δ[n1 − 1, n2] − δ[n1, n2 + 1]  − δ[n1, n2 − 1]) (9.22a)

4 
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∑ ∑ 

∑ ∑  

∑ ∑  

∑ ∑  

and has a frequency response given by 

1 
H(f1, f2) =  (2  − cos 2πf1 − cos 2πf2)  (9.22b)

2 

The filter has zero gain at DC and rises to 2 as f1 and f2 both approach ±1/2: It is a highpass 
filter. 

9.3.1 Separable filters 

A filter is said to be separable if its impulse response can be written as the product of two 1-D 
impulse responses: 

h[n1, n2] =  h1[n1] h2[n2]  (9.23) 

Separable 2-D filters are important because they can greatly reduce the computational burden 
of 2-D convolutions. For separable h[n1, n2], Equation (9.19) can be written as 

∞ ∞ 

y[n1, n2] =  h1[k1] (  h2[k2] x[n1 − k1, n2 − k2]) (9.24) 
k1=−∞ k2=−∞ 

This formula reduces the 2-D convolution to a series of 1-D convolutions: Specifically, each 
row of the image is convolved with the 1-D filter h1[n1], then each column is convolved with 
h2[n2]. (Alternatively, columns could be filtered first, followed by rows.) If h[n1, n2] is an  N ×N 
function, the number of computations is reduced by a factor of N/2 compared to direct-form 
2-D convolution (9.19). 

9.4 The 2-D Discrete Fourier Transform 

An N×N signal x[n1, n2] is completely characterized by its N×N 2-D discrete Fourier transform 
X[k1, k2], which is obtained by sampling the DSFT at intervals of 1/N along both frequency 
coordinates: 

N −1 N −1 

X[k1, k2] =  x[n1, n2] e −j2π n1k1/N e −j2π n2k2/N (9.25a) 
n1=0 n2=0 

x[n1, n2] =  
1 N −1 N −1 

X[k1, k2] ej2π n1k1/N ej2π n2k2/N (9.25b)
N2 

k1=0 k2=0 

The principal applications of the 2-D DFT are spectral analysis and the efficient implementation 
of convolutions. As in the 1-D case, the inverse DFT of the product of two DFT’s gives the 
cyclic convolution rather than the linear convolution of the two signals: 

x[n1, n2] ∗©N h[n1, n2] ←→ X[k1, k2]H[k1, k2]  (9.26a)© ∗  

where 
N −1 N −1 

x[n1, n2] ∗©N h[n1, n2] 
� 

x̃[k1, k2] h̃[n1 − k1, n2 − k2] (9.26b)© ∗  = 
k1=0 k2=0 

8 
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∑ 
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and x̃[n1, n2] and  h̃[n1, n2] are formed by repeating x[n1, n2] and  h[n1, n2] respectively at intervals 
of N samples along both coordinates. If x[n1, n2] is an  L× L signal, and h[n1, n2] is an  M × M 
filter, it is necessary to use a DFT of length N ≥ L + M − 1 for the cyclic convolution to 
give the same result as linear convolution. In practice, the differences between linear and cyclic 
convolutions are only visible near the borders of the filtered image, where there are usually few 
features of interest. For this reason, circular convolutions (without zero-padding) are often used 
in image processing. 

The direct application of the DFT formula (9.25a) requires N2 × N2 multiplications, which 
would be computationally prohibitive for all but the smallest images. Fortunately, it is possible 
to use 1-D fast Fourier algorithms to achieve considerable savings in the computation of 2-D 
DFT’s. The key to such savings is the separability of the Fourier transform. The DFT formula 
(9.25a) can be rewritten as: 

⎛	 ⎞ 
N −1	 N −1 ⎠X[k1, k2] =  e −j2π n1k1/N ⎝ x[n1, n2] e −j2π n2k2/N 

n1=0 n2=0 

Let z[n1, k2] be the expression inside the parentheses: 

N −1 

z[n1, k2] =  x[n1, n2] e −j2π n2k2/N 

n2=0 

This represents the 1-D DFT of x[n1, n2] (in which n1 is a fixed parameter), i.e. the DFT of 
one column of the image. The 2-D DFT can now be written as 

N −1 

X[k1, k2] =  z[n1, k2] e −j2π n1k1/N 

n1=0 

This is the 1-D DFT of z[n1, k2], where now k2 is a fixed parameter, i.e. the DFT of one row of 
the intermediate image z[n1, k2]. 

Thus, an N × N DFT can be computed by the following sequence of operations: 

1.	 Compute the 1-D DFT of each column in x[n1, n2]. This gives an intermediate 
image z[n1, k2]. 

2.	 Compute the 1-D DFT of each row in z[n1, k2], giving X[k1, k2]. 

Obviously, it would also be possible to first transform each row, then each column of the inter
mediate image without changing the final result. If each 1-D DFT requires N log2 N multipli
cations, either procedure will require a total of 2 N2 log2 N multiplications, which constitutes a 
decrease by a factor of N2/(2 log2 N) over the direct method (9.25a). For example, for a typical 
512 × 512 image, the savings in computation would amount to a factor of nearly 15,000! This 
shows that fast Fourier algorithms are even more important in image processing than in 1-D 
signal processing. 
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� 

� 

∑ ∑ 

9.5 2-D random signals 

The theory of 2-D random signals is a straightforward extension of the 1-D case. The mean, or 
space average of a 2-D discrete random signal x[n1, n2] is defined as: 

� 1 N N 

< x[n1, n2] >= lim x[n1, n2]  (9.27)
N→∞ (2N + 1)2 

n1=−N n2=−N 

As in the 1-D case, this definition is only meaningful if x[n1, n2] is stationary, i.e. if its statistical 
characteristics do not vary greatly over space. In practice, such infinite space averages are usually 
estimated from averages over a finite region of space. In contrast to 1-D signals, which are often 
zero-mean, 2-D signals usually have a non-zero mean because images take positive gray-scale 
values. 

The 2-D autocorrelation is a function of two lag variables k1 and k2: 

Rx[k1, k2] =< x[n1, n2] x[n1 + k1, n2 + k2] > (9.28a) 

The autocorrelation function is symmetric with respect to the origin 

Rx[−k1,−k2] =  Rx[k1, k2], (9.28b) 

and maximum at the origin 
Rx[k1, k2] ≤ Rx[0, 0] = Px (9.28c) 

The crosscorrelation function of two random signals x[n1, n2] and  y[n1, n2] is  

Rxy[k1, k2] =< x[n1, n2] y[n1 + k1, n2 + k2] >= Ryx[−k1,−k2]  (9.29) 

The power spectrum is the Fourier transform of the autocorrelation function 

∞ ∞ � −j2π n1f1 −j2π n2f2Sx(f1, f2) =  Rx[k1, k2] e e (9.30) 
n1=−∞ n2=−∞ 

As in the 1-D case, it is always real and positive. The cross-spectrum Sxy(f1, f2) is the Fourier 
transform of the crosscorrelation function. 

If a random signal x[n1, n2] is input to a linear filter h[n1, n2], the output y[n1, n2] verifies the 
following properties: 

< y[n1, n2] > = H(0, 0) x[n1, n2]  (9.31a) 

Sy(f1, f2) =  |H(f1, f2)|2 Sx(f1, f2)  (9.31b) 

Sxy(f1, f2) =  H(f1, f2) Sx(f1, f2)  (9.31c) 

The Wiener filter, which gives the linear, least-squares estimate of y[n1, n2] given  x[n1, n2] is  

H(f1, f2) =  
Sxy(f1, f2) (9.32)
Sx(f1, f2) 

10
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9.6 Image enhancement 

Image enhancement refers to image processing that makes an image more suitable for inspection 
by a human observer or automatic analysis by a digital computer. Image enhancement is usually 
needed when an image is captured under bad lighting conditions, or when specific aspects of 
the image, such as edges, need to be emphasized. Image enhancement techniques vary widely 
depending on the images that are being processed and the nature of the application. 

9.6.1 Histogram modification 

Perhaps the simplest enhancement technique is to change the distribution of the image bright
ness. Let us define fx(i) to be the probability that a given pixel x[n1, n2] has a brightness 
corresponding to i, where  i is normalized so that it ranges between 0 and 1. In practice, fx(i) 
is estimated empirically by computing a histogram of the individual pixels x[n1, n2]. 

Figure 9.10a,b shows an image and its corresponding distribution fx(i). The image in Figure 
10a has inadequate contrast, that is, all pixel values lie in a narrow range. The contrast can be 
improved by remapping the brightness levels of the original image to widen the distribution of 
intensities. Specifically, a new image y[n1, n2] is formed such that  

y[n1, n2] =  g(x[n1, n2]) (9.33) 

where g(.) is a monotonically increasing function applied to each pixel of the original image, 
shown in Figure 10c. Let us represent the distribution of the intensities in the remapped image 
by fy(j). Figure 10e shows fy(j) for a remapped version of the original image, and Figure 10d 
shows the enhanced image y[n1, n2]. Much more detail is visible in the enhanced image. 

It is straightforward to show that the relationship between the new brightness level j and the 
original brightness level i is given by 

j = g(i) =  Fy 
−1( Fx(i) ), (9.34) 

where Fy(j) and  Fx(i) are the cumulative probability density functions corresponding to fy(j) 
and fx(i), respectively:


i


Fx(i) =  fx(k)  (9.35a) 
k=0 

and 
j 

Fy(j) =  fy(k)  (9.35b) 
k=0 

In practice, for discrete-valued images, it is not in general possible to find a function g(.) that  
will exactly map an input histogram fx(i) to a desired histogram fy(j), so that Equation (9.34) 
is only an approximation. In the special case when the enhanced image has a fairly uniform 
distribution (i.e. fy(j) ≈ 1), the approach is referred to as “histogram equalization”. Histogram 
equalization makes maximal use of the eye’s ability to distinguish between different gray levels. 
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9.6.2 Local Gray level modification 

Sometimes an image may lack contrast, in spite of the fact that, on the whole, some parts of the 
image are much brighter than others. In such cases, the brightness distribution is sufficiently 
broad, so that global gray scale modification will not provide any real enhancement. The problem 
is not that the overall dynamic range of the brightness is too small, but that the local dynamic 
range in any particular region of the image is too small. The result is that the overall variation 
in brightness overshadows the local variations. 

One solution is to adjust the intensity of each pixel based on the intensity of its neighbors. A 
simple approach is to change the value of a pixel x[n1, n2] on the basis of the mean and variance 
of the brightness in the neighborhood of the pixel. If we choose a neighborhood of ±M pixels 
we can compute the mean and variance as 

1 M M 

μ[n1,n2] =  x[k1, k2]  (9.36a)
(2M + 1)2 

k1=−M k2=−M 

1 M M 

σ2[n1,n2] =  (x[k1, k2] − μ[k1,k2])2 (9.36b)
(2M + 1)2 

k1=−M k2=−M 

We can then create a new image y[n1, n2] using the transformation given by 

A 
y[n1, n2] =  (x[n1, n2] − μ[n1,n2]) + g(μ[n1,n2]) (9.37)

σ[n1, n2] 

The first part of the transformation simply increases/decreases the deviation of x[n1, n2] from  the  
local mean depending on whether the local variance is low/high. This has the effect of making 
the local contrast more uniform. The constant A is chosen to provide the desired amount of 
contrast. The second half of the transformation represents a gray scale remapping of the local 
mean with the function g(.). In the case of an image such as Figure 11a, the local mean is 
remapped to be more uniform over the entire image. 

Other variations on this method exist. For example, instead of using the local mean and standard 
deviation, one can develop a related approach based on a lowpass filtered image (similar to the 
local mean) and a complementary highpass filtered image. 

9.6.3 Image sharpening and softening 

Certain kinds of image enhancement can be accomplished by the application of simple linear 
filters. For example, consider the situation when the image x[n1, n2] can be approximately 
decomposed into low and high frequency components: 

x[n1, n2] =  xL[n1, n2] +  xH [n1, n2]  (9.38) 

where xL[n1, n2] represents the low frequency components of the image, while xH [n1, n2] repre
sents the higher frequency components. As a generalization, xL[n1, n2] is usually associated with 
the smooth variations in the regional brightness of an image, whereas xH [n1, n2] is associated 
with the local contrast and actual details of the image. 
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Linear filters can be used to change the relative contributions of xL[n1, n2] and  xH [n1, n2]. A 
filter such as the one shown in Figure 8 reduces xH [n1, n2], and thereby reduces the apparent 
contrast of an image. A lowpass filter is a softening filter which makes an image appear more 
hazy. An example of the blurring due to lowpass filtering is shown in Figure 11. In contrast, 
a filter such as the one shown in Figure 9 removes xL[n1, n2] and increases xH [n1, n2]. A filter 
which increases the relative contribution of xH [n1, n2] is a sharpening filter which emphasizes 
edges and makes an image appear more vibrant. 

Figure 12 shows examples of highpass filtering in combination with histogram equalization. 
Figure 12a,b shows an original image of a chest X-ray and the image filtered with a highpass filter 
similar to the one shown in Figure 9. The filter removes the xL[n1, n2] component, eliminating 
much of the dark/light variation and emphasizing the higher-frequency features features such as 
the ribs. Figure 12c shows the result of processing similar to that of Figure 12b, except that the 
low frequency component xL[n1, n2] is not completely filtered out. Maintaining some xL[n1, n2] 
helps restore the larger features such as the heart and the arm. Figure 12d shows the image 
in Figure 12c after histogram equalization. The arm and heart are even more visible in the 
equalized image. 

9.6.4 Homomorphic filtering 

For many images, particularly those that are obtained photographically, the brightness of each 
pixel can be written in terms of the incident light intensity and a reflectivity coefficient 

x[n1, n2] =  i[n1, n2] r[n1, n2]  (9.39) 

Here i[n1, n2] represents the intensity of the light incident on the image object, and r[n1, n2] 
represents the reflectivity of the object. The amount of light that would be recovered from the 
object is the product of the incident and reflected terms. Sometimes is desirable to eliminate 
the variation in the lighting intensity, either as a means of overcoming the poor lighting, or 
for compressing the dynamic range of the image. In such cases it is useful to operate on the 
logarithm of the image 

log x[n1, n2] =  log  i[n1, n2] + log  r[n1, n2]  (9.40) 

where the log function is evaluated individually for each pixel. 

The use of this formalism assumes that the illumination component i[n1, n2] varies slowly and 
is responsible for changes in the overall dynamic range of the image, while the reflectance 
component r[n1, n2] varies more rapidly and is the responsible for local contrast. Under these 
conditions, log i[n1, n2] and  log  r[n1, n2] can be likened to xL[n1, n2] and  xH [n1, n2], respectively. 
By selecting an appropriate sharpening filter which reduces log i[n1, n2], the filtered image can 
be computed from Equation (9.40) as 

y[n1, n2] =  e h[n1,n2]∗∗log x[n1,n2] (9.41) 

where the exponential is evaluated individually for each pixel of the 2-D convolution result. A 
system which performs a logarithmic operation, followed by a linear operation, followed by an 
exponentiation operation is referred to as a homomorphic system for multiplication. 

13
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[ ] 

√ 

Figure 13 shows both an original image and the image processed by a homomorphic filter. In 
practice, the filter h[n1, n2] is chosen to have a gain less than 1 at frequencies corresponding 
primarily to i[n1, n2] and a gain greater than 1 at frequencies corresponding primarily to r[n1, n2]. 

9.6.5 Edge Detection 

An edge in an image is a boundary or contour at which a significant change occurs in some 
property of the image, e.g. brightness, or texture. Edge detection consists in automatically 
detecting these boundaries in an image. It is often a first step in systems for image analysis and 
image recognition because edges contain important information for segmenting an image into 
different objects. 

Techniques for edge detection can be based either on the gradient or the Laplacian of an image. 
The gradient is the generalization to 2 or more dimensions of the 1-D derivative of a signal. 
Specifically, the gradient of a 2-D, continuous image x(t1, t2) is a vector defined by 

∂x(t1,t2)� ∂t1∇x(t1, t2) =  
∂x(t1,t2) (9.42a) 

∂t2 

For edge detection, one is usually interested in the magnitude of the gradient: 

� 
( 

∂x(t1, t2) 
)2 ( 

∂x(t1, t2)
)2 

|∇x(t1, t2)| = +  (9.42b)
∂t1 ∂t2 

Because the gradient emphasizes changes in the images, it is expected to show a local maximum 
at the edges of an image. 

For discrete images, the gradient can be approximated in a number of ways. Perhaps the simplest 
approximation is: 

∂x(t1, t2) x[n1 + 1, n2] − x[n1, n2]≈ (9.43a)
∂t1 T 

and 
∂x(t1, t2) x[n1,n2 + 1]  − x[n1, n2]≈ (9.43b)

∂t2 T 
where T is the sampling interval, assumed to be the same for both coordinates. In practice, T can 
be eliminated from the equations because, for edge detection, we are only interested in relative 
values of the gradient. The formulas (9.43ab) can be seen as a convolution of x[n1, n2] with the  
two filters whose unit sample responses are shown in Figure 14ab. This simple approximation 
gives poor results for noisy images because it gives many spurious edges. In order to obtain 
smooth gradient estimates, it is preferable to use the 3x3 filters shown in Figure 14cd, which are 
known by the name of Sobel’s gradient. To complete edge detection, the gradient magnitude is 
computed for every pixel, and then compared with a threshold. Pixels for which the gradient 
exceeds threshold are edge candidates. Figure 15 shows an example of edge detection based on 
Sobel’s gradient approximation. 

Another class of methods for edge detection is based on the Laplacian of the image. The 
Laplacian, which is a generalization of the second derivative, is defined by 

� ∂2x(t1, t2) ∂2x(t1, t2)∇2 x(t1, t2) =  
∂t21 

+ 
∂t22 

(9.44) 
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At an edge, the gradient is maximum, and therefore the Laplacian, which is effectively a deriva
tive of the gradient, is zero. Therefore, in edge detection, one seeks zero crossings of the Lapla
cian. 

For discrete images, the second derivatives can be approximated by 

∂2x(t1, t2) ≈ x[n1 + 1, n2] − 2x[n1, n2] +  x[n1 − 1, n2]  (9.45a)
∂t21 

and 
∂2x(t1, t2) 

∂t22 
≈ x[n1, n2 + 1]  − 2x[n1, n2] +  x[n1, n2 − 1] (9.45b) 

Therefore, a reasonable Laplacian approximation is 

∇2 x(t1, t2) ≈ x[n1 +1, n2] +  x[n1 − 1, n2] +  x[n1, n2 +1]  +  x[n1, n2 − 1] − 4x[n1, n2] (9.46) 

This operation is a convolution by the 3x3 kernel shown in Figure 14e (Note that this is the 
negative of the filter shown in Figure 9). 

One problem with Laplacian-based methods for edge detection is that they generate many false 
edges in regions where the variance of the image is small. One way to circumvent this problem 
is to require that the local variance exceed a certain threshold before accepting a zero crossing 
of the Laplacian as an edge. The local variance can be estimated using Equation (9.36b). 

Both gradient-based and Laplacian-based methods only provide candidate edges. In order to 
identify actual boundaries between objects, it is further necessary to connect edges that belong 
to the same contour, and to eliminate spurious edges. This edge thinning process, which requires 
a great deal of heuristics, is beyond the scope of these notes. 

9.7 Image restoration 

Although there is a substantial grey zone, a distinction is usually made between image enhance
ment and image restoration. Restoration refers to the elimination of some distortion which has 
degraded the image. The distortion can be as simple as additive or multiplicative noise, or as 
complex as stretching or dislocation of parts of the image. 

9.7.1 Noise removal with linear filters and median filters 

As in the 1-D case, linear filters are useful for separating 2-D signals from noise, particularly 
when the signal and the noise occupy different frequency bands. For examples, Figure 16a shows 
an image corrupted by additive 2-D sinusoidal noise. The Fourier transform magnitude of this 
noisy image is shown in Figure 16b. The bright dot at the center corresponds to the original 
image, while the symmetric dots on the diagonal represent the sinusoidal noise. A simple band-
reject filter centered at the two symmetric dots, when applied to the image in Figure 16a yields 
the result in Figure 16c. 

15
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While linear filters are useful for deterministic, sinusoidal noise or for statistically uniform ran
dom noise, they do not work as well for impulsive noise known as salt-and-pepper noise. Salt-
and-pepper noise is characterized by large spikes in isolated pixels. A typical example is random 
bit errors in a communication channel used to transmit images. Only a small fraction of the 
pixels in the image are affected, but the error in the affected pixels is often great. Median filters 
are well suited for this kind of noise. 

A median filter picks the median value of a set of numbers. Whereas for a 1-D linear, rectangular 
(boxcar) filter of length N the result is the average of the N data points encompassed by the 
filter, for a 1-D median filter of length N the result is the median value of the N data points 
spanned by the filter. This principle is directly generalized to define a 2-D median filter. 

Figure 17ab shows an original image and the same image contaminated by salt-and-pepper noise. 
Figure 17c shows the image filtered by a 5x5 linear boxcar filter. The linear filter does not do 
a very good job of restoring the image. Figure 17d shows the result of a 5x5 2-D median filter 
applied to the noisy image. The median filter introduces less blurring than the linear filter, 
while almost entirely eliminating the noise. 

9.7.2 Reduction of image blur 

In many situations the acquired image is a blurred version of the original image. The blurring 
can usually be modeled as convolution with a blurring function b[n1, n2] whose Fourier transform 
is B(f1, f2). This blurring function is sometimes referred to as the point spread function. 

If x[n1, n2] is the original image and y[n1, n2] is the blurred image, then we have 

y[n1, n2] =  b[n1, n2] ∗ ∗ x[n1, n2], (9.47a) 

Y (f1, f2) =  B(f1, f2) X(f1, f2). (9.47b) 

A simple solution for restoring x[n1, n2] from  y[n1, n2] is to define the inverse filter 

1 
H(f1, f2) =  , (9.48)

B(f1, f2) 

which can then be used to filter y[n1, n2]. A problem with this approach is that H(f1, f2) can  
take on extremely high values at points where B(f1, f2) is close to zero. Even small amounts of 
noise (e.g quantization noise, or computation noise) can lead to huge errors in the reconstruction 
of x[n1, n2]. One way of avoiding this problem is to choose a suitable threshold γ and use the 
inverse filter given by { 1 if 1 < γB(f1,f2) |B(f1,f2)|H(f1, f2) =  |B(f1,f2)| (9.49)

γ otherwise B(f1 ,f2) 

The effect of Equation (9.49) is to cap the maximum value of |H(f1, f2)| at γ. 

Figure 18b shows an image blurred by a lowpass filter b[n1, n2] with a low cutoff frequency. 
Figure 18cd show the image restored by inverse filtering with two different thresholds γ. While 
the value of γ in Figure 18c was chosen to exclude excessively small values of B(f1, f2), this 
condition was not verified in Figure 18d, leading to a useless result. Figure 19 shows another 
example in which blurring due to uniform linear motion was eliminated by inverse filtering. 

16
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9.7.3 Wiener filtering 

A very common situation is one in which the measured signal x[n1, n2] consists of the true signal 
y[n1, n2] contaminated with additive noise η[n1, n2] 

x[n1, n2] =  y[n1, n2] +  η[n1, n2]. (9.50) 

We further assume that the noise is stationary, and uncorrelated with y[n1, n2]. The Wiener 
filter that gives the least-squares estimate of y[n1, n2] from  x[n1, n2] is derived for this set of 
assumptions in the 1-D case. (See Chapter 12.) The result is identical in the 2-D case, and is 
given by 

Sxy(f1, f2) Sy(f1, f2)
H(f1, f2) = =  (9.51)

Sx(f1, f2) Sy(f1, f2) +  Sη(f1, f2) 

In practice, Sy(f1, f2) and  Sη(f1, f2) would be estimated either from a priori information, or 
from data giving the signal relatively free of noise and vice-versa. 

9.7.4 Reduction of blurring and additive random noise 

As we saw above, a simple inversion approach to the blurred image problem provides a poorly-
behaved filter H(f1, f2) = 1/B(f1, f2), especially in the presence of any amount of noise. In 
practice, we always encounter some kind of noise, even if it is only the quantization noise of 
image digitization. If we augment Equation (9.47a) to include an additive noise term η[n1, n2], 
we get 

x[n1, n2] =  b[n1, n2] ∗ ∗ y[n1, n2] +  η[n1, n2]  (9.52) 

where η[n1, n2] is assumed to be uncorrelated with y[n1, n2]. The Wiener Filter for this more 
elaborate model can be easily derived using the results of Chapter 12. Let z[n1, n2] be the  result  
of the convolution b[n1, n2] ∗ ∗  y[n1, n2]. Because η[n1, n2] is uncorrelated with y[n1, n2], and 
therefore with z[n1, n2] which is derived linearly from y[n1, n2], one has: 

Sxy(f1, f2) =  Szy(f1, f2)  (9.53a) 

and 
Sx(f1, f2) =  Sz(f1, f2) +  Sη(f1, f2)  (9.53b) 

Because z[n1, n2] is derived from y[n1, n2] by filtering through b[n1, n2], on has, from (9.31): 

S ∗ Szy(f1, f2) =  yz(f1, f2) =  B ∗(f1, f2) Sy(f1, f2)  (9.54a) 

where B∗(f1, f2) is the complex conjugate of B(f1, f2), and 

Sz (f1, f2) =  |B(f1, f2)|2 Sy(f1, f2)  (9.54b) 

Thus, the Wiener restoration filter is 

Sxy(f1, f2) B∗(f1, f2) Sy(f1, f2)
H(f1, f2) = =  (9.55)

Sx(f1, f2) |B(f1, f2)|2Sy(f1, f2) +  Sη(f1, f2) 

Three special cases are of interest: First, if Sη(f1, f2) = 0 (i.e. if there is no noise), H(f1, f2) 
reduces to the inverse filter 1/B(f1, f2) in Equation (9.48). Second, if B(f1, f2) = 1 (i.e. if 
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there is no blur), H(f1, f2) reduces to Equation (9.51) as expected. Third, if |B(f1, f2)| becomes 
very small, the Wiener filter becomes: 

B∗(f1, f2) Sy(f1, f2)
H(f1, f2) ≈ (9.56)

Sη(f1, f2) 

The value of this expression goes to zero rather than infinity, i.e. incorporating the noise η[n1, n2] 
into the model automatically gives Equation (9.55) the desirable properties which needed to be 
artificially built into Equation (9.49). 

Note that the Wiener filter can be rewritten as: 

1 Sz(f1, f2)
H(f1, f2) =  (9.57)

B(f1, f2) Sz(f1, f2) +  Sη(f1, f2) 

This can be seen as the cascade of the inverse filter 1/B(f1, f2) and a noise reduction filter for 
z[n1, n2]. The overall system is thus a cascade of a noise reduction filter and a deblurring filter. 

Figures 20 and 21 show examples of Wiener filtering. Figure 20a shows three images that were 
both blurred and degraded by additive noise. Figure 20b show the corresponding Fourier spectra. 
The signal-to-noise ratio increases from top to bottom. Figure 20c shows these images processed 
by an inverse filter. The resulting images are completely masked by the noise. Figure 20d shows 
the three images processed by a Wiener filter as in (9.55). In this case, the dominos present in 
the original image are clearly visible, particularly for the bottom two images. Figure 21a shows 
an original image, and Figure 21b the image blurred and degraded by additive noise. Figure 
21c shows the result of inverse filtering. Although the blur is removed, the noise is actually 
enhanced. Figure 21d shows the image processed by an approximation to the Wiener filter that 
removed the blur without excessively adding noise. 

9.8 Further Reading 

Lim, J.S., Two-Dimensional Signal and Image Processing, Prentice Hall, 1990 (Chapters 1, 8,

9).

Gonzalez, R.C., and Woods, R.E., Digital Image Processing, Addison-Wesley, 1993 (Chapters 3,

4, 5).
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Photos removed due to copyright restrictions.

Five photos selected from Figs. 2.9, 2.10 and 2.11 in Gonzalez and Woods, 1993. 


Figure 9.1: (From Gonzalez and Woods, pp. 35–37) Effects of spatial resolution and quantization. 
(a) 1024 × 1024 image displayed in 256 gray levels. (b) 128 × 128 image displayed in 256 gray 
levels. (c) 32 × 32 image displayed in 256 gray levels. (d) 1024 × 1024 image displayed in 8 gray 
levels. (e) 1024 × 1024 image displayed in 2 gray levels. 

Figure removed due to copyright restrictions. 
Fig 3.2 in Gonzalez and Woods, 1993. 

Figure 9.2: (From Gonzalez and Woods, p. 85) (a) A 2-D rectagular (boxcar) filter and its 2-D 
Fourier transform displayed (b) in perspective and (c) as a gray-scale image. 

Figure removed due to copyright restrictions.

Fig 3.3 in Gonzalez and Woods, 1993. 


Figure 9.3: (From Gonzalez and Woods, p. 87) Three simple images (left) and their Fourier 
transform magnitudes (right). 

Figure removed due to copyright restrictions. 
Fig 3.10 in Gonzalez and Woods, 1993. 

Figure 9.4: (From Gonzalez and Woods, p. 99) (a) A simple image, and (b) its Fourier transform 
magnitude. (c) Rotated image, and (d) its Fourier transform magnitude. 
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Figures removed due to copyright restrictions. 
Fig 1.25 and 1.26 in Lim, 1990. 

Figure 9.5: (From Lim, pp. 31-32) (a) The function J1(x)/x, where  J1(x) is the first order Bessel 
function of the first kind. (b) Impulse response of an ideal 2-D lowpass filter. 

Figure removed due to copyright restrictions.

Fig 1.28 in Lim, 1990. 


Figure 9.6: (From Lim, p. 35) (a) and (b) Two original images. (c) Image formed by combining 
the magnitude of the Fourier transform of (b) with the phase of the Fourier transform of (a). 
(d) Image formed by combining the magnitude of (a) with the phase of (b). 

Figure removed due to copyright restrictions.

Fig 1.42 in Lim, 1990. 


Figure 9.7: (From Lim, p. 48) (a) Image digitized with antialiasing lowpass filter. (b) Image 
with noticeable aliasing. 
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Figure 9.8: (a) Impulse-response of a simple 2-D digital lowpass filter. (b) Magnitude of the 
frequency response for the same filter. 

Figure 9.9: (a) Impulse-response of a simple 2-D digital highpass filter. (b) Magnitude of the 
frequency response for the same filter. 
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Figure removed due to copyright restrictions. 
Fig 8.5 in Lim, 1990. 

Figure 9.10: (From Lim, pp. 460–461) (a) An image with poor contrast. (b) Histogram of 
the gray-level distribution of the original image. (c) Transformation function used for gray-
scale modification. (d) Image after gray-scale modification. (e) Histogram of the gray-level 
distribution after gray-scale modification. 

Figure removed due to copyright restrictions. 
Fig 4.22 in Gonzalez and Woods, 1993. 

Figure 9.11: (From Gonzalez and Woods, p. 193) (a) Original image. (b)-(f) Results of lowpass 
filtering (blurring) the original image with a 2-D rectangular filter of size N × N , where  N = 
3, 5, 7, 15, 25. 

Figure removed due to copyright restrictions. 
Fig 4.39 in Gonzalez and Woods, 1993. 

Figure 9.12: (From Gonzalez and Woods, p. 214) (a) Original image. (b) Image sharpened by 
a highpass filter. (c) Image sharpened by a highpass filter that does not completely remove the 
DC component. (d) Image from (c) processed by histogram equalization. 

Figure removed due to copyright restrictions. 
Fig 4.42 in Gonzalez and Woods, 1993. 

Figure 9.13: (From Gonzalez and Woods, p. 217) (a) Original image. (b) Image processed by 
homomorphic filtering. 
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Figure 9.14: Filters used in edge detection. (a) Horizontal and (b) vertical components of a 
simple gradient approximation. (c) Horizontal and (d) vertical components of Sobel’s gradient. 
(e) Laplacian. 
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Figures removed due to copyright restrictions. 
Fig 8.30a and 8.31a in Lim, 1990. 

Figure 9.15: (From Lim, pp. 484-485) (a) An image. (b) Result of applying Sobel’s gradient-
based edge detector to the image in (a). 

Figure removed due to copyright restrictions. 
Fig 5.7 in Gonzalez and Woods, 1993. 

Figure 9.16: (From Gonzalez and Woods, p. 290) (a) Image corrupted by additive sinusoid and 
(b) the magnitude of its Fourier transform. (c) Image restored by linear bandstop filter. 

Figure removed due to copyright restrictions.

Fig 4.23 in Gonzalez and Woods, 1993. 


Figure 9.17: (From Gonzalez and Woods, p. 194) (a) Original image. (b) Image corrupted by 
additive salt-and-pepper noise. (c) Image processed by 5x5 rectangular boxcar filter. (d) Image 
processed by 5x5 median filter. 

Figure removed due to copyright restrictions.

Fig 5.3 in Gonzalez and Woods, 1993. 


Figure 9.18: (From Gonzalez and Woods, p. 273) (a) Original image. (b) Blurred image. (c) 
Image restored by capped inverse filter. (d) Image restored by inverse filter in which the cap 
was set higher than in (c). 
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Figure removed due to copyright restrictions. 
Fig 5.4 in Gonzalez and Woods, 1993. 

Figure 9.19: (From Gonzalez and Woods, p. 278) (a) Image blurred by uniform linear motion. 
(b) Image restored by inverse filtering. 

Figure removed due to copyright restrictions. 
Fig 5.5 in Gonzalez and Woods, 1993. 

Figure 9.20: (From Gonzalez and Woods, p. 281) (a) Images blurred and degraded by additive 
noise and (b) the magnitudes of their Fourier transforms. (c) Images restored by inverse filtering. 
(d) Images restored by Weiner filtering, and (e) the magnitudes of their Fourier transforms. 

Figure removed due to copyright restrictions. 
Fig 5.6 in Gonzalez and Woods, 1993. 

Figure 9.21: (From Gonzalez and Woods, p. 288) (a) Original image. (b) Image blurred and 
degraded by additive noise. (c) Image restored by inverse filtering. (d) Image restored by 
approximate Wiener filter. 
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HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007 

Chapter 10 - A PROBABILITY PRIMER 
CDFs, PMFs, PDFs, Expectation and all that... 

�c J.W. Fisher 2007 

10 Introduction 

In many experiments there is some element of randomness that we are unable to explain. Proba
bility and statistics are mathematical tools for reasoning in the face of such uncertainty. Here, we 
are primarily interested in the use of probability for decision making, estimation, and cost min
imization. Probabilistic models allow us to address such issues quantitatively. For example; “Is 
the signal present or not?” Binary : YES or NO, “How certain am I?” Continuous : Degree of 
confidence. Here we introduce some very basic notions of probability and random variables and 
their associated cumulative distribution functions (CDF), probability mass functions (PMF), and 
probability density functions (PDF). From these we can define the notion of expectation, marginal
ization, and conditioning. This description is meant to be concise, limiting the discussion to those 
concepts which can be applied to decision problems we encounter in biomedical signal and image 
processing1. 

10.1 Sample Spaces and Events 

Basic probability can be derived from set theory where one considers a sample space, associated 
events, and a probabilty law. The sample space, denoted Ω, is the exhaustive set of finest grain 
outcomes of an experiment. An event is a subset of the sample space. A probability law, denoted 
P , assigns numerical values to events. While the sample space may be continuous or discrete, we 
restrict the following discussion to discrete (countable) sets in order introduce basic probability 
concepts. 

Examples of sample spaces are: 

• the set of outcomes of rolling a 6-sided die, 

• the set of outcomes of rolling a 6 sided die AND flipping a coin, 

• the set of outcomes when drawing 3 (or 4) cards from 47 

Examples of events for the above sample spaces are: 

• the roll of the die is greater than 4, 
1more accurately, we consider concepts which can be applied to a limited, but useful class of decision problems. 

1 
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• the flip of the coin is heads AND the roll of the die is odd, 

• the draw of 3 (or 4) cards contains at least one 2 (or one King). 

Events A and B are mutually exclusive events if observing one precludes observing the other 
(equivalent to A ∩ B = ∅). The probability of an event, denoted P {A} or P {B} is the number 
of times we expect to observe the event relative to the number of trials. Letting N be the number 
of experimental trials and NA, NB be the respective number of times events A and B are observed 
within N trials. The frequentist (empirical, Laplace) approach defines probabilities in terms of a 
limit over infinite trials (i.e. as N → ∞) while the axiomatic (Kolmogorov, Bayesian) approach 
defines probabilities in terms of axioms (from which all other probabilistic properties can be de
rived). While the frequentist approach agrees with our intuition, the axiomatic approach constitutes 
the modern view of probability. 

Empirical Definition 

NA
P {A} = lim 

N →∞ � 
N � 
NB

P {B} = lim 
N →∞ � 

N � 
NA + NB

P {A ∪ B} = lim 
N →∞ N 

Axiomatic Definition 

0 ≤ P {A} , P {B} ≤ 1 

P {Ω} = 1 

if A ∩ B = ∅ 

P {A ∪ B} = P {A} + P {B} 

Note that A ∩ B and AB are both used to signify the event “A and B”, while A ∪ B and A + B 
are both used to signify the event “A or B”. 

10.1.1 Uniform Sample Spaces (Discrete Case) 

If the elements of the sample space are equally likely (which is the case for all of the examples 
above), then probabilities are computed as follows. 

1. N = the number of experimental outcomes. 

2. NA = the number of experimental outcomes which satsify the event of interest A. 

3. P (A) = N
N 

A . 

Many probability questions simply come down to your ability to count, although counting is not 
always a straightforward process as discussed next. 
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10.2 Counting:Permutations and Sampling 

Permutations and sampling schemes are useful for computing probabilities of events which are 
defined as sets of from the sample space where all elements of the sample space have equal proba
bility. 

10.2.1 Permutations 

A permutation is a rearrangement of k distinct items. The total number of such rearrangements is 
denoted by k! and computed as 

k

k! = i where 0! � 1 (1) 
i=1 

10.2.2 Sampling without replacement 

Sampling without replacement is the process of repeatedly drawing items from a set of distinct 
items without replacing previous selections. The total number of different draws of k distinct items 
from a set of N items can broken down into two cases: draws where the order of the items does 
not matter and draws in which it does. If order matters, the sets {a, c, d, f, g} and {c, a, f, g, d} are 
considered to be different draws. If order does not matter then they are considered to be the same 
draw. The total number of possible draws can be computed as: 

N !
order matters: (2)

(N − k)! 
N ! N

order does not matter: = (3)
(N − k)!k! k 

Notice that when order does not matter we simply reduce the total number of draws by the number 
of ways any single draw can be rearranged (i.e. the number of permutations). The notation N

k 
denotes the function “N choose k” which has the following property: 

N N 
= 

k N − k 

so that the total number of draws of k items from a set of N is equal to the total number of draws 
of N − k items when order does not matter. 

10.2.3 Sampling with replacement 

When sampling with replacement, we (not surprisingly) replace our selection back into the set of 
items before redrawing an item. In this case, the selection of k items may contain repeated elements 
which slightly complicates cases when order does not matter. This is because we cannot simply 
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divide by the number of ways k items can be permuted since this would include permutations in 
which identical items switch positions. The total number of possible draws can be computed as: 

order matters: Nk (4) 

order does not matter: 
(N + k − 1)! 

= 
N + k − 1 

(5)
(N − 1)!k! k 

10.2.4 Conditional Probability 

In decision making (and estimation) we are interested in how the observation of one event changes 
the probability of observing another event. This is denoted P (A|B), the probability of event A 
given B has occurred or conversely P (B|A), the probability of event B given A has occurred. 
This probabilistic relationship can be derived from Venn diagrams and has the form: 

P (AB)
P (A|B) = 

P (B) 
(6) 

P (AB)
P (B|A) = 

P (A) 
. (7) 

so that it is the probability of jointly observing events “A” and “B” divided by the marginal proba
bility of the conditioning event. 

10.2.5 Statistical Independence 

Two events A and B are statistically independent if observing one does not alter the probability 
of observing the other. If both events have nonzero probability, this is equivalent to their joint 
probability being the product of their marginal probabilities. That is, if A and B are statistically 
independent events then 

P (A|B) = P (A) (8)

P (B|A) = P (B) (9)

P (AB) = P (A) P (B) ; if P (A) > 0, P (B) > 0 (10)


10.2.6 Baye’s Theorem 

From the definitions of conditional probability we see that the joint probability, that is the probabil
ity of A and B can be written as a product of a conditional probability and a marginal probability 

P (AB) = P (A|B) P (B) 

= P (B|A) P (A) . 
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From this relationship we can easily derive the well known Bayes’ rule


P (A B) = 
P (B|A) P (A)

= 
P (AB) 

(11)|
P (B) P (B) 

P (B A) = 
P (A|B) P (B)

= 
P (AB) 

. (12)|
P (A) P (A) 

Bayes’ rule plays a prominent role in many statistical estimation and decision making problems. 

10.3 Probability Redux:Venn Diagrams 

The previous concepts including sample and event spaces, conditional probabilities, and Bayes’ 
rule can be captured conceptually via Venn diagrams. In particular, conditional probability is 
easily derived using such diagrams. See the sequence of powerpoint slides on this point. 

10.4 Random Variables 

So far we have discussed ways in which to compute probabilities of events and how to manipulate 
joint and marginal probabilities in order to compute conditional probabilities. However, keeping 
track of different events and their probabilistic relationships is a bit cumbersome. The notion 
of a random variable simplifies this somewhat. There are two types of scalar random variables; 
discrete and continuous with which we associate a function enabling us to compute probabilities 
of specific events. In the case of discrete random variables the argument of the function is an index 
(or indices in the multi-dimensional case) while in the continuous random variable the argument 
of the function is a continuous value (or values in the multi-dimensional case). When we discuss 
multi-dimensional random variables we can define random vectors which are comprised of both 
discrete and continous random variables. 

10.4.1 Discrete Random Variables (Probability Mass Functions) 

The functions which describes a discrete random variable is a probability mass function (PMF). 
Experimental outcomes are divided into a set of mutually exclusive events. Associated with each 
event is a probability (a value between 0 and 1). The sum over all probabilities is unity. 

If {A1, . . . , AN } is a set of N mutually exclusive events which enumerates all possible events then 
the PMF is an indexed table which satisfies the following 

Pi = P (Ai) 

Pi 0≥
N

Pi = 1 
i=1 
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10.4.2 Continuous Random Variables (Probability Density Functions) 

If the random variable takes on continuous values then defining probabilities and events requires 
some care. By way of example, suppose a random variable can take on values between 0 and 
T with all values being equally likely. One approach to defining probability on the continuum 
would be to extend the notion of PMFs by defining intervals with finer and finer discretizations by 
dividing the range of the variable into discrete intervals of width Δ and assign a probabilty of 

Δ to
T 

each. This results in a PMF with equal probability of a sample falling into any interval. In order to 
consider a continuum of events we could take a limit as Δ grows arbitrarily small to compute the 
probability that the random variable X = t where 0 ≤ t ≤ T . 

Δ Δ 
P (X = t) = 

Δ
lim 

0 
P t − 

2 
< X ≤ t +

2→ � � 
Δ 

= lim 
Δ 0 T→

= 0 

As we see, this approach converges to zero probability in the limit. While this result for continuum 
turns out to be correct (i.e. the probability of observing a given value of a continuous random 
variable is technically zero), it is not useful for describing random variables on the continuum. 
Alternatively, we can define a specific type of event, not disimilar to the discretization above, in a 
way that allows the computation of the probability of any event defined on the continuum. Namely, 
the probability that the random variable X will take a on value less than or equal to x. 

PX (x) = Pr {X ≤ x} (13) 
1 − PX (x) = Pr {X > x} (14) 

PX (x) is what is known as the cumulative distribution function (CDF) of a random variable and 
has the following properties 

PX (−∞) = 0 

PX (∞) = 1 

0 ≤ PX (x) ≤ 1 

PX (x + Δ) ≥ PX (x) ; Δ ≥ 0 

From it we can derive the probability density function (PDF) of a continuous random variable 
x 

PX (x) = pX (u) du (15) 
−∞ 

∂ 
pX (x) = PX (x) (16)

∂x 

which has the following properties 

� 
pX (x) ≥ 0 

∞ 

pX (u) du = 1 
−∞ 
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The PDF and related CDF (one can be derived from the other) allow us to compute the probability

of any event that is defined as a sample of the continuous random variable falling in an interval.

As an example, if we wish to compute P (a < X ≤ b) then we simply integrate the PDF over the

appropriate region � b 

P (a < X ≤ b) = 
a 

pX (u) du 

= PX (b) − PX (a) 

If the event invovles multiple disconnected regions, we simply integrate over each region and add 
the results 

N � 
P (X ∈ {R1, · · · , RN }) = pX (u) du 

i=1 Ri 

10.4.3 Expectation 

Given a function of a random variable (i.e. g(X)) we define it’s expected value as: ⎧ �N⎨ i=1 g(xi)pX (xi) ; X discrete 
E {g(X)} = (17)⎩ � ∞ 

g(u)pX (u) du ; X continuous −∞ 

Example functions include


g(X) symbol statistic

X µx mean


(X − µx)
2 σ2 variance
x


(X − µx)
n νn nth central moment


− log (pX (X)) H(X) entropy


Expectation is linear 

E {αf(x) + βg(x)} = αE {f(x)} + βE {g(x)} (18) 

Expectation is with regard to ALL random variables within the arguments. This is important for 
multi-dimensional and joint random variables. 

10.5 Multi-Dimensional Random Vectors 

We can define joint probability density and cumulative distribution functions over multiple random 
variables in a similar fashion as we did for a single random variable. A collection of multiple 
random variables is known as a random vector. For a two dimensional random vector we define 
the probability of the event {X1 ≤ x1 AND X2 ≤ x2} as a function of x1 and x2. The joint density 

7
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is the function we integrate to compute the probability of this event. 

(x1, x2) = Pr {X1 ≤ x1 AND X2 ≤ x2} (19)PX1X2 � � x1 x2 

= pX1X2 (u1, u2) du2du1 (20) 
−∞ −∞ 

∂2 

pX1X2 (x1, x2) = PX1X2 (x1, x2) (21)
∂x1∂x2 

Similarly, we can define a N -dimensional joint density and cumulative distribution function over 
N variables. 

P (x1, . . . , xN ) = Pr {X1 ≤ x1 AND X2 ≤ x2� x1 
� xN 

. . . AND XN ≤ xN } (22) 

= . . . p (u1, . . . , uN ) duN . . . dx2du1 (23) 

p (x1, . . . , xN ) = 

−∞ 

∂N 
−∞ 

P (x1, . . . , xN ) (24)
∂x1 . . . ∂xN 

10.5.1 Marginal Densities and Mass Functions 

Given 2 random variables X1 and X2 and associated CDF P (x1, x2) and PDF p(x1, x2) (or PMF), 
the PDF (or PMF) over just one of the variables is referred to as the marginal distribution or 
density over that variable. The marginal PDF of X1 is computed by integrating the joint PDF of 
X1 and X2 over x2 

∞ 

p(x1) = p(x1, x2)dx2 (25) 
−∞ 

Note that if X2 were a discrete random variable, then we would sum over all the possible values 
of X2 rather than integrate. The marginal density of X2 is computing similarly by integrating (or 
summing) over x1. A similar form is used for the multidimensional case. For example, given 
a joint density over four variables p (x1, x2, x3, x4) if we wish to compute the marginal density 
p (x2, x4) we integrate the joint density over the remaining variables as: 

∞ ∞ 

p(x2, x4) = p(x1, x2, x3, x4)dx1dx3 
−∞ −∞ 

We can derive the formula above by recalling that the PDF of a random variable is defined as 
the derivative of the CDF which in turn defines the probability of a specific event over that vari
able. The equivalent definition for joint random variables (where we have reinstated subscripts for 
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clarity) is derived as


∂ 
pX1 (x1) = PX1 (x1)

∂x1


∂

= (Pr {X1 ≤ x1})

∂x1


∂

= (Pr {X1 ≤ x1 AND X2 equal to anything})

∂x1


∂

= 

∂x1 
(Pr {X1 ≤ x1 AND −∞ ≤ X2 ≤ ∞}) 

∂ x1 ∞ 

= pX1,X2 (u1, x2)dx2du1
∂x1� −∞ −∞
∞ 

= pX1,X2 (x1, x2)dx2 
−∞ 

By similar reasoning, one can derive the marginal density of a subset of variables of an N -
dimensional random vector. Again, for component of the random vector 

10.5.2 Conditional Densities 

In the case of two random variables we are interested in the resulting density when we condition 
one variable on another. This is especially useful for inference and estimation problems. For the 
two dimensional case this density has the form 

p (x1, x2) 
p (x1|x2) = (26) 

p (x2) 

= � 
p (x1, x2) (27)∞ 
p (x1, x2) dx1−∞ 

More generally in the multi-dimensional case the conditional density is the ratio of the joint density 
to the marginal density of the conditioning variables. For example, given a joint density over four 
variables p (x1, x2, x3, x4) if we wish to compute the conditional density p (x2, x4|x1, x3) we form 
the ratio of the joint density to the marginal of the conditioning variables as: 

p (x1, x2, x3, x4) 
p (x2, x4|x1, x3) = 

p (x1, x3) 
p (x1, x2, x3, x4) 

∞ ∞ 
p (x1, x2, x3, x4) dx2dx4−∞ −∞ 

From the two examples above we see that the joint can always be expressed as product of a condi
tional density and the marginal of the conditioning variables. 

p (x1, x2) = p (x1) p (x2|x1) (28) 
= p (x2) p (x1|x2) (29) 

p (x1, x2, x3, x4) = p (x1, x3) p (x2, x4|x1, x3) 
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10.5.3 Bayes’ Rule 

Examining the relationship between joint and conditional densities results in Bayes’ rule as applied 
to densities. Noting that 

p (x1) p (x2|x1) = p (x2) p (x1|x2) 

results in what is also known as Bayes’ rule 

p (x2|x1) = 
p (x2

p 
) p 
(x

(

1

x

) 
1|x2) (30) 

p (x1|x2) = 
p (x1

p 
) p 
(x

(

2

x

) 
2|x1) (31) 

10.5.4 Independent Random Variables 

Two random variables X1 and X2 are statistically independent if their joint density can be ex
pressed as a product of their marginal densities 

p(x1, x2) = p(x1)p(x2) 

More generally for the elements of a random vector are statistically independent if they can be 
expressed in the form 

N

p(x1, . . . , xN ) = p(xi) (32) 
i=1 

This is a stronger statement of statistical independence as it implies that the random variables are 
statistically independent over all events. 

10.5.5 Expectation 

Expectation over random vectors is defined in the same way as for the scalar case. That is 
∞ ∞ 

E {g (x1, , xN )} = g (x1, , xN ) p (x1, dxN (33)· · · · · · · · · · · · , xN ) dx1 · · · 
−∞ −∞ 

It is important to remember that unless otherwise specified, expectation is taken with regard to 
every random variable within the brackets. As in the scalar case, expectation over random vectors 
is linear in the following sense 

E {αf (x1) + βg (x2) + γh (x1, x2)} = αE {f (x1)} + βE {g (x2)} + γE {h (x1, x2)} (34) 

The derivation follows 
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� � 

� � 

∞ ∞ � 
E {αf (x1) + βg (x1) + γh (x1, x2)} = αf (x1) + βg (x1) 

−∞ −∞ � 
+γh (x1, x2) pX1X2 (x1, x2) dx1dx2 

∞ ∞ 

= αf (x1)pX1 (x1) pX2|X1 (x2|x1) dx2 dx1 + 
−∞ �−∞ �� � � � 1 
∞ ∞ 

βg (x2)pX2 (x2) pX1|X2 (x1|x2) dx1 dx2 + 
−∞ �−∞ �� � � � 1 
∞ ∞ 

γh (x1, x2) pX1X2 (x1, x2) dx1dx2 
−∞� −∞ �∞ ∞ 

= α f (x1)pX1 (x1) dx1 + β g (x2)pX2 (x2) dx2 + �−∞ � −∞
∞ ∞ 

γ h (x1, x2) pX1X2 (x1, x2) dx1dx2 
−∞ −∞ 

= αE {f (x1)} + βE {g (x1)} + γE {h (x1, x2)} 
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HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007 

Chapter 11 - RANDOM SIGNALS: BASIC PROPERTIES 

c©Bertrand Delgutte 1999 

Introduction 

In the preceding chapters, we have assumed that signals can be completely specified as either 
discrete or continuous functions of time. Such complete mathematical specifications are rarely, 
if ever, available for signals recorded from living systems. Far more commonly, signals are 
characterized by a set of properties or features. For example, we might know that the EKG 
consists of more-or-less regular peaks not exceeding 100 mv in amplitude, or that speech has 
most of its energy below 10 kHz. Because such characterizations are incomplete, there will in 
general exist a large class, or ensemble of signals that share these properties. 

When an ensemble of signals characterized by certain properties is processed by a dynamic 
system such as a linear filter, response signals will form another ensemble characterized by 
a new set of properties. Our task here and in Chapter 12 will be to determine properties 
of the ensemble of response signals from knowledge of properties of the input ensemble and 
system characteristics. Alternatively, we will design systems such that the output signals have 
certain desired properties, given a set of input properties. While these tasks cannot be solved 
in general, when the known input properties are long-term time averages, and the system has 
special properties (such being linear or memoryless), it will be possible to specify certain time 
averages of the response signals. 

Signals described in terms of averages are called random signals, random processes, or stochastic 
processes. The term “random” is used because the waveforms of such signals are typically irreg
ular and complicated. This term does not necessarily imply that such signals are unpredictable. 
More often than not, it means that, for a specific purpose, only an appropriate set of averages 
needs to be known for a class of signals. For example, it might be possible to completely spec
ify a speech signal if we knew the motions of the articulators for all times, and such detailed 
information would be of great value to speech scientists. On the other hand, for an engineer 
who is designing a telecommunication system, knowledge of the long-term average spectrum 
of speech might suffice. To give another example, the electrocardiogram might be predictable 
from the electrical potentials of every cardiac muscle fibers, but such knowledge would be too 
cumbersome for deciding whether a patient needs a pacemaker. Thus, it is perfectly appropriate 
to model the same signal as being random for one particular purpose, and as being deterministic 
(i.e. completely specified mathematically) for another purpose. In short, the applicability of 
random signal models is a matter of attitude, not an inherent property of signals. 

The study of random signals is part of probability theory. Probability is a branch of mathematics, 
and therefore starts from specific assumptions (axioms) to obtain results (theorems) by deduc
tion. In this chapter and in Chapter 12 we will assume that certain average properties of a class 
of signals are known, apply a known transformation to these signals, and deduce appropriate 
averages for the transformed signals. Specifically, this chapter introduces basic definitions and 
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� 

properties of random signals, while Chapter 12 treats the processing of random signals by linear 
systems. In Chapter 13, we will also consider how the infinite-time averages that are assumed to 
be known in probability theory can be estimated from finite data. The problems of estimating 
infinite averages from finite data, and of making reliable decisions on the basis of incomplete or 
noisy  data belong to the  subject  matter  of  statistics. 

11.1 Time averages 

11.1.1 Definition 

The time-average or mean of a discrete random signal x[n] is defined as: 

� 1 N 

< x[n] > = lim x[n] 	(11.1)
N→∞ 2N + 1  

n=−N 

This definition is meaningful only if the limiting operation in (11.1) is well defined. Therefore, 
when we use time-averages, we restrict our attention to the class of signals for which such a limit 
exists. This class will include for example periodic signals: For such signals, the time average 
is the DC Fourier coefficient X0. On the other hand, time averages are not defined for signals 
that grow monotonically with time (such as exponential signals), or finite-duration signals. In 
general, the notion of time average is most useful for signals that are stationary, i.e. signals 
whose characteristics do not change over long time intervals. This limitation is not as restrictive 
as it may appear because, in many instances, time-varying signals can be considered to be 
approximately stationary for certain time intervals. This is for example the case for speech 
signals because the motions of the articulators are slow relative to the time constants of the 
vocal-tract resonances. 

The time-average of a continuous-time signal x(t) is  

� 1 ∫ T 
< x(t) > = lim x(t) dt	 (11.2)

T →∞ 2T −T 

Because properties of time averages for continuous-time signals are similar to those for discrete-
time signals, we will only state results for the discrete-time case. 

11.1.2 Properties of time averages 

Two basic properties of time averages are used to derive time averages for combinations and 
transformations of signals: 

1.	 Stationarity: Time averages do not change if signals are delayed by any number n0 of 
samples: 

< x[n− n0] > = < x[n] > = µx	 (11.3) 
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The short-hand notation µx makes stationarity of the mean apparent. Stationarity is easy 
to prove for the practically-important case of bounded signals: 

1 n0+N 

< x[n− n0] > = lim x[n]  (11.4)
N→∞ 2N + 1  

n=n0−N


Assuming that n0 > 0, the sum in (11.4) can be decomposed into three terms:


n0+N N n0+N n0−N−1


x[n] =  x[n] +  x[n] − x[n] 
n=n0−N n=−N n=N+1 n=−N 

Dividing each term by 2N + 1 and taking the limit, the first term on the right tends to 
x[n], while the last two terms tend to zero because the sum over a finite number n0 of 
bounded terms is bounded. 

2. Linearity: The time average of a weighted sum of signals is the weighted sum of the 
averages: 

< ax[n] +  by[n] > = a < x[n] > + b < y[n] > (11.5) 

for a and b arbitrary constants. 

11.1.3 Averages of functions of a signal 

The notion of time-average can be generalized to functions of a signal (Fig. 11.1A): 

� 1 N 

< g(x[n]) > = lim g(x[n]) (11.6)
N→∞ 2N + 1  

n=−N 

For example, the mean power of a signal is the time average of its square (Fig. 11.1B): 

� 1 N 

Px = < x[n]2 > = lim x[n]2 (11.7)
N→∞ 2N + 1  

n=−N 

The mean AC power is the average of the square of the signal once the DC component (i.e. the 
mean) has been subtracted out (Fig. 11.1C): 

2 � 
σx = < (x[n] − µx)2 > (11.8) 

The average AC power is also called the variance, and its square root σx is the standard deviation. 
The total power is the sum of the AC power and the DC power: 

Px = σx 
2 + µx 

2 (11.9) 

This can be verified by applying the linearity property to the definition of the AC power: 

σx 
2 = < (x[n]−µx)2 > = < x[n]2−2µxx[n]+µ 2 

x > = < x[n]2 > −2µx < x[n] > + < µ2 
x > = Px−µ 2 

x 

In this derivation, we have assumed that < µx > = µx because the mean of a constant signal 
is that constant. 
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11.1.4 Time averages and probabilities 

Time averages are closely related to the notion of probability. Intuitively, the probability of 
an event is the limit of the frequency of occurrence of that event when the number of trials 
becomes large. To see the relation between probabilities and time averages, consider the average 
of u(x[n]), where u(x) is the unit step function (Fig. 11.2): 

1 N 

< u(x[n]) > = lim u(x[n])
N→∞ 2N + 1  

n=−N 

The function u(x[n]) is always equal to either 1 when x[n] ≥ 0 or 0 otherwise. Therefore 
the sum in the above equation is the number of samples over the interval [−N, N ] for  which  
x[n] ≥ 0: 

number of samples in [−N,N ] for  which  x[n] ≥ 0 
u(x[n]) = lim 

N→∞ total number of samples in [−N, N ] 
This formula means that < u(x[n]) > is the limit for large N of the frequency of occurrence 
of non-negative samples, i.e. the probability that x[n] is non-negative, P (x[n] ≥ 0). More 
generally, given an arbitrary “threshold” X0, the probability that x[n] is greater than or equal 
to X0 is given by the time average: 

P (x[n] ≥ X0) =  < u(x[n] −X0) > (11.10) 

This computation is shown in Fig. 11.1D. The probability that x[n] is between the two thresholds 
X1 and X2 is: 

P (X1 ≤ x[n] ≤ X2) =  < ΠX1,X2 (x[n]) > 

where { 

ΠX1,X2 (X) 
� 1 if X1 ≤ X ≤ X2= 

0 otherwise 

Thus, for our purposes, probabilities are special time averages. 

11.1.5 Chebyshev’s inequality 

Variances and probabilities are related by an important inequality due to Chebyshev. This 
inequality provides an upper bound on the probability that a signal x[n] deviates from its mean 
by more than an arbitrary amount ε: 

P (|x[n] − µx| ≥ ε) ≤ 
σ2 

x 

ε2 (11.11) 

To prove this inequality, we consider the signal: 

y[n] = (x[n] − µx)2 

From the definition of the variance (11.8), we see that y[n] =  < σx 
2 >. For any threshold ε2 , 

y[n] is always greater than the rectangular signal that is equal to the threshold ε2 when y[n] is  
above threshold, and to zero otherwise (Fig. 11.3): 

ε u y n − ε ≤ y n

 

2 ( [ ] 2) [ ] 
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Replacing y[n] by its definition in terms of x[n], and taking time averages, we obtain


ε2 P (x[n] − µx)2 ≥ ε2 ≤ σx 
2 

Dividing by ε2, and noting that P ((x[n] − µx)2 ≤ ε2) =  P (|x[n] − µx| ≤ ε), we obtain 
(11.11), completing the proof of Chebyshev’s inequality. 

It is remarkable that Chebyshev’s inequality holds for arbitrary random signals. However, 
for specific classes of signals, tighter bounds can often be obtained. For example, according 
to Chebyshev’s inequality, the probability that a signal deviates from its mean by more than 2 
standard deviations is less than 25%. For Gaussian signals (see Sec. 11.4.3), this probability is ac
tually less than 5%. Rather than being a practical bound, Chebyshev’s inequality is theoretically 
important, because it justifies the common mathematical practice of least squares estimation. In 
many applications, a desired signal y[n] must be approximated by a signal ŷ[n]. Least-squares 

estimation consists in minimizing the variance of the error signal e[n] = y[n] − ŷ[n]. Minimiz
ing the variance makes sense because, according to Chebyshev’s inequality, the error signal is 
unlikely to be large if its variance is small. Examples of least-squares estimation are presented 
in Chapters 12 and 13. 

11.2 Autocorrelation functions 

Averages of functions of random signals that were considered in the previous section (such as 
means, variances, and simple probabilities) depend only on the present value of the input signal, 
and are therefore called memoryless. For digital filters, on the other hand, outputs generally 
depend on past values of the input as well as on its present value (the only exception is a 
pure gain). Thus, in order to process random signals by digital filters, we need to define time 
averages that characterize how rapidly signals vary with time. Specifically, if a signal reaches a 
certain value X at time n, it is likely to remain in the vicinity of X for times shortly following 
n. In other words, signal samples separated by short intervals are not, in general, independent 
from one another. Therefore we need to know time averages characterizing these dependencies 
(or correlations) between samples taken at different times. The most important of these time 
averages is the autocorrelation function. 

11.2.1 Filtering a random signal 

To demonstrate how autocorrelation functions arise, consider the simple, first-order FIR filter 
whose output y[n] is defined as a function of the input x[n] by the difference equation: 

1 
y[n] =  (x[n] +  x[n− 1]) (11.12)

2 

Knowing the mean of the input signal suffices to compute the mean of the output signal: 

1 1 
µy = < (x[n] +  x[n− 1]) > = (< x[n] > + < x[n− 1] >) =  µx2 2
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However, the output power cannot be computed from the input power alone: 

� 1 1 
Py = < (x[n] +  x[n− 1])2 > = < x[n]2 > + < x[n− 1]2 > + 2  < x[n] x[n− 1] >

4 4 

Using the time-invariance property of averages, this becomes: 

1 
Py = (Px+ < x[n] x[n− 1] >)  (11.13)

2

Thus, we must know not only the input power Px, but also the time average < x[n]x[n− 1] > 
in order to compute Py. More generally, if the input signal is to be processed by an N th-order 
FIR filter: 

N 

y[n] =  bk x[n− k] 
k=0 

then time averages of the form < x[n]x[n− k] > must be known for all 0 ≤ k ≤ N in order to 
compute the output power. 

11.2.2 Definition of autocorrelation and aurocovariance functions 

The above arguments lead us to define the autocorrelation function of a discrete random signal 
x[n] as the time average 

Rx[k] = < x[n] x[n− k] > (11.14) 

By the time-invariance property of time averages, the autocorrelation function does not depend 
on absolute time n, only on the time separation, or lag k. Intuitively, the autocorrelation 
function measures the resemblance between successive samples of a signal. If the signal varies 
slowly, samples at time n and time n− 1 will be nearly always of the same sign, and the mean of 
their product Rx[1] will be large. Conversely, if a zero-mean signal varies rapidly, even samples 
separated by short intervals will be equally likely to be of the same sign or of opposite signs, so 
that the autocorrelation function will approach zero. Fig. 11.1E shows a signal flow diagram for 
computing the autocorrelation function for one particular lag k. 

A time average closely related to the autocorrelation function is the autocovariance function 
Cx[k], which is the autocorrelation function of the signal minus its mean: 

Cx = < (x[n] − µx)(x[n − k] − µx) > = Rx[k] − µ 2 (11.15)[k] � 
x 

Being an autocorrelation function, the autocovariance function has the same properties as au
tocorrelation functions. 

11.2.3 Properties of autocorrelation and autocovariance functions 

1. Autocorrelation functions are even functions of lag: 

Rx[−k] =  < x[n]x[n+ k] > = < x[n− k]x[n] > = Rx[k]  (11.16) 
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2.	 The autocorrelation function evaluated at the origin is the mean power, and the autoco
variance function is the variance: 

Rx[0] = < x[n]2 > = Px	 (11.17a) 

Cx[0] = < (x[n] − µx)2 > = σx 
2	 (11.17b) 

3. Autocorrelation functions are always maximum at the origin: 

|Rx[k]| ≤  Rx[0] −∞  < k  < ∞ (11.18) 

This property is a special case of the Cauchy-Schwarz inequality, which states that, for 
arbitrary random signals x[n] and  y[n], one has: 

< x[n] y[n] >2 ≤ < x[n]2 > < y[n]2 > (11.19) 

To show this, consider the following time average: 

< (ax[n] +  y[n])2 > = a 2 < x[n]2 > + 2a < x[n] y[n] > + < y[n]2 > (11.20) 

where a is a parameter. This quadratic function of a must always be positive because it is 
the time average of a positive function. Therefore, its discriminant D must be nonpositive: 

D = < x[n] y[n] >2 − < x[n]2 > < y[n]2 > ≤ 0  (11.21) 

Rearranging terms yields (11.19). Eq. (11.18) is obtained by letting y[n] =  x[n − k] in  
(11.19). 

4. For large lags, the autocovariance function of a signal having no periodic component ap
proaches zero: 

lim Cx[k] = 0  (11.22a) 
|k|→∞ 

In other words, samples of a random signal separated by large lags are uncorrelated. This 
fits with the intuitive notion that random signals must have irregular, unpredictable wave
forms. From (11.18) and (11.15), it follows that the limit of the autocorrelation function 
for large lags is the square of the mean: 

lim Rx[k] =  µx 
2	 (11.22b) 

|k|→∞ 

5.	 A random signal w[n] is  said to  be  white if its autocovariance function is an impulse at 
lag 0: 

σ2 if k = 0  
C	 [k] =  σ2 δ[k] =  w (11.23a)w w 0 otherwise 

From (11.15), if a white signal is in addition zero-mean, its autocorrelation function is an 
impulse at the origin. In general, the autocorrelation function of a white signal is the sum 
of an impulse and a constant: 

2 2Rw[k] =  σw δ[k] +  µw	 (11.23b) 

The term “white” comes from the fact that such signals have energy at all frequencies, 
just as white light contains all visible wavelengths. White noise plays a fundamental role 
in random-signal theory because random signals with arbitrary frequency spectra can be 
generated by passing white noise through appropriate linear filters. Many physical and 
biological signals can be modeled as white noise. Examples include the thermal noise 
across a resistor, or the acoustic signal produced by uttering the sound “FF”. The signal 
produced by an ideal random noise generator is white noise. 
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11.2.4 Autocorrelation examples 

1. The autocorrelation function of a sine wave is a cosine at the same frequency.	 Specifically, 
let s[n] be a sinusoidal signal with frequency f : 

s[n] =  A sin(2πfn + φ) 	(11.24) 

Its autocorrelation function is 

Rs[k] =  < A2 sin (2πfn + φ) sin  (2πf [n + k] +  φ) > 

Making use of a trigonometric identity and the linearity of time averages, this becomes 

A2 

Rs[k] =  (< cos 2πfk > − < cos(2πf [2n + k] + 2φ) >)
2 

The first term depends only on lag k, not on time n, and its mean is therefore constant. 
The second term is sinusoidal function of n, which has zero mean. Therefore, 

A2 

Rs[k] =  cos 2πfk (11.25)
2 

Note that the autocorrelation function does not depend on phase φ, and  that  Rx[0] is the 
mean power A2/2, as expected. The autocorrelation function of a sine wave is shown in 
Fig. 11.4A. 

2.	 The autocorrrelation function of a periodic signal with period N is also periodic with 
period N : 

if x[n+ N ] =  x[n], then Rx[k + N ] =  < x[n]x[n+ k + N ] > = < x[n]x[n+ k] > = Rx[k] 
(11.26) 

Fig. 11.4B show the waveforms and autocorrelation functions of two periodic signals, a sine 
wave and a 3-component signal. In Sec. 11.3.4, we apply this property to the detection of 
periodic signals in noise. 

3. To illustrate the use of autocorrelation functions, we continue the example of a random 
signal processed by the simple FIR filter (11.12). From (11.13) and (11.14), the mean 
power of the output signal is 

1 
Py = (Rx[0] + Rx[1])2 

Two extreme cases can be considered: 

1. If the input is white and zero-mean, then Rx[1] = 0, so that the output power is half 
the input power. This shows that a smoothing filter such as (11.12) is useful in reducing 
interference by zero-mean, white noise. 

2. If consecutive samples of the input are strongly correlated (i.e., if Rx[1] ≈ Rx[0]), then 
the output power is nearly equal to the input power, and the filter will not be effective in 
reducing noise. 

Note however, that, in the case of white noise, passing the signal through the filter a second 
time results in a smaller reduction in noise power than the factor of 2 achieved in the first 
pass. This is because the filter introduces correlation between successive samples, that is, 
Ry[1] = 0, as shown in Fig. 11.4C. 

 

�
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4. For a slightly more elaborate example, consider the signal y[n] obtained by passing zero
2mean, white noise with variance σw through a first-order, recursive digital filter: 

y[n] =  a y[n− 1] + w[n]  (11.27) 

The autocorrelation function Ry[k] can be evaluated by inspection in this simple case. 
More general techniques will be given in Chapter 12. The basic idea is to first evaluate 
Ry[0], then obtain Ry[k] by induction on k. To  evaluate  Ry[0], we start from the difference 
equation (11.27): 

Ry[0] = < y2[n] > = < (ay[n− 1] + w[n])2 > 

Making use of linearity, this becomes 

Ry[0] = a 2 < y2[n− 1] > + < w2[n] > + 2a < w[n]y[n − 1] > 

Further making use of stationarity, we get 

2R 2Ry[0] = a y[0] + σw + 2a < w[n]y[n− 1] > 

The last term in the sum is zero because y[n− 1] depends only on the past values, 
w[n− 1], w[n− 2], w[n− 3], . . ., but not on the present value w[n]. Since, w[n]w[n− i] = 0  
for i � [n]y[n− 1] is also zero. Therefore, rearranging terms, = 0 (zero-mean white noise), w

we obtain:


σ2 

Ry[0] = w (11.28)
1 − a2 

Ry[k] can now be derived from Ry[0] by induction on k. Again, we start from the difference 
equation, which is multiplied by y[n− k], then time-averaged: 

Ry[k] =  < y[n]y[n− k] > = < ay[n− 1]y[n− k] +  w[n]y[n− k] > 

Making use of linearity and stationarity, we obtain 

Ry[k] =  a < y[n− 1]y[n − k] > + < w[n]y[n − k] > = aRy[k − 1] + < w[n] y[n− k] > 

If k > 0, the quantity < w[n]y[n − k] > is zero for the same reason as < w[n]y[n − 1] > 
above. Therefore, Ry[k] =  aRy[k − 1] for k > 0 and, by induction on k, 

σ2 

Ry[k] =  a|k|Ry[0] = a|k| w (11.29)
1 − a2 

The autocorrelation function Ry[k] is shown in Fig. 11.4D for several values of a > 0. The 
larger a, the more correlated (the less white) y[n] becomes. 

11.3 Crosscorrelation functions 

11.3.1 Filtering a sum of random signals 

In many applications, one is not dealing with a single random signal, but with combinations of 
signals. For example, the signal x[n] recorded from the chest of a human subject can be modeled 
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xy
σxσy 

From (11.37), the correlation coefficient is bounded between -1 and 1. 

 

as the sum of the electrocardiogram s[n] and a noise (disturbance) d[n] reflecting the activity of 
other muscles as well as noise generated by the amplifier: 

x[n] =  s[n] +  d[n]  (11.30) 

We process this signal through a digital filter in the hope of improving the signal-to-noise ratio. 
In order to express the signal-to-noise ratio in the filter output, we will need to know the 
autocorrelation function of x[n]: 

Rx[k] =  < x[n]x[n+ k] > = < (s[n] +  d[n]) (s[n+ k] +  d[n+ k]) > (11.31) 

Making use of (11.14), this becomes: 

Rx[k] =  Rs[k] +  Rd[k] +  < s[n] d[n+ k] > + < d[n] s[n+ k] > (11.32) 

This relation can be concisely written by defining the crosscorrelation function of two random 
signals x[n] and  y[n]: 

[k] � 
Rxy = < x[n] y[n+ k] > = < x[n− k]y[n] > (11.33) 

Just as the autocorrelation function is a measure of the dependence between successive samples 
of a single signal, the crosscorrelation function Rxy[k] measures the resemblance between the 
signal x[n] and a delayed version of y[n]. Often, a large correlation between two signals indicates 
that they have a common source. For example, the input and the output of a filter, or the outputs 
of two filters that have the same input are in general correlated. Making use of the definition of 
the crosscorrelation function, Equation (11.32) becomes: 

Rx[k] =  Rs[k] +  Rd[k] +  Rsd[k] +  Rds[k]  (11.34) 

A close relative of the crosscorrelation function is the crosscovariance function, which is the 
crosscorrelation function of the centered signals x[n] − µx and y[n] − µy: 

Cxy[k] 
� 

< (x[n] − µx)(y[n + k] − µy) > = Rxy[k] − µxµy (11.35)= 

11.3.2 Properties of crosscorrelation and crosscovariance functions 

1. Unlike autocorrelation functions, crosscorrelation functions are not even. In fact, 

Rxy[−k] =  < x[n]y[n− k] > = < x[n+ k]y[n] > = Ryx[k]  (11.36) 

2. From Schwarz’ inequality (11.19), it is clear that crosscorrelation functions obey the fol
lowing inequality: 

|Rxy[k]|2 ≤ Rx[0]Ry[0] (11.37) 

The correlation coefficient ρxy[k] is the crosscovariance function normalized by the product 
of the standard deviations: 

ρ = 
Cxy[k] (11.38)[k] 

� 
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 R
∑ A2

x[k] =  i cos 2πik/N (11.42)
2 

i=0 

Specializing this relation for k = 0 gives Parseval’s theorem for discrete Fourier series. 

∑ 

3. Two signals are said to be uncorrelated if their crosscovariance function is zero for all k. 
Often, this indicates that the signals are generated by independent processes. For exam
ple, the electrocardiogram is uncorrelated with 60-Hz noise, or with the EMG potentials 
produced by other muscles. On the other hand, the heart rate signal is correlated with 
breathing rate because, through the autonomic nervous system, breathing influences heart 
rate. From (11.35), if two signals are uncorrelated, and at least one of them is zero-mean, 
then their crosscorrelation function is zero for all lags. 

11.3.3 Crosscorrelation examples 

1. If x[n] and  y[n] are two sine waves with different frequencies, they are uncorrelated. On 
the other hand, the crosscorrelation of two sine waves having the same frequency is a sine 
wave at the same frequency. Specifically, let 

x[n] =  Ax sin (2πfxn + φx)  (11.39a) 

and 
y[n] =  Ay sin (2πfyn + φy)  (11.39b) 

The crosscorrelation function is 

Rxy[k] =  < x[n] y[n + k] > = AxAy < sin(2πfxn + φx) sin(2πfy[n + k] +  φy) > 

Applying a trigonometric identity, this expression can be decomposed into a difference of 
fy =two sine waves with frequencies fx − and fx + fy, respectively. If fx � fy, both  of  

these terms are sinusoidal functions of n, so that their means are both zero, and Rxy[k] is  
also zero. If, on the other hand, fx = fy = f , the first term is a function of k, not  n, 
so that 

Rxy[k] =  
Ax Ay cos (2πfk + φy − φx)  (11.40)
2 

Note that, unlike the autocorrelation function, the crosscorrelation function depends on 
the relative phase φy − φx. We show below that this result has applications to the 
detection of sinusoidal signals in noise. 

2. Let x[n] be a periodic signal expressed as a discrete Fourier series: 

∞ 

x[n] =  Ai sin(2πin/N + φi)  (11.41) 
i=0 

From the previous example, all the frequency components are uncorrelated with each other. 
Therefore, the autocorrelation function Rx[k] is the sum of the autocorrelation functions 
of all the sinusoidal components. From (11.25), the autocorrelation of a sine wave is a 
cosine. Thererfore ∞   
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3. If	 y[n] is obtained by delaying x[n] by  n0 samples (i.e. y[n] =  x[n − n0]), then the 
crosscorrelation function of the two signals is maximum for k = n0: 

Rxy[k] =  < x[n]y[n+ k] > = < x[n]x[n+ k − n0] > = Rx[k − n0]  (11.43) 

From (11.18), Rx[k − n0] is  maximum  for  k = n0. This result has applications in radar 
and sonar engineering, where the delay between the emission and the echo is the measure 
of the distance to the target. Bats excel at determining the distance of a target (e.g. a fly) 
by crosscorrelating their own vocalization with the received echo. In order to determine the 
location of sound sources in space, the brain performs a kind of crosscorrelation operation 
on the neural outputs of the two ears, thereby estimating the interaural time difference. 

4. We now return to the problem of filtering the electrocardiogram signal x[n] =  s[n] +  d[n]. 
If the signal s[n] and  the noise  d[n] are uncorrelated, then (11.34) becomes: 

Rx[k] =  Rs[k] +  Rd[k] 	(11.44) 

Suppose now that this signal is processed by the first-order FIR filter defined by (11.12). 
The mean power in the output signal is: 

1	 1 1 
Py = (Rx[0] + Rx[1]) = (Rs[0] + Rs[1]) + (Rd[0] + Rd[1]) (11.45)

2	 2 2 
This is the sum of a term due to the signal and a term due to the noise. If we further 
assume that s[n] varies slowly, then Rs[1] ≈ Rs[0]. On the other hand, in many cases the 
noise will be almost white, so that Rd[1] ≈ 0. If these two assumptions are verified, the 
output power becomes: 

1 
Py ≈ Ps + Pd	 (11.46)

2 
Thus, before filtering, the signal-to-noise ratio is P

P
d

s , while after filtering, it becomes 2 P
P

d

s . 
In other words, for this particular (and extreme) set of assumptions, filtering results in a 
3-dB improvement in signal-to-noise ratio. In contrast, if the signal and the noise were 
strongly correlated, it would be difficult to improve the signal-to-noise ratio by filtering 
because any filter would have similar effects on the signal and the noise. Chapter 12 
introduces general techniques for designing filters that do the best job of separating signal 
from noise. 

5. Consider two uncorrelated signals u[n] and  v[n]. We form two new signals x[n] and  y[n] 
from the sum and difference of u[n] and  v[n], respectively: 

x[n] =  u[n] +  v[n], and y[n] =  u[n] − v[n] 

Then, the crosscorrelation function of the two new signals is: 

Rxy[k] =  < x[n]y[n+ k] > = < (u[n] +  v[n])(u[n + k] − v[n + k]) > 

Making use of linearity, this becomes 

Rxy[k] =  < u[n]u[n+k] > + < v[n]u[n+k] > − < u[n]v[n+k] > − < v[n] v[n+k] > 

Rxy[k] = R u[k] +  Rvu[k] − Ruv[k] − Rv[k]


Since Ruv[k] = 0, this simplifies to:


Rxy[k] = R u[k] − Rv[k] 

Thus, x[n] and  y[n] are correlated because they both depend on u[n] and v [n]. 
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� 

11.3.4 Detection of a sine wave in noise 

Let s[n] =  A cos (2πfn + φ) be a sinusoidal signal buried in additive, zero-mean noise d[n]. 
Further assume that the signal and the noise are uncorrelated. We will show that the signal 
can be recovered exactly by forming the crosscorrelation function between the noisy signal and 

the unit cosine wave c[n] = cos  2πfn with the same frequency as s[n]. The crosscorrelation 
function is: 

Rcx[k] =  < c[n](s[n + k] +  d[n + k]) > = Rcs[k] +  Rcd[k]  (11.47) 

The second term is zero because c[n] and  d[n] are uncorrelated. (Otherwise, s[n] and  d[n] would  
also be correlated, which is against our assumption.) Therefore 

Rcx[k] =  Rcs[k] =  A/2 cos  (2πfk + φ)  (11.48) 

which is equal to s[k] within a factor of 2. Although, in principle, the signal can be recovered 
exactly, in practice, it is only possible to average over a finite time, so that some noise will always 
remain even after crosscorrelating. Figure 11.5A shows the waveform of a sinusoidal signal buried 
in noise, while Fig. 11.5B shows an estimate of the crosscorrelation Rcx[k] based on a large 
number of signal samples. Clearly, the sine wave is much more visible in the crosscorrelation 
function than in the original signal. 

A major difficulty with this method is that, in many cases, the period of the signal is not known 
in advance. In such cases, a second method based on the autocorrelation function can be applied 
for detecting periodicities in a noisy signal. Specifically, suppose that the signal x[n] is  the  sum  
of a periodic component s[n] and a zero-mean disturbance d[n] which is uncorrelated with s[n]. 
The autocorrelation function is: 

Rx[k] =  Rs[k] +  Rd[k] +  Rsd[k] +  Rds[k]  (11.50) 

The last two terms are zero because the signal and the noise are uncorrelated. The autocor
relation function of the disturbance signal Rd[k] tends to fall off with increasing lag so that, 
if |k| is greater than a certain value k0, Rd[k] ≈ 0. In that range of lags, Rx[k] ≈ Rs[k], 
which is a periodic function of lag. Therefore, it will be easier to detect periodicities from the 
autocorrelation function Rx[k] than from the original signal x[n]. Once periods are identified, 
the first method based on crosscorrelation can be used to recover each periodic component of the 
signal. Figure 11.5D shows an estimate of the autocorrelation function of the noisy sinusoidal 
signal shown on top. Note that information about the phase of the sine wave is lost. This is not 
true for the crosscorrelation method of Fig. 11.5B. 

11.4 Probability density functions 

11.4.1 Definition 

While autocorrelation functions play a key role in describing the responses of linear filters to 
random signals, these functions are less useful for nonlinear systems. For example, knowing the 
autocorrelation function of the input x[n] does not, in general, allow us to compute the power 
at the output of the simple nonlinear system y[n] =  x[n]2 . In the special case of memoryless 
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systems, however, there is a family of time averages which plays a role similar to that of the 
autocorrelation function for linear systems, in that it can be used to compute the means and 
mean powers of the output signals: This is the (first-order) probability density function (p.d.f). 
We have seen in Sec. 11.1 that the probability that the signal x[n] is between X and X + ∆X 
is the time average of a rectangular function of width ∆X: 

P (X ≤ x[n] < X  + ∆X) =  < Π∆X (x[n] − X) > (11.51a) 

where	 { 

) 
� 1 if 0 ≤ x < ∆X

Π∆X (x =	 (11.51b)
0 otherwise 

The probability density function fx(X) is obtained by dividing this probability by the interval 
width ∆X, then taking the limit when ∆X approaches 0: 

� 1	 1 
fx(X) = lim P (X ≤ x[n] < X  + ∆X) = lim < Π∆X (x[n] − X) > 

∆X→0 ∆X	 ∆X→0 ∆X 
(11.52) 

The rectangular function ∆
1 
X Π∆X (x) that is being averaged has area 1 for all values of ∆X. 

Therefore, in the limit when ∆X tends to zero, this function tends to a unit impulse δ(X). This 
means that the probability density function can formally be written as the time-average of a δ 
function: 

fx(X) =  < δ(x[n] − X) >	 (11.53) 

The probability density function fx(X) is the probability that the signal amplitude x[n] lies 
in a very narrow interval centered at x[n] =  X, divided by the width of this interval. The 
lower-case x in fx(X) refers to the random signal x[n] that is being averaged, while the upper 
case X refers to the center of the interval for which the probability is computed. Thus, there 
is no relation between the two X’s, and, for example, fy(X) ∆X would refer to the probability 
that the signal y[n] lies in an interval of width ∆X centered at X. Figure 11.6 illustrates in a 
concrete way how the p.d.f. can be considered as the limit of a time average. 

11.4.2 Properties of probability density functions 

1. Because the p.d.f. is the time-average of a non-negative function of x[n], it must also be 
non-negative: 

fx(X) ≥ 0 for all X (11.54) 

2. From the definition of the p.d.f.	 (11.52), it is clear that the probability that x[n] lies in 
the interval [X1, X2] is obtained by integrating the p.d.f. over this interval: 

∫ X2 

P (X1 ≤ x[n] ≤ X2) =  fx(X) dX	 (11.55) 
X1 

3.	 Specializing (11.55) to the case when either edge of the interval is infinite gives: 
∫ X 

P (x[n] ≤ X) =  fx(V ) dV	 (11.56a) 
−∞ 

 ∞ 
P (x[n] ≥ X) =

∫
 fx(V ) dV	 (11.56b) 

X 
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4. Further specializing (11.56b) to the interval [−∞, 
 

∞] gives  ∫ ∞ 
fx(X) dX = 1 	 (11.57) 

−∞ 

because the probability that x[n] lies between −∞ and ∞ is always 1. This relation justifies 
the term probability density function. 

11.4.3 Examples of probability density functions 

1. The uniform p.d.f. over the interval [a, b] (Fig. 11.7a): 
   

{ 1 if 
(

� a ≤ X 
f

≤ b 
x X) = b − a	 (11.58)

0 otherwise 
Most random number generators produce signals with a uniform p.d.f. between 0 and 1. 

2. The binomial p.d.f. is a weighted sum of two impulses at X = 0 a nd X  = 1:  

fx(X) = (
� 1  − p) δ(X) + p δ (X − 1)	 (11.59) 

Binomial random signals can be generated by repeated flipping a coin, and, on the nth 
drawing, setting x[n] to either 0 or 1 when “tail” or “head” is drawn, respectively. Then, 
the parameter p is the probability of “head”, and (1 − p) the probability of “tail”. It can 
be verified that the mean of a binomial signal is p and the variance p (1 − p). Binomial 
random signals can be used to model the discharge patterns of auditory neurons in response 
to acoustic stimuli. In this case, p represents the probability that a spike discharge occurs 
over a short time interval. 

3. The exponential p.d.f. (Fig. 11.7b): 

fx(X) =
� 

 λ e−λX u(X) .60) 

Both the mean and the variance of an exponentially-distributed random signal are equal 
to the parameter λ. The exponential p.d.f. is an approximate characterization of the 
interspike interval distribution for auditory-nerve fibers. 

4. By far	 the most important of all probability density functions is the Gaussian p.d.f 
(Fig. 11.7c): 

1 2 

( ) = − (X − µ)

fx X  √ e  2 2 σ (11.61)
2πσ 

It can be verified that the parameters µ and σ are respectively the mean and standard 
deviation of the signal. Gaussian random signals are often good models for physical or 
biological signals because, according to the central limit theorem if many different signals 
with arbitrary p.d.f.’s are added together, then the p.d.f. of their sum approaches a 
Gaussian p.d.f. This situation is applicable, for example, to the evoked potential, which is 
a sum of potentials produced by many millions of neurons. 

5. The chi-squared p.d.f. (Fig. 11.7d): 

( ) =
� 1 

f Y/2σ
y Y  √ e− u(Y ) .62)

2πY σ 

If x[n] is a zero-mean Gaussian signal with variance σ2, then y [n] =  x[  n]2 has a chi-squared 
p.d.f. with parameter σ. 

	(11

	(11
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∑ 

11.4.4 Deriving time averages from probability density functions 

While we have defined probability density functions as time-averages of functions of a signal, it 
is also possible to derive the mean from the p.d.f: ∫ ∞ 

< x[n] > = Xfx(X)dX (11.63) 
−∞ 

In this context, the term expected value, which is often defined by (11.63), is just another name 
for the mean of a random signal. 

A formal proof of (11.63) can easily be given using δ functions. The first step is to write x[n] 
as a superposition of δ functions, much as we did to derive the convolution formula for linear 
filters: ∫ ∞ 

x[n] =  X δ(x[n] − X) dX (11.64) 
−∞ 

Taking the time average, and noting that, because integrals are linear operations, they commute 
with time averages, we obtain ∫ ∞ 

< x[n] > = X < δ(x[n] − X) > dX  (11.65) 
−∞ 

Remembering from (11.53) that < δ(x[n] − X) > = fx(X) completes the proof of (11.63). 

We will now sketch a more intuitive proof for (11.63). For this purpose, we return to the 
definition of the time average: 

1 N 

< x[n] > = lim x[n]  (11.1)
N→∞ 2N + 1  

n=−N 

The result of summing over 2N + 1 terms does not depend on the order in which the terms 
are summed, and, in particular, we can sum over increasing values of the amplitude x[n] rather  
than over increasing values of time n. Specifically, we divide the range of signal amplitudes into 
small adjacent intervals of width ∆X centered at Xi = i ∆X 

 
N  ∞   ∑

x[n] =  
n= N i=


−

∑
] x[n  (11.66) 

−∞ Xi−∆X/2 <x

∑
[n] ≤ Xi+∆X/2 




Assuming that ∆X is small enough that all values of x[n] within the interval [Xi − ∆X/2, Xi + 
∆X/2] can be approximated by the center of the interval Xi, this sum can be approximated by: 

N  ∞  ∑
x[n] ≈ 

∑
Xi ( Number of samples in [−N,N ] for w hich X i − ∆X/2 < x[n] ≤ Xi +∆X/2 )  

n=−N i=−∞ 

(11.67) 
Dividing this expression by 2N + 1, and taking the limit for large N , we obtain: 

∞  
< x[n] > ≈ 

∑
Xi P (Xi − ∆X/2 < x[n] ≤ Xi +∆X/2) (11.68) 

i=−∞ 
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When ∆X becomes very small, the probability that x[n] lies in the interval of width ∆X centered 
at Xi approaches fx(Xi) ∆X: 

∞  
< x[n] > ≈ 

∑
Xi fx(Xi) ∆X (11.69) 

i=−∞ 

In the limit, the sum over i approaches an integral over Xi, and we obtain (11.63). 

11.5 Memoryless transformations of random signals 

11.5.1 P.d.f for a memoryless transformation of a random signal 

A major application of probability density functions is that, if the p.d.f. of a signal x[n] is  
known, then we can compute the p.d.f. for the signal obtained by processing x[n] through an 
arbitrary memoryless function g(X). Specifically, let y[n] =  g(x[n]), and assume for simplicity 
that g(X) is a monotonic function of X. The probability that x[n] lies in the small interval 
[X, X + dX] is equal to the probability that y[n] lies in the interval [g(X), g(X + dX)]. 
Defining Y = g(X), this gives: 

fx(X) dX = fy(Y ) |dY | = fy(Y ) |g(X + dX) − g(X)| (11.70) 

Introducing the derivative g′(X), this becomes: 

fx(X) dX = fy(Y ) |g ′(X)| dX (11.71) 

Rearranging terms gives the final result: 

f (X) 
fy(Y ) =  x (11.72)|g′(X)| 

In the general case when g(X) is not a monotonic function of X, there is no longer a one-to-one 
correspondence between X and Y . The p.d.f. fy(Y ) is then equal to a sum of terms as in (11.72) 
for all the points Xi such that g(Xi) =  Y . 

11.5.2 Examples of memoryless transformations 

1. Linear transformation. If y[n] =  a x[n] +  b, (11.72) gives: 
  

1 Y − b 
fy(Y ) =  f|a|  (11.73)

 x

(
a 

)

2. Logarithmic transformation. Assume that x[n] has a uniform p.d.f. between 0 and 1, and 
that 

y[n] =  − log(x[n])/λ. (11.74) 

Two cases need to be considered: If Y < 0, there is no X between 0 and 1 such that 
Y = − log(X), so that fy(Y ) =  0. I f Y  ≥ 0, there is always a unique X between 0 
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p.d.f. is uniform:  {
1/Q if − Q/2 < X   Q/2 

fq(X) =  
≤

(11.80)
0 otherwise 

Applying (11.79) to the function g(X) = X 2 in order to obtain the mean power: 

  ∞ 1 Q/2 Q2 

Pq =
� 

 [    < q n]2 > = 
∫

X2 f (X  dX = 
∫

X2
q ) dX = (11.81) 

−∞ Q −Q/2 12 




and 1 such that Y = − log(X)/λ. One then has X = e−λY , and  |g′(X)| = 1/λX. 
Furthermore, because x[n] is uniform between 0 and 1, fx(X) = 1. Thus, from (11.44), 

fy(Y ) =  fx(X)/|g ′(X)| = λ X  = λ e−λY (11.75) 

Combining the two cases when Y < 0 and  Y ≥ 0, we conclude that y[n] has an 
exponential p.d.f with parameter λ: 

fy(Y ) =  λ e−λY u(Y )  (11.76) 

This example illustrates how a uniform p.d.f can be changed into an exponential p.d.f. by 
an appropriate memoryless transformation. Such techniques can be used for generating 
signals with any desired p.d.f. using a random number generator that produces a signal 
with a uniform p.d.f. 

11.5.3 Mean of a function of a random signal 

Taken together, (11.63) and (11.72) make it possible to compute the mean of an arbitrary 
memoryless transformation of a random signal. Specifically, let y[n] =  g(x[n]). From (11.72), 
we have: ∫ ∞ 

< g(x[n]) > = < y[n] > = Y fy(Y )dY (11.77) 
−∞ 

Using (11.63), we can express fy(Y ) dY as a function of fx(X), where X = g−1(Y ), so that 
|dX| = dY/|g′(X)|: 

fy(Y ) dY = fx(X)/|g ′(X)| dY = fx(X) |dX| (11.78) 

Replacing fy(Y ) dY by its value gives the desired result: 
∫ ∞ 

< g(x[n]) > = g(X) fx(X) dX (11.79) 
−∞ 

11.5.4 Example: Mean power of quantization noise 

As an example of the application of (11.79), we will compute the mean power of the quantization 
error signal introduced in Chapter 1. It was argued that the error signal q[n] is equally likely to 
take any values between −Q/2 and  Q/2, where Q is the quantization step. In other words, its 
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When two random signals are jointly present, we need to know not only the autocorrelation 
function of each signal, but also their crosscorrelation function Rxy[k] =  < x[n]y[n + k] >. 
The crosscorrelation function is related to the autocorrelation functions by the Cauchy-Schwarz 
inequality: 

|Rxy[  k]|2 ≤ Rx[0] Ry[0] 

Crosscorrelation functions are useful for time-delay estimation and for detecting periodic signals 
with known period in additive noise. 

For memoryless systems, the appropriate set of time averages is the probability density function 
fx(X): 

1 
fx(X) =

� 
 lim < Π (x[n]  X) > 
∆X 0 ∆ ∆   X→ X

−
The p.d.f. can be used to compute time averages of outputs of arbitrary memoryless systems 
y[n] =  g(x[n]) by means of the formula: 

 ∫ ∞ 
< g(x[n]) > = g(X) fx(X) dX 

−∞ 

Further, if g(X) is monotonic, the p.d.f. for the output signal is 

fx(X) 
fy(Y ) =  , where X =� g−1(Y )|g′(X)| 

11.A Ensemble averages 

A limitation of the preceding results is that, because time averages eliminate all information 
on the time variations of the statistical characteristics of the signals, the time-average model is 




∑ 

11.6 Summary 

A signal is said to be random if it is characterized in terms of average properties rather than 
complete mathematical specifications. For our purposes, it suffices to consider time averages 
defined by: 

� 1 N 

< x[n] > = lim x[n]
N→∞ 2N + 1  

n=−N 

Time averages possess the two basic properties of linearity and stationarity. 

There are two important classes of systems for which it is possible to compute time averages of 
the output signal in terms of appropriate averages of the input: linear, time-invariant systems, 
and memoryless systems. 

For linear systems, the autocorrelation function Rx[k] =  < x[n]x[n − k] > plays a key role in 
predicting responses to random signals. The autocorrelation function is an even function of lag 
k that is always maximum at the origin, where its value equals the mean power Px. It  is  useful  
for identifying unknown periodicities in random signals. A random signal is said to be white if 
its autocovariance function is an impulse at the origin. 
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� 

only useful for stationary random signals. There are however signals for which variations are too 
rapid for stationarity to hold, even over limited times. For such non-stationary signals, we can 
use a more abstract probabilistic model based on ensemble averages rather than time averages. 

To introduce the notion of ensemble average, consider a set of particles of gas in a rigid box. 
Each particle is constantly undergoing random Brownian motion. Conceptually, the trajectory 
of a particle can be followed over time, and its average position computed: this is the familiar 
time average. Alternatively, the average position of all the particles in the box can be determined 
at a specific time: This is called an ensemble average. Thus, the position of gas particles can 
be considered as a random function of two variables: time, and an ensemble variable identifying 
each particle. To be more specific, for each time t, we can compute the fraction of particles 
that lie between the positions X and X + ∆X along the vertical axis. In the limit when ∆X 
tends to zero, this defines a time-dependent probability density function fx(X; t). The ensemble 
average position E (x(t)) along the vertical axis, or expected value of the position can then be 
computed by means of the formula ∫ ∞ 

E (x(t)) = X fx(X; t) dX (11.A.1) 
−∞ 

This expression is formally similar to (11.63), which expresses the time-average of a random 
signal in terms of its p.d.f., but the two formulas have very different interpretations. In (11.52), 
the p.d.f. was defined as a time average, so that (11.63) expresses the consistency between two 
time averages. In contrast, (11.A.1) is a definition of the expected value from the ensemble-
average p.d.f. fx(X; t) which  is  a priori given for each time t. Thus, the p.d.f. in (11.52) 
gives no information about how the position of an individual particle might change over time, 
while that in (11.A.1) does. This distinction is made clear by the fact that the ensemble-average 
p.d.f. fx(X; t) depends explicitly on time t in addition to the position variable X, while the 
time-average p.d.f. in (11.52) does not depend on time. 

The notion of ensemble average can be extended to signals for which the definition of an ensemble 
is less obvious than for particles in a box. Suppose, for example that we record the EEG signal 
from the scalp of a patient. If we obtained another EEG record under identical experimental 
conditions, the signal would be different, but would share certain statistical regularities for every 
recording. We are thus led to consider that each EEG record is an element of the ensemble of 
signals that could have been recorded. In this case, the ensemble is not directly observable, it 
is an abstraction, a model characterizing our uncertainty about the signal. Similarly, we could 
consider each epoch of an evoked potential signal to be an element from an ensemble of signals, 
even if the epochs are in fact different segments from the same recording. A major advantage of 
introducing this abstract signal ensemble is that it allows us to model the time-dependence of 
the statistical characteristics of the signal. For example, for the evoked potential, we can now 
express the fact that the mean and variance may not be the same for every sample in the epoch. 
Despite the increased complexity of the ensemble-average model over the time-average model, 
formal results are often very similar for both models because they both use probability density 
functions. 
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Thus, the variance of y[n] increases linearly with time. Because y[n] is  a  sum o f  n Gaussian 
signals, it is also Gaussian, and its probability density function is 

1  2 

fy(Y ; n) =
Y

 √ e−  2 2nσ (11.A.8)
2πn σ 

The random signal y[n] is called a discrete-time Wiener process. It is a good model for the 
Brownian motion of a particle. Time-averages are not applicable to Wiener processes because 
these signals tend to wander farther and farther away from their mean value, as the expression 
for the variance shows. Figure 11.8 shows the waveform of a discrete-time Wiener process. 

Although the ensemble average model is more powerful than the time average model, it is not 
always easy to make practical use of this increased power because, usually, a single record of a 
random signal is available, so that only time averages can be estimated from the data. In fact, 
many useful predictions of the ensemble average model apply only to stationary, ergodic signals, 
for which the two models are equivalent. 

21

 

 σy[n] = E (y[n]2) = n σ 2

{ 

� 

∑ 

[ ] ∑ ∑ ∑ ∑ 

11.A.1 Discrete Wiener process 

To illustrate the usefulness of the ensemble average model, consider a zero-mean, stationary, 
white, Gaussian random signal x[n] with variance σ2 . Its p.d.f. is: 

1 − X2 

fx(X; n) =  √ e 2 σ2 (11.A.2)
2π σ  

For this signal, the p.d.f. does not depend on time, so that the time-average model and the 
ensemble-average model give identical results. We now define a new signal y[n] by forming  the  
sum of all samples of x[n] up  to  time  n: 

� 0 if n ≤ 0 
y[n] = ∑ n

i=1 x[i] if n >  0 
(11.A.3) 

We will compute the expected value of y[n] as well as its autocorrelation function Ry[n, m] = 
E(y[n] y[m]). In this case, the autocorrelation is a function of two variables because stationarity 
does not hold. 

n 

E(y[n]) = E(x[i]) = 0 (11.A.4) 
i=1    

n m n m  E(y[n] y[m]) = E x[i]  x[j]  = E(x[i] x[j]) (11.A.5) 
i=1 j=1 i=1 j=1 

Because x[n] is white and zero-mean, E(x[i] x[j]) is zero unless i = j, in which case it is σ2 . 
Among the n × m products in the expression for E(y[n] y[m]), the number of terms for which 
i = j is the minimum of n and m. Therefore, 

Ry[n, m] =  E(y[n] y[m]) = σ2 min(n, m)  (11.A.6) 

In particular, the variance of y[n] is:  

(11.A.7) 
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11.7 Further reading 

Siebert: Chapter 19. 
Oppenheim and Schafer: Chapter 2, Section 10, and Appendix A 
Papoulis and Pillai: Chapters 7, 9 

22
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Figure 11.1: Computation of time averages of random signals. A. Average of a memoryless 
function g(x[n]). B. Mean Power. C. Variance. D. P (x[n] ≥ X). E. Autocorrelation function. 

23
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Figure 11.2: Use of step function u(x[n]) in computing P (x[n] ≥ 0).


Figure 11.3: Signals used in proof of Chebyshev’s inequality


24
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Figure 11.4: A. Waveform and autocorrelation function of the sine wave sin(0.1πfn). B. Same 
as in A. for the three component signal sin(0.1πfn) + 0.5 sin(0.08πfn) + 0.5 sin(0.12πfn). C. 
Autocorrelation function of the FIR filter y[n] = 0.5(x[n] + x [n − 1]) for white noise input. D. 
Same as in C. for first-order recursive filter y[n] =  ay[n− 1] + x[n]. The autocorrelation function 
is shown for a = 0, 0.5, 0.75, 0.9. 
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Figure 11.5: A. Waveform of a sine wave buried in additive, white noise. B. Estimated cross-
correlation function between the signal in A. and the unit cosine. The estimate is based on 4000 
samples. C. Cross-correlation between white noise and unit cosine. D. Estimated autocorrelation 
function for the signal in A. E. Autocorrelation function of the white noise. 
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Figure 11.6: Measurement of the probability density function of a random signal
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Figure 11.7: Common probability density functions. A. Uniform p.d.f. for a = 4  and  b = 12. B. 
Exponential p.d.f. for λ = 1/40. C. Gaussian p.d.f. for µ = 10  and  σ = 3. D. Chi-squared p.d.f. 
for σ = 3.  

28
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Figure 11.8: Waveform of discrete-time Wiener process with σ = 1. Smooth lines show +/-1 
standard deviation 
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Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

Chapter 12 - RANDOM SIGNALS AND LINEAR SYSTEMS

©c Bertrand Delgutte 1999

Introduction

In Chapter 2, we saw that the impulse response completely characterizes a linear, time-invariant
system because the response to an arbitrary, but known, input can be computed by convolving
the input with the impulse response. The impulse response plays a key role for random signals
as it does for deterministic signals, with the important difference that it is used for computing
time averages of the output from averages of the input. Specifically, we will show that knowing
the impulse response suffices to derive the mean and autocorrelation function of the output
from the mean and autocorrelation function of the input. That autocorrelation functions are
involved is to be expected, since we showed in Chapter 11 that these functions naturally arise
when processing random signals by linear filters.

In Chapter 3, we introduced Fourier analysis for deterministic signals, and showed that this
concept leads to simplifications in the analysis and design of linear, time invariant systems.
Frequency-domain techniques are as powerful for stationary random signals as they are for
deterministic signals. They lead to the concepts of power spectrum and Wiener filters, which
have numerous applications to system identification and signal detection in noise.

12.1 Response of LTI systems to random signals

Our goal in this section is to derive general formulas for the mean and autocorrelation of the
response of a linear system to a stationary random signal, given both the system impulse response
and the mean and autocorrelation function of the input.

12.1.1 Mean of y[n]

Let x[n] be a random signal used as input to an LTI system with impulse response h[n]. The
mean of the output y[n] is:

∞ ∞
< y[n] > = < x[n] ∗ h[n] > = <

∑
h[m]x[n−m] >n = h[m] < x[n m] >n (12.1)

m=−∞ m

∑
=

−
−∞

In this expression, the notation < . >n is used to specify that averaging is over the time variable
n rather than the parameter m. Because we average over n, h[m] is constant, and we can write
< h[m]x[n −m] >n = h[m] < x[n−m] >n. By stationarity, we further obtain:

∞
< y[n] > = < x[n] >

n

∑
h[n] .2a)

=−∞
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As a special case of (12.2), if x[n] has zero mean and the system is stable, the output also has
zero mean.

Further simplification can be obtained by introducing the frequency response H(f) and using
the initial value theorem:

< y[n] > = H(0) < x[n] > (12.2b)

This formula has an intuitive interpretation: The DC component (mean) of the output is the
DC component of the input multiplied by the frequency response evaluated at DC.

12.1.2 Crosscorrelation function between x[n] and y[n]

To obtain the autocorrelation function of the output, it is easier to first derive the crosscorrelation
function between input and output.

∞ ∞
Rxy[k] =< x[n]y[n+k] >n =< x[n]

∑
h[m]x[n+k m] >n = h[m] Rx[k m] (12.3)

m=

−
m=

∑
−

−∞ −∞

This gives the simple result:
Rxy[k] = h[k] ∗ Rx[k] (12.4)

Thus, the crosscorrelation function between the input and the output is the convolution of the
autocorrelation function of the input with the impulse response of the filter.

As an important special case, if the input w[n] is zero-mean, white noise with variance σ2
w, the

crosscorrelation function between input and output is

R 2
wy[k] = σw h[k] ( .5)

This result is the basis for a widely-used method of system identification: In order to measure
the impulse response of an unknown LTI system, a white signal is used as input to the system,
and the crosscorrelation function between input and output is computed, giving an estimate of
the impulse response. It can be shown that this method will also work if the white noise is not
the only input (provided that the other inputs are uncorrelated with the white noise), and if the
linear system is followed by a memoryless nonlinearity (Price’s theorem). The mathematician
Norbert Wiener has further shown that, in principle, white noise inputs can be used for the
identification of a wider class of nonlinear systems, but such methods are difficult to implement
because small measurement errors or computational inaccuracies can greatly affect the results.

12.1.3 Autocorrelation function of y[n]

We can now give a general formula for the autocorrelation function of the output of an LTI
system:

∞ ∞
Ry[k] = < y[n] y[n− k] >n = < y[n]

∑
h[m] x[n− k −m] >n=

∑
h[m] Rxy[m+ k]

m=−∞ m=−∞
(12.6)

12
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Again, we obtain a simple result:

Ry[k] = h[−k] ∗ Rxy[k] .7)

Combining (12.4) and (12.7) yields:

Ry[k] = h[ ˜−k] ∗ (h[k] ∗ Rx[k]) = (h[k] ∗ h[−k]) ∗ Rx[k] = Rh[k] ∗ Rx[k] (12.8a)

with ∞
R̃h[k] =

�
h[k] ∗ h[−k] =

n

∑
h[n] h[n + k] (12.8b)

=−∞

The function R̃h[k] is called the deterministic autocorrelation function of h[k]. It resembles a
true autocorrelation function, with the important difference that the autocorrelation function of
a random signal is an average over time, applicable to signals that have a finite mean power (but
an infinite energy), while a deterministic autocorrelation function is a sum over time applicable
to signals that have a finite energy, but zero mean power. Deterministic autocorrelation function
have similar properties to those of true autocorrelation functions: They are even, and have a
maximum at the origin.

Because y[n] − µy is the response of the filter to the centered signal x[n] − µx, (12.8a) also holds
for the autocovariance function, which is the autocorrelation function of the centered signal:

Cy[k] = R̃h[k] ∗ Cx[k] .9)

12.1.4 Example

For example, consider a first-order FIR filter that approximates a differentiator:

y[n] = x[n] − x[n− 1]

The deterministic autocorrelation function can be determined by inspection as:

R̃h[k] = 2 δ[k] − δ[k − 1] − δ[k + 1]

From (12.8a), the autocorrelation of the output is given as a function of the input as:

Ry[k] = 2 Rx[k] − Rx[k − 1] + Rx[k + 1]

12.1.5 White noise inputs

The case of white-noise inputs is again of special interest. For these inputs, C [k] = σ2
w w δ[k],

so that the autocovariance function of the output signal is given by:

Cy[k] = σ2 ˜
w Rh[k] .10)

and, in particular, the variance of the output signal is:

2 2
∞

σy = Cy[0] = σw
n=

∑
h[n]2 = σ2

w Eh (12.11)
−∞

(12

(12

(12
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Thus, the variance of the output is equal to the variance of the white input multiplied by the
energy in the impulse response. This simple relationship only holds for white inputs: In general,
the variance of a filtered random signal depends not only on the variance of the input, but also
on the values of its covariance for non-zero lags.

12.1.6 Example 1: First-order autoregressive filter

Consider now a first-order lowpass filter with unit sample-response an u[n] excited by zero-mean,
white noise. The deterministic autocorrelation function of the filter is:

∞ ∞ a|k|
R̃ n n+ k k 2n

h[k] = a a | | = a| | a =
n=0 n=0

(12.12)
1 a2

∑ ∑
−

If the variance of a zero-mean, white input is σ2
w, then the autocorrelation function of the output

is:
|

R [k] = σ2 a|k
y w (12.13)

1 − a2

and in particular the variance is

σ2 σ2

y = w (12.14)
1 − a2

Ry[k] is shown in Fig. 12.1A for several values of the parameter a. As a increases from 0 to 1,
the autocorrelation spreads to larger lags, indicating that the memory of the system increases.

12.1.7 Example 2: N-point moving average

We introduce another example that will be useful in Chapter 13 for estimating parameters of
random signals from finite data: the rectangular, or “boxcar” filter of length N . The impulse
response of the filter is: {

1 if 0 ≤ n ≤ N − 1
ΠN [n] =� (12.15)

0 otherwise

It can be verified that its deterministic autocorrelation function is a triangular function of width
2N − 1 and height N :

N k if k < N
ΛN [k] = Π

�
N [k] ∗ ΠN [−k] =

{ − | | | |
(12.16)

0 otherwise

If a random signal x[n] with covariance function Cx[k] is used as input to this rectangular filter,
the variance of the output y[n] will be:

N
2

−1

σy = Cy[0] = (Cx[k] ∗ ΛN [k])/k=0 =
∑

(N − |k|) Cx[k] (12.17)
n=−(N−1)

Thus, σ2
y depends on the values of Cx[k] for −(N − 1) ≤ k ≤ N − 1. This is a general result

for all FIR filters of length N .
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In the special case of a white noise input with variance σ2
w, this expression simplifies to:

σ2
y = σ2

w Λ 2
N [0] = N σw (12.18)

Thus, adding N consecutive samples of a white signal increases the variance by a factor of N .
The rectangular filter also has the effect of introducing correlation between N − 1 successive
samples, i.e. Cy[k] = 0 for |k| < N . Figure 12.1C shows Cy[k] for different values of N .

12.1.8 Generalization to two inputs and two outputs

The preceding results can be generalized to the case of two correlated inputs processed through
two linear systems. Specifically, assume that the random signals x1[n] and x1[n] are processed
through the filters h1[n] and h2[n], respectively, to give the two outputs y1[n] and y2[n]. Further
assume that the crosscorrelation function Rx1x2[k] is known. We will derive an expression for
Ry1y2 [k]:

Ry1y2 [k] = < y1[n] y2[n+ k] >n = <
∑

h1[m] x1[n−m] y2[n+ k] >n
m

Ry1y2 [k] =
∑

h1[m] Rx1y2[k +m] = h1[−k] ∗ Rx1y2[k] (12.19)
m

To complete the proof, we need to derive an expression for Rx1y2 [k]

Rx1y2 [k] = < x1[n] y2[n+ k] >n = < x1[n]
∑

h2[m] x2[n+ k
m

−m] >n

Rx1y2 [k] =
∑

h2[m] Rx1x2[k −m] = h2[k] Rx1x2[k] (12.20a)
m

∗

By symmetry, we also have

Rx2y1[k] = h1[k] ∗ Rx2x1 [k] = h1[k] ∗ Rx1x2[−k] (12.20b)

Combining (12.19) with (12.20a) yields:

R [k] = h [ k] h [k] R ˜
y1y2 1 − ∗ 2 ∗ x1x2[k] = Rh1h2[k] ∗ Rx1x2[k], (12.21a)

where
R̃h1h2[k] =� h1[−k] ∗ h2[k] =

∑
h1[n] h2[n+ k] (12.21b)

n

is the deterministic crosscorrelation function of h1[n] and h2[n]. Three cases are of special
interest:

1. If the two inputs are uncorrelated, i.e. if Rx1x2[k] = 0 for all k, then the outputs are also
uncorrelated.

2. On the other hand, if the two inputs are identical, i.e. if x1[n] = x2[n] = x[n], then

R R̃y1y2 [k] = h1h2 [k] ∗ Rx[k],

In general, Ry1y2 [k] = 0. Thus, the outputs of two filters excited by the same signal are,
in general correlated. The only exception is if R̃h1h2 [k] = 0 for all k, a condition best
expressed in the frequency domain.

3. If in addition h1[n] = h2[n] = h[n], so that y1[n] = y2[n] = y[n], then (12.21) reduces
to (12.8), as expected.

�

�
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12.2 The power spectrum

12.2.1 Definition and properties

We have just derived a general expression for the autocorrelation function of the response y[n]
of a linear filter h[n] to a random input x[n]:

Ry[k] = Rx[k] ∗ (h[k] ∗ h[−k]) = Rx[k] ˜∗ Rh[k] (12.22)

Because this equation includes a double convolution, it can be simplified by introducing the
discrete time Fourier transform Sx(f) of the autocorrelation function:

∞
S j2πfk

x(f) =
� ∑

Rx[k] e− (12.23a)
k=−∞

Sx(f) is called the power spectrum of the random signal x[n]. The autocorrelation function can
be recovered from the power spectrum by means of an inverse DTFT:

1

Rx[k] =
∫

2

− 1
S 2

x(f) ej πfk df (12.23b)
2

Because Rx[k] is always real and even, its transform Sx(f) is also real and even:

Rx[k] = Rx[−k] = Rx
∗ [k] ←→ Sx(f) = Sx(−f) = Sx

∗(f) (12.24)

Reporting (12.23a) into (12.22), and making use of the convolution theorem leads to a simple
expression for the power spectrum Sy(f) of the output signal as a function of the power spectrum
of the input:

S 2
y(f) = Sx(f) H(f) H(−f) = Sx(f) |H(f)| (12.25)

Thus, the power spectrum of the output of an LTI system is the power spectrum of the input
multiplied by the magnitude squared of the frequency response. This simple result has many
important applications.

12.2.2 Physical interpretation

The power spectrum of a random signal represents the contribution of each frequency component
of the signal to the total power in the signal. To see this, we first note that, applying the initial
value theorem to (12.23b), the signal power is equal to the area under the power spectrum:

1

Px = Rx[0] =
∫

2

− 1
Sx(f) df (12.26)

2

Suppose now that x[n] is input to a narrow bandpass filter B(f) with center frequency f0 and
bandwidth ∆f :

r|B(f)| �
{
1 fo f f

0 − ∆

=
0

< f < f02 + ∆f
2 modulo 1

(12.27)
otherwise
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The power in the output signal y[n] is:

Py =
∫ 1

2

− 1

1

Sy(f) df =
2

∫
2

− 1
Sx(f) |B(f)

2

|2 df (12.28)

Because the filter is very narrow, this integral is approximately the value of the integrand for
f = f0 multiplied by the width of the integration interval:

Py ≈ S 2
x(f0) |B(f0)| ∆f ≈ Sx(f0) ∆f (12.29)

Thus, the power in the bandpass-filtered signal is equal to the power spectrum of the input at
the center of the passband multiplied by the filter bandwidth. This shows that Sx(f0) represents
the contribution of frequency components near f0 to the power of x[n]. Because the power at the
output of any bandpass filter is always nonnegative, the power spectrum must be nonnegative
for all frequencies:

Sx(f) ≥ 0 for all f (12.30)

Writing this constraint for f = 0 gives an important property of autocorrelation functions:

∞∑
Rx[k] = Sx(0) ≥ 0 (12.31)

k=−∞

In general, because the positivity condition holds not only for f = 0, but for all frequencies, it
strongly constrains the set of possible autocorrelation functions.

12.2.3 Example 1: Sine wave

The autocorrelation function of a sine wave s[n] with amplitude A and frequency f0 is a cosine
wave:

A2

Rs[k] = cos 2πf0n (12.32)
2

Therefore, the power spectrum consists of impulses at frequencies ± f0 modulo 1:

A2

Ss(f) = f
4

(
δ̃(f − f0) + δ̃( + f0)

)
(12.33)

If the sine wave is input to a filter with frequency response H(f), the power spectrum of the
output will be

2

Sy(f) = |H( 0)|2 A
f δ

4

(
δ̃(f ˜− f0) + (f + f0)

)
(12.34)

As expected, this is the power spectrum of a sine wave with amplitude A|H(f0)|. In general, the
presence of impulses in the power spectrum implies that the signal contains periodic components.
A special case is the DC component, which appears as an impulse at the origin in the power
spectrum. It is generally desirable to remove these periodic components, including the DC,
before estimating the power spectrum of a random signal.
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12.2.4 Example 2: White noise

The autocorrelation function of zero-mean, white noise w[n] is an impulse at the origin:

Rw[k] = σ2
w δ[k] (12.35)

Therefore, its power spectrum is a constant equal to the variance:

Sw(f) = σ2
w (12.36)

i.e., white noise has equal power at all frequencies. This result justifies the term “white noise” by
analogy with white light which contains all visible frequencies of the electromagnetic spectrum.

From (12.25), if white noise, is used as input to a filter with frequency response H(f), the power
spectrum of the output y[n] is equal to the magnitude square of the frequency response within
a multiplicative factor:

Sy(f) = σ2
w |H(f)|2 (12.37)

This result has two important interpretations.

1. An arbitrary random signal with power spectrum Sx(f) which does not contain impulses
can be considered as the response of a filter with frequency response |H(f)| =

√
Sx(f) to

zero-mean, white noise with unit variance. This point of view is useful because it replaces
the problem of estimating a power spectrum by the simpler one of estimating parameters
of a linear filter. For example, in autoregressive spectral estimation, an all-pole filter model
is fitted to random data. This technique is described in Chapter 8.

2. To generate noise with an arbitrary power spectrum, it suffices to pass white noise through
a filter whose frequency response is the square root of the desired spectrum. This is always
possible because, as shown above, power spectra are nonnegative.

12.2.5 Example 3: Differentiator

Let y[n] be the response of the first-order differentiator to zero-mean, white noise, i.e. y[n] =
w[n] − w[n − 1]. We have previously derived the autocorrelation function:

Ry[k] = σ2
w (2 δ[k] − δ[k − 1] − δ[k + 1])

Therefore, the power spectrum is

S 2
y(f) = 2 σw (1 − cos 2πf)

Appropriately, Sy(f) = 0 for f = 0 and increases monotonically to reach 4 for f = 1
2 .

12.2.6 Example 4: First-order autoregressive process

A first-order autoregressive process is obtained by passing zero-mean, white noise through a
first-order, recursive lowpass filter:

y[n] = a y[n− 1] + w[n] (12.38)
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The filter frequency response is:

1
H(f) = (12.39)

1 − a e−j2πf

Applying (12.37) gives the power spectrum of the output:

σ2

Sy(f) = σ2
w |H(f)|2 = w (12.40)

1 − 2 a cos 2πf + a2

Taking the inverse Fourier transform of Sy(f) gives the autocorrelation function that we derived
previously:

R [k] = σ2 a|k|
y w (12.13)

1 − a2

Fig. 12.1B shows Sy(f) for different values of a. As a approaches 1, and the effective duration
of the impulse response (and autocorrelation function) increases, the power spectrum becomes
increasingly centered around the origin.

12.2.7 Example 5: Rectangular filter

Our last example is the output of a rectangular filter of length N to a zero-mean, white noise
input. The autocorrelation function has a triangular shape:

Ry[k] = σ2
w ΛN [k], (12.41)

where ΛN [k] is defined in (12.16). Therefore, the power spectrum is the square of a periodic
sinc function:

f
Sy f) = σ2 sin2 πN
( w (12.

sin2 42)
πf

The width of the main lobe is 1/N , and the height N2. Fig. 12.1D shows Sy(f) for different
values of N . As for the autoregressive process, increasing the filter length makes the output
power spectrum increasing lowpass.

12.2.8 Physical units of the power spectrum

For continuous-time signals, the power spectrum is defined by the CTFT of the autocorrelation
function Rx(τ): ∞

Sx(F ) =
∫

Rx(τ) e−j2πFτ dτ (12.43a)
−∞

Rx(τ) =
∫ ∞

Sx(F ) ej2πFτ dF (12.43b)
−∞

If the discrete-time signal x[n] is obtained by sampling x(t) at intervals of Ts, the integral in
(12.43a) can be approximated by the sum:

∞
S (F ) ≈ T

∑
R (kT ) e−j2πFkTs

x s x s (12.44)
−∞
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Thus, a more physical definition of the power spectrum of a discrete random signal x[n] would
be ∞

Sx
′ (F ) =

�
Ts

∑
Rx[k] e−j2πFkTs (12.45a)

−∞
This definition differs from (12.23a) by a multiplicative factor:

Sx
′ (F ) = Ts Sx(F/Fs) (12.46)

The power spectrum defined in (12.6) has units of Volt2/Hz if x[n] is expressed in Volts. The
autocorrelation function (in Volt2) can be recovered from Sx

′ (F ) through the formula:

R [k] =
∫ Fs/2

S′ (F ) ej2πFkTs
x x dF (12.45b)

−Fs/2

Definition (12.45) can be used as an alternative to (12.23) in situations when physical units are
important. Because this chapter is primarily concerned with mathematical properties, we use
Definition (12.23).

12.2.9 The periodogram - Wiener-Kitchnin theorem - optional

Can the power spectrum be directly derived from a random signal without introducing the
autocorrelation function as an intermediate? Specifically, assume that we have N samples of a
random signal {x[n], n = 0, ...N − 1}. Because the power spectrum represents the contribution
of each frequency band to the total power, one might expect that it would be approximately
proportional to the magnitude square of the Fourier transform of the data:

N− 21

Ŝ ) = C |XN (f)|2x(f = C

∣∣∣ ∑
x[n] e−j2πfn

n=0

∣∣∣ (12.47)

The proportionality constant C can be determined f

∣∣
rom dimensionality

∣∣
considerations. Specifi-

cally, we want the integral of the power spectrum over all frequencies to be equal to the mean
power: ∫ 1

2

− 1
Ŝx(f) df = Px (12.48)

2

If N is sufficiently large, one has from Parseval’s theorem

1
Px ≈

N−1

N
n

∑
x[n]2

1
=

=0

1

N

∫
2

− 1
.

2

|XN (f)|2 df (12 49)

Comparing with (12.47), it is clear that the proportionality constant C must equal 1/N for the
power to be conserved. We are thus led to define the periodogram Ŝx(f) as an estimate of the
power spectrum from the data {x[n], n = 0, ...N − 1}:

1
Ŝx(f) =�

1
X

N
| N (f)|2 =

−
x

N

∣∣N 1∣ ∑
[n] e−j2πfn (12.

n=0

∣2∣∣ 50)

One might hope that, asN goes to infinity, the periodo

∣∣
gram would approa

∣∣
ch the power spectrum.

Unfortunately, this is not the case. Because the periodogram is the transform of a signal segment
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of length N , it can be exactly reconstructed from N samples at frequencies fk = k/N . The
periodogram is said to have N degrees of freedom. Thus, as N is increased, more and more
independent frequency samples must be computed, so that there is no averaging involved in the
computation of the periodogram. For this reason, periodograms are very irregular in shape,
regardless of the number of data points.

Despite these difficulties, we can derive a relation between the periodogram and the power
spectrum by averaging periodograms for multiple data segments. Specifically, suppose that we
have N × M samples of {x[n], n = 0, ..., NM − 1}. We divide the data in M consecutive
segments xk[n], each of length N :

]
xk[n

{
x[n+ kN for 0 1

] =
≤ n ≤ N −

k = 0, . . . ,M
0 otherwise

− 1 (12.51)

and we compute a periodogram for each segment. The power spectrum is then the limit when
M and N become large of the average periodogram:

1
Sx(f) = lim

M→∞,N→∞

M−1 1
M

k

∑
=0

N
|Xk(f)|2, (12.52)

where Xk(f) is the DTFT of the k-th segment xk[n]. This identity between the power spectrum
and the limit of the average periodogram is known as the Wiener-Kitchnin theorem. Averaging
periodograms keeps the degrees of freedom (N) in the periodogram at only a fraction of the
number of data points (N ×M), so that each frequency sample of the periodogram is effectively
an average of a large number (M) of data points. In Chapter 13, we introduce techniques for
reliably estimating the power spectrum from finite data records.

12.3 The cross spectrum

12.3.1 Definition

We have shown above that the crosscorrelation function between the input and the output of a
linear filter is expressed by

Rxy[k] = h[k] ∗ Rx[k] (12.53)

This convolution can be simplified by introducing the DTFT of the cross-correlation function
∞

S R k
xy(f) =�

∑
xy[k] e−j2πf (12.54)

k=−∞

Sxy(f) is called the cross-spectrum of the signals x[n] and y[n]. Unlike the power spectrum, it
is not, in general, a positive nor even a real function. The order of the two signals x and y is
important because

Ryx[k] = Rxy[−k] ←→ Syx(f) = Sxy(−f) = Sxy
∗ (f) (12.55)

Taking the Fourier transform of (12.53) yields a simple relation between the cross-spectrum and
the power spectrum of the input:

Sxy(f) = H(f) Sx(f) (12.56)
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This relation is particularly simple if the input is zero-mean, white noise w[n] with variance σ2
w:

Swy(f) = σ2
w H(f) (12.57)

Thus, in order to measure the frequency response of an unknown system, it suffices to estimate
the cross-spectrum between a white noise input and the filter response. This technique is often
used in system identification.

12.3.2 Physical interpretation

As the power spectrum, the cross spectrum evaluated at frequency f0 has a simple physical
interpretation if we introduce the ideal bandpass filter:

|B(f)| =�
{
1 for f0 − ∆f

0
< f < f02 + ∆f

2 modulo 1
(12.58)

otherwise

Specifically, consider the arrangement of Fig. 12.2: u[n] is the response of B(f) to x[n], and v[n]
the response of B(f) to y[n]. Note that both u[n] and v[n] are complex because the impulse
response b[n] of the one-sided filter B(f) is complex. We will show that

< u[n] v∗[n] > ≈ Sxy(f0) ∆f (12.59)

where * denotes the complex conjugate. Specializing Equation (12.21) with x1[n] = x[n],
x2[n] = y[n], h1[n] = h2[n] = b[n], y1[n] = u[n], and y2[n] = v[n], we obtain1

Ruv[k] =
�
< u[n] v∗[n+ k] > = b∗[−k] ∗ b[k] ∗ Rxy[k] (12.60a)

1 In the frequency domain, this becomes:

Suv(f) = |B(f)|2 Sxy(f) (12.60b)

Applying the initial value theorem to the above expression gives:

1

< u[n] v∗[n] > = Ruv[0] =
∫

2

− 1
(

2

|B(f)|2 Sxy f) df (12.61)

For small ∆f , the integral on the right side becomes approximately Sxy(f0) ∆f , completing
the proof of (12.59). Thus, the cross spectrum evaluated at f0 can be interpreted as the mean
product of the frequency components of x[n] and y[n] centered at f0.

12.3.3 Generalization to two inputs and two outputs

We have derived an expression for the crosscorrelation function between the outputs of two
filters excited by two correlated inputs:

Ry1y2[k] = h1[−k] ∗ h2[k] ∗ Rx1x2[k] (12.21a)

1For complex signals fuch as u[n] and v[n], a complex conjugate as in (12.60a) must be introduced in the
definitions of the cross- and autocorrelation functions to ensure that the power is positive.
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This formula takes a simple form in the frequency domain:

Sy1y2(f) = H1
∗(f) H2(f) Sx1x2(f) (12.62)

This result implies that the filter outputs can be uncorrelated (i.e. Sy1y2(f) = 0) even though
the inputs are correlated so long that |H1(f)| |H2(f)| = 0 for all f , meaning that the filter
frequency responses do not ovelap. This is the case, for example for a lowpass filter and a
highpass filter having the same cutoff frequency.

12.4 Wiener filters

12.4.1 Linear least-squares estimation

In the preceding section, we have assumed that h[n] and x[n] were known, and derived an
expression for the cross spectrum Sxy(f). Many applications lead to a different problem that was
first solved by the mathematician Norbert Wiener in the 1940’s: Given two random signals x[n]
and y[n], what is the filter h[n] that does the best job of producing y[n] from x[n]? This problem
has important applications in both system modeling and signal conditioning. Specifically, let
ŷ[n] be the estimate of y[n] obtained by processing x[n] through the filter h[n]. By “best” filter,

we mean the one that minimizes the mean power in the error signal e[n] =� y[n] − ŷ[n]:

P 2 2
e = < e[n] > = < y([n] − ŷ[n]) > = < (y[n] −

∑
h[k] x[n− k] )2 > (12.63)

k

Because the relation between the data x[n] and the estimate y[n] is a linear one, this is a linear,
least-squares estimation problem. Making use of the linearity time averages, the mean-square
estimation error Pe can be expanded into the expression:

Pe = Py − 2
∑

h[k] Rxy[k] +
k

∑
k

∑
h[k] h[l] Rx[k

l

− l] (12.64)

The power in the error signal is a quadratic function of the filter coefficients h[k]. Therefore it
has a single minimum which can be determined by setting to zero the partial derivatives of Pe

with respect to the h[k]:
∂Pe = 0 (12.65)
∂h[k]

This yields the system of linear equations:

Rxy[k] =
∑

h[l] Rx[k
l

− l] (12.66)

It is easily verified that, if (12.66) holds, the prediction error can be written as:

Pe = Py −
∑

h[k] Rxy[k] = Py

k

− Pŷ (12.67a)

Thus, the power in the desired signal y[n] is the sum of the power in the estimate ŷ[n] and the
power in the error signal e[n]. In fact it can be shown more generally that:

Re[k] = Ry[k] − Rŷ[k] (12.67b)
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For any two random signals u[n] and v[n], one has:

Ru+v[k] = Ru[k] + Rv[k] + Ruv[k] + Rvu[k] (12.68)

Taking u[n] = ŷ[n] and v[n] = e[n], (12.67b) implies that Ryeˆ [k] = 0 for all k, i.e. that the
error signal e[n] is uncorrelated with the estimate ŷ[n]. Because ŷ[n] is a weighted sum of input
samples x[n− k], this also means that the error is uncorrelated with the observations x[n− k],
i.e. the Rxe[k] = 0 equals zero for all k. The result that the error is uncorrelated with the
observations is a general property of linear, least-squares estimation which can be used to derive
the system of equations (12.66).

12.4.2 Non-causal Wiener filter

In general, solving the system of equations (12.66) requires knowledge of Rxy[k] and Rx[k] for
all k. The exact solution depends on constraints on the filter h[n]. For example, if h[n] is
constrained to be a causal, FIR filter of length N , i.e. if it is zero outside of the interval
[0, N − 1], (12.66) reduces to a system of N linear equations with N unknowns that can be
solved by standard techniques. This is what we do for the special case y[n] = x[n + 1] when
deriving the Yule-Walker equations for linear prediction in Chapter 8. There is another case in
which the solution to (12.66) is easy to find: When there are no constraints on the filter, i.e.
when (12.66) is to be solved for −∞ < k < ∞. In this case, the right side of (12.66) is the
convolution Rx[k] ∗ h[k], so that a solution can be obtained by means of the Fourier transform:

S )
H( ) = xy(f

f (12.69)
Sx(f)

H(f) is called the (non-causal) discrete-time Wiener filter.

Note that (12.69) is the same as (12.56). This means that, if y[n] were exactly derived from
x[n] by a filtering operation, the filter that provides the least-squares estimate of y[n] from x[n]
would be the actual one.

12.4.3 Application to filtering of additive noise

A very common problem in signal processing is to filter a noisy signal in order to estimate a
desired signal. Specifically, suppose that the noisy signal x[n] is the sum of the desired signal
y[n] plus a disturbance d[n] that is uncorrelated with y[n]:

x[n] = y[n] + d[n] (12.70)

One has:
Rxy[k] = Ry[k] + Ryd[k] = Ry[k] (12.71)

because y[n] and d[n] are uncorrelated. Therefore:

Sxy(f) = Sy(f) (12.72)

Similarly, one has:

Rx[k] = Ry[k] + Ryd[k] + Rdy[k] + Rd[k] = Ry[k] + Rd[k] (12.73)
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so that:
Sx(f) = Sy(f) + Sd(f) (12.74)

The optimal filter for estimating y[n] from the noisy signal x[n] is

S
H(f) = xy(f) S

= y(f)
Sx(f)

(12.75)
Sy(f) + Sd(f)

As expected, H(f) ≈ 1 for frequencies where the signal-to-noise ratio Sy(f)/Sd(f) is large,
while H(f) ≈ 0 when the signal-to-noise ratio is small. Also note that, because power spectra
are real and even, H(f) is also real and even, which means that h[n] is symmetric with respect
to the origin, and therefore non-causal. In applications that require causality, a causal filter
could be obtained by approximating h[n] by a finite-impulse response filter, then delaying the
impulse response of the FIR filter by half its length.

12.4.4 Example

Let the disturbance be zero-mean, white noise with variance σ2
w, and the signal a first-order

autoregressive process with parameter a. The signal spectrum is given by (12.40):

1
Sy(f) =

1 − 2 a cos 2πf + a2

The Wiener filter is thus:

S
H(f) = y(f) 1

=
Sy(f) + σ2

w 1 + σ2
w (1 − 2 a cos 2πf + a2)

Fig. 12.3A shows the spectra of the signal and the noise for s2
w = 10 and a = 0.9, while

Fig. 12.3B shows the Wiener filter H(f).

12.4.5 Applications of Wiener filters

Wiener filters have two main applications, system identification, and signal conditioning. In
system identification, the goal is to model the unknown system that produces a known output
y[n] from a known input x[n]. This can be achieved in any of two ways. In direct system
identification (Fig. 12.4A), the unknown system and the Wiener filter are placed in parallel, in
the sense that both receive the same input x[n]. The goal is to find the filter H(f) such that its
response ŷ[n] to x[n] best estimates the output y[n] of the unknown filter. On the other hand, in
inverse system identification (Fig. 12.4B), the unknown filter and the Wiener filter are placed
in series: The output x[n] of the unknown system is used as input to the Wiener filter, and the
goal is to make the output of the Wiener filter ŷ[n] best estimate the input y[n] to the unknown
system. Thus, if y[n] and x[n] are related by a filter G(f), the Wiener filter H(f) would ideally
be 1/G(f). This is the approach taken in linear prediction discussed in Chapter 8.

In conditioning applications of Wiener filters (Fig. 12.4C), the goal is to either cancel out the
noise from a noisy signal, or to detect a signal in additive noise. In both cases, the signal to be
estimated y[n] is assumed to be the sum of two uncorrelated components u[n] and v[n]. The
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signal to be filtered x[n] is related to v[n] by an unknown system (and therefore x[n] and v[n]
are correlated), but x[n] and u[n] are uncorrelated. In detection applications, v[n] is the signal
and u[n] the noise, so that the output ŷ[n] of the Wiener filter is effectively an estimate of the
signal v[n] from the observations x[n]. The error signal e[n] = y[n] − ŷ[n] is then an estimate
of the noise u[n]. On the other hand, in cancellation applications, u[n] is the signal, and v[n]
(and therefore x[n]) is noise. Thus, the output ŷ[n] of the Wiener filter is an estimate of the
noise v[n] from x[n], while the error signal e[n] = y[n] − ŷ[n] is an estimate of the signal u[n].
This technique can be used, for example, to cancel 60-Hz components from recordings of the
electrocardiogram.

12.5 Matched filters

The Wiener filter (12.75) gives the optimum linear estimate of a desired random signal y[n]
corrupted by additive noise d[n]. To implement this filter, the desired signal y[n] does not have
to be known exactly, only its power spectrum is needed. A different kind of optimum filter,
the matched filter, is used in applications when the desired signal is known exactly. This is the
case, for example, in radar and sonar applications, where the echo closely resembles the emitted
pulse, except for a delay and a scale factor. We will first derive the matched filter for the case
of additive white noise, then treat the general case of noise with an arbitrary, but known, power
spectrum.

12.5.1 White-noise case

Our goal is to detect a known signal s[n] in additive white noise w[n]. We further assume that
s[n] has finite energy, so that it is well localized in time. Specifically, let x[n] be the sum of s[n]
and w[n]. We would like to design a digital filter h[n] that optimizes our chances of detecting
the known signal, in the sense that the signal-to-noise ratio at the output of the filter would be
maximized for a particular time n0. n0 is the time when the signal is detected. The filter output
y[n] can be written as:

y[n] = h[n] ∗ x[n] = h[n] ∗ s[n] + h[n] ∗ w[n] (12.76)

This is the sum of a term ys[n] = h[n] ∗ s[n] due to the signal and a term yw[n] = h[n] ∗ w[n]
due to the noise. We want to maximize the following signal-to-noise ratio:

Power in s[n]
SNR =

∗ h[n] at time n0 y
= s[n0]2

Mean power in w[n] ∗ h[n]
(12.77)

Pyw

From (12.11), the mean power due to the white noise input is:
∞

Pyw = σ2
w

n

∑
h[n]2 (12.78)

=−∞

The power due to the signal at time n0 is:
2

y [n 2
∞

s 0] =

[
n=

∑
h[n] s[n0 − n]

−∞

]
(12.79)
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From the Cauchy-Schwarz inequality, one has:[ ∞∑
h[n]s[n n]20 − n]

]2

≤
[ ∞ ] [ ∞∑

h[
∑

s[n0 n]2 (12.80)
n=−∞ n=−∞ n=

−
−∞

]

Therefore, the signal-to-noise ratio in (12.77) is bounded by:

y 2

R = s[n0]
SN

∞

Pyw

≤
∑

s[n]2−∞ E
= s

σ2
w

(12.81)
σ2

w

Equality is obtained if and only if the two signals are proportional to each other:

h[n] = C s[n0 − n] (12.82)

Thus, the impulse response of the filter that optimizes the signal-to-noise ratio is proportional
to the signal reversed in time and delayed by n0. Such a filter is called a matched filter. If s[n]
is of finite duration, h[n] is an FIR filter, and the delay n0 must be at least as long as the signal
in order to make the filter causal. If causality is not an issue, n0 can be set to zero.

The matched filter can also be expressed in the frequency domain:

H(f) = C S∗(f) e−j2πfn0 (12.83)

The signal-to-noise ratio at the matched filter output is the ratio of signal energy Es to the
noise power σ2

w. Figure 12.5 illustrates the improvement in signal-to-noise ratio achieved by a
matched filter for nerve impulses buried in white noise.

12.5.2 General case

The concept of matched filter can be easily extended to the general case of detecting a known
signal in additive noise with arbitrary power spectrum. The basic idea is to introduce a whitening
filter that transforms the additive noise into white noise, then apply the results of the preceding
section for the white noise case.

Specifically, let x[n] = s[n] + d[n] be the sum the the known signal s[n] and noise d[n] with
power spectrum Sd(f). A whitening filter H1(f) transforms d[n] into white noise w[n]. From
(12.25), H1(f) must be the inverse square root of Sd(f) (within a phase factor):

ejΦ(f)

H1(f) = √ , (12.84)
Sd(f)

where Φ(f) is an arbitrary phase function. For example, φ(f) could be chosen to make h1[n]
causal. The white signal w[n] = d[n] ∗ h1[n] is called the innovation of d[n].

The response x1[n] of H1(f) to x[n] can be written as

x1[n] = h1[n] ∗ x[n] = h1[n] ∗ s[n] + h1[n] ∗ d[n] = s1[n] + w[n], (12.85)

where s1[n] = s[n] ∗ h1[n]. To maximize the SNR with input x[n], it suffices to find a filter
H2(f) that maximizes the SNR with input x1[n]. From (12.83), the optimum (matched) filter
H2(f) for detecting s1[n] in white noise w[n] is:

H2(f) = C S1
∗(f) e−j2πfn0 , (12.86a)
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with
S1(f) = S(f) H1(f) (12.86b)

The overall matched filter H(f) is the cascade of the whitening filter H1(f) and the matched
filer H2(f) for white noise:

S∗(f)
H(f) = H1(f) H2(f) = C S∗(f) |H1(f)|2 e−j2πfn0 = C e−j2πfn0 (12.87)

Sd(f)

Note that the arbitrary phase factor Φ(f) cancels out when H1(f) is multiplied by its complex
conjugate.

It is interesting to contrast the matched filter (12.87) with the Wiener filter (12.75). Both
filters depend on the ratio of a signal spectrum to the noise power spectrum Sd(f), so that
filter attenuation will be large in frequency regions where the signal-to-noise ratio is low. The
two filters differ in that, for the Wiener filter, the signal power spectrum Ss(f) appears in the
numerator, while for the matched filter it is the DTFT conjugate S∗(f), which includes both a
magnitude and a phase. Because the matched filter preserves phase information about the signal,
it is effective even in situations when the signal and the noise occupy the same frequency region,
while the Wiener filter is ineffective (flat) in this case. To render a matched filter ineffective,
the noise waveform at the time of the signal would have to match the signal waveform, a very
unlikely occurrence.

Matched filters provide optimal signal detection under the assumption of an exactly known
signal. Fortunately, they are still effective when the signal is only approximately known. This
makes matched filters suitable for applications in which the signal is not completely reproducible,
such as detection of the QRS complex in the electrocardiogram, or detection of action potentials
recorded with microelectrodes from single neurons.

12.6 Summary

The mean and autocorrelation function of the output of a filter with impulse response h[n] can
be expressed as a function of the mean and autocorrelation function of the input by means of
the formulas: ∞

< y[n] > = < x[n] >
∑

h[n]
n=−∞

Rxy[k] = h[k] ∗ Rx[k]

Ry[k] = Rx[k] ∗ (h[k] ∗ h[−k])

These relations are particularly simple for white noise, for which samples at different times are
uncorrelated.

These formulas can be further simplified by introducing the power spectrum Sx(f), which is the
Fourier transform of the autocorrelation function:

∞
Sx(f) =

∑
Rx[k] e−j2πfk

k=−∞
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The power spectrum for a particular frequency f0 represents the contribution of the frequency
band centered at f0 to the total power in the signal. The power spectrum of the output of a
linear filter is equal to the power spectrum of the input multiplied by the magnitude square of
the frequency response:

S (f) = |H(f)|2y Sx(f)

This property is useful for analyzing the responses of linear systems to random signals, and for
generating random signals with arbitrary spectral characteristics.

The cross spectrum Sxy(f) of two random signals x[n] and y[n] is the Fourier transform of
the crosscorrelation function Rxy[k]. If y[n] is the response of a linear filter to x[n], the cross
spectrum is the product of the power spectrum of the input by the filter frequency response.
Conversely, given two signals x[n] and y[n], the frequency response of the linear filter that best
characterizes the relation between the two signals in a least-squares sense is:

S )
(f) = xy(f

H
Sx(f)

This Wiener filter has many applications to signal conditioning and system identification.

While the Wiener filter is useful for estimating a random signal in additive noise, the matched
filter is used to detect a known signal in noise. The matched filter takes a particularly simple
form for white noise, in which case its impulse response is the signal waveform reversed in time.

12.7 Further reading

Papoulis and Pillai: Chapters 9, 13
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Figure 12.1:
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Figure 12.2: A. Magnitude of the frequency response of the ideal bandpass filter B(f). B. Physical
interpretation of the power spectrum. C. Physical interpretation of the cross-spectrum.

Cite as: Bertrand Delgutte. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology.
Downloaded on [DD Month YYYY]. 

21
www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

261
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Figure 12.3:
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Figure 12.4: Applications of Wiener filters. A. Direct system identification. B. Inverse system
identification. C. Noise cancellation and signal detection. In each case, the Wiener filter is
indicated by H(f), and the unknown system by a question mark.
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Figure 12.5: A. Nerve Impulses. B. The same impulses corrupted by white noise. C. Result of
processing the corrupted impulses by a matched filter.
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HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2008


Chapter 15 - BLIND SOURCE SEPARATION:


Principal & Independent Component Analysis


c�G.D. Clifford 2005-2008 

Introduction 

In this chapter we will examine how we can generalize the idea of transforming a time 
series into an alternative representation, such as the Fourier (frequency) domain, to facil



itate systematic methods of either removing (filtering) or adding (interpolating) data. In 
particular, we will examine the techniques of Principal Component Analysis (PCA) using 
Singular Value Decomposition (SVD), and Independent Component Analysis (ICA). Both 
of these techniques utilize a representation of the data in a statistical domain rather than 
a time or frequency domain. That is, the data are projected onto a new set of axes that 
fulfill some statistical criterion, which implies independence, rather than a set of axes that 
represent discrete frequencies such as with the Fourier transform, where the independence 
is assumed. 

Another important difference between these statistical techniques and Fourier-based tech



niques is that the Fourier components onto which a data segment is projected are fixed, 
whereas PCA- or ICA-based transformations depend on the structure of the data being ana



lyzed. The axes onto which the data are projected are therefore discovered. If the structure 
of the data (or rather the statistics of the underlying sources) changes over time, then the 
axes onto which the data are projected will change too1. 

Any projection onto another set of axes (or into another space) is essentially a method for 
separating the data out into separate components or sources which will hopefully allow 
us to see important structure more clearly in a particular projection. That is, the direction 
of projection increases the signal-to-noise ratio (SNR) for a particular signal source. For 
example, by calculating the power spectrum of a segment of data, we hope to see peaks 
at certain frequencies. The power (amplitude squared) along certain frequency vectors 
is therefore high, meaning we have a strong component in the signal at that frequency. 
By discarding the projections that correspond to the unwanted sources (such as the noise 
or artifact sources) and inverting the transformation, we effectively perform a filtering 
of the recorded observation. This is true for both ICA and PCA as well as Fourier-based 
techniques. However, one important difference between these techniques is that Fourier 
techniques assume that the projections onto each frequency component are independent 
of the other frequency components. In PCA and ICA we attempt to find a set of axes which 
are independent of one another in some sense. We assume there are a set of independent 

(The structure of the data can change because existing sources are non-stationary, new signal sources manifest, or 

the manner in which the sources interact at the sensor changes. 

1 
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sources in the data, but do not assume their exact properties. (Therefore, they may overlap 
in the frequency domain in contrast to Fourier techniques.) We then define some measure 
of independence and attempt to decorrelate the data by maximising this measure for (or 
between) projections onto each axis of the new space which we have transformed the data 
into. The sources are the data projected onto each of the new axes. Since we discover, 
rather than define the the new axes, this process is known as blind source separation. 
That is, we do not look for specific pre-defined components, such as the energy at a specific 
frequency, but rather, we allow the data to determine the components. 

For PCA the measure we use to discover the axes is variance and leads to a set of orthog
onal axes (because the data are decorrelated in a second order sense and the dot product 
of any pair of the newly discovered axes is zero). For ICA this measure is based on non-
Gaussianity, such as kurtosis, and the axes are not necessarily orthogonal. Kurtosis is the 
fourth moment (mean, variance, and skewness are the first three) and is a measure of how 
non-Gaussian is a probability distribution function (PDF). Large positive values of kurtosis 
indicate a highly peaked PDF that is much narrower than a Gaussian. A negative kurtosis 
indicates a broad PDF that is much wider than a Gaussian (see §15.4). Our assumption 
is that if we maximize the non-Gaussianity of a set of signals, then they are maximally 
independent. This comes from the central limit theorem; if we keep adding independent 
signals together (which have highly non-Gaussian PDFs), we will eventually arrive at a 
Gaussian distribution. Conversely, if we break a Gaussian-like observation down into a 
set of non-Gaussian mixtures, each with distributions that are as non-Gaussian as possi
ble, the individual signals will be independent. Therefore, kurtosis allows us to separate 
non-Gaussian independent sources, whereas variance allows us to separate independent 
Gaussian noise sources. 

This simple idea, if formulated in the correct manner, can lead to some surprising results, 
as you will discover in the applications section later in these notes and in the accompa
nying laboratory. However, we shall first map out the mathematical structure required to 
understand how these independent sources are discovered and what this means about our 
data (or at least, our beliefs about the underlying sources). We shall also examine the 
assumptions we must make and what happens when these assumptions break down. 

15.1 Signal & noise separation 

In general, an observed (recorded) time series comprises of both the signal we wish to an
alyze and a noise component that we would like to remove. Noise or artifact removal often 
comprises of a data reduction step (filtering) followed by a data reconstruction technique 
(such as interpolation). However, the success of the data reduction and reconstruction 
steps is highly dependent upon the nature of the noise and the signal. 

By definition, noise is the part of the observation that masks the underlying signal we wish 
to analyze2, and in itself adds no information to the analysis. However, for a noise signal to 
carry no information, it must be white with a flat spectrum and an autocorrelation function 

2It lowers the SNR! 
2 
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(ACF) equal to an impulse3. Most real noise is not really white, but colored in some respect. 
In fact, the term noise is often used rather loosely and is frequently used to describe signal 
contamination. For example, muscular activity recorded on the electrocardiogram (ECG) 
is usually thought of as noise or artifact. (See Fig. 1.) However, increased muscle artifact 
on the ECG actually tells us that the subject is more active than when little or no muscle 
noise is present. Muscle noise is therefore a source of information about activity, although 
it reduces the amount of information we can extract from the signal concerning the cardiac 
cycle. Signal and noise definitions are therefore task-related and change depending on the 
nature of the information you wish to extract from your observations. In this sense, muscle 
noise is just another independent information ‘source’ mixed into the observation. 

Table 1 illustrates the range of signal contaminants for the ECG4. We shall also examine 
the statistical qualities of these contaminants in terms of estimates of their PDFs since the 
power spectrum is not always sufficient to characterize a signal. The shape of a PDF can 
be described in terms of its Gaussianity, or rather, departures from this idealized form 
(which are therefore called super- or sub-Gaussian). The fact that these signals are not 
Gaussian turns out to be an extremely important quality, which is closely connected to the 
concept of independence, which we shall exploit to separate contaminants form the signal. 

Although noise is often modeled as Gaussian white noise5, this is often not the case. Noise is 
often correlated (with itself or sometimes the source of interest), or concentrated at certain 
values. For example, 50Hz or 60Hz mains noise contamination is sinusoidal, a waveform 
that spends most of its time at the extreme values (near its turning points), rather than at 
the mean, as for a Gaussian process. By considering departures from the ideal Gaussian 
noise model we will see how conventional techniques can under-perform and how more 
sophisticated (statistical-based) techniques can provide improved filtering. 

We will now explore how this is simply another form of data reduction (or filtering) 
through projection onto a new set of axes or followed by data reconstruction through 
projection back into the original observation space. By reducing the number of axes (or di
mensions) onto which we project our data, we perform a filtering operation (by discarding 
the projections onto axes that are believed to correspond to noise). By projecting from a 
dimensionally reduced space (into which the data has been compressed) back to the orig
inal space, we perform a type of interpolation (by adding information from a model that 
encodes some of our prior beliefs about the underlying nature of the signal or information 
derived directly from a observation data). 

15.2 Matrix transformations as filters 

The simplest filtering of a time series involves the transformation of a discrete one di
mensional (N = 1) time series x[m], consisting of M sample points such that x[m] = 

3Therefore, no one-step prediction is possible. This type of noise can be generated in MATLAB with the rand() 
function. 

4Throughout this chapter we shall use the ECG as a descriptive example because it has easily recognizable (and 

definable) features and contaminants. 
5generated in MATLAB by the function randn(). 

3 
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Qualities →
Contaminant ↓ 

Frequency 

Range 

Time 

duration 

Electrical Powerline Narrowband 16.6, Continuous 

50 or 60 ± 2 Hz 

Movement Baseline Narrowband Transient or 

Wander (∼ 1 
f2 ) (< 0.5Hz) Continuous 

Muscle Noise (∼ white) Broadband Transient 

Non-powerline Narrowband Transient or 

Electrical Interference (usually ≥ 100 Hz) Continuous 

Electrode pop from Narrowband Transient 

electrode pull (∼ 1-10 Hz) (0.1 - 1 s) 

Observation noise (∼ 1 
f ) Broadband Continuous 

Quantization noise 

(∼ white & Gaussian) 

Broadband Continuous 

Table 1: Contaminants on the ECG and their nature.


Figure 10 seconds of 3 Channel ECG. Note the high amplitude movement artifact (at about 

5 Hz) in the first two seconds and the 10th second. Note also the QRS-like artifacts around 2.6 

and 5.1 seconds. Both artifacts closely resemble real ECG phenomena; the former would trigger 

any ventricular fibrillation detector on channels 2 and 3, and the latter is almost indistinguishable 

from a ventricular ectopic beat on the same channels. The first artifact is due to muscle twitches 

(possibly stemming from either hypothermia or Parkinson’s disease). The second artifact is due to 

electrode pop; a sudden tug on the electrodes used for channels 2 and 3. 

4
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(x1, x2, x3...xM)T , into a new representation, y = (y1, y2, y3...yM)T . If x[m] (t = 1, 2, ..., M) 
is a column vector6 that represents a channel of ECG, then we can generalize this repre
sentation so that N channels of ECG X, and their transformed representation Y are given 
by  

x11 x12 · · · x1N 
  

y11 y12 · · · y1N 
 

X = 
 

x21 
. . . 

x22 
. . . 

· · · x2N 
. . . 

 , Y = 
 

y21 
. . . 

y22 
. . . 

· · · y2N 
. . . 

 (1) 

xM1 xM2 · · · xMN yM1 yM2 · · · yMN 

Note that we will adopt the convention throughout this chapter (and in the accompanying 
laboratory exercises) that all vectors are written in lower-case bold and are column vectors, 
and all matrices are written in upper-case bold type. The M points of each of the N signal 
channels form M × N matrices (i.e. the signal is N -dimensional with M samples for each 
vector). An (N × N) transformation matrix W can then be applied to X to create the 
transformed matrix Y such that 

YT = WXT . (2) 

The purpose of a transformation is to map (or project) the data into another space which 
serves to highlight different patterns in the data along different projection axes. To filter 
the data we discard the noise, or ‘uninteresting’ parts of the signal (which are masking the 
information we are interested in). This amounts to a dimensionality reduction, as we are 
discarding the dimensions (or subspace) that corresponds to the noise. 

In general, transforms can be categorized as orthogonal or biorthogonal transforms. For 
orthogonal transformations, the transformed signal is same length (M) as the original and 
the energy of the data is unchanged. An example of this is the Discrete Fourier trans
form (DFT) where the same signal is measured along a new set of perpendicular axes 
corresponding to the coefficients of the Fourier series (see chapter 4). In the case of the ∑N
DFT with k = M frequency vectors, we can write Eq. 2 as Yk = n=1 WknXn where 
Wkn = e−j2πkn/N , or equivalently 

e−j2π e−j2πN  
e−j4π  

e−j4π e−j8π 
· · · 

e−j4πN 

W = 


.. .. 
· · · 

.. 
 . (3) 

. . .  

e−j2πM e−j4πM e−j2πMN · · · 

For biorthogonal transforms, the angles between the axes may change and the new axes are 
not necessarily perpendicular. However, no information is lost and perfect reconstruction 

of the original signal is still possible (using XT = W−1Y
T
). 

Transformations can be further categorized as as either lossless (so that the transformation 
can be reversed and the original data restored exactly) or as lossy. When a signal is filtered 
or compressed (through downsampling for instance), information is often lost and the 
transformation is not invertible. In general, lossy transformations involve a non-invertible 
transformation of the data using a transformation matrix that has at least one column set 

In Matlab the               

5
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to zero. Therefore there is an irreversible removal of some of the data N -dimensional data 
and this corresponds to a mapping to a lower number of dimensions (p < N). 

In the following sections we will study two transformation techniques Principal Component 
Analysis (PCA) and Independent Component Analysis (ICA). Both techniques attempt to 
find an independent set of vectors onto which we can transform the data. The data that 
are projected (or mapped) onto each vector are the independent sources. The basic goal in 
PCA is to decorrelate the signal by projecting the data onto orthogonal axes. However, ICA 
results in a biorthogonal transform of the data and the axes are not necessarily orthogonal. 
Both PCA and ICA can be used to perform lossy or lossless transformations by multiplying 
the recorded (observation) data by a separation or demixing matrix. Lossless PCA and ICA 
both involve projecting the data onto a set of axes which are determined by the nature of 
the data, and are therefore methods of blind source separation (BSS). (Blind because the 
axes of projection and therefore the sources are determined through the application of an 
internal measure and without the use of any prior knowledge of the data structure.) 

Once we have discovered the axes of the independent components in the data and have 
separated them out by projecting the data onto these axes, we can then use these tech
niques to filter the data. By setting columns of the PCA and ICA separation matrices that 
correspond to unwanted sources to zero, we produce non-invertible matrices7. If we then 
force the inversion of the separation matrix8 and transform the data back into the original 
observation space, we can remove the unwanted source from the original signal. Figure 
2 illustrates the BSS paradigm for filtering whereby we have N unknown sources in an 
unknown source space which are linearly mixed and transformed into an observation space 
in which they are recorded. We then attempt to discover (an estimate of) the sources, Ẑ, or 
the inverse of the mixing matrix, W ≈ A−1, and use this to transform the data back into an 
estimate of our source space. After identifying the sources of interest and discarding those 
that we do not want (by altering the inverse of the demixing matrix to have columns of 
zeros for the unwanted sources), we reproject the data back into the observation space us
ing the inverse of the altered demixing matrix, Wp

−1. The resultant data Xfilt, is a filtered 
version of the original data X. 

We shall also see how the sources that we discover with PCA have a specific ordering 
according to the energy along each axis for a particular source. This is because we look for 
the axis along which the data has maximum variance (and hence energy or power9). If the 
signal to noise ratio (SNR) is greater than unity, the signal of interest is therefore confined 
to the first few components. However, ICA allows us to discover sources by measuring 
a relative cost function between the sources that is dimensionless. There is therefore no 
relevance to the order of the columns in the separated data and often we have to apply 
further signal-specific measures, or heuristics, to determine which sources are interesting. 

7For example, a transformation matrix [1 0; 0 0] is non-invertible, or singular ( inv([1 0; 0 0]) = [Inf Inf; 
Inf Inf] in Matlab) and multiplying a two dimensional signal by this matrix performs a simple reduction of the data 

by one dimension. 
8Using a pseudo-inversion technique such as Matlab’s pinv; pinv([1 0; 0 0]) = [1 0; 0 0]. 
9 2All are proportional to x . 

6 
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Figure 2: The general paradigm of Blind Source Separation for filtering. Given some unknown 

matrix of sources Z which is mixed by some linear stationary matrix of constants A, our sources are 

projected from a source space to an observation space to give the observations, X. These observations 

are then transposed back into an estimated source space in which the estimates of the sources, Ẑ are 

projected. We then reduce the dimensionality of the estimated source space, by discarding the 

estimates of the sources that correspond to noise or unwanted artifacts by setting N −p columns of 

W
−1 to zero (to give Wp

−1) and reprojecting back into the observation space. The resulting matrix 

of filtered observations is Xfilt. The filtered observation space and original observation space are 

the same, but the data projected into them is filtered and unfiltered respectively. In the case of PCA, 

the sources are the columns of U, and can be formed using S−1 and VT−1 
(see § 15.3.1, Eq. 4), 

but the transformation is not so straightforward. Reducing the dimensionality of S to have only p 
non-zero columns, the filtered observations can be reconstructed by evaluating Xfilt = USpV

T. In 

the case of ICA, X can multiplied by the demixing matrix W, to reveal the estimates of the sources, 

Y = Ẑ. Columns of W−1 can be set to zero to remove the ‘noise’ sources and the filtered data are 

reconstructed using Xfilt = Wp
−1

Y . 

7
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15.3 Principal Component Analysis 

In the case of the Fourier transform, the basis functions or axes of the new representation 
are predefined and assumed to be independent, whereas with PCA the representation, or 
the basis vectors, are found in the data by looking for a set of axes that are independent. 
That is, the data undergoes a decorrelation using variance as the metric. Projections onto 
these axes, or basis vectors, are independent in a second order sense and are orthogonal 
(the dot product of the basis vectors, and the cross-correlation of the projections are close 
to zero). 

The basic idea in the application of PCA to a data set, is to find the component vectors 
y1, y2,...,yN that explain the maximum amount of variance possible by N linearly trans
formed components. PCA can be defined in an intuitive way using a recursive formulation. 
The direction of the first principal component v1 is found by passing over the data and 
attempting to maximize the value of v1 = arg max‖v‖=1 E{(v1 

TX)2} where v1 is the same 
length M as the data X. Thus the first principal component is the projection on the direc
tion in which the variance of the projection is maximized. Each of the remaining N − 1 
principal components are found by repeating this process in the remaining orthogonal sub
space (which reduces in dimensionality by one for each new component we discover). The 
principal components are then given by yi = vi

TX (i = 1, ..., N), the projection of X onto 
each vi. This transformation of the columns of X onto vi

T , to give yi is also known as the 
(discrete) Karhunen-Loève transform, or the Hotelling transform, a derivation of which is 
given in appendix 15.9.1). 

Although the basic goal in PCA is to decorrelate the data by performing an orthogonal 
projection, we often reduce the dimension of the data from N to p (p < N) to remove 
unwanted components in the signal. It can be shown that the PCA representation is an op
timal linear dimension reduction technique in the mean-square sense [1]. One important 
application of this technique is for noise reduction, where the data contained in the last 
N − p components is assumed to be mostly due to noise. Another benefit of this technique 
is that a projection into a subspace of a very low dimension, for example two or three, can 
be useful for visualizing multidimensional or higher order data. 

In practice, the computation of the vi can be simply accomplished using the sample co
variance matrix C = XTX. The vi are the eigenvectors of C (an M × M matrix) that 
correspond to the N eigenvalues of C. A method for determining the eigenvalues in this 
manner is known as Singular Value Decomposition (SVD), which is described below. 

15.3.1 Method of SVD 

To determine the principal components of a multi-dimensional signal, we can use the 
method of Singular Value Decomposition. Consider a real M ×N matrix X of observations 
which may be decomposed as follows; 

X = USVT (4) 

8 
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where S is an M×N non-square matrix with zero entries everywhere, except on the leading 
diagonal with elements si (= SMN , M = N) arranged in descending order of magnitude. 
Each si is equal to 

√
λi, the square root of the eigenvalues of C = XTX. A stem-plot of 

these values against their index i is known as the singular spectrum or eigenspectrum. 
The smaller the eigenvalue, the smaller the total energy is that is projected along the 
corresponding eigenvector. Therefore, the smallest eigenvalues are often considered to be 
associated with eigenvectors that describe the noise in the signal10. The columns of V form 
an N ×N matrix of column vectors, which are the eigenvectors of C. The M ×M matrix U 

is the matrix of projections of X onto the eigenvectors of C [2]. A truncated SVD of X can 
be performed such that only the the most significant (p largest) eigenvectors are retained. 
In practice choosing the value of p depends on the nature of the data, but is often taken 
to be the knee in the eigenspectrum (see §15.3.3) or the value where 

∑p si > α
∑N

i=1 i=1 si 

and α is some fraction ≈ 0.95. The truncated SVD is then given by Y = USpV
T and the 

columns of the M × N matrix Y are the noise-reduced signal (see Fig, 3 and the practical 
example given in § 15.3.3). 

A routine for performing SVD is as follows: 

1. Find the N non-zero eigenvalues, λi of the matrix C = XTX and form a non-square 
diagonal matrix S by placing the square roots si = 

√
λi of the N eigenvalues in 

descending order of magnitude on the leading diagonal and setting all other elements 
of S to zero. 

2. Find the orthogonal eigenvectors of the matrix XTX corresponding to the obtained 
eigenvalues, and arrange them in the same order. this ordered collection of column



vectors forms the matrix V. 

3. Find the first N column-vectors of the matrix U: ui = si
−1Xvi (i = 1 : N). Note that 

s−i 
1 are the elements of S−1 . 

4. Add the rest of M − N vectors to the matrix U using the Gram-Schmidt orthogonal



ization process (see appendix 15.9.2). 

15.3.2 Eigenvalue decomposition - a worked example 

To find the singular value decomposition of the matrix 

 
1 1 

 

X =  0 1  (5) 
1 0 

first we find the eigenvalues, λ, of the matrix 

[ 
2 1 

] 

C = XTX = 
1 2 

10This, of course, is not true if the noise energy is comparable or larger than the signal of interest. 

9 
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in the usual manner by letting 
Cv = λv = 0 (6) 

so (C − λI) = 0 and 
2 − λ 1
∣∣∣∣ 

∣∣∣∣ = 0
1 2 − λ 

Evaluating this determinant and solving this characteristic equation for λ, we find (2 −
λ)2 − 1 = 0, and so λ1 = 3 and λ2 = 1. Next we note the number of non-zero eigenvalues 
of the matrix XTX (two in this case). Then we find the orthonormal eigenvectors of the 
matrix XT X corresponding to the non-zero eigenvalues (λ1 and λ2) by solving for v1 and 
v2 using λ1 and λ2 and in (C − λI)v = 0 ... 

[ √
2 
] [ √

2 
] 

v1 = √2
2 ,v2 = 2√

2 , (7) 
2 −

2 

forming the matrix [ √
2 

√
2 
] 

V = [v1v2] = √2
2 

2√
2 (8) 

2 −
2 

where v1 and v2 are normalized to unit length. Next we write down the singular value 
matrix S which is a diagonal matrix composed of the square roots of the eigenvalues of 
C = XTX arranged in descending order of magnitude. 

 
s1 0 

  √
(λ1) 0 

  √
3 0 

 

S =  0 s2  =  0 
√

(λ2)  =  0 
√

1  . (9) 
0 0 0 0 0 0 

Recalling that the inverse of a matrix B with elements bij is given by 

B−1 =
1 

[ 
b22 −b21 

] 

(10) 
det�B� −b12 b11 

and so 
1 
[ 

1 0 
] 

S−1 = √
3 0 

√
3 

(11) 

and we can find the first two columns of U, using the relation 

√
3 

 
1 1 

[ √
2 
]  √

3
6 
 

u1 = 1 Xv1 = 0 1 2 = 
 √

6 s−1 

3 
  √

2  √6
6 


1 0 2 

6 

and  
1 1 

[ √
2 
]  

0 
 

√
2 = s−1Xv2 = 0 1 =u2 2 

 
1 0 

 
− 

2√

2
2 

 −√
2
2
2 
 . 

10 
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Using the Gram-Schmitd process (see appendix 15.9.2) we can calculate the third and
remaining orthogonal column of U to be

u3 =

⎡ √

⎢⎣
3

3√
− 3

√3
− 3

⎤

3

⎥
.

Hence

⎦

U = [u1u2u3] =

⎡ √

⎢⎣
6

√
0

3
3

√ 3
6

√

6
2

√

2
− 3

√ 3
6

√

6
− 2

√

2
− 3

⎤

3

⎥

and the singular value decomposition of the matrix X is

⎦

X =

⎡
1 1

⎣ 0 1
1 0

⎤
⎦ = USVT =

⎡ √

⎢⎣
6

√
0

3
3

√ 3
6

√

6
2

√

2
− 3

√ 3
6

√

6
− 2

√

2
− 3

⎤⎡ √

3

⎥⎦⎣
3 0

0 1
0 0

⎤[ √

⎦
2

√

2
2

√ 2
2

√

2
− 2

2

]

15.3.3 SVD filtering - a practical example using the ECG

We will now look at a more practical (and complicated) illustration. SVD is a commonly
employed technique to compress and/or filter the ECG. In particular, if we align N heart-
beats, each M samples long, in a matrix (of size M × N), we can compress the matrix
down (into an M p) matrix, using only the first p << N principal components. If we
then reconstruct the

×
data by inverting the reduced rank matrix, we effectively filter the

original data.

Fig. 3a is a set of 8 heart beat waveforms recorded from a single ECG lead recorded with
a sampling frequency Fs = 200 Hz, which have been divided into one-second segments
centered on their R-peaks (maximum values), and placed side-by-side to form a 200 8
matrix. The data set is therefore 8-dimensional and an SVD will lead to 8 eigenvectors. Fig.

×

3b is the eigenspectrum obtained from SVD11. Note that most of the power is contained in
the first eigenvector. The knee of the eigenspectrum is at the second principal component.
Fig. 3c is a plot of the reconstruction (filtering) of the data using just the first eigenvector12.
Fig. 3d is the same as Fig. 3c, but the first two eigenvectors have been used to reconstruct
the data. The data in Fig. 3d is therefore noisier than that in Fig. 3c.

Note that S derived from a full SVD (using Matlab’s function svd()) is an invertible matrix,
and no information is lost if we retain all the principal components. In other words,
we recover the original data by performing the multiplication USVT . However, if we
perform a truncated SVD (using svds()) then the inverse of S (inv(S)) does not exist.
The transformation that performs the filtering is non-invertible and information is lost
because S is singular.

11In Matlab: [U S V]=svd(data); stem(diag(S)).
12In Matlab: [U S V]=svds(data,1); mesh(U*S*V’).

11
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Figure 3: SVD of eight R-peak aligned P-QRS-T complexes; a) in the original form with a large 

amount of in-band noise, b) eigenspectrum of decomposition, c) reconstruction using only the first 

principal component, d) reconstruction using only the first two principal components. 

8 

Cite as: G.D.Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

277
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



From a data compression point of view, SVD is an excellent tool. If the eigenspace is 
known (or previously determined from experiments), then the N -dimensions of data can 
in general be encoded in only p-dimensions of data. So for M sample points in each signal, 
an M × N matrix is reduced to an M × p matrix. In the above example, retaining only 
the first principal component, we achieve a compression ration of 8 : 1. Note that the 
data are encoded in the U matrix and so we are only interested in the first p columns. 
The eigenvalues and eigenvectors are encoded in S and V matrices, and therefore an 
additional p scalar values are required to encode the relative energies in each column (or 
signal source) in U. Furthermore, if we wish to encode the eigenspace onto which the data 
in U is projected, we require an additional N2 scalar values (the elements of V). 

It should be noted that the eigenvectors are likely to change13, based upon heart-rate de
pendent beat-to-beat morphology changes (because the cardiac conduction speed changes 
at different heart rates) and the presence of abnormal beats. 

In order to find the global eigenspace for all beats, we need to take a large, representative 
set of heartbeats14 and perform SVD upon this [3]. Projecting each new beat onto these 
globally derived basis vectors results in a filtering of the signal that is essentially equiv
alent to passing the P-QRS-T complex through a set of trained weights of a multi-layer 
perceptron (MLP) neural network (see [4] & appendix 15.9.4). Abnormal beats or arti
facts erroneously detected as normal beats will have abnormal eigenvalues (or a highly 
irregular structure when reconstructed by the MLP). In this way, beat classification can be 
performed. It should be noted however, that in order to retain all the subtleties of the QRS 
complex, at least p = 5 eigenvalues and eigenvectors are required (and another five for the 
rest of the beat). At a sampling frequency of Fs Hz and an average beat-to-beat interval of 
RRav (or heart rate of 60/RRav) the compression ratio is Fs RRav (M

p 
−p) : 1 where M is · · 

the number of samples in each segmented heart beat. 

15.4 Independent Component Analysis for source separation and filtering 

Using SVD we have seen how we can separate a signal into a subspace that is signal and 
a subspace that is essentially noise. This is done by assuming that only the eigenvectors 
associated with the p largest eigenvalues represent the signal, and the remaining (M − p) 
eigenvalues are associated with the noise subspace. We try to maximize the independence 
between the eigenvectors that span these subspaces by requiring them to be orthogonal. 
However, the differences between signals and noise are not always clear, and orthogonal 
subspaces may not be the best way to differentiate between the constituent sources in a 
measured signal. 

In this section we will examine how choosing a measure of independence other than vari
ance can lead to a more effective method for separating signals. A particularly intuitive 
illustration of the problem of source separation through discovering independent sources, 
is known as the Cocktail Party Problem. 

13Since they are based upon the morphology of the beats, they are also lead-dependent.

14That is, N >> 8.


13 
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15.4.1 Blind Source Separation; the Cocktail Party Problem 

The Cocktail Party Problem is a classic example of Blind Source Separation (BSS), the sep
aration of a set of observations into the constituent underlying (statistically independent) 
source signals. The Cocktail Party Problem is illustrated in Fig. 4. If each of the J voices 
you can hear at a party are recorded by N microphones, the recordings will be a matrix 
composed of a set of N vectors, each of which is a (weighted) linear superposition of the 
J voices. For a discrete set of M samples, we can denote the sources by an J × M matrix, 
Z, and the N recordings by an N × M matrix X. Z is therefore transformed into the ob
servables X (through the propagation of sound waves through the room) by multiplying 
it by a N × J mixing matrix A such that15 XT = AZT . (Recall Eq. 2 in §15.2.) Figure 
4 illustrates this paradigm where sound waves from J = 3 independent speakers (z1, z2, 
and z3, left) are superimposed (center), and recorded as three mixed source vectors with 
slightly different phases and volumes at three spatially separated but otherwise identical 
microphones. 

In order for us to ‘pick out’ a voice from an ensemble of voices in a crowded room, we 
must perform some type of BSS to recover the original sources from the observed mixture. 
Mathematically, we want to find a demixing matrix W, which when multiplied by the 
recordings XT, produces an estimate YT of the sources ZT . Therefore W is a set of 
weights (approximately16) equal to A−1 . One of the key methods for performing BSS 
is known as Independent Component Analysis (ICA), where we take advantage of (an 
assumed) linear independence between the sources. 

An excellent interactive example of the cocktail party problem can be found at 

http://www.cis.hut.fi/projects/ica/cocktail/cocktail_en.cgi 

The reader is encouraged to experiment with this URL at this stage. Initially you should 
attempt to mix and separate just two different sources, then increase the complexity of the 
problem adding more sources. Note that the relative phases and volumes of the sources 
differ slightly for each recording (microphone) and that the separation of the sources may 
change in order and volume (amplitude). This is known as the permutation and scaling 
problem for ICA (see § 15.8.1). 

15.4.2 Higher order independence: ICA 

Independent Component Analysis is a general name for a variety of techniques which seek 
to uncover the independent source signals from a set of observations that are composed 
of linear mixtures of the underlying sources. Consider Xjn to be a matrix of J observed 

15Note that X,Y and Z are row matrices, for consistency with the PCA formulation, and so we take the transpose in 

the ICA formulation. Note also that in standard ICA notation,X = AS, where X and S are row matrices and S are the 

sources. However, to avoid confusion with the PCA notation, we S is denoted ZT . 
16Depending on the performance details of the algorithm used to calculate W. 

14 
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Figure 4: The Cocktail Party Problem: sound waves from J = 3 independent speakers (z1, z2 and z3 

left) are superimposed at a cocktail party (center), and are recorded as three mixed source vectors, 

x1, x2 and x3 on N = 3 microphones (right). The M × J observations (or recordings), XT of the 

underlying sources, ZT, are a linear mixture of the sources, such that XT = AZ
T, where A is a 

J × N linear mixing matrix. An estimate YT, of the M × J sources ZT, is made by calculating a 

demixing matrix W, which acts on XT such that YT = WX
T = ẐT and W ≈ A

−1 . 

15
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random vectors, A a N ×J mixing matrix and Z, the J (assumed) source vectors such that

XT = AZT (12)

Note that here we have chosen to use the transposes of X and Z to retain dimensional
consistency with the PCA formulation in 15.3, Eq. 4. ICA algorithms attempt to find a
separating or demixing matrix W such that

§

YT = WXT (13)

where W = Â−1, an approximation of the inverse of the original mixing matrix, and YT =
ẐT, an M × J matrix, is an approximation of the underlying sources. These sources are
assumed to be statistically independent (generated by unrelated processes) and therefore
the joint PDF is the product of the densities for all sources:

P (Z) = p(zi) (14)

where p(z th
i) is the PDF of the i source and P

∏

(Z) is the joint density function.

The basic idea of ICA is to apply operations to the observed data XT, or the de-mixing ma-
trix, W, and measure the independence between the output signal channels, (the columns
of YT) to derive estimates of the sources, (the columns of ZT). In practice, iterative meth-
ods are used to maximize or minimize a given cost function such as mutual information,
entropy or the fourth order moment, kurtosis, a measure of non-Gaussianity (see 15.4).
We shall see later how entropy-based cost functions are related to kurtosis and therefore

§

all of the cost functions are a measure of non-Gaussianity to some extent17. From the
Central Limit Theorem[5], we know that the distribution of a sum of independent ran-
dom variables tends toward a Gaussian distribution. That is, a sum of two independent
random variables usually has a distribution that is closer to Gaussian than the two orig-
inal random variables. In other words, independence is non-Gaussianity. In ICA, if we
wish to find independent sources, we must find a demixing matrix W that maximizes the
non-Gaussianity of each source. It should also be noted at this point that determining the
number of sources in a signal matrix is outside the scope of this chapter18, and we shall
stick to the convention J ≡ N , the number of sources equals the dimensionality of the
signal (the number of independent observations). Furthermore, in conventional ICA, we
can never recover more sources than the number of independent observations (J > N),
since this is a form of interpolation and a model of the underlying source signals would
have to be used. (In terms of 15.2, we have a subspace with a higher dimensionality than
the original data19.)

§

The essential difference between ICA and PCA is that PCA uses variance, a second order
moment, rather than higher order statistics (such as the fourth moment, kurtosis) as a

17The reason for choosing between different cost functions is not always made clear, but computational efficiency

and sensitivity to outliers are among the concerns; see § 15.5. The choice of cost function also determines whether we

uncover sub- or super-Gaussian sources; see §15.6.
18See articles on relevancy determination [6, 7].
19There are methods for attempting this type of analysis; if there are more sensors than sources, the data are over-

determined. If there are less sensors than sources, then the problem is under-determined, but it is still possible to

extract sources under certain conditions by exploiting known properties of the sources, such as their dynamics. See

[8, 9, 10, 11, 12, 13, 14, 15].

16
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metric to separate the signal from the noise. Independence between the projections onto 
the eigenvectors of an SVD is imposed by requiring that these basis vectors be orthogonal. 
The subspace formed with ICA is not necessarily orthogonal and the angles between the 
axes of projection depend upon the exact nature of the data used to calculate the sources. 

The fact that SVD imposes orthogonality means that the data has been decorrelated (the 
projections onto the eigenvectors have zero covariance). This is a much weaker form of 
independence than that imposed by ICA20. Since independence implies uncorrelatedness, 
many ICA methods constrain the estimation procedure such that it always gives uncorre
lated estimates of the independent components. This reduces the number of free parame
ters, and simplifies the problem. 

Gaussianity 

We will now look more closely at what the kurtosis of a distribution means, and how 
this helps us separate component sources within a signal by imposing independence. The 
first two moments of random variables are well known; the mean and the variance. If a 
distribution is Gaussian, then the mean and variance are sufficient characterize variable. 
However, if the PDF of a function is not Gaussian then many different signals can have the 
same mean and variance. (For instance, all the signals in Fig. 6 have a mean of zero and 
unit variance. 

Recall from earlier chapters that the mean (central tendency) of a random variable x, is 
defined to be ∫ +∞ 

µx = E{x} = xpx(x)dx (15) 
−∞ 

where E{} is the expectation operator, px(x) is the probability that x has a particular value. 
The variance (second central moment), which quantifies the spread of a distribution is 
given by ∫ +∞ 

σx 
2 = E{(x − µx)

2 = (x − µx)
2 px(x)dx (16) }

−∞ 

and the square root of the variance is equal to the standard deviation, σ, of the distribution. 
By extension, we can define the N th central moment to be 

∫ +∞ 
υn = E{(x − µx)

n } = (x − µx)
n px(x)dx (17) 

−∞ 

The third moment of a distribution is known as the skew, ζ, and characterizes the degree of 

asymmetry about the mean. The skew of a random variable x is given by υ3 = E{(x
σ
−

3 
µx)3} . 

A positive skew signifies a distribution with a tail extending out toward a more positive 
value and a negative skew signifies a distribution with a tail extending out toward a more 
negative (see Fig. 5a). 

Orthogonality implies independence, but independence does not necessarily imply orthogonality. 

17 

Cite as: G.D.Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY].

20

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

282
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



∑ 

∑ 

∑ 

∑ 

The fourth moment of a distribution is known as kurtosis and measures the relative peaked
ness of flatness of a distribution with respect to a Gaussian (normal) distribution. See Fig. 
5b. It is defined in a similar manner to be 

κ = υ4 = 
E{(x − µx)

4} 
(18) 

σ4 

Note that the kurtosis of a Gaussian is equal to 3 (whereas the first three moments of a 
distribution are zero)21. A distribution with a positive kurtosis (> 3 in Eq. (20) ) is termed 
leptokurtic (or super-Gaussian). A distribution with a negative kurtosis (< 3 in Eq. (20)) 
is termed platykurtic (or sub-Gaussian). Gaussian distributions are termed mesokurtic. 
Note also that skewness and kurtosis are normalized by dividing the central moments by 
appropriate powers of σ to make them dimensionless. 

These definitions are however, for continuously valued functions. In reality, the PDF is 
often difficult or impossible to calculate accurately and so we must make empirical ap
proximations of our sampled signals. The standard definition of the mean of a vector x 

with M values (x = [x1, x2, ..., xM ]) is 

M
1


µ̂x = xi
M 

i=1 

the variance of x is given by


and the skewness is given by


M

M 
i=1 

1 
σ̂2(x) = )2(xi − µ̂x

ˆ
[
xi − µx 

]3M

M σ̂
i=1 

1

ζ̂(x)
 =
 (19)
.


The empirical estimate of kurtosis is similarly defined by 

M
ˆ

[
xi − µx 

]4
1


κ̂(x)
 (20)
=

M σ̂

i=1 

Fig. 6 illustrates the time series, power spectra and distributions of different signals and 
noises found in the ECG recording. From left to right: (i) the underlying Electrocardiogram 
signal, (ii) additive (Gaussian) observation noise, (iii) a combination of muscle artifact 
(MA) and baseline wander (BW), and (iv) powerline interference; sinusoidal noise with 
f ≈33Hz ± 2Hz. Note that all the signals have significant power contributions within the 
frequency of interest (< 40Hz) where there exists clinically relevant information in the 
ECG. Traditional filtering methods therefore cannot remove these noises without severely 
distorting the underlying ECG. 

21The proof of this is left to the reader, but noting that the general form of the normal distribution is px(x) = 
e −(x−µx

2 )/2σ2 

, and 
R ∞ 

e−ax 2 
dx = 

p

π/a should help (especially if you differentiate the integral twice). Note also 
σ
√

2π −∞ 

then, that the above definition of kurtosis (and Eq. (20) ) sometimes has an extra −3 term to make a Gaussian have 

zero kurtosis, such as in Numerical Recipes in C. Note that Matlab uses the convention without the -3 term and therefore 

Gaussian distributions have a κ = 3. This convention is used in the laboratory assignment that accompanies these notes. 

18
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Figure 5: Distributions with third and fourth moments [skewness, (a) and kurtosis (b) respectively] 

that are significantly different from normal (Gaussian). 

15.4.3 ICA for removing noise on the ECG 

Figure 7 illustrates the effectiveness of ICA in removing artifacts from the ECG. Here we 
see 10 seconds of 3 leads of ECG before and after ICA decomposition (upper and lower 
graphs respectively). The upper plot (a) is the same data as in Fig. 1. Note that ICA 
has separated out the observed signals into three specific sources; 1b) The ECG, 2b) High 
kurtosis transient (movement) artifacts, and 2c) Low kurtosis continuous (observation) 
noise. In particular, ICA has separated out the in-band QRS-like spikes that occurred at 2.6 
and 5.1 seconds. Furthermore, time-coincident artifacts at 1.6 seconds that distorted the 
QRS complex, were extracted, leaving the underlying morphology intact. 

Relating this to the cocktail party problem, we have three ‘speakers’ in three locations. 
First and foremost we have the series of cardiac depolarization/repolarization events cor
responding to each heartbeat, located in the chest. Each electrode is roughly equidistant 
from each of these. Note that the amplitude of the third lead is lower than the other two, 
illustrating how the cardiac activity in the heart is not spherically symmetrical. Another 
source (or ‘speaker’) is the perturbation of the contact electrode due to physical movement. 
The third ‘speaker’ is the Johnson (thermal) observation noise. 

However, we should not assume that ICA is a panacea to remove all noise. In most situa
tions, complications due to lead position, a low signal-noise ratio, and positional changes 
in the sources cause serious problems. Section 15.8 addresses many of the problems in 
employing ICA, using the ECG as a practical illustrative guide. 

It should also be noted that the ICA decomposition does not necessarily mean the relevant 
clinical characteristics of the ECG have been preserved (since our interpretive knowledge 
of the ECG is based upon the observations, not the sources). Therefore, in order to recon
struct                  
demixing matrix that correspond to artifacts or noise, then invert it and multiply by the 

19
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Figure 6: time Series, power spectra and distributions of different signals and noises found on 

the ECG. From left to right: (i) the underlying Electrocardiogram signal, (ii) additive (Gaussian) 

observation noise, (iii) a combination of muscle artifact (MA) and baseline wander (BW), and (iv) 

powerline interference; sinusoidal noise with f ≈ 33Hz ± 2Hz. 
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decomposed data to ‘restore’ the original ECG observations (see Fig. 2. An example of this 
procedure using the data in Fig. 1 and Fig. 7 are presented in Fig. 8. In terms of Fig. 
2 and our general ICA formalism, the estimated sources Ẑ (Fig. 7b) are recovered from 
the observation X (Fig. 7a) by estimating a demixing matrix W. It is no longer obvious 
which lead the underlying source (signal 1 in Fig. 7b) corresponds to.In fact, this source 
does not correspond to any clinical lead at all, just some transformed combination of leads. 
In order to perform a diagnosis on this lead, the source must be projected back into the 
observation domain by inverting the demixing matrix W. It is at this point that we can 
perform a removal of the noise sources. Columns of W−1 that correspond to noise and/or 
artifact (signal 2 and signal 3 on Fig. 7b in this case) are set to zero (W−1 → Wp

−1), where 
the number of non-noise sources, p = 1, and the filtered version of each clinical lead of X, 
is reconstructed in the observation domain using Xfilt = Wp

−1Y to reveal a cleaner 3-lead 
ECG (Fig. 8). 

tion. Plot a is the same data as

                    

Courtesy of Springer Science + Business Media. Used with permission.  
Source: He, Clifford, and Tarassenko. Neural Computing & Applications 15, no. 2 (April 2006): 105-116. doi:10.1007/s00521-005-0013-y.

Figure 10 seconds of 3 Channel ECG a) before ICA decomposition and b) after ICA decomposi

in Fig. 1. Note that ICA has separated out the observed signals into

three specific sources; 1 b) The ECG, 2 b) High kurtosis transient (movement) artifacts, and 2 c) 

Low kurtosis continuous (observation) noise. 

15.5 Different methods for performing ICA - choosing a cost function 

Although the basic idea behind ICA is very simple, the actual implementation can be for
mulated from many perspectives: 

•	 Maximum likelihood (MacKay [16], Pearlmutter & Parra [17], Cardoso [18], Giro
lami & Fyfe [19]) 

21 
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Figure 10 seconds of data (from Fig. 1) after ICA decomposition, (see Fig 7) and reconstruction 

with noise channels set to zero. 

•	 Higher order moments and cumulants (Comon [20], Hyvarinen¨ & Oja [21], ) 

•	 Maximization of information transfer (Bell & Sejnowski [22], Amari et al. [23]; 
Lee et al. [24]) 

•	 Negentropy maximization (Girolami & Fyfe [19]) 

•	 Non-linear PCA (Karhunen et al. [25, 26], Oja et al. [27]) 

All the above methods use separation metrics (or cost functions) that are essentially equiv
alent to measuring the non-Gaussianity of the estimated sources. The actual implemen
tation can involve either a manipulation of the output data, Y, or a manipulation of the 
demixing matrix, W. In the remainder of section 15.5 we will examine three common 
cost functions, negentropy, mutual information and the log likelihood. A method for using 
these cost functions to determine the elements of W, gradient descent, (or ascent) which 
is described in section 15.5.3 and appendix 15.9.4. 

15.5.1 Negentropy instead of kurtosis as a cost function 

Although kurtosis is theoretically a good measure of non-Gaussianity, kurtosis is dispro
portionately sensitive to changes in the distribution tails. Therefore, other measures of 
independence are often used. Another important measure of non-Gaussianity is given by 
negentropy. Negentropy is often a more robust (outlier insensitive) method for estimating 
the fourth moment. Negentropy is based on the information-theoretic quantity of (differ
ential) entropy. The more random (i.e. unpredictable and unstructured the variable is) the 
larger its entropy. More rigorously, entropy is closely related to the coding length of the 
random variable, in fact, under some simplifying assumptions, entropy is the coding length 
of the random variable. The entropy H of a discrete random variable yi with probability 
distribution P (yi) is defined as 

 
H(y) = −

∑
P (yi) log2 P (yi).	 (21)

i 
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∫ 

This definition can be generalized for continuous-valued random variables and vectors, in 
which case it is called differential entropy. The differential entropy H of a random vector 
y with a probability density function P (y) is defined as 

H(y) = P (y) log2 P (y)dy. (22) − 

A fundamental result of information theory is that a Gaussian variable has the largest 
entropy among all random variables of equal variance [28]. This means that entropy could 
be used as a measure of non-Gaussianity. In fact, this shows that the Gaussian distribution 
is the “most random” or the least structured of all distributions. Entropy is small for 
distributions that are clearly concentrated on certain values, i.e., when the variable is 
clearly clustered, or has a PDF that is very “spiky”. 

To obtain a measure of non-Gaussianity that is zero for a Gaussian variable and always 
non-negative22, we can use a slightly modified version of the definition of differential 
entropy, called negentropy. Negentropy, J , is defined as follows 

J (y) = H(yG) − H(y) (23) 

where yG is a Gaussian random variable of the same covariance matrix as y. Negentropy is 
always non-negative, and is zero if and only if y has a Gaussian distribution. Negentropy 
has the additional interesting property that it is constant for a particular vector which un
dergoes an invertible linear transformation, such as in the ICA mixing-demixing paradigm. 

The advantage of using negentropy, or, equivalently, differential entropy, as a measure of 
non-Gaussianity is that it is well justified by statistical theory. In fact, negentropy is in 
some sense the optimal estimator of non-Gaussianity, as far as statistical properties are 
concerned. The problem in using negentropy is, however, that it is difficult to compute 
in practice. Estimating negentropy using the definition above would require an estimate 
(possibly non-parametric) of the probability density function. Therefore, simpler approxi
mations of negentropy are used. One such approximation actually involves kurtosis: 

1 3 2 1 J (y) ≈
12 

E{y } + 
48 

κ(y)2 (24) 

but this suffers from the problems encountered with kurtosis. Another estimate of negen
tropy involves entropy: 

J (y) ≈ [E{g(y)} − E{g(ϑ)}] , (25) 

where ϑ is a zero mean unit variance Gaussian variable and the function g is some non
quadratic function which leads to the approximation always being non-negative (or zero if 

2 

2y has a Gaussian distribution). g is usually taken to be 
α 
1 ln cosh(αy) or g(y) = −e−

y 

with 
α some constant (1 ≤ α ≤ 2). If g(y) = y, Eq. 25 degenerates to the definition of kurtosis. 

J (y) is then the cost function we attempt to minimize between the columns of Y. We will 
see how to minimize a cost function to calculate the demixing matrix in section 15.6. 

Therefore, separation of the independent components is achieved by attempting to make negentropy as close to zero 

as possible (and hence making the sources maximally non-Gaussian). 
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∑ 

∑ 

∑ 

15.5.2 Mutual Information based ICA 

Using the concept of differential entropy, we define the mutual information (MI) I between 
M (scalar) random variables, yi, i = 1...M as follows 

M

I(y1, y2, ..., yM ) =
 H(yi) − H(y). (26) 
i=1 

MI is a measure of the (in-) dependence between random variables. MI is always non
negative, and zero if and only if the variables are statistically independent. MI therefore 
takes into account the whole dependence structure of the variables, and not only the co
variance (as is the case for PCA). 

Note that for an invertible linear transformation YT = WXT , 

M

I(y1, y2, ..., yM ) =
 H(yi) − H(xi) − log2 �W�. (27) 
i=1 

If we constrain the yi to be uncorrelated and have unit variance E{yTy} = WE{xTx}WT 

= I. This implies that �I� = 1 = (�WE{x T x}WT�) = �W��E{x T x}��WT� and hence 
�W� must be constant. If yi has unit variance, MI and negentropy differ only by a constant, 
and a sign; 

M

I(y1, y2, ..., ym) = c − J (yi) (28) 
i=1 

where c is a constant. This shows the fundamental relationship between MI and negen
tropy and hence with kurtosis. 

Since MI is a measure of the (mutual) information between two functions, finding a W 

which minimises I between the columns of YT in the transformation YT = WXT leads to 
method for determining the independent components (sources) in our observations XT . 

15.5.3 Maximum Likelihood 

Independent component analysis can be thought of as a statistical modeling technique that 
makes use of latent variables to describe a probability distribution over the observables. 
This is known as generative latent variable modeling and each source is found by deduc
ing its corresponding distribution. Following MacKay [16], we can model the J observable 
vectors {xj}J as being generated from latent variables {zi}N via a linear mapping Wj=1 i=1 

with elements23 wij. To simplify the derivation we assume the number of sources equals 
the number of observations (N = J), and the data are then defined to be, D = {X}M 

m=1, 
where M is the number of samples in each of the J observations. The latent variables are 
assumed to be independently distributed with marginal distributions P (zi) ≡ pi(zi), where 
pi denotes the assumed probability distributions of the latent variables. 

Note         

24 
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Given A ≡ W−1, the probability of the observables X and the hidden variables Z is 

M


M M m m
P ({X}m=1, {Z}m=1 W) = 
∏ 

[P (x z ,W)P (z m)] (29) |
m=1 

|

M
[( 

J
) (

∏ 
)] 

m m m = 
∏ ∏

(xj −
∑ 

wjiz ) pi(z ) . (30) i i 

m=1 j=1 i i 

Note that for simplicity we have assumed that the observations X have been generated 
without noise24. If we replace the term (xj −

∑
wjizi) by a (noise) probability distribution i 

over xj with mean 
∑

i wjizi and a small standard deviation, the identical algorithm results 
[16]. 

To calculate wij, the elements of W we can use the method of gradient descent which 
requires the optimization of a dimensionless objective function Ł(W), of the parameters 
(the weights). The sequential update of the elements of the mixing matrix, wij, are then 
computed as 

∂Ł 
Δwij = η (31) 

∂wij 

where η is the learning rate25 . 

The cost function Ł(W) we wish to minimize to perform ICA (to maximize independence) 
is the log likelihood function 

( 
M

) 
mŁ(W) = log2 (P (X W)) = log2 

∏ 
P (x W) (32) |

m=1 

|

which is the log of the product of the (independent) factors. Each of the factors is obtained 
by marginalizing over the latent variables, which can be shown ([16], appendix 15.9.3) to 
be equal to 

Ł(W) = log2 | detW| + 
ı 

log2 pi(w
−1 (33) 

∑ 
ij xj). 

15.6 Gradient descent to find the de-mixing matrix W 

In order to find W we can iteratively update its elements wij, using gradient descent or 
ascent on the objective function Ł(W). To obtain a maximum likelihood algorithm, we 
find the gradient of the log likelihood. This turns out to be 

∂ 

∂wij 

log2 P (x m |A) = aji + xjzi (34) 

Ł(W) can be used to ‘guide’ a gradient ascent of the elements of W and maximise the 
log likelihood of each source. If we choose W so as to ascend this gradient, we obtain 

24This leads to the Bell-Sejnowski algorithm [16, 22]. 
25Which can be fixed or variable to aid convergence depending on the form of the underlying source distributions. 
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the learning algorithm from Bell and Sejnowski [22] (ΔW ∝ [WT]−1 + zxT). A detailed 
mathematical analysis of gradient descent/ascent and its relationship to PCA and neural 
networks are given in appendix 15.9.4. (Treat this as optional reading). 

In general, the learning algorithm for ICA can be summarized as a linear mapping, such 
that YT = WXT, followed by a non-linear mapping yi f(yi). f is a non-linear function →
that helps the elements of W converge to values that give maximal statistical indepen
dence between the rows of Y. In practice, the choice of the non-linearity, f(yi), in the up
date equations for learning W is heavily dependent on the distribution of the underlying 
sources. For example, if we choose a traditional tanh non-linearity (f(yi) = − tanh(βyi)), 
with β a constant initially equal to unity, then we are implicitly assuming the source densi
ties are heavier tailed distributions than a Gaussian (pi(zi) ∝ 1/ cosh(zi) ∝ 1/(ezi + e−zi), 
zi = f(yi), with f = −tanh(yi)). Varying β reflects our changing beliefs in the underly
ing source distributions. In the limit of large β, the non-linearity becomes a step function 
and pi(zi) becomes a biexponential distribution (pi(zi) ∝ e−|z|). As β tends to zero, pi(zi) 
approach more Gaussian distributions. 

If we have no non-linearity, f(yi) ∝ −yi, the we are implicitly assuming a Gaussian dis
tribution on the latent variables. However, it is well known [4, 29] that without a non
linearity, the gradient descent algorithm leads to second order decorrelation. That is, we 
perform the same function as PCA. Equivalently, the Gaussian distribution on the latent 
variables is invariant under rotation of the latent variables, so there is no information to 
enable us to find a preferred alignment of the latent variable space. This is one reason 
why conventional ICA is only able to separate non-Gaussian sources. See [16], [30] and 
appendix 15.9.3 for further discussion on this topic. 

15.7 Applications of ICA 

Apart from the example given in §15.4.3, ICA has been used to perform signal separation 
in many different domains. These include: 

•	 Blind source separation; Watermarking, Audio [31, 32], ECG, (Bell & Sejnowski [22], 
Barros et al. [33], McSharry et al. [13]), EEG (Mackeig et al. [34, 35], ). 

•	 Signal and image denoising (Hyvärinen - [36] ), medical (fMRI - [37]) ECG & EEG 
(Mackeig et al. [34, 35]) 

•	 Modeling of the hippocampus and visual cortex (L¨ arinen [38]) orincz, Hyv¨

•	 Feature extraction and clustering, (Marni Bartlett, Girolami, Kolenda [39]) 

•	 Compression and redundancy reduction (Girolami, Kolenda, Ben-Shalom [40]) 

Each particular domain involves subtle differences in the statistical structure of the sources 
in the data which affect the particular choice of the ICA algorithm. Pre-processing steps 
(sometimes including the application of PCA) are extremely important too. However, we 
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do not have the space to go into detail for each of these applications and the reader is 
encouraged to explore the above references at this point. 

15.8 Limitations of ICA 

While ICA is a powerful technique with few assumptions on the nature of the observations 
and the underlying sources, it must be remembered that ICA does have some intrinsic 
limitations. 

15.8.1 The permutation and scaling problem 

Recall Eq. (12), XT = AZT. We may inset an arbitrary matrix B and its inverse B−1 such 
that 

XT = ABB−1ZT (35) 

and Eq. (12) remains unchanged. The mixing matrix is now AB and the sources are now 
B−1ZT with a different column order and a different scaling. Since we only know X, we 
can only solve jointly for the mixing matrix and the sources and an infinite number of 
(equally valid) pairs are possible. Therefore, the estimates of the sources may appear in 
an arbitrary (column) order (which change with small changes in the observations), and 
with arbitrary scaling, which has no relation to the amplitude or energy in the underlying 
sources. 

Another way to think about this problem, is that we derive the estimate of the demixing 
matrix (W ≈ A−1) by optimising a cost function between the columns of the estimate of 
the sources ẐT . This cost function measures independence in a manner that is amplitude 
independent. (Recall that kurtosis is a dimensionless quantity.) In order to mitigate for 
this problem, some ICA algorithms order the sources in terms of kurtosis and scale them to 
have unit variance. To preserve the original amplitude of the source, it is possible to invert 
the transformation, retaining only a single source, and reconstruct each source back in the 
observation domain. Therefore an accurate knowledge of certain features or properties 
of the underlying sources (such as distinguishing morphological oscillations in the time 
domain or the exact value of the kurtosis) is required to identify a particular source in the 
columns of ẐT . 

15.8.2 Stationary Mixing 

ICA assumes a linear stationary mixing model (the mixing matrix is a set of constants 
independent of the changing structure of the data over time). However, for many applica
tions this is only true from certain observation points or for very short lengths of time. For 
example, consider the earlier case of noise on the ECG. As the subject inhales, the chest 
expands and the diaphragm lowers. This causes the heart to drop and rotate slightly. If 
we consider the mixing matrix A to be composed of a stationary component As and a 

27


Cite as: G.D.Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

292
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



non-stationary component Ans such that A = As +Ans then Ans is equal to some constant 
(α) times one of the rotation matrices26 such as 

 
1 0 0 

 

Ans(θ) = α 0 cos(θ)t − sin(θ)t, 
0 sin(θ)t cos(θ)t 

where θ = 2πfresp and fresp is the frequency of respiration27 . In this case, α will be a 
function of θ, the angle between the different sources (the electrical signals from muscle 
contractions and those from cardiac activity), which itself is a function of time. This is 
only true for small values of α, and hence a small angle θ, between each source. This is a 
major reason for the differences in effectiveness of ICA for source separation for different 
lead configurations. 

15.8.3 The assumption of independence 

The sources (columns of ZT) mixed by A are assumed to statistically independent. That 
is, they are generated from some underlying processes that are unrelated. In the cocktail 
party problem, this is trivially obvious; each speaker is not modulating their words as 
a function of any other words being spoken at the same time. However, in the case of 
the ECG noise/artifact removal, this is sometimes not true. When a monitored subject 
suddenly increases their activity levels, artifacts from muscle movements can manifest on 
the ECG. Sometimes, there will be a significant changes in heart rate or beat morphology 
as a result of the activity change. The muscle artifact and beat morphology change are 
no longer independent. If the relationship is strong enough, then ICA will not be able to 
separate the sources. 

15.8.4 Under- or over-determined representations and relevancy determination 

Throughout these notes we have assumed that the number of sources is exactly equal to 
the number of observations. However, this is rarely true. In the case of the cocktail party, 
we usually have two microphones (ears) and more than two independent sources (all the 
other speakers in the room plus any ambient noises such as music). Our representation is 
therefore under-determined and we need to modify the standard ICA formulation to deal 
with this. See [41, 9, 10] for an analysis of this problem. 

Conversely, we may have more observations than sources, as in the case of a 12-lead ECG. 
Apart from the problem of determining which sources are relevant, the actual estimate 
of each source will change depending on how many sources are assumed to be be in the 
mixture (observation). Therefore, an accurate determination of the number of sources can 
prove to be important. See Roberts et al. [6, 7] and Joho et al. [8] for further discussions 
on this topic. 

26See Eq. 118 in appendix 15.9.6. 
27Assuming an idealized sinusoidal respiratory cycle. 
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15.9 Summary and further reading 

In this chapter we have explored how we can apply a transformation to a set of observa
tions in order to project them onto a set of axes that are in some way more informative 
than the observation space. This is achieved by defining some contrast function between 
the data in the projected subspace which is essentially a measure of independence. If this 
contrast function is second order (variance) then we perform decorrelation through PCA. If 
the contrast function is fourth order and therefore related to Gaussianity, then we achieve 
ICA. The cost function measured between the estimated sources that we use in the itera
tive update of the demixing matrix (and the manner in which we update it to explore the 
weight space) encodes our prior beliefs as to the non-Gaussianity (kurtosis) of the source 
distributions. The data projected onto the independent (source) components is as statisti
cally independent as possible. We may then select which projections we are interested in 
and, after discarding the uninteresting components, invert the transformation to effect a 
filtering of the data. 

ICA covers an extremely broad class of algorithms, as we have already seen. Lee et al. [42] 
show that different theories recently proposed for Independent Component Analysis (ICA) 
lead to the same iterative learning algorithm for blind separation of mixed independent 
sources. This is because all the algorithms attempt to perform a separation onto a set of 
basis vectors that are in some way independent, and that the independence can always 
be recast as a departure from Gaussianity. 

However, the concept of blind source separation is far more broad than this chapter re
veals. ICA has been the fertile meeting ground of statistical modeling [43], PCA [44], 
neural networks [45], Independent Factor Analysis [46], Wiener filtering [11, 47, 48], 
wavelets [49, 47, 50], hidden Markov modeling [51, 7, 52], Kalman filtering [53] and 
non-linear dynamics [14, 54]. Many of the problems we have presented in this chapter 
have been addressed by extending the ICA model with these tools. Although these con
cepts are outside the scope of this course, they are currently the focus of ongoing research. 
For further reading on ICA and related research, the reader is encouraged to browse the 
following URLs: 

http://www.cnl.salk.edu/ http://www.inference.phy.cam.ac.uk/mackay/ica.pdf 
http://web.media.mit.edu/~paris/ica.html http://www.robots.ox.ac.uk/~sjrob/ 
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Appendix A: 

15.9.1 Karhunen-Loéve or Hotelling Transformation 

The Karhunen-Loéve transformation maps vectors x n in a d-dimensional space (x1, ..., xd) 
onto vectors zn in an p-dimensional space (z1, ..., zp), where p < d. 

The vector xn can be represented as a linear combination of a set of d orthonormal vectors 
ui 

d

(36)
=
 ziuix


i=1 

Where the vectors ui satisfy the orthonormality relation 

uiuj = δij (37) 

in which δij is the Kronecker delta symbol. 

This transformation can be regarded as a simple rotation of the coordinate system from 
the original x’s to a new set of coordinates represented by the z’s. The zi are given by 

zi = ui
T x (38) 

Suppose that only a subset of p ≤ d basis vectors ui are retained so that we use only p 
coefficients of zi. The remaining coefficients will be replaced by constants bi so that each 
vector x is approximated by the expression 

p d

x 

i=1 i=p+1 

The residual error in the vector xn introduced by the dimensionality reduction is given by 

d

biui (39) ziui +=


n n (zi − bi)ui (40) x x =− ˜
i +1 =p

N d∑ 

We can then define the best approximation to be that which minimises the sum of the 
squares of the errors over the whole data set. Thus we minimise 

1

(zi − bi)

2ξp (41)
= 
2 

n=1 i=p+1 

If we set the derivative of ξp with respect to bi to zero we find 

N
1


bi =
 zi = ui x̄
n T 

N 
n=1 
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∑ ∑ 

∑ 

∑


∑ 

Where we have defined the vector x̄ to be the mean vector of the N vectors, 

N
1


x
n (43) x̄ =

N 

n=1 

We can now write the sum-of-squares-error as 

N d
1
 T n(x x̄))2 

i −ξp (u
=

2 

n=1 i=p+1 

N
1
 T 

i Cui (44) =
 u

2 

n=1 

Where C is the covariance matrix of the set of vectors xn and is given by 

C
 =
 (x n x̄)(x n x̄)T (45) − −
n 

It can be shown (see Bishop [30]) that the minimum occurs when the basis vectors satisfy 

Cui = λiui (46) 

so that they are eigenvectors of the covariance matrix. Substituting (46) into (44) and 
making use of the orthonormality relation of (37), the error criterion at the minimum is 
given by 

d
1


ξp λi (47) = 
2 

i=p+1 

Thus the minimum error is obtained by choosing the d − p smallest eigenvalues, and their 
corresponding eigenvectors, as the ones to discard. 

Appendix B: 

15.9.2 Gram-Schmidt Orthogonalization Theorem 

If {x1, ..., xm} is a linearly independent vector system in the vector space with scalar prod
uct F , then there exists an orthonormal system {ε1, ..., εm}, such that 

span{x1, ..., xm} = span{ε1, ..., εm}. (48) 

This assertion can be proved by induction. In the case m = 1, we define ε1 = x1/�x1� and 
thus span{x1} = span{ε1}. Now assume that the proposition holds for m = i−1, i.e., there 
exists an orthonormal system {ε1, ..., εi−1}, such that span{x1, ..., xi−1} = span{ε1, ..., εi−1}. 
Then consider the vector 

y = λ ε +       i 1 1 i−1 i−1 i
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choosing the coefficients λν , (ν = 1 : i − 1) so that yi ⊥ εν(ν = 1 : i − 1), i.e. (yi, εν) = 0. 
This leads to the i − 1 conditions 

λν(εν , εν) + (xi, εν) = 0, (50) 

λν = −(xi, εν) (ν = 1 : i − 1). 

Therefore, 
yi = xi − (xi, ε1)ε1 − ... − (xi, εi−1)εi−1. (51) 

Now we choose εi = yi/�yi�. Since εν ∈ span{x1, ..., xi−1}(ν = 1 : i − 1), we get, by the 
construction of the vectors yi and εi, (εi ∈ span{x1, ..., xi}). Hence 

span{ε1, ..., εi} ⊂ span{x1, ..., xi}. (52) 

From the representation of the vector yi we can see that xi is a linear combination of the 
vectors ε1, ..., εi. Thus 

span{x1, ..., xi} ⊂ span{ε1, ..., εi} (53) 

and finally, 
span{x1, ..., xi} = span{ε1, ..., εi} (54) 

An example 

Given a vector system {x1,x2,x3} in R4, where 
T T T 

x1 = [1 0 1 0] , x2 = [1 1 1 0] , x3 = [0 1 0 1] ,

such that X = [x1x2x3]

T we want to find such an orthogonal system {ε1, ε2, ε3}, for which


span{x1,x2,x3} = span{ε1, ε2, ε3}. 

To apply the orthogonalization process, we first check the system {x1,x2,x3} for linear 
independence. Next we find 

[ 
1 1 

]T 

ε1 = x1/�x1� = √
2

0 √
2

0 . (55) 

For y2 we get 

T 
y2 = x2 − (x2, ε1)ε1 = [1 1 1 0]

√
2 

[ 
1 1 

]T
T − √

2
0 √

2
0 = [0 1 0 0] . (56) 

T
Since �y2� = 1, ε2 = y2/�y2� = [0 1 0 0] . The vector y3 can be expressed in the form 

T 

[ 
1 1 

]T 
T T 

y3 = x3 − (x3, ε1)ε1 − (x3, ε2)ε2 = [0 1 0 1] − 0 · √
2

0 √
2

0 − 1 · [0 1 0 0] = [0 0 0 1] . 

(57) 
Therefore, 

ε3 = y3/�y3� = [0 0 0 1]T . (58) 
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Appendix D: 

15.9.3 Maximum Likelihood through gradient ascent 

1Recalling that for scalars
∫ 

dzδ(x−wz)f(s) = f(x/w) and adopting a conventional index |w|
m msummation such that wjizi ≡∑i wjizi , a single factor in the likelihood is given by 

m 

∫ ∞ 
m mP (x |A) = dN z mP (x |z ,A)P (z m) (59) 

m 
∏ 

m m m = x 

−∞ 

δ(xj − ajizi )
∏ 

pi(zi ) (60) 
j i 

=
1 ∏ 

pi(a
−1 (61) ij xj) | detA| 

i 

(62) 

which implies 
m 

∑
log2 P (x A) = log2 detA + log2 pi(aijxj). (63) |

ı 

Noting that W = A−1 , 

m 
∑

log2 P (x A) = log2 detW + log2 pi(wijxj). (64) |
ı 

To find the gradient of the log likelihood we define 

∂ 
log2 detA = a−1 = (65) 

∂aji 
ij wij 

∂ 
a−1 = −a−1 = −wkjwil (66) kl kj a

−
il 

1 

∂aji 

∂ 
( 

∂ 
) 

∂wij 

g = −ajl 
∂akl 

g ali (67) 

(68) 

with g some arbitrary function, wij representing the elements of W, yi ≡ wijxj and f(yi) ≡
d log2 pi(yi)/dyi. g indicates in which direction yi needs to change to make the probability 
of the data greater. Using equations 66 and 67 we can obtain the gradient of aji 

∂ 

∂aji 

log2 P (x m |A) = −wij − wify′ wi′j (69) 

where i′ is a dummy index. Alternatively, we can take the derivative with respect to aij 

∂ 

∂wij 

log2 P (x m |A) = aji + xjzi (70) 

If we choose W so as to ascend this gradient, we obtain the exact learning algorithm 
from Bell and Sejnowski [22] (ΔW ∝ [WT ]−1 + zx T ). A detailed mathematical analysis 
of gradient descent/ascent and its relationship to neural networks and PCA are given in 
appendix 15.9.4. 
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The problem of non-covariance 

It should be noted that the principle of covariance (consistent algorithms should give 
the same results independently of the units in which the quantities are measured) is not 
always true. One example is the popular steepest descent rule (see Eq. 31) which is 
dimensionally inconsistent; the left hand side has dimensions of [wi] and the right hand 
side has dimensions [wi] (Ł(W) is dimensionless). 

One method for alleviating this problem is to precondition the input data (scaling it be
tween ±1). Another method is to decrease η at a rate of 1/n where n is the number of 
iterations through the backpropagation of the updates of the wi. The Munro-Robbins theo
rem ([30] p.41) shows that the parameters will asymptotically converge to the maximum 
likelihood parameters since each data point receives equal weighting. If n is held constant 
then one is explicitly solving a weighted maximum likelihood problem with an exponential 
weighting of the data and the parameters will not converge to a limiting value. 

∂ŁThe algorithm would be covariant if Δwi = η
∑

i′ Gii′ ∂wi 
, where G is a curvature matrix 

with the (i, i′)th element having dimensions [wiwi
′]. It should be noted that the differential 

of the metric for the gradient descent is not linear (as it is for a least square computation), 
and so the space on which we perform gradient descent is non-Euclidean. In fact, one must 
use the natural [23] or relative [55] gradient. See [16] and [23] for further discussion on 
this topic. 

Appendix D: 

15.9.4 Gradient descent, neural network training and PCA 

This appendix is intended to give the reader a more thorough understanding of the inner 
workings of gradient descent and learning algorithms. In particular, we will see how 
the weights of a neural network are essentially a matrix that we train on some data by 
minimising or maximising a cost function through gradient descent. If a multi-layered 
perceptron (MLP) neural network is auto-associative (it has as many output nodes as input 
nodes), then we essentially have the same paradigm as Blind Source Separation. The only 
difference is the cost function. 

This appendix describes relevant aspects of gradient descent and neural network theory. 
The error back-propagation algorithm is derived from first principles in order to lay the 
ground-work for gradient descent training of an auto-associative neural network. 

The neuron 

The basic unit of a neural network is the neuron. It can have many inputs x and its output 
value, y, is a function, f , of all these inputs. Figure 9 shows the basic architecture of a 
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neuron with three inputs.
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Figure 9: The basic neuron 

For a linear unit the function, f , is the linear weighted sum of the inputs, sometimes known 
as the activation, a, in which case the output is given by 

y = a = 
∑ 

wixi (71) 
i 

(Be careful not to confuse the activation a with the elements of the mixing matrix A = 
aij = Ŵ−1.) For a non-linear unit, a non-linear function f , is applied to the linearly 
weighted sum of inputs. This function is often the sigmoid function defined as 

1 
fa(a) = (72)

1 + e−a 

The output of a non-linear neuron is then given by 

y = fa{(
∑ 

wixi)} (73) 
i 

If the outputs of one layer of neurons are connected to the inputs of another layer, a neural 
network is formed. 

Multi-layer networks 

The standard MLP consists of three layers of nodes, the layers being interconnected via 
synaptic weights wij and wjk as shown in Figure 10. The input units simply pass all of the 
input data, likewise the non-linear output units of the final layer receive data from each of 
the units in the hidden layer. Bias units (with a constant value of 1.0), connect directly via 
bias weights to each of the neurons in the hidden and output layers (although these have 
been omitted from the diagram for clarity). 

40 
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Figure 10: Schematic of a 5-3-2 multi-layer perceptron. Bias units and their weights are omitted 

for clarity. 

Learning algorithm - Gradient descent 

The input data used to train the network, now defined as yi for consistency of notation, is 
fed into the network and propagated through to give an output yk given by 

yk = fa(
∑ 

wjkfa(
∑ 

wijyi)) (74) 
j i 

Note that our x’s (observations/recordings) are now yi’s and our sources are yj (or yk if 
multi-layered network is used). During training, the target data or desired output, tk, 
which is associated with the training data, is compared to the actual output yk. The 
weights, wjk and wij , are then adjusted in order to minimise the difference between the 
propagated output and the target value. This error is defined over all training patterns, N , 
in the training set as 

p pξ = 
1 ∑∑

(fa(
∑ 

wjkfa(
∑ 

wijyi )) − tk)
2 (75)

2 
N k j i 

Note that in the case of ML-BSS the target is one of the other output vectors (source 
estimates) and the error function ξ, is the log likelihood. We must therefore sum ξ over all 
the possible pairs of output vectors. 

Error back-propagation 

The squared error, ξ, can be minimised using the method of gradient descent [30]. This 
requires the gradient to be calculated with respect to each weight, wij and wjk. The weight 
update equations for the hidden and output layers are given as follows: 

(τ+1) (τ) ∂ξ 
wjk = wjk − η (76)

∂wjk 

w
(τ+1) 

= w
(τ) ∂ξ

(77)− η
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∂ξ ∂ξ The full derivation of the calculation of the partial derivatives, 
∂wij ∂wjk

and , is given in 

appendix 15.9.5. Using equations 116 and 108 we can write: 

(τ+1) (τ)
wjk = wjk − ηδkyj (78) 

w
(τ+1) 

= w
(τ) − ηδjyi (79) ij ij 

where η is the learning rate and δj and δk are given below: 

δk = (yk − tk)yk(1 − yk) (80) 

δj = 
∑ 

δkwjkyj(1 − yj) (81) 
k 

For the bias weights, the yi and yj in the above weight update equations are replaced by 
unity. 

Training is an iterative process (repeated application of equations 78 and 79) but, if con
tinued for too long, the network starts to fit the noise in the training set and that will have 
a negative effect on the performance of the trained network on test data. The decision on 
when to stop training is of vital importance but is often defined when the error function 
(or it’s gradient) drops below some predefined level. The use of an independent validation 
set is often the best way to decide on when to terminate training. (See Bishop [30] p262 
for more details.) However, in the case of an auto-associative network, no validation set 
is required and the training can be terminated when the ratio of the variance of the input 
and output data reaches a plateau. (See [56, 57].) 

Auto-associative networks 

An auto-associative network has as many output nodes as input nodes and can be trained 
using an objective cost function measured between the inputs and outputs; the target data 
are simply the input data. Therefore, no labelling of the training data is required. An auto
associative neural network performs dimensionality reduction from D to p dimensions 
(D > p) and then projects back up to D dimensions, as shown in figure 11. PCA, a standard 
linear dimensionality reduction procedure is also a form of unsupervised learning [30]. In 
fact, the number of hidden-layer nodes ( dim(yj) ) is usually chosen to be the same as the 
number of principal components, p, in the data (see § 15.3.1), since (as we shall see later) 
the first layer of weights performs PCA if trained with a linear activation function. The 
full derivation of PCA, given in appendix 15.9.1, shows that PCA is based on minimising a 
sum-of-squares error cost function. 
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Figure 11: Layout of a D-p-D auto-associative neural network. 

Network with linear hidden layer and output units 

Since yk = ak 
∂yk 

∂ak 

= 1 

the expression for δk reduces to 

δk = 
∂ξ 

∂ak 

= 
∂ξ 

∂yk 

. 
∂yk 

∂ak 

= (yk − tk) 

Similarly for δj: 

(82) 

(83) 

=

∂ξ 

= 
∂ξ ∂ak ∂yj

δj = . . δkwjk (84)
∂aj ∂ak ∂yj ∂aj 

k 

Linear activation functions perform PCA 

The two layer auto-associative MLP with linear hidden units and a sum-of-squares error 
function used in the previous section, learns the principal components for that data set. 
PCA can of course be performed and the weights can be calculated directly by computing 
a matrix pseudo-inverse [30], and this shall reduce ‘training time’ significantly. Consider 
Eq. (75) where the activation function is linear (fa = 1) for the input and hidden layers; 

N p D

n=1 j=1 i=0 

where p is the number of hidden units. If this expression is differentiated with respect to 
wij and the derivative is set to zero the usual equations for least-squares optimisation are 
given in the form 

N D

1

i
n wij − tn 

j )2ξ
 (
 (85)
=
 y

2


i
n wi′j − tnj )y n(
 y
 0 (86)
= i 

n=1 i′=0 

which is written in matrix notation as 

(YTY)WT = YTT (87) 
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Y has dimensions N × D with elements yn where N is the number of training patterns i 

and D the number of input nodes to the network (the length of each ECG complex in our 
examples given in the main text). W has dimension p × D and elements wij and T has 
dimensions N × p and elements tn. The matrix (YTY) is a square p× p matrix which may j

be inverted to obtain the solution 
WT = Y†T (88) 

where Y† is the (p × N) pseudo-inverse of Y and is given by 

Y† = (YTY)−1YT (89) 

Note that in practice (YTY) usually turns out to be near-singular and SVD is used to avoid 
problems caused by the accumulation of numerical roundoff errors. 

Consider N training patterns presented to the auto-associative MLP with i input and k 
output nodes (i = k) and j ≤ i hidden nodes. For the nth (n = 1...N) input vector xi of the 
i × N (N ≥ i) real input matrix, X, formed by the N (i-dimensional) training vectors, the 
hidden unit output values are 

hj = f(W1xi + w1b) (90) 

where W1 is the input-to-hidden layer i × j weight matrix, w1b is a rank-j vector of biases 
and f is an activation function. The output of the auto-associative MLP can then be written 
as 

yk = W2hj + w2b (91) 

where W2 is the hidden-to-output layer j × k weight matrix and w2b is a rank-k vector of 
biases. Now consider the singular value decomposition of X, given by [2] as Xi = UiSiVi

T 

where U is an i× i column-orthogonal matrix, S is an i×N diagonal matrix with positive 
or zero elements (the singular values) and VT is the transpose of an N × N orthogonal 
matrix. The best rank-j approximation of X is given by [58] as W2hj = UjSjVj

T where 

hj = FSjVj
T and (92) 

W2 = UjF
−1 (93) 

with F being an arbitrary non-singular j × j scaling matrix. Uj has i × j elements, Sj has 
j × j elements and VT has j × N elements. It can be shown that [29] 

= α−1FUT (94) W1 1 j 

where W1 are the input-to-hidden layer weights and α is derived from a power series 
expansion of the activation function, f(x) ≈ α0 + α1x for small x. For a linear activation 
function, as in this application, α0 = 0, α1 = 1. The bias weights given in [29] reduce to 

w1b = −α1
−1FUT

j µX = −UT
j µX , 

w2b = µX − α0UjF
−1 = µX (95) 

where µX = 
N 
1 ∑

N xi, the average of the training (input) vectors and F is here set to be 
the (j × j) identity matrix since the output is unaffected by the scaling. Using equations 
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(90) to (95)


yk = W2hj + w2b (96) 

= UjF
−1hj + w2b 

= UjF
−1(W1xi + w1b) + w2b 

= UjF
−
1

1FUT
j xi − UjF

−1UT
j µX + µX 

giving the output of the auto-associative MLP as 

yk = UjU
T(X − µX) + µX . (97) j 

Equations (93), (94) and (95) represent an analytical solution to determine the weights of 
the auto-associative MLP ‘in one pass’ over the input (training) data with as few as Ni3 + 
6Ni2 +O(Ni) multiplications [59]. We can see that W1 = wij is the matrix that rotates the 
each of the data vectors xi

n = yi
n in X into the hidden data yi

p, which are our p underlying 
sources. W2 = wjk is the matrix that transforms our sources back into the observation data 
(the target data vectors

∑
N t

n
i = T). If p < N , we have discarded some of the possible 

information sources and effected a filtering. In terms of PCA, W1 = Sp = Up p (where VT UT 

Up denotes using the pth most significant components) and in terms of BSS, W1 = Wp. 
Note also that W2 = W1

T . 

Appendix F: 

15.9.5 Derivation of error back-propagation 

The error ξ is given over all input patterns p by: 

1 nξ = 
∑∑

(yk − tn)2 (98) 
2 k

n k 

Which may be written as: 

ξ =
1 ∑∑

(fa(
∑ 

wjkfa(
∑ 

yiwij)) − tnk)2 (99) 
2 

n k j i 

To calculate the update rules the gradient of the error with respect to the weights wij 

and wjk must be calculated. The update equations (100) (101) are given below, η is the 
learning rate. 

(τ+1) (τ) ∂ξ 
wjk = wjk − η (100) 

∂wjk 

(τ+1) (τ) ∂ξ 
wij = wij − η (101) 

∂wij 
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The calculation of the gradients is performed using simple chain rule partial differentiation. 

∂ξ ∂ξ ∂yk ∂ak 
= . . (102) 

∂wjk ∂yk ∂ak ∂wjk 

The input to the output units ak is given by 

ak = 
∑ 

yjwjk (103) 
j 

From (98) and (103) we may write 

∂ξ ∂ak 

∂yk 

= (yk − tk), 
∂wjk 

= yj (104) 

Since yk is defined as 
1 

yk = fa(ak) = (105) 
1 + e−ak 

We may write 
∂yk ∂ 1 e−ak 

∂ak ∂aa 

(
1 + e−ak 

) =
(1 + e−ak)2 

= yk(1 − yk) (106) = 

Hence 
∂ξ 

∂wjk 

= (yk − tk)yk(1 − yk)yj (107) 

Therefore we may write the wjk update as 

(τ+1) (τ)
w = wjk − ηδkyj (108) jk 

Where 
∂ξ ∂yk ∂ξ 

∂yk ∂ak ∂ak 

= (yk − tk)yk(1 − yk) (109) . =δk = 

In order to calculate the wij update equation the chain rule is applied several times, hence 

∂ξ ∂ξ ∂aj
= . (110) 

∂wij ∂aj ∂wij 

∂ξ ∂ξ 
. 
∑

( 
∂ak ∂yj ∂aj

= ). . (111) 
∂wij ∂ak ∂yj ∂aj ∂wij 

k 

From (103) 
∂ak 

∑
= wjk (112) 

∂yj 
k 
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The input to the hidden units is given by 

aj = 
∑ 

yiwij (113) 
i 

Hence 
∂aj 

= yi (114) 
∂wij 

By symmetry from (106) we have 

∂yj 

∂aj 

= yj(1 − yj) (115) 

Therefore from Eq.s (109),(112),(114) and (115) the update equation for the wij weights 
is given by 

(τ+1) (τ)
wij = wij − ηδjyi (116) 

Where 
∂ξ ∑

δj = 
∂aj 

= δkwjkyj(1 − yj) (117) 
k 

Appendix G: 

15.9.6 Orthogonal rotation matrices 

The classical (orthogonal) three-dimensional rotation matrices are 

 
1 0 0 

  
cos(θ) 0 sin(θ)

  
cos(θ) − sin(θ) 0 

 

Rx(θ) = 0 cos(θ) − sin(θ),Ry(θ) = 0 1 0 ,Rz(θ) = sin(θ) cos(θ) 0 , 
0 sin(θ) cos(θ) − sin(θ) 0 cos(θ) 0 0 1 

(118) 

where Rx(θ), Ry(θ) and Rz(θ) produce rotations of a 3-D signal about the x-axis, y-axis 
and z-axis respectively. 
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Course Directors: Dr. Julie Greenberg

C H A P T E R  1  

The Physiological Basis of the

Electrocardiogram


Andrew T. Reisner, Gari D. Clifford, and Roger G. Mark 
cCourtesy of Artech House. Used with permission.© Artech House, 2006. All rights reserved. 

Before attempting any signal processing of the electrocardiogram it is important 
to first understand the physiological basis of the ECG, to review measurement 
conventions of the standard ECG, and to review how a clinician uses the ECG 
for patient care. The material and figures in this chapter are taken from [1, 2], to 
which the reader is referred for a more detailed overview of this subject. Further 
information can also be found in the reading list given at the end of this chapter. 

The heart is comprised of muscle (myocardium) that is rhythmically driven to 
contract and hence drive the circulation of blood throughout the body. Before every 
normal heartbeat, or systole,1 a wave of electrical current passes through the entire 
heart, which triggers myocardial contraction. The pattern of electrical propagation 
is not random, but spreads over the structure of the heart in a coordinated pattern 
which leads to an effective, coordinated systole. This results in a measurable change 
in potential difference on the body surface of the subject. The resultant amplified 
(and filtered) signal is known as an electrocardiogram (ECG, or sometimes EKG). 
A broad number of factors affect the ECG, including abnormalities of cardiac con
ducting fibers, metabolic abnormalities (including a lack of oxygen, or ischemia) 
of the myocardium, and macroscopic abnormalities of the normal geometry of the 
heart. ECG analysis is a routine part of any complete medical evaluation, due to the 
heart’s essential role in human health and disease, and the relative ease of recording 
and analyzing the ECG in a noninvasive manner. 

Understanding the basis of a normal ECG requires appreciation of four phe
nomena: the electrophysiology of a single cell, how the wave of electrical current 
propagates through myocardium, the physiology of the specific structures of the 
heart through which the electrical wave travels, and last how that leads to a mea
surable signal on the surface of the body, producing the normal ECG. 

1.1 Cellular Processes That Underlie the ECG 

Each mechanical heartbeat is triggered by an action potential which originates from 
a rhythmic pacemaker within the heart and is conducted rapidly throughout the or
gan to produce a coordinated contraction. As with other electrically active tissues 

1. Diastole, the opposite of systole, is defined to be the period of relaxation and expansion of the heart

chambers between two contractions, when the heart fills with blood.


1 
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2 The Physiological Basis of the Electrocardiogram 

Figure 1.1 A typical action potential from a ventricular myocardial cell. Phases 0 through 4 are 
marked. (From: [2]. c� 2004 MIT OCW. Reprinted with permission.) 

(e.g., nerves and skeletal muscle), the myocardial cell at rest has a typical trans
membrane potential, Vm, of about −80 to −90 mV with respect to surrounding 
extracellular fluid.2 The cell membrane controls permeability to a number of ions, 
including sodium, potassium, calcium, and chloride. These ions pass across the 
membrane through specific ion channels that can open (become activated) and 
close (become inactivated). These channels are therefore said to be gated channels 
and their opening and closing can occur in response to voltage changes (voltage 
gated channels) or through the activation of receptors (receptor gated channels). 

The variation of membrane conductance due to the opening and closing of ion 
channels generates changes in the transmembrane (action) potential over time. The 
time course of this potential as it depolarizes and repolarizes is illustrated for a ven
tricular cell in Figure 1.1, with the five conventional phases (0 through 4) marked. 
When cardiac cells are depolarized to a threshold voltage of about −70 mV (e.g., 
by another conducted action potential), there is a rapid depolarization (phase 0 — 
the rapid upstroke of the action potential) that is caused by a transient increase 
in fast sodium channel conductance. Phase 1 represents an initial repolarization 
that is caused by the opening of a potassium channel. During phase 2 there is an 
approximate balance between inward-going calcium current and outward-going 
potassium current, causing a plateau in the action potential and a delay in repolar
ization. This inward calcium movement is through long-lasting calcium channels 
that open up when the membrane potential depolarizes to about −40 mV. Repo
larization (phase 3) is a complex process and several mechanisms are thought to 
be important. The potassium conductance increases, tending to repolarize the cell 
via a potassium-mediated outward current. In addition, there is a time-dependent 

2. Cardiac potentials may be recorded by means of microelectrodes. 
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1.1 Cellular Processes That Underlie the ECG 3 

decrease in calcium conductivity which also contributes to cellular repolarization. 
Phase 4, the resting condition, is characterized by open potassium channels and the 
negative transmembrane potential. After phase 0, there are a parallel set of cellular 
and molecular processes known as excitation-contraction coupling: the cell’s depo
larization leads to high intracellular calcium concentrations, which in turn unlocks 
the energy-dependent contraction apparatus of the cell (through a conformational 
change of the troponin protein complex). 

Before the action potential is propagated, it must be initiated by pacemakers, 
cardiac cells that possess the property of automaticity. That is, they have the ability 
to spontaneously depolarize, and so function as pacemaker cells for the rest of the 
heart. Such cells are found in the sino-atrial node (SA node), in the atrio-ventricular 
node (AV node) and in certain specialized conduction systems within the atria and 
ventricles.3 In automatic cells, the resting (phase 4) potential is not stable, but shows 
spontaneous depolarization: its transmembrane potential slowly increases toward 
zero due to a trickle of sodium and calcium ions entering through the pacemaker 
cell’s specialized ion channels. When the cell’s potential reaches a threshold level, 
the cell develops an action potential, similar to the phase 0 described above, but 
mediated by calcium exchange at a much slower rate. Following the action potential, 
the membrane potential returns to the resting level and the cycle repeats. There are 
graded levels of automaticity in the heart. The intrinsic rate of the SA node is 
highest (about 60 to 100 beats per minute), followed by the AV node (about 40 to 
50 beats per minute), then the ventricular muscle (about 20 to 40 beats per minute). 
Under normal operating conditions, the SA node determines heart rate, the lower 
pacemakers being reset during each cardiac cycle. However, in some pathologic 
circumstances, the rate of lower pacemakers can exceed that of the SA node, and 
then the lower pacemakers determine overall heart rate.4 

An action potential, once initiated in a cardiac cell, will propagate along the 
cell membrane until the entire cell is depolarized. Myocardial cells have the unique 
property of transmitting action potentials from one cell to adjacent cells by means of 
direct current spread (without electrochemical synapses). In fact, until about 1954 
there was almost general agreement that the myocardium was an actual syncytium 
without separate cell boundaries. But the electron microscope identified definite cell 
membranes, showing that adjacent cells separate. They are tightly coupled, however, 
to transmit both tension and electric current from cell to cell. The low-resistance 
connections are known as gap junctions. Ionic currents flow from cell to cell via 
these intercellular connections, and the heart behaves electrically as a functional syn
cytium. Thus, an impulse originating anywhere in the myocardium will propagate 
throughout the heart, resulting in a coordinated mechanical contraction. An artifi
cial cardiac pacemaker, for example, introduces depolarizing electrical impulses via 
an electrode catheter usually placed within the right ventricle. Pacemaker-induced 
action potentials excite the entire ventricular myocardium resulting in effective 
mechanical contractions. 

3. This is true for normal operating conditions. In pathological conditions, any myocardial cell may act as a 
pacemaker. 

4. Pacemakers other than the SA node may also take over the regulation of the heart rate when faster pace
makers are not effective, such as during episodes of AV block; see Section 1.3.3. 
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4 The Physiological Basis of the Electrocardiogram 

However, key structures intended to modify propagation of the action potential 
are interspersed throughout the heart. First, there are bands of specialized conduct
ing fibers across which the action potential travels more rapidly compared to the 
conduction through the myocardium. It is by traveling across a combination of 
conducting fibers and myocardium that the action potential can propagate to all 
regions of the ventricles in less than 100 milliseconds. In subjects with conduction 
system disease, the propagation time is prolonged because the action potential only 
spreads through the myocardium itself. This unsynchronized squeezing motion of 
various parts of the heart can cause a mild impairment of pumping efficacy. In 
addition to specialized conducting fibers, there are tissues that electrically insulate 
the ventricles from the atria. In a normal heart, the only way the action potential 
passes from the atria to the ventricles is through another specialized structure called 
the AV node, whose function is to provide a delay in conduction, so that the atria 
can contract completely before the ventricles begin contracting. The function and 
structure of the normal heart are discussed in more detail below. 

It should be noted that, through decades of investigation, much detail is avail
able about the electrophysiologic activity of the heart and the preceding text is 
therefore only a highly abbreviated summary. Interested readers are referred to 
more detailed texts such as [2, 3]. 

1.2 The Physical Basis of Electrocardiography 

As a result of the electrical activity of the cells, current flows within the body and po
tential differences are established on the surface of the skin, which can be measured 
using suitable equipment (see Chapter 2). The graphical recording of these body sur
face potentials as a function of time produces the electrocardiogram. The simplest 
mathematical model for relating the cardiac generator to the body surface poten
tials is the single dipole model. This simple model is extremely useful in providing 
a framework for the study of clinical electrocardiography and vectorcardiography, 
though of course much more complex treatments have been developed.5 The de
scriptions in this chapter are therefore simplifications to aid the understanding of 
the surface potential signal that manifests as an ECG. 

The dipole model has two components, a representation of the electrical activity 
of the heart (the dipole itself), and the geometry and electrical properties of the 
surrounding body. First, consider the representation of the electrical activity of the 
heart: as an action potential propagates through a cell (i.e., in the myocardium), 
there is an associated intracellular current generated in the direction of propagation, 
at the interface of resting and depolarizing tissue. This is the elementary electrical 
source of the surface ECG, referred to as the current dipole. There is also an equal 
extracellular current flowing against the direction of propagation, and so charge is 
conserved. All current loops in the conductive media close upon themselves, forming 
a dipole field (see Figure 1.2). The heart’s total electrical activity at any instant of 

5. Models include multiple dipole models, cable models and statistical models. Further information can also 
be found in [3–5] and Chapter 4. 
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1.2 The Physical Basis of Electrocardiography 5 

Figure 1.2 The dipole field due to current flow in a myocardial cell at the advancing front of 
depolarization. Vm is the transmembrane potential. (From: [2]. � 2004 MIT OCW. Reprinted with c
permission.) 

time may be represented by a distribution of active current dipoles. In general, they 
will lie on an irregular surface corresponding to the boundary between depolarized 
and polarized tissue. 

If the heart were suspended in a homogeneous isotropic conducting medium 
and were observed from a distance sufficiently large compared to its size, then all 
of these individual current dipoles may be assumed to originate at a single point 
in space and the total electrical activity of the heat may be represented as a single 
equivalent dipole whose magnitude and direction is the vector summation of all 
the minute dipoles. The net equivalent dipole moment is commonly referred to 
as the (time-dependent) heart vector M(t). As each wave of depolarization spreads 
through the heart, the heart vector changes in magnitude and direction as a function 
of time. 

The resulting surface distribution of currents and potentials depends on the 
electrical properties of the torso. As a reasonable approximation, the dipole model 
ignores the known anisotropy and inhomogeneity of the torso and treats the body 
as a linear, isotropic, homogeneous, spherical conductor of radius, R, and con
ductivity, σ . The source is represented as a slowly time-varying single current dipole 
located at the center of the sphere. The static electric field, current density, and 
electric potential everywhere within the torso (and on its surface) are nondynam
ically related to the heart vector at any given time (i.e., the model is quasi-static). 
The reactive terms due to the tissue impedance can be neglected. Laplace’s equation 
(which holds within the idealized homogenous isotropic conducting spherical torso) 
may then be solved to give the potential distribution on the torso as 

=�(t) cosθ (t)3 M| (t) /4| πσR2 (1.1) 
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6 The Physiological Basis of the Electrocardiogram 

Figure 1.3 The idealized spherical torso with the centrally located cardiac source. (From: [2]. 
c� 2004 MIT OCW. Reprinted with permission.) 

where θ (t) is the angle between the direction of the heart vector M(t), and OA the 
lead vector joining the center of the sphere, O, to the point of observation, A (see 
Figure 1.3). |M| is therefore the magnitude of the heart vector. More generally, the 
potential difference between the two points on the surface of the torso would be 

VAB(t) = M(t) · LAB(t) (1.2) 

where LAB is known as the lead vector connecting points A and B on the torso. It is 
useful to define a reference central terminal (CT) by averaging the potentials from 
the three limb leads (see Section 1.2.1): 

�CT(t) = �RA(t) + �LA(t) + �LL(t) (1.3) 

where RA indicates right arm, LA indicates left arm, and LL indicates left leg. 
Note that �CT should be zero at all times. The next section describes the clinical 
derivation of the normal ECG. 

1.2.1 The Normal Electrocardiogram 

The performance of the heart as a pump is dependent primarily upon the contraction 
and relaxation properties of the myocardium. Other factors that must also be con
sidered include: the geometric organization of the myocardial cells, the properties of 
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1.2 The Physical Basis of Electrocardiography 7 

c

permission.)

Figure 1.4 Trajectory of a normal cardiac vector. (From: [2]. � 2004 MIT OCW. Reprinted with 

the cardiac tissue, the heart’s electrical rhythm, valvular function, and the adequacy 
of delivery of oxygenated blood via the coronary arteries to meet the metabolic 
demands of the myocardium. The heart has four cavitary chambers whose walls 
consist of a mechanical syncytium of myocardial cells. At the exit of each chamber 
is a valve that closes after its contraction, preventing significant retrograde flow 
when the chamber relaxes and downstream pressures exceed chamber pressures. 
The right heart includes a small atrium leading into a larger right ventricle.6 The 
right atrium receives blood from most of the body and feeds it into the right ven
tricle. When the right ventricle contracts, it propels blood to the lungs, where the 
blood is oxygenated and relieved of carbon dioxide.7 The left atrium receives blood 
from the lungs and conducts it into the left ventricle.8 The forceful contractions of 
the left ventricle propel the blood through the aorta to the rest of the body, with 
sufficient pressure to perfuse the brains of even the tallest humans.9 The left atrium 
and left ventricle form the left heart. As noted earlier, under normal conditions the 
atria finish contracting before the ventricles begin contracting. 

Figure 1.4 illustrates the normal heart’s geometry and resultant instantaneous 
electrical heart vectors throughout the cardiac cycle. The figure shows the orig
ination of the heart beat (at the SA node), a delay at the AV node (so that the 

6. With a valve known as the tricuspid valve. 
7. Its valve is the pulmonic valve. 
8. Its valve is the mitral valve. 
9. Its valve is the aortic valve. 
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8 The Physiological Basis of the Electrocardiogram 

atria, teleologically, finish contraction before the ventricles begin), and accelerated 
conduction of the depolarization wave via specialized conducting fibers (so that 
disparate parts of the heart are depolarized in a more synchronized fashion). Nine 
different temporal states are shown. The dotted line below each illustrated state 
summarizes the preceding trajectory of heart vectors. First, atrial depolarization 
is illustrated. As the wave of depolarization descends throughout both atria, the 
summation vector is largely pointing down (to the subject’s toes), to the subject’s 
left, and slightly anterior. Next there is the delay at the AV node, discussed above, 
during which time there is no measurable electrical activity at the body surface un
less special averaging techniques are used. After activity emerges from the AV node 
it depolarizes the His10 bundle, followed by the bundle branches. Next, there is the 
septal depolarization. The septum is the wall between the ventricles, and a major 
bundle of conducting fibers runs along the left side of the septum. As the action po
tential wave enters the septal myocardium it tends to propagate left to right, and so 
the resultant heart vector points to the subject’s right. Next there is apical depolar
ization, and the wave of depolarization moving left is balanced by the wave moving 
right. The resultant vector points towards the apex of the heart, which is largely 
pointing down, to the subject’s left, and slightly anterior. In left ventricular depolar
ization and late left ventricular depolarization, there is also electrical activity in the 
right ventricle, but since the left ventricle is much more massive its activity domi
nates. After the various portions of myocardium depolarize, they contract via the 
process of excitation-contraction coupling described above (not illustrated). There 
is a plateau period during which the myocardium has depolarized (ventricles de
polarized) where no action potential propagates, and hence there is no measurable 
cardiac vector. Finally, the individual cells begin to repolarize and another wave of 
charge passes through the heart, this time originating from the dipoles generated at 
the interface of depolarized and repolarizing tissue (i.e., ventricular repolarization). 
The heart then returns to its resting state (such that the ventricles are repolarized), 
awaiting another electrical stimulus that starts the cycle anew. Note that both the 
polarity and the direction of propagation of the repolarizing phase are reversed from 
those of depolarization. As a result, repolarization waves on the ECG are generally 
of the same polarity as depolarization waves. 

To complete the review of the basis of the surface ECG, a description of how 
the trajectory of the cardiac vector (detailed in Figure 1.4) results in the pattern of a 
normal scalar ECG is now described. The cardiac vector, which expands, contracts, 
and rotates in three-dimensional space, is projected onto 12 different lines of well-
defined orientation (for instance, lead I is oriented directly to the patient’s left). Each 
lead reveals the magnitude of the cardiac vector in the direction of that lead at each 
instant of time. The six precordial leads report activity in the horizontal plane. In 
practice, this requires that six electrodes are placed around the torso (Figure 1.5), 
and the ECG represents the difference between each of these electrodes (V1–6) and 
the central terminal [as in (1.3)]. 

10. The His bundle is a collection of heart muscle cells specialized for electrical conduction that transmits 
electrical impulses from the AV node, between the atria and the ventricles to the Purkinje fibers, which 
innervate the ventricles. 
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1.2 The Physical Basis of Electrocardiography 9


Figure 1.5 The six standard chest leads. (From: [2]. c� 2004 MIT OCW. Reprinted with permission.) 

cFigure 1.6 Frontal plane limb leads. (From: [2]. � 2004 MIT OCW. Reprinted with permission.) 
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10 The Physiological Basis of the Electrocardiogram 

Figure 1.7 The temporal pattern of the heart vector combined with the geometry of the standard 
frontal plane limb leads. (From: [2]. c� 2004 MIT OCW. Reprinted with permission.) 

Additional electrodes, the limb leads, are placed on each of the subject’s four 
extremities and the central terminal is the average of the potentials from the limb 
leads. Potential differences between the limb electrodes and the central terminal are 
the bases for the other three standard ECG leads, as illustrated (Figure 1.6): (1) 
Lead I, the difference between left arm (LA) and right arm (RA); (2) Lead II, the 
difference between the left leg (LL) and the RA; (3) Lead III, the difference between 
the LL and the LA. Note also that the augmented limb leads (denoted by “a”) rep
resent the potential at a given limb with respect to the average of the potentials 
of the other two limbs.11 aVF is the difference between the LL and average of the 
arm leads; aVR is the difference between the RA and the average of LL and LA, 
and aVL is the difference between the LA and the average of the RA and LL. Since 
there are 12 leads to image three-dimensional activity, there exists considerable in
formation redundancy in this configuration. However, this spatial “oversampling” 
by projecting the cardiac vector into nonorthogonal axes, tends to yield an easier 
representation for human interpretation and compensates for minor inconsistencies 
in electrode placement (after all, human forms lack geometric consistency, thus elec
trode placement varies with subject and with technician). Furthermore, the body is 
not a homogenous sphere. 

The temporal pattern of the heart vector is combined with the geometry of the 
standard frontal plane limb leads in Figure 1.7. In black, the temporal trajectory 
of the heart vector, from Figure 1.4, is recreated. The frontal ECG leads are super
imposed in their conventional orientation (from Figure 1.6). The resultant pattern 

11. That is, the central terminal with the limb lead disconnected that corresponds to the augmented lead you are 
measuring. The vector is therefore longer and the signal amplitude consequently higher, hence, augmented. 
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1.2 The Physical Basis of Electrocardiography 11 

c

with permission.)

Figure 1.8 Normal features of the electrocardiogram. (From: [2]. � 2004 MIT OCW. Reprinted 

for three surface ECG leads, I, II, and III, are shown. Note that the QRS axis is 
perpendicular to the isoelectric lead (the lead with equal forces in the positive and 
negative direction). Significant changes in the QRS axis can be indicative of cardiac 
problems. 

Figure 1.8 illustrates the normal clinical features of the electrocardiogram, 
which include wave amplitudes and interwave timings. The locations of different 
waves on the ECG are arbitrarily marked by the letters P, Q, R, S, and T12 (and 
sometimes U, although this wave is often hard to identify, as it may be absent, 
have a low amplitude, or be masked by a subsequent beat). The interbeat timing 
(RR interval) is not marked. Note that the illustration uses the typical graph-paper 
presentation format, which stems from the early clinical years of electrocardiogra
phy, where analysis was done by hand measurements of hard copies. Each box is 
1 mm2 and the ECG paper is usually set to move at 25 mm/s. Therefore, each box 
represents 0.04 second in time. The amplitude scale is set to be 0.1 mV per square, 
although there is often a larger grid overlaid at every five squares (0.20 second/ 

12. Einthoven, who received the Nobel Prize in 1924 for his development of the first ECG, named the prominent 
ECG waves alphabetically, P, Q, R, S, and T. The prominent deflections were first labeled A, B, C, and 
D, in his preceding work with a capillary electrometer, which did not record negative deflections. The 
new nomenclature was to distinguish the superior signal produced by a string galvanometer. For more 
information, see [6]. 
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12 The Physiological Basis of the Electrocardiogram 

0.5 mV).13 The values for the clinical features indicated on the graph in Figure 1.8 
are typical, although they can vary based upon gender, age, activity, and health (see 
Chapter 3 and [7]). 

1.3	 Introduction to Clinical Electrocardiography: 
Abnormal Patterns 

The clinician who uses the electrocardiogram as a diagnostic test wishes to determine 
cardiac abnormalities from the body surface potentials. As a rough framework, it is 
worth thinking of the heart as three separate systems: a functional electrical system, 
a functional system of coronary (or cardiac) arteries to channel nourishing blood to 
every cell of the myocardium, and a culmination in an effective mechanical pump. 

First we consider how an ECG is used to assess electrical abnormalities of 
the heart. The surface ECG has inherent limitations as a diagnostic tool: Given 
a distribution of body surface potentials, we cannot precisely specify the detailed 
electrophysiologic behavior of the source since this inverse problem does not have a 
unique solution (as demonstrated in 1853 by Hermann von Helmholz). It is not, in 
general, possible to uniquely specify the characteristics of a current generator from 
the external potential measurements alone. Therefore, an exacting assessment of 
the electrical activity of the heart involves an invasive electrode study. Despite these 
inherent limitations, the surface ECG is extremely useful in clinical assessments of 
electrical pathologies and an invasive electrophysiologic study is indicated in only 
a small fraction of cases. 

To a first approximation, electrical problems come in two forms: those which 
make the heart pump too slowly or infrequently (bradycardias), and those with 
make the heart pump too quickly (tachycardias). If the pumping is too slow, the 
cardiac output of life-sustaining blood can be dangerously low. If too quick, the 
cardiac output can also be too low since the heart does not have time to fill, and 
also because the heart can suffer damage (e.g., demand ischemia) when it tries to 
pump too rapidly. 

1.3.1	 The Normal Determinants of Heart Rate: The Autonomic

Nervous System


One class of heart rate abnormalities arises from abnormal function of the control 
system for heart rate. As discussed in Section 1.2.2, there are specialized cells in the 
SA node whose function is to act as the heart’s pacemaker, rhythmically generat
ing action potentials and triggering depolarization for the rest of the heart (recall 
that once any portion of the heart depolarizes, the wavefront tends to propagate 
throughout the entire myocardium). The SA node has an intrinsic rate of firing, but 
ordinarily this is modified by the central nervous system, specifically, the autonomic 
nervous system (ANS).14 The decision-making for autonomic functions occurs in 

13. In this chapter, this larger amplitude scale was used for Figures 1.9 through 1.23 and Figure 1.26. 
14. The part of the nervous system that functions without conscious thought, taking care of such tasks as 

breathing while you sleep, thermoregulation, and optimizing heart rate. 
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1.3 Introduction to Clinical Electrocardiography: Abnormal Patterns 13 

the medulla in the brain stem and the hypothalamus. Instructions from these cen
ters are communicated via nerves that connect the brain to the heart. There are two 
main sets of nerves serving the sympathetic and the parasympathetic portions of the 
autonomic nervous system, which both innvervate the heart. The sympathetic ner
vous system is activated during stressful times. It increases the rate of SA node firing 
(hence raising heart rate) and also innervates the myocardium itself, increasing the 
propagation speed of the depolarization wavefront, mainly through the AV node, 
and increasing the strength of mechanical contractions. These effects are all conse
quences of changes to ion channels and gates that occur when the cells are exposed 
to the messenger chemical from the nerves. The time necessary for the sympathetic 
nervous system to actuate these effects is on the order of 15 seconds. 

The sympathetic system works in tandem with the parasympathetic system. For 
the body as a whole, the parasympathetic system controls quiet-time functions like 
food digestion. The nerve through which the parasympathetic system communicates 
with the heart is named the vagus.15 The parasympathetic branch’s major effect is 
on heart rate and the velocity of propagation of the action potential through the AV 
node.16 Furthermore, in contrast with the sympathetic system, the parasympathetic 
nerves act quickly, decreasing the velocity through the AV node and slowing the 
heart rate within a second when they activate. Most organs are innervated by both 
the sympathetic and the parasympathetic branches of the ANS and the balance 
between these competing effects determines function. 

The sympathetic and parasympathetic systems are rarely totally off or on; in
stead, the body adjusts their levels of activation, known as tone, as is appropriate 
to its needs. If a medication that inactivates the sympathetic system (e.g., propra
nolol) is used on a healthy resting subject with a heart rate of 60 bpm, the classic 
response is to slow the heart rate to about 50 bpm. If a medication that inactivates 
the parasympathetic system (e.g., atropine) is used, the classic response is an eleva
tion of the heart rate to about 120 bpm. If you administer both medications and 
inactivate both systems (parasympathetic and sympathetic withdrawal), the heart 
rate rises to 100 bpm. Therefore, in this instance for normal subjects at rest, the 
effects of the heart rate’s “brake” are greater than the effects of the “accelerator,” 
although it is the balance of both systems that dictates the heart rate. The body’s 
normal reaction when vagal tone is increased (the brake) is to simultaneously reduce 
sympathetic tone (the accelerator). Similarly, when sympathetic tone is increased, 
parasympathetic tone is usually withdrawn. Indeed, if a person is suddenly startled, 
the earliest increase in heart rate will simply be due to parasympathetic withdrawal 
rather than the slower-acting sympathetic activation. 

On what basis does the autonomic system make heart rate adjustments? There 
are a series of sensors throughout the body sending information back to the brain 
(afferent nerves, bringing information to the central nervous system). Those 
parameters sensed by afferent nerves include the blood pressure in the arteries 
(baroreceptors), the acid-base conditions in the blood (chemoreceptors), and the 
pressure within the heart’s walls (mechanoreceptors). Based on this feedback, the 
brain unconsciously adjusts heart rate. The system is predicated on the fact that, 

15. Parasympathetic activity is therefore sometimes termed vagal activity. 
16. It has little effect on cardiac contractility. 
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14 The Physiological Basis of the Electrocardiogram 

cFigure 1.9 Normal sinus rhythm. (From: [2]. � 2004 MIT OCW. Reprinted with permission.) 

as heart rate increases, cardiac pumping and blood output should increase, and so 
increase arterial blood pressure, blood flow and oxygen delivery to the peripheral 
tissues, carbon dioxide clearance from the peripheral tissues, and so on. 

When the heart rate is controlled by the SA node’s rate of firing, the sequence 
of beats is known as a sinus rhythm (see Figure 1.9). When the SA node fires 
more quickly than usual (for instance, as a normal physiologic response to fear, or 
an abnormal response due to a cocaine intoxication), the rhythm is termed sinus 
tachycardia (see Figure 1.10). When the SA node fires more slowly than usual (for 
instance, either as a normal physiologic response in a very well-conditioned athlete, 
or an abnormal response in an older patient taking too much heart-slowing med
ication), the rhythm is known as sinus bradycardia (see Figure 1.11). There may 
be cyclic variations in heart rate due to breathing, known as sinus arrhythmia (see 
Figure 1.12). This nonpathologic pattern is caused by activity of the parasympa
thetic system (the sympathetic system responds too slowly to alter heart rate on this 
time scale), which is responding to subtle changes in arterial blood pressure, cardiac 
filling pressure, and the lungs themselves, during the respiratory cycle. 

cFigure 1.10 Sinus tachycardia. (From: [2]. � 2004 MIT OCW. Reprinted with permission.) 

cFigure 1.11 Sinus bradycardia. (From: [2]. � 2004 MIT OCW. Reprinted with permission.) 

cFigure 1.12 Sinus arrhythmia. (From: [2]. � 2004 MIT OCW. Reprinted with permission.) 
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1.3.2 Ectopy, Tachycardia, and Fibrillation 

An arrhythmia is any abnormal cardiac rhythm. One category of arrhythmias occurs 
when the trigger to depolarize originates outside of the SA node, in another part 
of the myocardium (known as ectopic depolarization, leading to ectopic beats). 
Common causes of ectopy include a drug effect (e.g., caffeine) or a viral infection 
of the myocardium, or other inflammation or damage of part of the heart (e.g., 
ischemia). When the ectopic beat originates in the atria, it leads to a premature 
atrial beat, also known as an atrial premature contraction (APC) (see Figure 1.13). 
When it originates in the ventricles, it leads to a premature ventricular beat or 
ventricular premature contraction (VPC); see Figure 1.14. 

Note in Figure 1.14 that the ectopic ventricular beat looks very different from 
the other sinus beats. The spread of the wavefront for a VPC can be backwards, such 
as when the action potential starts at the apex of the heart rather than the septum. 
The depolarization wavefront can move in very different directions than the typical 
sinus-driven heart vector. Compare Figure 1.15 with the wavefront trajectory in 

cFigure 1.13 Atrial premature contractions (indicated by arrowheads). (From: [2]. � 2004 MIT 
OCW. Reprinted with permission.) 

cFigure 1.14 Ventricular premature contractions. (From: [2]. � 2004 MIT OCW. Reprinted with 
permission.) 

cFigure 1.15 Wavefront trajectory in a ventricular premature contraction. (From: [2]. � 2004 MIT 
OCW. Reprinted with permission.) 
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cFigure 1.16 Ventricular bigeminy. (From: [2]. � 2004 MIT OCW. Reprinted with permission.) 

Figure 1.17 Three episodes of nonsustained ventricular tachycardia. There are two normal sinus 
beats in between each episode of VT. (From: [2]. c� 2004 MIT OCW. Reprinted with permission.) 

Figure 1.4. Furthermore, the ectopic beat is typically wider because its wavefront 
propagates slowly through the myocardium rather than through the high-speed 
Purkinji system. 

After an ectopic wavefront has propagated to all portions of the heart, the my
ocardium is left temporarily depolarized. After a pause, the tissue repolarizes and 
the regular sinus mechanism can instigate a subsequent beat. The conditions that 
caused the ectopic beat might persist (e.g., still too much caffeine leading to an 
excitable myocardium), but the ectopic beat itself is left behind in the past. Some
times, a semistable pattern of sinus beats and ectopic beats develops. For instance, 
a repeating pattern of “sinus beat – VPC – sinus beat – VPC – and so forth.” 
can occur, termed ventricular bigeminy (see Figure 1.16). There can be so many ec
topic beats ongoing that the overall heart rate is driven much higher than normal.17 

The potential for serious problems is higher for those less common conditions 
in which a wavefront continues to propagate in a quasi-stable state, circulating 
repeatedly through the heart leading to repeated waves of tissue depolarization at 
an abnormally high rate.18 When this cyclic, quasi-stable phenomenon occurs in 
the heart, it is called a reentrant arrhythmia. A classic example often caused by a 
reentrant pattern is ventricular tachycardia (VT) (see Figure 1.17). These states are 
extremely pathologic and can be rapidly fatal, because the rate of depolarization 
can be incompatible with effective cardiac pumping. At one extreme (rapid VT in 
an older frail heart) VT can be fatal in seconds to minutes. At the other extreme 

17. For instance, multifocal atrial tachycardia (MAT) is an arrhythmia in which two or more ectopic atrial 
sites generate ectopic beats leading to heart rates greater than 100 bpm. The classic MAT finding on ECG 
is three or more P wave morphologies, due to the normal sinus beats plus two or more atrial ectopic foci. 

18. To understand this, it is useful to describe the process in terms of “excitable media” models [4, 5]. Consider 
the analogy of the wavefront acting like a wildfire propagating through a landscape. If the vegetation grew 
back quickly (in a matter of minutes), one could envision a state in which the fire rotated through the forest 
in a large circle in a sustained fashion, and continued to “burn” vegetation just as it grew back. It might 
also be intuitive that this state would be more stable if there was a large fire barrier at the center of this 
rotation. 
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c

mission.)

Figure 1.18 Atrial fibrillation ---------two examples. (From: [2]. � 2004 MIT OCW. Reprinted with per

(slow VT in a younger healthy heart) the cardiac output19 can remain at a life-
sustaining level. The ECG criteria for VT are three or more consecutive ectopic 
ventricular beats at a rate over 100 bpm. If the VT terminates within 15 seconds 
(or 30 seconds, by some conventions) it is known as nonsustained VT; otherwise 
it is sustained VT. Because of the grave medical consequences of VT and related 
reentrant arrhythmias, they have been well investigated experimentally, clinically, 
and theoretically. 

In some cases, the unified wavefront of depolarization can break down into 
countless smaller wavefronts which circulate quasi-randomly over the myocardium. 
This leads to a total breakdown of coordinated contraction, and the myocardium 
will appear to quiver. This is termed fibrillation. In  atrial fibrillation (see Figure 1.18) 
the AV node will still act as a gatekeeper for these disorganized atrial wavefronts, 
maintaining organized ventricular depolarization distal to the AV node with normal 
QRS complexes. The ventricular rhythm is generally quite irregular and the rate will 
often be elevated. Often atrial fibrillation is well tolerated, provided the consequent 
ventricular rate is not excessive. AF can lead to a minor impairment in cardiac 
output due to reduced ventricular filling. In the long term, there can be regions in 
a fibrillating atrium where, because of the absence of contractions, the blood sits 
in stasis, and this can lead to blood clot formation within the heart. These clots 
can reenter the circulation and cause acute arterial blockages (e.g., cerebrovascular 
strokes) and therefore patients with atrial fibrillation are often anticoagulated. In 
contrast to atrial fibrillation, untreated ventricular fibrillation (see Figure 1.19) is 
fatal in seconds to minutes: The appearance of fibrillating ventricles has been likened 
to a “bag of worms” and this causes circulatory arrest, the termination of blood 
flow through the cardiovascular circuit. 

19. The volume of blood pumped by the heart per minute, calculated as the product of the stroke volume 
(SV) and the heart rate. The SV is the amount of blood pushed into the aorta with each heart beat. Stroke 
volume = end-diastolic volume (EDV) minus end-systolic volume (ESV). 
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Figure 1.19 Ventricular fibrillation --------three examples. (From: [2]. c- � 2004 MIT OCW. Reprinted with 
permission.) 

1.3.3 Conduction Blocks, Bradycardia, and Escape Rhythms 

The other category of arrhythmias is related to excessively slow rhythms, and ab
normal blockages of wavefront propagation. For instance, an aging SA node may 
pace the heart too slowly, leading to low blood pressure and weakness or fainting. 
Assuming this is not a result of excessive medication, these symptoms might require 
that an artificial pacemaker be implanted. The AV node may also develop conduc
tion pathologies which slow the ventricular heart rate: It may fail to conduct some 
atrial wavefronts (termed second-degree AV block; see Figure 1.20), or it may fail 
to conduct all atrial wavefronts (termed third-degree AV block; see Figure 1.21). 
Assuming this is not a result of excessive medication, most third-degree AV block, 
and some second-degree AV block, require pacemaker therapy. In first-degree AV 
block, the AV node conducts atrial wavefronts with an abnormal delay, but because 
the atrial wavefronts are eventually propagated to the ventricles, first-degree AV 
block does not slow the overall ventricular rate. 

Sections of the specialized conducting fibers in the ventricles can also fail, such 
that depolarization waves must reach some portions of the ventricles via slower 

Figure 1.20 Second-degree AV block. In this subtype of second-degree AV block, termed Wencke
bach, also termed Mobitz Type I, there is a characteristic lengthening of the delay between the atrial 
P wave and the ventricular QRS, and ultimately there is a failure to conduct a P wave. Then this cycle 
repeats. In the example illustrated, there are three P waves (indicated by small gray arrowheads) 
followed by ventricular beats (indicated by large white arrowheads), and then the AV node fails to 
conduct the fourth P wave in each cycle (small gray arrowheads without a subsequent large white 
arrowheads). (From: [2]. � 2004 MIT OCW. Reprinted with permission.)c
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Figure 1.21 Third-degree AV block. There is a failure of the AV node to conduct any wavefronts 
from the atria to the ventricles. The ventricular beats are escape beats, originating electrically from 
the specialized conducting fibers just below the AV node. The ability to generate escape beats is the 
heart’s fail-safe mechanism for what would otherwise cause fatal cardiac (e.g., ventricular) arrest. 
Notice there is no relationship between the atrial P waves (indicated by small gray arrowheads) 
and the junctional escape beats (indicated by large white arrowheads). Also see Figure 1.23 for an 
example of a ventricular escape beat. (From: [2]. c� 2004 MIT OCW. Reprinted with permission.) 

muscle-to-muscle propagation. There are a classic set of changes associated with 
failures of different conduction bundles (e.g., right bundle branch block and left 
bundle branch block; see Figure 1.22). These blocks usually have a minimal effect 
on pumping efficacy. However, they can dramatically change the cardiac vector’s 
trajectory and hence the surface ECG. They can mask other ECG changes indicative 
of disease (e.g., ischemia). In some cases, these conduction abnormalities indicate 
some other underlying pathology of great importance (for instance, a pulmonary 
embolism can cause a new right bundle branch block, and acute anterior ischemia 
can cause a new left bundle branch block). 

The topic of bradyarrhythmias and heart blocks leads to the topic of escape 
beats (see Figures 1.21 and 1.23). An escape beat is similar to an ectopic beat, in that 
it is the initiation of a depolarization wavefront outside of the SA node. However, 
the difference is that the escape beat is a normal, compensatory response, a normal 
fail-safe functionality of the heart: There is a network of cardiac cells able to initiate 

cFigure 1.22 Classic ECG pattern of left bundle branch block. (From: [2]. � 2004 MIT OCW. 
Reprinted with permission.) 
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Figure 1.23 Ventricular escape beat. Note the atrial P wave (black arrowhead) followed by an 
evident pause, indicating a failure to conduct through the AV node. The ventricular escape beat 
(white arrowhead) is a fail-safe mechanism so that conduction blocks do not cause ventricular cardiac 
arrest. Also see Figure 1.21. (From: [2]. c� 2004 MIT OCW. Reprinted with permission.) 

heart beats, so that a key life-sustaining function (e.g., pacing the heart) is not 
exclusively relegated to a microscopic collection cells in the SA node. The cells in 
the backup system have intrinsic rates of firing that are slower than the SA node. 
So while the SA node is given the opportunity to pace the heart, the other regions 
will initiate heart beats if there has been an excessively long pause in the SA node. 
Therefore, a ventricular beat which occurs in the setting of third-degree heart block 
is termed a ventricular escape beat, and it represents an appropriate healthy response 
to the lack of any other pacemaker trigger. When nonsinus beats appear on the 
ECG, it is important to differentiate ectopic beats (where the pathology is aberrant 
automaticity) from escape beats (where the pathology is abnormal conduction), 
because the treatments are quite different. Note that ectopic beats are generally 
premature, and escape beats terminate a prolonged RR interval. 

1.3.4	 Cardiac Ischemia, Other Metabolic Disturbances, 
and Structural Abnormalities 

The ECG can reveal metabolic abnormalities of the myocardium. The most med
ically significant abnormality is ischemia, when part of the myocardium is not 
receiving enough blood flow, often caused by disease of the coronary arteries (is
chemia will ultimately progress to myocardial cell death). Recording a 12-lead ECG 
is a standard-of-care diagnostic test in any evaluation of possible cardiac ischemia. 
Ischemia often changes the appearance of the T wave and the ST interval. This is 
because of a current of injury between the ischemic and nonischemic myocardium, 
which alters the main cardiac vector. There are classic patterns of ischemia, which 
are seen in only a minority of ischemic events (see Figure 1.24). In most ischemic 
events, there are “nonspecific” ECG changes, such as changes in the T wave that 
may or may not be caused by ischemia. In a small percentage of cases, there can be 
ischemia without any grossly evident ECG changes. Overall, the ECG is not highly 
sensitive nor specific for cardiac ischemia, but larger regions of cardiac ischemia 
are associated with more substantial ECG changes (as well as a higher mortality 
rate), so this information is very useful in decision-making. For example, a patient 
with classic changes of acute ischemia is often a good candidate for powerful throm
bolytic (clot dissolving) medication. Whereas patients without those classic changes 
are not considered good candidates for these drugs because, on average, the risks 
of the therapy, including intracranial hemorrhage and internal bleeding, outweigh 
the benefits. 
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Figure 1.24 Acute myocardial infarction. Large areas of ischemic anterior myocardium often pro
duce ST-segment elevation in multiple contiguous precordial ECG leads (or in all the precordial leads, 
in this dramatic example). Also note there is minor ST-segment depression in the inferior lead III, 
which in this context is referred to as a ‘‘reciprocal change.” (From: [9]. � 2001–2006 Beth Israel c
Deaconess Medical Center. Reprinted with permission.) 

Other metabolic abnormalities which cause characteristic changes in the ECG 
include electrolyte abnormalities. The classic indicators of high serum potassium 
levels (hyperkalemia) include a high, pointed T wave, and ultimately, loss of the 
P wave and distortion of the QRS (see Figure 1.25). Hypokalemia causes an undu
lation after the T wave called a U wave. Calcium and magnesium disturbances, and 

Figure 1.25 Hyperkalemia (moderate/severe). The K+ was 10.5 mEq/L in a patient with renal 
failure. Note the loss of P waves and the widening of the QRS complex. There are numerous classic 
ECG morphologies associated with hyperkalemia. This example shows what Marriott [8] has termed a 
‘‘dumping pattern’’because ‘‘it looks as though a rotund body has been dumped in the hammock 
of the ST segment . . . making the ST segment sag horizontally . . . and verticalizing the proximal limb 
of the upright T wave.’’ (From: [9]. � 2001–2006 Beth Israel Deaconess Medical Center. Reprinted c
with permission.) 
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Figure 1.26 An R-on-T ventricular premature beat initiations polymorphic ventricular tachycardia. 
(From: [2]. � MIT OCW. Reprinted with permission.) c

also extreme cold body temperature, are other causes of ST–T wave abnormalities. 
Therapeutic drugs can also alter the appearance of the ECG. One alteration of sig
nificance is a delay in the T wave relative to the QRS, so-called QT prolongation. 
A prolonged20 QT indicates a myocardium at risk for triggered activity, in which a 
cardiac cell will rapidly and repeatedly depolarize, associated with a kind of dan
gerous ventricular tachycardia called torsades des pointes. In the so-called R-on-T 
phenomenon, the heart depolarizes in the midst of its repolarization and can trigger 
a life-threatening tachyarrhythmia (see Figure 1.26). R-on-T can occur because the 
QT interval is abnormally long. It also can occur because of a mechanical blow to 
the chest during repolarization (e.g., a young hockey player struck in the chest). And 
relevant to signal processors, it can occur if a patient receives electrical cardiover
sion in the middle of repolarization when the T wave occurs (hence these devices are 
imbued with a synchronization mode in which the QRS complex is automatically 
identified, and the device is prevented from discharging in the temporal vicinity of 
the following T wave). 

The ECG can reveal abnormalities of the geometry of the heart. This refers to 
pathologies in which part of the heart has become enlarged (too much myocardium), 
or when part of the heart has undergone cell death and scarring (electrically ab
sent myocardium). Noninvasive echocardiography is now the standard method by 
which such abnormalities are diagnosed, and so in general, the ECG has been 
relegated to a convenient if imperfect screening test for structural abnormalities 
of the heart. Examples of conditions which are often apparent in the surface ECG 
include: 

•	 Thickening of the ventricular walls caused by years of beating against high 
arterial blood pressure (hypertrophy); 

•	 Ballooning of the ventricular walls caused by accommodating large volumes 
of blood regurgitated from upstream when there is a leaky, incompetent valve; 

•	 Ventricular wall aneurysms which form after heart attacks; 
•	 Scars in the heart (after heart attacks) which cause part of the heart to be 

electrically silent; 
•	 Abnormal fluid collecting around the heart (termed an effusion) which can im

pair the heart’s ability to fill and hence pump effectively (cardiac 
tamponade). 

20. It is important to allow for the shortening of the QT interval due to increases in heart rate, and so a corrected 
QT interval, QTc, is usually used. See Chapter 3 for more details. 
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These conditions change the trajectory and/or magnitude of the normal heart
vector, which can distort the normal ECG morphology. A review of all these condi-
tions and their resultant ECG appearance is beyond the scope of this chapter, and
introductory or advanced textbooks focused solely on the clinical interpretation of
the ECG are plentiful. However, in the following section a brief overview of how
clinicians analyze the ECG is presented. This should not be taken as a definitive
guide, but as a general strategy that may prove useful in designing an ECG analysis
algorithm.

1.3.5 A Basic Approach to ECG Analysis

In analyzing the clinical electrocardiogram, it is important to use a systematic ap-
proach. The following overview, which illustrates a clinical approach, should not be
considered completely thorough, but simply a guide to understanding how clinicians
identify abnormalities in the ECG.

1. Identify the QRS complexes. The following observations should be made:
• What is the ventricular rate?
• Are the QRS complexes spaced at regular intervals? If not, what is the

nature of the irregularity?
• Are the QRS complexes identical in shape in a given lead? Are they of

normal size and morphology?
2. Identify the P waves. In some cases this will require careful observation, and

more than one lead axis may be necessary. The following questions should
be explored:
• Is there a one-to-one relationship between P-waves and QRS complexes?

If not, is there a definable pattern?
• Is the PR interval of normal duration?
• What is the atrial rate?
• Are the P waves identical in shape in a given lead? Are they of normal size

and shape?
Based on the above analysis, it should be possible to identify the mech-

anism of the rhythm in most cases. See Chapter 3 for more information.
3. Examine the QRS complex in each lead. Is the QRS axis normal? Overall,

are the QRS widths and amplitudes normal? Often, the QRS complexes are
viewed in several “groups” that are specific to a particular region of the
heart.21 The waveform patterns should also be checked for signs of intra-
ventricular conduction block, significant amplitude Q waves and precordial
R-wave pattern normality.

4. Examine the ST-T segments. Are there abnormalities (such as elevation or
depression; see Chapter 10)? Is the abnormality suggestive of ischemia, in-
farction, or hypothermia?

21. The basic lead groups are: the inferior leads (II, III, and aVF), the anterior leads (V2, V3, and V4), the
lateral precordial leads (V4, V5, and V6), and the high lateral leads (I and aVL).
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5. Examine the T waves. Are their shapes normal? In each lead, are they
oriented in the same direction as the QRS complex? If not, is it sugges-
tive of ischemia or ventricular conduction abnormalities, or a potassium
abnormality?

6. Examine the QT interval. Is it over half the RR interval? (See Chapters 3
and 11.)

Once an abnormality is identified, there are often several potential explanations,
many of which lead to several ECG pathologies and it may not be possible to
determine the significance of the abnormality with certainty. To confirm a potential
diagnosis from the ECG, other characteristic abnormalities are often sought. For a
given individual, comparing a new ECG with a prior ECG provides an invaluable
reference, particularly if trying to ascertain when ECG abnormalities are acute or
not. For instance, for a patient with chest pain, abnormal ST-T wave patterns are
much more concerning for ischemia when they are new (e.g., not present in an
ECG recorded 1 year earlier). If the ST-T wave patterns existed long before the new
symptoms, one may deduce that these patterns are not directly related to the acute
pathology.

1.4 Summary

This chapter has presented a brief summary of the etiology of the electrocardio-
gram, together with an overview of the mechanisms that lead to the manifestation
of both normal and abnormal morphologies on the many different vectors that con-
stitute the clinical ECG leads. After an overview of the variables to be considered
in any ECG data collection exercise (Chapter 2), Chapters 3 and 4 provide a more
mathematical analysis of the normal and abnormal waveforms that may be encoun-
tered, and some empirical models available for describing these waveforms (or their
underlying processes). It is hoped that these introductory chapters will provide the
reader with the relevant framework in which to apply numerical analysis techniques
to the ECG.
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HST582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

INTRODUCTION TO BIOMEDICAL SIGNAL AND IMAGE
PROCESSING

©c Bertrand Delgutte 1999

Signals convey information

A signal is a function of one or several variables that carries useful information. A signal is said
to be biological if it is recorded from a living system, and conveys information about the state or
behavior of that system. For example, the temperature record of a patient, the voltage recorded
by an electrode placed on the scalp, and the spatial pattern of X-ray absorption obtained from
a CT scan are biological signals. Signals can be either one-dimensional, if they depend on a
single variable such as time, or multidimensional if they depend on several variables such as
spatial coordinates. The first part of these notes will be concerned with one-dimensional signals.
In the second part, concepts used in processing one-dimensional signals will be extended to
multidimensional signals such as images and volumetric data. Often, signals are functions of
time, but this is not necessarily so as the case of images illustrates. Mathematically, it does not
matter whether the signal variable is time or some other coordinate. For the purpose of making
things concrete, we will assume in these notes that one-dimensional signals are functions of time.

Signal processing selectively eliminates information

More often than not, a signal conveys irrelevant information as well as the information of interest.
For example, the electroencephalogram (EEG) recorded from the scalp of a volunteer may be
contaminated by the electrophysiological activity of the heart and the ubiquitous 60-Hz power-
line signal. What constitutes information of interest depends on the specific application. For
example, a speech signal contains both linguistic information (what was said) and information
about the speaker (who said it). The former would be of interest in an automatic speech
recognition system, while the latter would matter for a speaker identification system. The
purpose of signal processing is to selectively eliminate irrelevant information from a signal so as
to make the information of interest more easily accessible to a human observer or a computer
system. The reason for this negative definition is that it is never possible to add information to
a given signal, only to eliminate it. (This fundamental limitation is related to the second law of
thermodynamics.)

Stages in biomedical signal processing

In a typical biomedical application, signal processing may include four stages (see Figure 1):
data acquisition, signal conditioning, feature extraction, and decision making. The goal of data
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acquisition is to capture the signal and encode in a form suitable for computer processing. At
this stage, the main concern is to avoid losing information about the signal. The goal of signal
conditioning is to eliminate or reduce extraneous components such as noise from the signal.
Often, this done using linear filters, sometimes in combination with nonlinear operators. A
major theme of this course is how to design filters that best separate signal from noise. Feature
extraction means identifying and measuring a small number of parameters or features that best
characterize the information of interest in a signal. The distinction between feature extraction
and signal conditioning is not a rigid one in that both selectively eliminate irrelevant informa-
tion. It is primarily one of dimensionality: Whereas the result of conditioning typically has the
same dimensionality as the input signal, the set of extracted features should have much lower
dimensionality so as to facilitate storage, processing and visualization. In addition, feature ex-
traction techniques are often signal- and application-specific, while conditioning methods can
be very general. Examples of feature extraction techniques covered in these notes are analysis
of speech by linear prediction and edge detection in image processing. The last stage of signal
processing, decision making, a.k.a. hypothesis testing is particularly important in clinical appli-
cations where a course of action has to be taken. It aims at answering questions such as ”Does
the patient have a tumor based on a brain scan?” or ”Does patient show a specific pathology
in heart beats based on the electrocardiogram?” In these notes, we will briefly introduce some
general statistical techniques for making such decisions as reliably as possible.

Figure 1:
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Electrocardiography

The heart is an electrical organ, and 
its activity can be measured non-
invasively
Wealth of information related to:

The electrical patterns proper
The geometry of the heart tissue
The metabolic state of the heart

Standard tool used in a wide-range 
of medical evaluations
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A heart
• Blood circulates, passing near 
every cell in the body, driven by this 
pump

• …actually, two pumps…

• Atria = turbochargers 

• Myocardium = muscle

• Mechanical systole

• Electrical systole
Courtesy of Dr. Roger Mark. HST.542J Quantitative Physiology: Organ
Transport Systems, Spring 2004. (Massachusetts Institute of Technology:
MIT OpenCourseWare). http://ocw.mit.edu (accessed June 17, 2008).
Figure adapted from Phillips RE, Feeney MK, 1980 The Cardiac Rhythms.
Saunders, Philadelphia and from Hoffman BF, Cranefield PF 1960 Electrophysiology
of the Heart. McGraw Hill, New York.
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To understand the ECG:

Electrophysiology of a single cell
How a wave of electrical current 
propagates through myocardium
Specific structures of the heart 
through which the electrical wave 
travels
How that leads to a measurable 
signal on the surface of the body
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Part I:  A little electrophysiology
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Once upon a time, there was a cell:

ATPaseATPase
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Resting comfortably

a myocyte
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Depolarizing trigger
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channels 

open, 
briefly
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Ca++ is in balance
with K+ out
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In:  Na+

Excitation/Contraction Coupling:
Ca++ causes the Troponin Complex

(C, I & T) to release inhibition
of Actin & Myosin
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In:  Na+

Ca++ in; K+ out

More K+ out;
Ca++ flow halts
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Out: K+

Sodium channels reset
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In:  Na+

Higher resting potential
Few sodium channels reset

Slower upstroke
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a pacemaker cell

Slow current of Na+ in;
note the resting potential

is less negative in a
pacemaker cell

--5555
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. . . and when it is negative
again, a few Na+

channels open
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How a wave of electrical current 
propagates through myocardium

Typically, an impulse originating 
anywhere in the myocardium will 
propagate throughout the heart 
Cells communicate electrically via 
“gap junctions”
Behaves as a “syncytium”
Think of the “wave” at a football 
game!
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The dipole field due to current flow in a myocardial cell at the
advancing front of depolarization. 

Vm is the transmembrane potential.

Courtesy of Dr. Roger Mark. HST.542J Quantitative Physiology: Organ Transport Systems, Spring 2004. (Massachusetts
Institute of Technology: MIT OpenCourseWare). http://ocw.mit.edu (accessed June 17, 2008).
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Cardiac Electrical Activity

Figure by MIT OpenCourseWare.

Q S

T

R

P

SA node
(Pacemaker)

AV node
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AV bundle
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(Insulated)

Purkinje fibers (Activation)

Fibro-fatty atrioventricular
groove (Separates atrial and
ventricular tissue)

Contractile
Conductive
Nonconductive
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Important specific structures
Sino-atrial node = pacemaker 
(usually)
Atria
After electrical excitation: 
contraction
Atrioventricular node (a tactical 
pause)
Ventricular conducting fibers 
(freeways)
Ventricular myocardium (surface 
roads)
After electrical excitation: contraction
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The Idealized Spherical Torso with the 
Centrally Located Cardiac Source (Simple 
dipole model)

Courtesy of Dr. Roger Mark.  HST.542J Quantitative Physiology : Organ Transport Systems, Spring 2004 . (Massachusetts
Institute of Technology: MIT OpenCourseWare). http://ocw.mit.edu (accessed June 17, 2008).
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Figure by MIT OpenCourseWare. After F. Netter.
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Excitation of the Heart
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Excitation of the Heart

Figure by MIT OpenCourseWare. After F. Netter. 
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Figure by MIT OpenCourseWare.
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Figure by MIT OpenCourseWare.
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The temporal pattern of the heart vector 
combined with the geometry of the standard 
frontal plane limb leads.

Figure by MIT OpenCourseWare.
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Cardiac Electrical Activity

Figure by MIT OpenCourseWare.

Courtesy of Dr. Roger Mark. HST.542J Quantitative
Physiology: Organ Transport Systems, Spring 2004.
(Massachusetts Institute of Technology: MIT OpenCourseWare).
http://ocw.mit.edu (accessed June 17, 2008). Figure adapted
from Phillips RE, Feeney MK, 1980 The Cardiac Rhythms.
Saunders, Philadelphia and from Hoffman BF, Cranefiel
PF 1960 Electrophysiology of the Heart. McGraw Hill, New York.
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Normal features of the electrocardiogram.

Figure by MIT OpenCourseWare. After p. 50 in Netter, Frank H. A Compilation of Paintings on the Normal and Pathologic
Anatomy and Physiology, Embryology, and Diseases of the Heart, edited by Fredrick F. Yonkman. Vol. 5 of The Ciba
Collection of Medical Illustrations. Summit, N.J.: Ciba Pharmaceutical Company, 1969.
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Normal sinus rhythm

Figure 15 - Normal Sinus Rhythm—Rate 85 

Figure by MIT OpenCourseWare.
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What has changed?

Figure 16 - Sinus Tachycardia—Rate 122 

Figure by MIT OpenCourseWare.
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Sinus bradycardia

Figure 17 - Sinus Bradycardia—Rate 48 

V1

Figure by MIT OpenCourseWare.
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Neurohumeral factors

Vagal stimulation makes 
the resting potential

MORE NEGATIVE. . .
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Neurohumeral factors

. . . and the pacemaker
current SLOWER. . .
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Catecholamines make 
the resting potential
MORE EXCITED. . .
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Ricardo Montelban Effect
Vagal Stimulation:

Image removed due to 
copyright restrictions.
Photo of actor Ricardo 

Montelban.
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Adrenergic Stim. =
Potsy Effect

Image removed due to 
copyright restrictions.

Photo of characters from TV 
show “Happy Days,” including 

Potsy.
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Sinus arrhythmia

Figure 18 - Sinus Arrhythmia 

Figure by MIT OpenCourseWare.
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Atrial premature contractions 
(see arrowheads)

Figure by MIT OpenCourseWare.

Figure 25 - Atrial Premature Contractions 
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Usually just a spark; rarely sufficient 
for an explosion
“Leakiness” leads to pacemaker-like 
current 
Early after-depolarization
Late after-depolarization
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What’s going on here?

Figure by MIT OpenCourseWare.

Figure 36 - Ventricular Premature Contractions 
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Wave-front Trajectory in a Ventricular 
Premature Contraction. 
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Is this the same thing?

Figure by MIT OpenCourseWare.

Figure 24 - Ventricular Escape Beat 
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What’s going on here?

Figure 50 - Complete A-V Block with Junctional Escape Rhythm 

Figure by MIT OpenCourseWare.
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What’s going on here?

Figure 35 - Atrial Fibrillation (2 examples) 

Figure by MIT OpenCourseWare.
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Non-sustained ventricular tachycardia 
(3 episodes)

Figure by MIT OpenCourseWare.

Figure 43 - Short Bursts of Ventricular Tachycardia 
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Ventricular Fibrillation

Figure 45 - Three Examples of Ventricular Fibrillation 

Figure by MIT OpenCourseWare.
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Hyperkalemia

See ECG Wave-Maven (http://ecg.bidmc.harvard.edu/maven/mavenmain.asp) for 
many other examples of how metabolic conditions can affect the ECG. 

Courtesy of Ary Goldberger, M.D. Used with permission.
Source: Nathanson L A, McClennen S, Safran C, Goldberger AL. ECG Wave-Maven: Self-Assessment Program for Students and
Clinicians. http://ecg.bidmc.harvard.edu. Case #164.
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Understanding the ECG:  
A Cautionary Note

Basic cell electrophysiology, wavefront
propagation model, dipole model:

Powerful, but incomplete
There will always be electrophysiologic
phenomena which will not conform with 
these explanatory models
Examples:  

metabolic disturbances
anti-arrhythmic medications
need for 12-lead ECG to record a 3-D 
phenomenon
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Automated Decision Making Systems

Probability, Classification, Model Estimation

April 07 HST 582       © John W. Fisher III, 2002-2006 2

Information and Statistics

One the use of statistics:

“There are three kind of lies: lies, damned lies, and statistics”
- Benjamin Disraeli (popularized by Mark Twain)

On the value of information:

“And when we were finished renovating our house, we had only $24.00 
left in the bank only because the plumber didn’t know about it.“

- Mark Twain (from a speech paraphrasing one of his books)

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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Elements of Decision Making Systems

1. Probability 
• A quantitative way of modeling uncertainty.

2. Statistical Classification
• application of probability models to inference.
• incorporates a notion of optimality

3. Model Estimation
• we rarely (OK never) know the model beforehand.
• can we estimate the model from labeled observations.
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Problem Setup
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Concepts

• In many experiments there is some element of 
randomness the we are unable to explain.

• Probability and statistics are mathematical tools for 
reasoning in the face of such uncertainty.

• They allow us to answer questions quantitatively such as
– Is the signal present or not? 

• Binary : YES or NO
– How certain am I? 

• Continuous : Degree of confidence

• We can design systems for which
– Single use performance has an element of uncertainty
– Average case performance is predictable

April 07 HST 582       © John W. Fisher III, 2002-2006 8

Anomalous behavior (example)

• How do quantify our belief that these are anomalies?
• How might we detect them automatically?
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Detection of signals in noise

• In which of these plots is the signal present?
• Why are we more certain in some cases than others?

signal signal(?)+noise

signal(?)+noise signal(?)+noise

April 07 HST 582       © John W. Fisher III, 2002-2006 10

Coin Flipping

• Fairly simple probability modeling problem
– Binary hypothesis testing
– Many decision systems come down to making a decision on 

the basis of a biased coin flip (or N-sided die)

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded
on [DD Month YYYY]. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

426
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



6.555/HST 582 Apr-07

John W. Fisher III 6

April 07 HST 582       © John W. Fisher III, 2002-2006 11

Bayes’ Rule

• Bayes’ rule plays an important role in classification, 
inference, and estimation.

• A useful thing to remember is that conditional
probability relationships can be derived from a Venn 
diagram. Bayes’ rule then arises from straightforward 
algebraic manipulation.

April 07 HST 582       © John W. Fisher III, 2002-2006 12

Heads/Tails Conditioning Example

2nd flip

H T

H HH HT

T TH TT

1 stflip

• If I flip two coins and tell you 
at least one of them is “heads”
what is the probability that at 
least one of them is “tails”?

• The events of interest are the 
set of outcomes where at least
one of the results is a head.

• The point of this example is 
two-fold

– Keep track of your sample space 
and events of interest.

– Bayes’ rule tells how to 
incorporate information in order 
to adjust probability.
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Heads/Tails Conditioning Example

• The probability that at least
one of the results is heads is ¾
by simple counting.

• The probability that both of 
the coins are heads is ¼

• The chance of winning is 1 in 3
• Equivalently, the odds of 

winning are 1 to 2

2nd flip

H T

H HH HT

T TH TT

1 stflip

2nd flip

H T

H HH HT

T TH TT

1 stflip
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Defining Probability (Frequentist vs. Axiomatic)

Empirical definition: Axiomatic definition:
• Probability is defined as a 

limit over observations

The probability of an event is the number of times we expect a specific 
outcome relative to the number of times we conduct the experiment.

Define:
•N : the number of trials

•NA, NB : the number of times events A and B are observed. 

•Events A and B are mutually exclusive (i.e. observing one precludes observing 
the other).

• Probability is derived from 
its properties
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Estimating the Bias of a Coin (Bernoulli Process)

April 07 HST 582       © John W. Fisher III, 2002-2006

4 out of 5 Dentists…

• What does this statement mean?
• How can we attach meaning/significance to the claim?

• An example of a frequentist vs. Bayesian viewpoint
– The difference (in this case) lies in:

• The assumption regarding how the data is generated
• The way in which we can express certainty about our answer

– Asympotitically (as we get more observations) they both 
converge to the same answer (but at different rates).
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Sample without Replacement, Order Matters

Begin with N empty boxes
• each term represents the number 

of different choices we have at 
each stage

• this can be re-written as

• and then “simplified” to

At left: color indicates the order
in which we filled the boxes. 
Any sample which fills the same 
boxes, but has a different color 
in any box (there will be at least 
2) is considered a different
sample.

Start with N empty boxes

Choose one from N choices

Choose another one from N-1 choices

Choose the kth box from the N-k+1 remaining choices

:
:

April 07 HST 582       © John W. Fisher III, 2002-2006 18

Sample without Replacement, Order doesn’t Matter

• The sampling procedure is the 
same as the previous except
that we don’t keep track of the 
colors.

• The number of sample draws 
with the same filled boxes is 
equal to the number of ways we 
can re-order (permute) the 
colors.

• The result is to reduce the 
total number of draws by that 
factor.

Start with N empty boxes

Choose one from N choices

Choose another one from N-1 choices

Choose the kth box from the N-k+1 remaining choices

:
:
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Cumulative Distributions Functions (PDFs)

• cumulative distribution function (CDF) divides a 
continuous sample space into two events

• It has the following properties

April 07 HST 582       © John W. Fisher III, 2002-2006 20

Probability Density Functions (PDFs)

• probability density function (PDF) is defined in terms 
of the  CDF

• Some properties which follow are:
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Expectation

• Given a function of a random • Expectation is linear (see 
variable (i.e. g(X)) we define it’s variance example once we’ve 
expected value as: defined joint density function

and statistical independence)

• Expectation is with regard to 
ALL random variables within the • For the mean, variance, and 
arguments. entropy (continous examples):

– This is important for multi-
dimensional and joint random 
variables.

April 07 HST 582       © John W. Fisher III, 2002-2006 22

Multiple Random Variables (Joint Densities)

We can define a density over v
multiple random variables in a 
similar fashion as we did for a 
single random variable.
1. We define the probability of the 

event                              as a
function of x and y.

2. The density is the function we 
integrate to compute the 
probability. 

u

p uXY ( ,v)
y

x

{X ≤ ≤x Y AND y}
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Conditional Density

Given a joint density or mass function over 
two random variables we can define the 
conditional density similar to conditional 
probability from Venn diagrams

This is, it is not of practical use unless we 
condition on Y equal to a value versus 
letting it remain a variable (creating an 
actual density)

We also get the following relationship

y

x

p xXY ( , y)

yo

pXY (x y, o ) ( is the slice of pXY x, y)
along the line y y= o

x

p xXY ( ), /yo pY ( yo )
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Bayes’ Rule

• For continuous random variables, Bayes’ rule is 
essentially the same (again just an algebraic 
manipulation of the definition of a conditional density).

• This relationship will be very useful when we start 
looking at classification and detection.

( ) ( )( ) ( )
p

X Y | Y X| y x| pX x
p x| y =

p yY
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Binary Hypothesis Testing (Neyman-Pearson) 
(and a “simplification” of the notation)

• 2-Class problems are equivalent to the binary hypothesis 
testing problem.

The goal is estimate which Hypothesis is true (i.e. from 
which class our sample came from).

• A minor change in notation will make the following 
discussion a little simpler.

Probability density models for the 
measurement x depending on which 
hypothesis is in effect.

April 07 HST 582       © John W. Fisher III, 2002-2006 26

Decision Rules

• Decision rules are functions which map measurements to 
choices.

• In the binary case we can write it as

p0 (x)

x

p1 (x)
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Error Types

• There are 2 types of errors
• A “miss”

• A “false alarm”

x
R1 R1R0

p0 (x)p1 (x)
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Binary Hypothesis Testing (Bayesian) 

• 2-Class problems are equivalent to Marginal density of X
the binary hypothesis testing 
problem.

Conditional probability of the 
hypothesis Hi given X

The goal is estimate which 
Hypothesis is true (i.e. from which 
class our sample came from).

• A minor change in notation will make 
the following discussion a little 
simpler.

Prior probabilities of each class

Class-conditional probability density 
models for the measurement x
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A Notional 1-Dimensional Classification Example

• So given observations of x, how should select our best 
guess of Hi?

• Specifically, what is a good criterion for making that 
assignment?

• Which Hi should we select before we observe x.

p0 (x)

x

p1 (x)

pX (x)

x
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Bayes Classifier

• A reasonable criterion for guessing values of H given 
observations of X is to minimize the probability of 
error.

• The classifier which achieves this minimization is the 
Bayes classifier.

xpX (x)

x

p0 (x)p1 (x)
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Probability of Misclassification

• Before we derive the Bayes’ classifier, consider the 
probability of misclassification for an arbitrary
classifier (i.e. decision rule).

– The first step is to assign regions of X, to each class.
– An error occurs if a sample of x falls in Ri and we assume 

hypothesis Hj.

x
R1 R1R0

p0 (x)p1 (x)
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Probability of Misclassification

• An error is comprised of two events

• These are mutually exclusive events so their joint probability is the 
sum of their individual probabilities

x
R1 R1R0

p0 (x)p1 (x)
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Minimum Probability of Misclassification

• So now let’s choose regions to minimize the probability of error.

• In the second step we just change the region over which integrate 
for one of the terms (these are complementary events).

• In the third step we collect terms and note that all underbraced
terms in the integrand are non-negative.

• If we want to choose regions (remember choosing region 1 
effectively chooses region 2) to minimize PE then we should set 
region 1 to be such that the integrand is negative.
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Minimum Probability of Misclassification

• Consequently, for minimum probability of 
misclassification (which is the Bayes error), R1 is 
defined as

• R2 is the complement. The boundary is where we have 
equality.

• Equivalently we can write the condition as when the 
likelihood ratio for H1 vs H0 exceeds the PRIOR odds of 
H0 vs H1
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Risk Adjusted Classifiers

Suppose that making one type of Derivation
error is more of a concern than 
making another. For example, it is 
worse to declare H1 when H2 is true 
then vice versa.

• This is captured by the notion of 
“cost”.

• In the binary case this leads to a 
cost matrix.

• The Risk Adjusted Classifier tries 
to minimize the expected “cost”

• We’ll simplify by assuming that 
C11=C22=0 (there is zero cost to 
being correct) and that all other 
costs are positive.

• Think of cost as a piecewise 
constant function of X.

• If we divide X into decision regions 
we can compute the expected cost 
as the cost of being wrong times 
the probability of a sample falling 
into that region.
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Risk Adjusted Classifiers

Expected Cost is then • If C10=C01 then the risk 
adjusted classifier is equivalent 
to the minimum probability of 
error classifier.

• Another interpretation of • As in the minimum probability of “costs” is an adjustment to the error classifier, we note that all prior probabilities.terms are positive in the integral, so 
to minimize expected “cost” choose 
R1 to be:

• Alternatively
• Then the risk adjusted 

classifier is equivalent to the 
minimum probability of error 
classifier with prior 
probabilities equal to P adj 

1 and 
P adj

0 , respectively.
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Error Probability as an Expectation

Equivalently, we can compute 
error probability as the 
expectation of a function of X 
and H

x
R1 R1R0

p0 (x)p1 (x)
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Bayes Classifier vs Risk Adjusted Classifier

x
R1 R1R2

p2 (x)p1 (x)
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Okay, so what.

All of this is great. We now know what to do in a few classic cases if 
some nice person hands us all of the probability models.

• In general we aren’t given the models – What do we do?
Density estimation to the rescue.
• While we may not have the models, often we do have a collection of 

labeled measurements, that is a set of {x,Hj}.
• From these we can estimate the class-conditional densities. 

Important issues will be:
– How “close” will the estimate be to the true model.
– How does “closeness” impact on classification performance?
– What types of estimators are appropriate (parametric vs. nonparametric).
– Can we avoid density estimation and go straight to estimating the decision 

rule directly? (generative approaches versus discriminative approaches)
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Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

Probability with Venn Diagrams
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Venn Diagrams and Probability

Ω

A

B
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Venn Diagrams and Probability

Ω

A

B
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Venn Diagrams (Union)

Ω

A∪B
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Venn Diagrams (Intersection)

Ω

A∩B
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Venn Diagrams (probability from area)

Ω

A

B
A∩B
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Venn Diagrams (probability relationship)

Ω

A∩B
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Venn Diagrams (combining multiple events)

Ω

A

B

C

Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari 
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Venn Diagrams (combining multiple events)

Ω

A

B

C
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Venn Diagrams (conditional probabilities)

Ω

A

B
AB
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Statistical Independence (for events)

Which Venn diagram depicts independent events?
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HST 582 / 6.555

Image Processing II

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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2D and 3D Image Processing

• Useful linear signal processing for medical 
images
– Interpolation
– Down sampling
– Hierarchical filtering
– Computed Tomography (CT), 

• Projection Slice Theorem
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2D and 3D Image Processing

• Useful non-linear processing techniques
– Histogram equalization
– Homomorphic filtering
– Edge detection
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Applications of Signal 
Processing in Medical Images
• Linear signal processing

– Image reconstruction (tomography, MRI)
– Image enhancement
– Noise reduction
– Artifact reduction

• Non-linear signal processing
– Non-linear, adaptive filters

• Tube enhancing filters
– Segmentation and beyond
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Interpolating Images

• Why
– Prepare synthetic multichannel data
– Prepare data sets for parallel trips down the 

same processing pipeline
– Comparing images during Registration
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Interpolation

• Optimal
– Reconstruct the bandlimited original signal 

using sinc functions
– Re-sample the reconstruction

• Nearest Neighbor
• Linear 
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Nearest Neighbor

• Easy interpolator

– To interpolate here, assign the intensity of the 
closest original pixel (in this case, I11)

– leads to blocky results 

…

…
×

I11

I32I22I12

I21 I31
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Linear Interpolator (1D)

0 ΔT 1

f1

f2

f(ΔT) = f1 + ΔT (f2 - f1)
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Bilinear Interpolator (2D)

• 2D linear interpolator

use 1D linear interpolation for A and B, use 1D 
linear interpolation among A and B to get C

• Similar for 3D

B
×

f22f12

f11 f21A

C
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Bilinear Interpolator...

B
×

f22f12

f11 f21A

C

f(ΔT1, ΔT2) = f11 + ΔT1 (f21 - f11) + ΔT2 (f12 - f11)

+ ΔT1 ΔT2 (f22 - f21 - f12 + f11)

ΔT1

ΔT2
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Down Sampling

• Whenever a  lowpass filter is applied, it 
may be possible to discard alternating pixels 
without much loss of information (down-
sampling, or decimation)

• If down-sampling is desired, it may be best 
to do some lowpass filter to avoid aliasing
– Reasonable LPF to use: [ ]1,4,6,4,1

16
1
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Burt (Peter) Filter

image

lowpass filter

decimate by 2

½ size image

¼ size image

1/8 size image
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Projection Slice Theorem and CT

x-rays

Focus on one ray: (discrete)

sensorsource …

photons leaving = An • photons entering

NA∏=
sourceat  photons
sensorat  photons

NAlog
sourceat  photons
sensorat  photonslog Σ=
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Continuous Analog...

∫== dttx
sourceatphotons
sensoratphotonsy )(

__
__log

x is a log-attenuation-density called: 
Linear Attenuation Coefficient

t2

x(t1,t2)
t1

∫= 2211 ),()( dtttxtxp

we can model x-ray imaging by line integrals…

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

468
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Fourier Transform...

),( 21 FFX

)0,()( 11 FXFX p =

x(t1,t2) xp(t1)

)0,( 1FX

Transform pairs Transform pairs
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CT Reconstruction using FT Methods

• Rotate the x-ray apparatus to many angles
– Take projections

• FT the projections
• Assemble the transformed projections in 

frequency space:
– Get frequency data on these lines at the angles the 

projections were taken

• Interpolate the full frequency space
• Inverse FT to get back reconstruction
There is a related method: Filtered Back-projection which is
usually used
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Linear and Non-Linear 
Processing for Medical Images

image

better image

Data
Reconstruct image: usually linear

Improve image: maybe linear

Segment, find surfaces: non-linear
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Histogram Equalization

• A method for automatically setting intensity 
lookup table

• Apply a monotonic transformation to the 
data so that after the transformation, the 
result has a (nearly) uniform intensity 
histogram

• Tends to increase contrast in areas where 
the data is concentrated
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Histogram the Image Intensities

255
N

0 255

Desired HistogramData

L A H 0 B 255
0

Cumulative of Data Desired Cumulative
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Histogram: Examples

Image and its intensity
histogram Histogram equalization

Figures removed due to copyright restrictions.
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Homomorphic Filtering

• An automatic method for spatially varying 
contrast adjustment

lowpass

highpass

explog

β>1

α<1

α

β H(ω)

√(ω1
2+ω2

2)
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Homomorphic Processing: 
Example

Original image Image after homomorphic
processing

related: unsharp masking From Lim

Image removed due to copyright restrictions.
Figure 8.11 in: Lim, J. S. Two-Dimensional Signal and Image Processing. 

Upper Saddle River, NJ:  Prentice Hall, 1989. ISBN:  9780139353222
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Duality

• Focus on regions Segmentation
• Focus on boundaries Edges

• Sometimes best to do both.
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Edge Detection
• From computer vision

– Roberts 1965 Lincoln Lab
– Horn 1972 MIT AI
– Marr and Hildreth 1980 MIT AI
– Canny 1983 MIT AI

Picture Higher
Processor

a compact description
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Basic Idea: 1D Edge

• Motivation: ideal step edge + noise

find peak

space

space

intensity
this is the important 

information

1st derivative
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Edges in 2D

• Strategy:
– Find direction of 

gradient

– Analyze derivative of 
signal in direction of 
gradients

profile

gradient

contour lines
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Zero Crossing Style Edges: 1D

signal

1st derivative

2nd derivative

peak

zero crossing

Mark edges where 2nd

derivative = 0
(vigorously)
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Noise

• Noise is an issue with derivative operators
– How do we fight the noise

• Assume white noise
• Assume good stuff has important low frequency 

content

• recall Wiener filtering...
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Noise

• Noise is an issue with derivative operators
– How do we fight the noise

• Assume white noise
• Assume good stuff has important low frequency 

content

• USE LOWPASS FILTER (Gaussian ?)
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Difference of Gaussians

Gaussian
Blur

2nd

Derivativesignal
mark zero
crossings

+≈
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Works in 2D, 3D, …

• Gaussian separates
• There exists a rotationally-symmetric 2nd

derivative operator:
Laplacian

similar for 3D

Discrete analog:
-1
-1

-1

-1

-1
-1

-1 -1
82

2

2

2
2 ),(

y
f

x
fyxf

∂
∂

+
∂
∂
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2D ∇2G Operator

• The zero crossing contours of the result of 
an operator like this form closed contours.

“Mexican hat”
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Seminal Edge References...

• “Theory of Edge Detection”, David Marr, 
Ellen Hildreth, Proc. Royal Statistical 
Society of London, B, vol 207, pp 187 --
217, 1980
– good paper, often cited

• VISION, David Marr
– good book!
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• Threshold Bug…

• Excess zero crossings from noise, etc.
– Usual fix: threshold edges based on “strength.”
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Edge Detection

signal

1st derivative

2nd derivative

big 1st derivative
magnitude

“strong” zero
crossing

In 2D: threshold
based on gradient
strength

22

⎥
⎦

⎤
⎢
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Ultimate Edge Operator:  Canny

• For improved noise behavior go back to 1D 
directional derivatives

• For less fragmentation
– Use Hysteresis thresholding

• The problem:
edge

fragmentation
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In 1D Along 2D Contour

edge

edge strength

threshold
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Schmidt Trigger uses Hysteresis

edge

edge strength

High threshold
Low Threshold
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John Canny MIT MS Thesis
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Edge Detection: Example

Original image

Source: Canny, J. F. “The complexity of 
robot motion planning.” MIT Ph.D. 
thesis, 1987. 
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Edge Detection: Example

Detected edges

Source: Canny, J. F. “The complexity of 
robot motion planning.” MIT Ph.D. 
thesis, 1987. 
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Edges in 3D are Surfaces

• Somewhat useful for finding organ 
boundaries.
– Simple.
– May leave the problem of figuring out which 

boundary is what.
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3D Medical Edge Finding...

• Recursive Filtering and Edge Tracking: 
Two Primary Tools for 3D Edge Detection
– Olivier Monga, Rachid Deriche, Gergoire

Malandain, Jean Pierre Cocquerez
– Image and Vision Computing Vol 9, Nr. 4, 

1991
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Source: Monga, O., et al. "Recursive filtering and edge tracking: two 
primary tools for 3D edge detection." Image and Vision Computing 9 no. 4 
(1991): 203-214. doi:10.1016/0262-8856(91)90025-K. 
Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with 
permission.
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the end.
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Classification

Given

Optimize:

April 07 HST 582       © John W. Fisher III, 2002-2006 2

Binary Hypothesis Testing (Neyman-Pearson) 
(and a “simplification” of the notation)

• 2-Class problems are equivalent to the binary hypothesis 
testing problem.

The goal is estimate which Hypothesis is true (i.e. from 
which class our sample came from).

• A minor change in notation will make the following 
discussion a little simpler.

Probability density models for the 
measurement x depending on which 
hypothesis is in effect.

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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• Decision rules are functions which map measurements to 
choices.

• In the binary case we can write it as 

where we need to designate R0 and R1. 

Decision Rules

x

( )0p x( )1p x

April 07 HST 582       © John W. Fisher III, 2002-2006 4

Error Types

x

1R 1R0R

( )0p x( )1p x

• There are 2 types of errors
• A “miss”

• A “false alarm”

II 2
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Event Types

x

1R 1R0R

( )0p x( )1p x

April 07 HST 582       © John W. Fisher III, 2002-2006 6

Plotting β versus α

• For some decision rule we 
can plot the probability of 
detection versus the 
probability of a false alarm. 

III 3
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Receiver Operating Characteristic (ROC) Curve 

• The form of the optimal decision 
function took the form of a 
likelihood ratio.

• This test is optimal in the sense 
that for any setting of γ with a 
resulting PD and PF

– any other decision rule with the 
same PD (or β) has a PF (or α) 
which is higher.

– any other decision rule with the 
same PF (or α) has a PD (or β) 
which is lower.

April 07 HST 582       © John W. Fisher III, 2002-2006 8

• 2-Class problems are equivalent to 
the binary hypothesis testing 
problem.

The goal is estimate which 
Hypothesis is true (i.e. from which 
class our sample came from).

• A minor change in notation will make 
the following discussion a little 
simpler.

Binary Hypothesis Testing (Bayesian) 

Marginal density of X

Conditional probability of the 
hypothesis Hi given X

Prior probabilities of each class

Class-conditional probability density 
models for the measurement x
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The Generative Model

• A random process generates values of Hk, which are 
sampled from the probability mass function pH(H).

• We would like to ascertain the value of Hk, 
unfortunately we don’t observe it directly.

• Fortunately, we observe a related random variable, x.
• From x, we can compute the best estimate of Hk.
• What is the nature of the relationship, and what do we 

mean by best.

( )Hp h ( )| |X H ip x H H=
iH

( )Ĥ x
x

April 07 HST 582       © John W. Fisher III, 2002-2006 10

A Notional 1-Dimensional Classification Example

• So given observations of x, how should select our best 
guess of Hi?

• Specifically, what is a good criterion for making that 
assignment?

• Which Hi should we select before we observe x.

x

( )0p x( )1p x

x

( )Xp x
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Bayes Classifier

• A reasonable criterion for guessing values of H given 
observations of X is to minimize the probability of 
error.

• The classifier which achieves this minimization is the 
Bayes classifier.

x

x

( )Xp x

( )0p x( )1p x

April 07 HST 582       © John W. Fisher III, 2002-2006 12

Probability of Misclassification

• Before we derive the Bayes’ classifier, consider the 
probability of misclassification for an arbitrary
classifier (i.e. decision rule).

– The first step is to assign regions of X, to each class.
– An error occurs if a sample of x falls in Ri and we assume 

hypothesis Hj.

x

1R 1R0R

( )0p x( )1p x
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Probability of Misclassification

• An error is comprised of two events

• These are mutually exclusive events so their joint probability is the 
sum of their individual probabilities

x

1R 1R0R

( )0p x( )1p x
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fMRI example

• Noisy measurements
• Conditional predicted observations
• Quantifiable costs
• Tumor/Gray-White Matter Separation
• Eloquent/Non-Eloquent Cortex Discrimination
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Risk Adjusted Classifiers

Suppose that making one type of 
error is more of a concern than 
making another. For example, it is 
worse to declare H1 when H2 is true 
then vice versa.

• This is captured by the notion of 
“cost”.

• In the binary case this leads to a 
cost matrix.

• The Risk Adjusted Classifier tries 
to minimize the expected “cost”

Derivation
• We’ll simplify by assuming that 

C11=C22=0 (there is zero cost to 
being correct) and that all other 
costs are positive.

• Think of cost as a piecewise 
constant function of X.

• If we divide X into decision regions 
we can compute the expected cost 
as the cost of being wrong times 
the probability of a sample falling 
into that region.

April 07 HST 582       © John W. Fisher III, 2002-2006 16

Risk Adjusted Classifiers

Expected Cost is then

• As in the minimum probability of 
error classifier, we note that all 
terms are positive in the integral, so 
to minimize expected “cost” choose 
R1 to be:

• Alternatively

• If C10=C01 then the risk 
adjusted classifier is equivalent 
to the minimum probability of 
error classifier.

• Another interpretation of 
“costs” is an adjustment to the 
prior probabilities.

• Then the risk adjusted 
classifier is equivalent to the 
minimum probability of error 
classifier with prior 
probabilities equal to P1

adj and 
P0

adj, respectively.

8
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Okay, so what.

All of this is great. We now know what to do in a few classic cases if 
some nice person hands us all of the probability models.

• In general we aren’t given the models – What do we do?
Density estimation to the rescue.
• While we may not have the models, often we do have a collection of 

labeled measurements, that is a set of {x,Hj}.
• From these we can estimate the class-conditional densities. 

Important issues will be:
– How “close” will the estimate be to the true model.
– How does “closeness” impact on classification performance?
– What types of estimators are appropriate (parametric vs. nonparametric).
– Can we avoid density estimation and go straight to estimating the decision 

rule directly? (generative approaches versus discriminative approaches)

Density Estimation

9
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The Basic Issue

•All of the theory 
and methodology has 
been developed as if 
the model were 
handed to us.
•In practice, that is 
not what happens.
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The Basic Issue

•All of the theory 
and methodology has 
been developed as if 
the model were 
handed to us.
•In practice, that is 
not what happens.
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Even more challenging

•The model may not 
follow some 
convenient form.

April 07 HST 582       © John W. Fisher III, 2002-2006 22

Classification with Model Estimation

Given
labeled
samples
from

Optimize:

11
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Density/Parameter Estimation

• We need to infer a density (or do we?) from a set of labeled 
samples.

• There are essentially 2 styles of density estimation
– Parametric
– Nonparametric

• While theoretical optimality of classifiers assumes known 
generative models, as a practical matter we rarely (if ever) 
know the true source density (or even its form).

• Methods by which we infer the class-conditional densities 
from a finite set of labeled samples.

• The sense in which a density estimate is “good”.
• The difference between estimating a density and a “decision 

rule” for classification.

Primary Estimation Concepts
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Parametric Estimation

• Assume the model has known 
functional form

• Estimate the parameters of 
the function from samples

Experiment (example)
• After tossing a coin 100 

times you observe 56 heads 
and 44 tails.

• What probability model best 
explains our observations?

– We’ll need to define “best”.
– We might want to consider 

our prior 
experience/expectations.

isher III 12
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Some Terms

• X is a set of N independent
samples of an M-dimensional 
random variable.

• When appropriate we’ll 
define a P-dimensional 
parameter vector.

• Denotes that samples are 
drawn from the probability 
density or mass function 
parameterized by θ.

• Denotes the “true” density 
from which samples are 
drawn.
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Some Terms (con’t)

Example:
• X are samples of an M-dimensional 

Gaussian random variable
• The set θ contains the mean vector 

and covariance matrix which 
completely specify the Gaussian 
density.

• P is the number of independent
parameters which consists of M 
(for the mean vector) plus M (for 
the diagonal elements of the 
covariance matrix) plus (M2-M)/2 
(which is half of the off-diagonal 
elements – the other half are the 
same).

• The parameterized (model) density 
is then the Gaussian form with mean 
and covariance as parameters.
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Measures of Goodness (L1)

• The L1 variational distance

– Related to how accurately your model computes the true 
probability of an event for any event A (where RA is the 
region of X which defines the event A)
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Measures of Goodness (KL)

• The Kullback-Leibler Divergence

– It is the expectation of the log-likelihood function.
– This is a directed measure – changing the order of 

arguments yields a different result.
– Related to coding and quantization
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Maximum Likelihood Density Estimation

• What do we do when we can’t maximize the probability 
(e.g. when our samples come from a continuous 
distribution)?

• The maximum likelihood method chooses the parameter 
setting which maximizes the likelihood function (or some 
monotonically related function).

( )

( )1

ˆ arg max ;

arg max , , ;

ML

N

p X

p x x
θ

θ

θ θ

θ
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= …
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Maximum Likelihood Density Estimation

• If the samples are i.i.d. (independent and identically 
distributed) the likelihood function simplifies to

• So why is this a good idea?

( )
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arg max log ;
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r III 1
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A Gaussian Example

Which density 
best explains 
the observed 
data?
Relate to K-L
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Maximum Likelihood Estimate of 
Gaussian Density Parameters

Example:
• X are samples of an M-dimensional 

Gaussian random variable
• The set θ contains the mean vector 

and covariance matrix which 
completely specify the Gaussian 
density.

• P is the number of independent
parameters which consists of M 
(for the mean vector) plus M (for 
the diagonal elements of the 
covariance matrix) plus (M2-M)/2 
(which is half of the off-diagonal 
elements – the other half are the 
same).

• The parameterized (model) density 
is then the Gaussian form with mean 
and covariance as parameters.
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2D Gaussian

•Gaussian Models
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Maximum Likelihood Density Estimation

• The score function is the derivative of the (log) 
likelihood function with respect to the parameters.

– This derivative or gradient yields a system of equations, 
the solution to which gives the ML estimate of the density 
parameters

– In the Gaussian case this results in a system of linear  
equations (woo hoo!).

– More complicated models result in a nonlinear system of 
equations.

( ) ( )( )log ;i
i

S X p xθ θ
θ
∂

=
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I
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Maximum Likelihood Estimate of 
Gaussian Density Parameters

Example:
• The ML estimates of θ for the Gaussian turn out to be the 

sample mean and sample covariance.

• This is an example of a “Parametric” density estimate. First 
we compute some functions of the data (e.g. sample mean and 
covariance) and then plug the functions into some known form 
(e.g. the Gaussian).
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Nonparametric Density Estimation

1. Normalized Histograms –> Convert to a PMF
2. Parzen Estimate
3. K-NN Estimate

• These methods are useful when the density exhibits 
more complex structure than a simple parameterized 
family.

• Convergence over a broader class of densities than 
any parametric density estimate (just more slowly).

• In contrast to Parametric estimates, nonparametric 
estimates are computed directly from our data 
samples.
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Nonparametric Density Estimation

• Two common types are Parzen Windows and K-Nearest 
Neighbors (kNN)

– consistency, bias, variance, convergence
– quality measures

• They both exploit the following idea:

, 0
( ) lim

xN V x

kp x
NV→∞ →

=
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Nonparametric Estimation

• Assume the model has arbitrary form
• Estimate the function directly from samples

– In some sense the model is parameterized directly from 
the samples
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, 0
( ) lim

xN V x

kp x
NV→∞ →

=

Nonparametric Density Estimation

• Generally, such estimates 
are “local” estimates.

– Consequently the estimate 
at point x1 is relatively 
unaffected by a “distant”
point x2

• Issues
– need more samples for 

estimation at some points
– uniform convergence rates 

are not always possible (i.e. 
the estimate is better in 
some regions of X than 
others).
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Nonparametric Density Estimation

• Let’s estimate the density 
function in the following 
way:

– define a region L(x) about 
some point x.

– estimate the probability of 
samples appearing in that 
region as

– or

– if v is fixed then k is a 
random variable, if k is fixed 
that v is a random variable

Nxkvxp /)()(ˆ =

Nv
xkxp )()(ˆ =

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of
Technology. Downloaded on [DD Month YYYY]. www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

520
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



6.555/HST 582 Apr-07

John W. Fi 21

April 07 HST 582       © John W. Fisher III, 2002-2006 41

Use of Nonparametric Statistics

• The Parzen Density estimator

• Convolution of a kernel with the data
• Kernel encapsulates “local” and “distance”
• Note that the kernel function is not necessarily 

constant which is a slight deviation from the “counting”
argument on the previous slide.

∑
=

−=
N

i
h

xx
Nh N

i

N
kxp

1

1 )()(ˆ

April 07 HST 582       © John W. Fisher III, 2002-2006 42

Parzen Density Estimate

x

p(x)

sher III
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Variance and Bias (Parzen)

∫=∞→ dxxkxpxpNhN
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Consistency Conditions (Parzen)

• k(x) is a density

• k(x) is “local”.

( ) 1

( ) 0
lim ( ) 0x

k x dx

k x
xk x→±∞
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Consistency Conditions (Parzen)

• These conditions ensure that the Parzen estimate is 
asymptotically unbiased

where hN loosely indicates that h is a function of N

lim 0
lim

N N

N N

h
Nh

→∞

→∞

=
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k Nearest Neighbors Density Estimate

• The Parzen density fixed the volume (via the kernel).
• The kNN estimate varies the the volume (via k).

• The volume, v(x), is set such that at any point x it 
encloses k sample points.

• The Parzen density integrates to unity, the kNN density 
estimate does not.

• Early convergence results for classification.

( )
( )
kp x

Nv x
=
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k Nearest Neighbors Classification

• One approach to 
classification might be to plug 
the density estimate directly 
into the Bayes’ decision rule.

• However, K-NN provides a 
method for estimating the 
class directly (without the 
intermediate density 
estimate)

K-NN Classification Procedure
1. Given a new sample xo

increase the volume v(xo) 
until it encloses k sample 
points.

2. The class then corresponds 
to the majority.
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Outline

• Applications
• Terminology
• Probability Review
• Intensity-Based Classification
• Prior models
• Morphological Operators

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Applications of Segmentation

• Image Guided Surgery
• Surgical Simulation
• Neuroscience Studies
• Therapy Evaluation

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Interactive Segmentation

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

MRI image sequence removed due to copyright restrictions.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

531
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Applications of Segmentation

• Image Guided Surgery
• Surgical Simulation

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Photo removed due to copyright restrictions.
Two doctors working with a surgical simulation device.
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Applications of Segmentation

• Neuroscience Studies

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Statistical Map of Cortical Thinning:
Aging

p < 10-6

Courtesy of Bruce Fischl. Used with permission.

Thanks to Drs. Randy Buckner and David Salat for supplying this slide.
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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The Movie of Cortical Thinning 
with Aging

2.5 2.75 3.02.0 2.25 2.5
Courtesy of Bruce Fischl. Used with permission.

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Applications of Segmentation

• Therapy Evaluation
– Multiple Sclerosis

• Examples Later in talk

– Knee Cartilage Repair

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Results: Segmentation of
Femoral & Tibial Cartilage

MRI Image Model-Based
Segmentation

Manual Segmentation

Source: Kapur, Tina. “Model based three dimensional medical image segmentation.” MIT Ph.D. thesis, 1999. 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Limitations of Manual 
Segmentation

• slow (up to 60 hours per scan) 
• variable (up to 15% between experts)

[Warfield  + 2000]

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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The Automatic Segmentation 
Challenge

An automated segmentation method needs to 
reconcile
– Gray-level appearance of tissue
– Characteristics of imaging modality
– Geometry of anatomy

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Terminology: Segmentation

• Graphics Community:
– Any process that turns images into models

• Another Frequent Usage (HST 582):
– Labeling images according to tissue type (e.g. 

White / Gray Matter)
• Another:

– Dividing imagery into Major Anatomical 
Subdivisions

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Hierarchical Approach (Brain)
David Kennedy, MGH / Martinos Center

• Segment into lobes
• Parcellate into functional areas

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Neuroanatomic Description Hierarchy:

WHOLE 
BRAIN/STRUCTURE

Courtesy of David N. Kennedy, Ph.D. Used with permission.

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Image removed due to
copyright restrictions.

Image removed due to
copyright restrictions.

Image removed due to
copyright restrictions.

Image removed due to
copyright restrictions.
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Stages of Anatomic Analysis
Original Subcortical Parc. Cortical Parcellation

“General” Segmentation. White Matter Parc.
Courtesy of David N. Kennedy, Ph.D. Used with permission.

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Probability Review

• Discrete Random Variables (RV)
– Probability Mass Functions (PMF)

• Continuous Random Variables
– Cumulative Distribution Functions (CDF)
– Probability Density Functions (PDF)

• Conditional Probability
• Bayes’ Rule

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Discrete Random Variable

• Characterized by Probability Mass Function
(PMF) 
– (sometimes called Distribution)
– Maps values x to their Probabilities P(x)

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Continuous Random Variables

• Define Cumulative Distribution Function 
(CDF) on RV x

• Non-Decreasing
• Sometimes called Distribution Function

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Continuous Random Variables...

• Define Probability Density Function (PDF)

• Easy to show, using Fundamental 
Theorem  of Calculus:

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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More on PDFs : p(x)

• Non Negative
• Integrates to One
• (Value can be Greater than One)

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Conditional Probability

• Define Conditional Probability:

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Bayes’ Rule (easy to show)

• Frequent Situation:
– A: State of the World
– B: Measurement
– P(B|A) : Measurement Model
– P(A) : A-Priori Model 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Intensity-Based Segmentation

• Statistical Classification
– ML 
– MAP, a-priori models
– KNN

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Segmentation

• Easy Segmentation
– Tissue/Air (except bone in MR)
– Bone in CT

• Feasible Segmentation
– White Matter/Gray Matter
– M.S. Lesions

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Statistical Classification

• Probabilistic model of 
intensity as a function of 
(tissue) class

• Intensity data
• Prior model

Classification of
voxels

[Duda, Hart 78]

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Measurement Model

• Characterize sensor

p(x|tissue class J)

probability
density

intensity Tissue class conditional model
of signal intensity

mean for tissue J

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Example

intensity

p(x|gray matter)

p(x|white matter)

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Maximum Likelihood 
Classification

• Measure intensity, xo, and we want to know 
the tissue class

• Pick tissue class that maximizes L
• L is not a probability

– Called: Likelihood

)|()( joj TCxpTCL =

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Example - revisited

white matter

threshold

gray matter

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

557
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Anatomical Knowledge

• A priori model
– Before the measurement is considered

)( jTCP

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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MAP Classifier

• Choose TC to Maximize the A Posteriori
probability

)(
)()|()|(

0xp
TCPTCxpxTCP o

o =

posterior
probability

measurement
model

not important

prior

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Measurement Model

• Training data
– Get an expert to label some of the voxels

• Optional: Use a parametric model
– Assume functional form 

• Popular choice: Gaussian

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Gaussian Density – 1D

• Why?
– Central Limit Theorem
– Makes math easy (when doing parameter 

estimation)

σ

μ

2

2

2
)(

2
1),,( σ

μ

σπ
σμ

−−

=
x

exG

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Choosing σ and μ

• Use training data:
• ML parameter estimation

• MAP tissue classifier with Gaussian measurement 
model: choose tissue class to maximize:

∑=
i

iY
N
1μ ∑ −=

i
iY

N
22 )(1 μσ

{ }NYYY ,...,, 21

...
)(),,(

)|( jojj
oj

TCPxG
xTCP

σμ
=

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Gaussian Density – 2d Data

• Example
X =  proton density intensity

T2 weighted intensity   

Vector Gaussian

)()(

2
1

2

1

||)2(

1),,( MXMX
N

T

eXMG −Σ−− −

Σ
=Σ

π

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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2D Gaussian: Example

iso probability 
contour is 

ellipse

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Multiple Sclerosis Example

• Dual echo MRI
– 1 x 1 x 3 mm
– Registered slice pairs

• Proton density image
– Good:  white/gray 
– Bad:  gray/csf

• T2-weighted image
– Good: CSF/
– Not so good:  white/gray
– Good:  MS lesions

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Multiple Sclerosis

Provided by S Warfield

Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with permission.

PDw T2w

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Dual Echo MRI Feature Space

csf

gmwm

severe
lesions

air

T2
 In

te
ns

ity

PD Intensity
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Detail

• MS Lesions are “graded phenomenon” in 
MRI, and can be anywhere on the curve

gm
wm

lesionscsf

healthy
mild

severe

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Multiple Sclerosis

Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with permission.

PDw T2w Segmentation
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed
due to copryight restrictions.
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Background: Intensity 
Inhomogeneities in MRI

• MRI signal derived from RF signals…
• Intra Scan Inhomogeneities

– “Shading” … from coil imperfections
– interaction with tissue?

• Inter Scan Inhomogeneities
– Auto Tune
– Equipment Upgrades

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Estimate intensity correction
using residuals based on 
current posteriors.

Compute tissue posteriors 
using current intensity 
correction.

E-Step

EM-Segmentation

M-Step
Provided by T Kapur

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Dual Echo Longitudinal Study

PDw T2w

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed due to copryight restrictions.
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Tissue classification

No Intensity Correction EM Segmentation

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed due to copryight restrictions.
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Prior Models

• Average Brain
• Structurally-Conditioned Models
• Markov Random Fields (MRF)

– Ising
– Potts

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Average Brain Models

• Construct a spatial prior model by 
averaging tissue distributions over a 
population  [MNI].

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Source: Pohl, Kilian M. "Prior Information for Brain Parcellation." MIT Ph.D. thesis, 2005.

Provided by Kilian Pohl

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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P(white matter | x y)

Provided by Kilian Pohl

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Source: Pohl, Kilian M. "Prior Information for Brain Parcellation." MIT Ph.D. thesis, 2005.
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Structurally-Conditioned Prior 
Models

• From (Kapur 1999)
– Modeling Global Geometric Relationships 

between Structures

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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• Relative Geometry Models 
• Motivate Using Knee MRI 
• Brain MRI Example

Modeling Global Geometric 
Relationships between Structures 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Segmented Knee MRI
Femur

Tibia

Femoral Cartilage

Tibial Cartilage

MERL, SPL, MIT, CMU
Surgical Simulation
(Sarah Gibson, PI)

Source: Kapur, Tina. “Model based three dimensional medical image segmentation.” MIT Ph.D. thesis, 1999. 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Motivation

• Primary Structures
– image well
– easy to segment

• Secondary Structures
– image poorly
– relative to primary

Tibial Cartilage

Femoral Cartilage

Tibia

Femur

Source: Kapur, Tina. “Model based three dimensional medical image segmentation.” MIT Ph.D. thesis, 1999. 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Relative Geometric Prior 
Approach

• Select primary/secondary structures
• Measure geometric relation between 

primary and secondary structures from 
training data 

• Given novel image
– segment primary structures
– use geometric relation as prior on secondary 

structure in EM-MF Segmentation
Provided by T Kapur

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Segment Primary Structures:
Femur, Tibia

Seed Region Growing Boundary Localization

Source: Kapur, Tina. “Model based three dimensional medical image segmentation.” MIT Ph.D. thesis, 1999. 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Status

• Have Bone

• Want Cartilage

Provided by T Kapur

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Measure Geometric Relationship 
between Primary and Secondary 

Structures Femur

Tibia

Femoral Cartilage
Tibial Cartilage

• Using primitives such as
– distances between surfaces
– local normals of primary structures
– local curvature of primary structures
– etc.

Provided by T Kapur

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Femur

Tibia

Femoral Cartilage
Tibial Cartilage

Measure Geometric Relationship 
between Primary and Secondary 

Structures 

Z
e)P(CartilagCartilage)x|nP(

)Bone|CartilageP(x

pointclosest at  (femur) bone  tonormal n
(femur)boneon point closest todistance 

sss

s

s

s

  , ∈
≅

∈

≡
≡

ρ

ρ

Provided by T Kapur
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Estimate of                Cartilage)x|nP( sss   , ∈ρ

Cartilage)Fem.x|nP( sss   , ∈ρ Cartilage)Tib.x|nP( sss   , ∈ρ
Source: Kapur, Tina. “Model based three dimensional medical image segmentation.” MIT Ph.D. thesis, 1999. 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Results: Segmentation of
Femoral & Tibial Cartilage

MRI Image Model-Based
Segmentation

Manual Segmentation

Source: Kapur, Tina. “Model based three dimensional medical image segmentation.” MIT Ph.D. thesis, 1999. 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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kNN combined with Atlas

•Simon Warfield

•Use Atlas to control kNN Classifier
•Resolve contrast failure

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Overlapping distributions

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed due to copryight restrictions.
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Lesion classification

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed due to copryight restrictions.
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Lesion classification

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed due to copryight restrictions.
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Multiple Sclerosis

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images from Dr. Simon Warfield removed due to copryight restrictions.

PDw T2w

Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with permission.
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Morphological Operations

• Erosion
• Dilation
• Opening
• Closing

• [Haralick + 1989]

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Morphological Operators...

• Ubiquitous simple tools.  Useful for ad-hoc 
clean-up of results from Statistical 
Classification.

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Dilation
• Binary (or Boolean) images
• Represent image by a set of coordinate 

vectors of pixels with value 1 

{ }B  b A,  a somefor ,| ∈∈+=≡⊕ baccBAimage

Typical structure elements: 1
1 1

1
1

11
1

1

vector addition

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Dilation
• Continuous analogy
• Makes structures fatter

1

zero

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Erosion
• Erosion is dual of dilation

– complement A
– reflect B (negate coordinates)
– dilate
– complement result

BABA ˆ⊕=⊗

•Frequently, B is symmetric and then reflection can 
be ignored

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Erosion
• Erosion by simple S.E.’s makes structures 

thinner
• Analog analogy:

1 zero

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Opening

• Opening = Erode then Dilate

Break thin connections

Removes small junk

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Closing

• Closing = Dilate then Erode
• Can attach objects that have become 

fragmented 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Erosion and Dilation

• Common trick in brain isolation “de-
scalping”
– Erode “it”

• to disconnect brain from head

– Dilate “it”
• But only mark pixels that were originally “brain”

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Connectivity

• Define neighbor relation

– There are some inconsistencies that a 6-
neighbor relation can fix

4-neighbor 8-neighbor

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Finding Connected Components

• N = 1
• Repeat until all pixels are labeled

– Pick an unmarked 1 pixel
– Label it, and all of its 1 neighbors, N
– N N + 1

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Connected Components: 
Example

• Boolean image

• Each separate object get a unique label

1

1

1

1
zero

1

2

3

4
zero

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Selected References
• [Duda and Hart1973] Duda, R. and Hart, P.1973. Pattern Classification and Scene 

Analysis. John Wiley and Sons.
• [Gonzales + 2001] R Gonzales and R Woods.  Digital Image Processing, 2nd Ed. 

Prentice Hall 2001.
• [Haralick + 1989 ] R Haralick and S Steinberg.  Image Analysis Using 

Mathematical Morphology. IEEE Transactions PAMI 1989.
• [Kapur 1999] T Kapur. Model Based Three Dimensional Medical Imaging 

Segmentation.  PhD Thesis, MIT EECS, 1999.
• [Warfield + 2000] S Warfield, J Rexilius, M Kaus, F Jolesz, R Kikinis. Adaptive 

template moderated spatial varying statistical classification.  Med. Image Analysis, 
2000.

• [Wells + 1996] W Wells, E Grimson, R Kikinis, F Jolesz.  Adaptive segmentation of 
MRI data.  IEEE Trans. Med. Img. 15, 1996.

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Medical Image Registration I

HST 6.555


Lilla Zöllei and William Wells


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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Spring 2007 HST 6.555 2 

The Registration Problem


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Spring 2007 HST 6.555 3 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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The Registration Problem


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Applications

multi-modality fusion (intra-subject)
time-series processing

e.g.: fMRI experiments, cardiac ultrasound
warping across patients (inter-subject, uni-modal)
warping to / from atlas for anatomical labeling
image-guided surgery:

modeling tissue deformation,
comparing pre- and intra-operative scans,…

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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final 
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The Registration Problem


Tinit 

T

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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value Optimization algorithm 

Spring 2007 HST 6.555 7 

Medical Image Registration


Medical image data sets


Transform (move around)


score motion 
parameters 

initial 

Compare with objective function


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Roadmap


� Data representation 
� Transformation types 
� Objective functions 

� Feature/surface-based 
� Intensity-based 

� Optimization methods 
� Current research topics 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Data Representation


� 

z 

y 

x 

object Object represented as a function 
� example: 

coordinates Æ intensity 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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x1 ’ 
Spring 2007 HST 6.555 10 

� f(x): space Æ intensity 

Data Representation 
x2 

� representation of “moved” object x1 

( ')  = (  ( '))  x2’g x  f T x  

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Data Representation

x2 

� focus on a feature 
f ( )x = f
� before motion: 0 0


� after motion

( ')  = 

x0 

f ?	 x1� What value of x0’ : g x0 0


( (  0 ' = 0
f T x ))  f 
−1	 x0’ T x( ') = x x ' = T (x )0 0 0 0 x2’ 

� Feature of f0 now is 

located at T −1( ) 
x0 

⇒	 motion of object is T −1(.) 
x1’ 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Optimization algorithm value 
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Medical Image Registration


Medical image data sets 

Transform (move around) 

score motion 
parameters 

initial 

Compare with objective function


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Space of transformations 

Data dimensions Example 

2D-2D cardiac ultrasound, 
x-ray patient repositioning, 
histology – MRI, … 

3D-3D MR/MR, MR/CT, CT/CT, 
PET-MR, … 

2D-3D X-ray/CT, fluoroscopy-CT, 
surface model/video 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Class of transformations


�	 What motions or distortions are allowed to 
merge datasets? 
� Rigid Transformations: 
� displacement

� rotation & displacement


� Non-Rigid Transformations:

�	 parametric

� affine

� piecewise-affine

� ….


� non-parametric


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Displacement only

T x( ) x D 
≡ + 

� 2D: 2 parameters 
� 3D: 3 parameters 

� For example: 

⎡ ⎤  ⎡ ⎤ ⎡ ⎤  ⎛ ⎡ ⎤  ⎡ ⎤ ⎡  ⎤  x ⎞ x D ⎜
⎛ x1 

⎟
⎞ x1 D1 

1 1 1 ⎢ ⎥  ⎢ ⎥ ⎢ ⎥T ⎜ ⎟ = + T x2 ⎟ = x2 + D2⎢ ⎥  ⎢ ⎥ ⎢ ⎥ ⎜x x D ⎢ ⎥  ⎢ ⎥ ⎢ ⎥  
⎝ ⎣ ⎦  ⎣ ⎦ ⎣  ⎦  2 ⎠ 2 2 

⎝
⎜ x3 ⎠

⎟ x3 D3⎢ ⎥  ⎢ ⎥ ⎢ ⎥⎣ ⎦  ⎣ ⎦ ⎣ ⎦  

in 2D in 3D 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Rigid Motion 
( )  ≡ ( )  + DT x  R x  

� both rotations and displacements are allowed 
� length-preserving transformation 
� order of transformations does matter! 

� 2D: 3 parameters; 3D: 6 parameters 
� for example: in 2D (non-linear in θ) 

T x( ) = Rx  + D R: valid rotation matrix 

R =⎢
⎡cosθ −sin θ

⎥
⎤ RT R = 1 and R = +1 

⎣sin θ cos θ ⎦ 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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�	 in 3D: rotate by θ about axis N̂

� if q is a unit quaternion, such that q = ⎜
⎛ cos θ ; N̂ sin θ ⎟

⎞ 
⎝ 2 2 ⎠ 

⎛ q2 + q2 − q2 − q2 2(−q q  + q q  ) 2( q q  + q q  ) ⎞0 1 2 3 0 3 1 2	 0 2 1 3 

R	=
⎜ 2(q q  + q q  ) q2 − q2 + q2 − q2 2(  −q q  + q q  ) ⎟ ⎜ 0 3 2 1  0 1  2 3  0 1 2 3  ⎟ 
⎜ ⎟
⎝	2(−q q0 2  + q q  3 1) 2( q q0 1 + q q  3 2 ) q0

2 − q1
2 − q2

2 + q3
2 
⎠ 

Horn, B.K.P., Closed Form Solution of Absolute Orientation using Unit Quaternions, Journal 
of the Optical Society A, Vol. 4, No. 4, pp. 629--642, April 1987. 
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Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Non-rigid transformations

� Parametric

� affine 
� piecewise-affine 
� others 

� Non-parametric 
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Affine Transformation 
( )  ≡ ( )  + DT x  M x 


�	 M: square matrix 
� beyond rigid motion, allows shears and scaling 
� preserves notion of parallel lines 

� 2D: 6 parameters 
� 3D: 12 parameters 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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� 2D affine: 
⎛ ⎡ ⎤  ⎡  x1 ⎞ m11 m12 ⎤ x1 D1⎡ ⎤ ⎡  ⎤  

T ⎜ ⎟ = +⎢ ⎥  ⎢  ⎥ ⎢ ⎥ ⎢ ⎥  x m m x D⎣ ⎦  ⎣  2 21 22 ⎦ 2 2⎝ ⎠ ⎣ ⎦ ⎣ ⎦  

OR 
⎤ x⎛ ⎡ ⎤  ⎡  x ⎞ m m D ⎡ ⎤1 11 12 1 1 

⎢ ⎥ ⎢  ⎥ ⎢ ⎥T ⎜
⎜ x2 ⎟

⎟ = m21 m22 D2 x2 linear form⎢ ⎥ ⎢  ⎥ ⎢ ⎥
⎜ 1 ⎟ 0  0 1 1  ⎢ ⎥  T X  = X⎢ ⎥ ⎢  ⎥ ( ) Q⎝ ⎣ ⎦ ⎣  ⎦⎠ ⎣ ⎦  

homogeneous coordinate


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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3 
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� 2D affine: determined by control points


Y Y Y  Q X X  X 
= 1 = 1 [
 

1 3 2
Y  QX  2 ] [ 1 3 ]

Y  QX  =[ ][ ]−1
= Q Y Y Y X  X  X 
2 2 1 2 3 1 2 3


Y  QX  
Y1
= 3 3


X1 

(if the inverse exists) 

X3 Y2X2 
Y

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

	

�	 Affine transformation for other points:
determined by motion of control points 

⎡ y1 ⎤ ⎡ x1 ⎤X ⎢ ⎥ ⎢ ⎥ 
⎢ y2 ⎥ = Q ⎢x2 ⎥ 
⎢ 1 ⎥ ⎢ 1 ⎥⎣ ⎦ ⎣ ⎦	 Y 
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Piecewise affine 
� 2D example: 
� subdivide space of X into triangles 
� use different affine transformation for each 

triangle (determined by vertices…) 

-e.g.: some use in breast registration


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Other Parametric Transformations 
� Finite element models 

� engineering methods to simulate mechanical / 
electrical systems (discretization of the space; 
integral problem formulation turned into 
system of linear equations) 

� Spline models 
� Thin-plate splines, B-splines, Cubic splines 

Fred Bookstein, Morphometric Tools for Landmark Data : Geometry 
and Biology 
http://www.iog.umich.edu/faculty/bookstein.htm 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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S. Timoner: Compact Representations for Fast Non-rigid Registration of Medical Images (MIT PhD`03) 

Spring 2007 HST 6.555 25 
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www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

632
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Spring 2007 HST 6.555 26 

S. Timoner: Compact Representations for Fast Non-rigid Registration of Medical Images (PhD`03) 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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IEEE TMI, VOL. 20, NO. 7, JULY 2001


© 2000 IEEE. Courtesy of IEEE. Used with permission. 
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Non-parametric models

� Continuum mechanics 

� elastic solid models, fluid transport, …


G. E. Christensen* and H. J. Johnson: 

“Consistent Image Registration.”


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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© 2000 IEEE. Courtesy of IEEE. Used with permission. 

Christensen, G. E., et al. “Large-Deformation Image Registration using Fluid Landmarks.”

Image Analysis and Interpretation 2000, Proceedings of 4th IEEE Southwest Symposium, pp. 269 -273 


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Medical Image Registration


Medical image data sets 

Transform (move around) 

Compare with objective function 

Optimization algorithm
initial 
value 

motion 
parameters 

score 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Objective functions

�	 measure how well things are lined up 
�	 assumption: the input datasets (U,V) are related to 

each other by some transformation T 
�	 define: energy function to be optimized 

E	= ( ( ), ( ( ))) f U x  V T x  

�	 2 main styles: 
¾ feature- or surface-based 
¾ intensity-based 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Feature-based measures


� compute alignment quality based upon the 

agreement of 2 sets of landmark features 


� assumption: 
� landmarks visible in both images 
� they can be reliably located and 
� they can guide the alignment of the whole 

image 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Surface-based measure


� a simple measure of 

discretized curve points 

2
min xi − y j = ∑C 2 (xi )j i 

min  x − y jj 

yi chamfer function / distance transform 

alignment 

( )  

i 

y 

E 

C x  

= 

≡ 

∑ 

xi 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Chamfer function


curve 

C(x): distance to nearest 

point on curve


∃ fast way to calculate C(x) 
on a grid 

1 2  3 … 

C(x) =


G. Borgefors. Hierarchical chamfer matching: a parametric edge matching algorithm. IEEE 
Trans. on Pattern Analysis and Machine Intelligence, PAMI- 10(6):849-865, November 1988 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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�	 if structure is missing, not a robust measure of 
alignment; large penalties may swamp the 
measure x 

C xy '( ) ≡ min( 0 , y ( )) 

• “robust chamfer matching” 
Alternative solution: 

not close to any point on y 

y


d C x  
(penalty saturates) 

Spring 2007	 HST 6.555 34 
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Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

35 

�	 feature-based techniques used at the BWH: 
� laser data patient skin in MR 
� locater data 

� similar methods pioneered by 
� Charles Pelizzari (Dept Radiation Oncology, U. 

Chicago) 
� “Head in Hat” – MR-SPECT/PET registration; extract 

surfaces of heads; register the surfaces 
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Intensity-based measures


�	 compute alignment quality based upon the 
intensity profiles of the input images 

�	 no landmark or feature selection is 
necessary 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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SSE and correlation (I)

�	 SSE: sum of squared errors 

2
E	=∑ U ( )  − ( (  ))  T xx Vi i

xi


⎡U x 	 + ( ( ))  x ⎤=	 ( )  − 2 ( ) ( ( ))  U x V T x  V T∑⎣ 
2 

i i i 
2 

i ⎦

xi


�	 1st term: no dependency over T; 3rd term 
contributes a constant* ⇒ equivalent problem: 

' U (  ) ( (  ))  V T xE ≡∑ xi	 i ⇒ classical correlation 
xi
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SSE and correlation (II)


� For translation only: T(x) = X + D 

E ' = U ( ) (  x∑ xi V i + D) 
xi 

Convolution ⇒ can use Fourier methods… 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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SSE and correlation (III)


� CAVEAT: 
problems can surface if some structure is 
missing or extra-large quadratic penalties 
can swamp the measure 

2
E =∑ U ( )  −V T  ( (  ))  xi xi

xi
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More robust measures (I)


� SAV: summed absolute value 

( )  = U x  i −V T x  iE x  ∑ ( )  ( ( ))  
xi 

� Amy Gieffers, 6A HP Andover*: cardiac 
ultrasound registration 
� *later Agilent, later Phillips 
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More robust measures (II)

� Saturated SSE


penalty saturates 

( )  =∑min  (d U x  i −V T x  iE x  ,  ( )  ( ( ))  2 ) 
xi 
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Multimodal inputs…


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Multimodal Inputs


� correlation fails for multi-modal registration 
when intensities are different; e.g.: MR-CT 

� one solution: 
⇒ apply a special intensity transform to the MRI 

to make it look more like CT; then compute the 
correlation measure 
e.g.: Petra Van Den Elsen 
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MR-CT situation


bone 

white matter 
fat 

CT gray matter CSF 

air


MR
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Histograms


Data 

1.4 

3.4 

1.0 3.0 

1.3 
1.6 

1.0 

10.0 

1.2 Bins or buckets 

0 1 2 3 4 5 6 7 8 9 10 11 

Counts: 0 6  0 3 0  0 0 0 0 0  1  
Rel. frequency: 0 6 

10 0 3 
10 0 0 0 0 0 0 1 

10 
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Histogram Joint Intensity of 

Images


Images: histogram

U V 

1 2 1 
1 2 1 
1 2 1 

3


2


2 2 2 
3 3 3 
2 2 2 

VY Y 1 2 
UX X 

intensities relative freq. 

Joint intensities: 

(1,2)(2,2)(1,2)(1,3)(2,3)(1,3)(1,2)(2,2)(1,2)


2 
9 

4 
9 

1 
9 

2 
9 
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aligned
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MRI & CT pairs


misaligned slightly misaligned 
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Joint histogram: 

MRI & CT registered


MRI MRI 

CT CT
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CT CT

Correct registration Slight mis-registration
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Joint histogram: 

MRI & CT; slightly off


MRIMRI 
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Joint histogram:

MRI & CT; significantly off


MRIMRI 

CT CT

Correct registration Significant mis-registration
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entropy: (  ( ))H p x  ≡ −∑ ( )p x  2log (  ( ))p x  
e.g.: x 

predictable coin --
no uncertainty, biased coin --

fair coin --lowest entropy moderate uncertainty,

moderate entropy most uncertain,


highest entropy 

p 

1 

0 

.5 

H T H T H T
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2 2
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V 

Examples of joint intensity 

distributions


1 
4 

1 
4 

1 
4 

1 
4 

V


1 
6 

1 
6 

1 
6 

1 
6 

1 
6 

1 
6 

U U 

H = log (4) H = log (6)
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“Real” CT-MR registration:

3D starting position


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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CT-MR registration final result
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CT-MR registration movie


From: Wells, W. M., et al. "Multi-modal Volume Registration by Maximization of Mutual Information."

Medical Image Analysis 1, no. 1 (March 1996): 35-51. ��

Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with permission.
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� 
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Registration by minimization of 

joint entropy


≅ 
Alignment by maximization of mutual 


information

� Viola, PhD 1995 
� Pluim, PhD 2001 
� many more papers (2002: more than 100) 
� West Fitzpatrick et al 1998 JCAT 
� …clear winner MR/CT…


…also good for MR/PET…
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�	 Chuck Meyer et al. (Radiology Dept, U 
Mich.) 
� Non-rigid mutual information registration 
� Thin-plate spline warp model 
� Downhill simplex optimizer 
� rat brain auto-radiograph ↔ CT


� breast MRI ↔ breast MRI
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END
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Medical Image Registration II
HST 6.555

Lilla Zöllei and William Wells

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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CT-MR registration movie

From: Wells, W. M., et al. "Multi-modal Volume Registration by Maximization of Mutual Information."

Medical Image Analysis 1, no. 1 (March 1996): 35-51. ��

Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with permission.
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Roadmap

Data representation
Transformation types
Objective functions

Feature/surface-based
Intensity-based

Optimization methods
Current research topics
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Medical image data sets

Transform (move around)

Compare with objective function

Optimization algorithminitial
value

motion 
parameters

score

Medical Image Registration

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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find x that minimizes f(x)

convex: non-convex:

single minimum global minimum

x x

Optimization -- terminology

capture region

local minima
x0x0

f(x)
f(x)
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Goal: find x that optimizes f(x)
do it quickly, cheaply, in small memory; (or evaluate f
as few times as possible)

Parameter recovery: “search” for solution
Standard mathematical function (with T dependency) to 
be optimized

use only function evaluations
use gradient calculations (more guidance, but costly)

Based upon prior information:
constrained, e.g.:
unconstrained

1 2

Optimization (for registration) (1)

x x x≤ ≤

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

672
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Spring 2007 HST 6.555 7

No guarantees about global extremum
Local extrema:

sometimes sufficient**
find local extrema from a wide variety of starting points; choose 
the best
perturb local extremum and see whether we return

Ambitious algorithms:
simulated annealing methods 
genetic algorithms

Optimization (for registration) (2)
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Search Algorithms
1D solutions – minimum bracketing is possible

Golden Section Search
Brent’s Method
Steepest Descent

Multi-dimension – initial guess is important!
Downhill Simplex (Nelder & Mead)
Direction Set Methods

Coordinate Descent
Powell’s Method

Gradient Methods
Conjugate gradient methods
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Root finding by bisection

P2

Root-bracketing by two points: (P1, P2)

x

P1 f(x)
y

P2

P1

P2

~x

( )( ) ( )( )1 2sgn P sgn Pf f≠
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Minimization of convex function

x

P1

P3

P2

f(x)
Minimum bracketing in (P1, P2):

x

1 3 2

3 1

3 2

( ) ( )
( ) ( )

P P P
f P f P
f P f P

< <
<
<

P3: best current estimate of 
the location of the minimum
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Golden Section Search

*golden mean / golden section (Pythagoreans)

Minimization strategy:

x

P1
P3

P2

f(x)

L

x

1 3 3 2,PP P P(i) select the larger of 
assign this interval to be L

( )3 *
3 5

.38197
2

P x
L

−
= ≈

(ii) position x in L s.t.

( )

( )

1 3

1 2

3 2 3 3 2

, ,  if 
     ( ) ( ) and ( ) ( )

, ,  if  ( ) ( ) and ( ) ( )

P x P
f x f P f x f P

x P P f P f x f P f P
< <

< <

(iii) new bracketing triplet is:
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Brent’s Method

Minimum 
bracketing
Parabolic 
interpolation

x

P1
P3

P2

f(x)

P3

P2

P1

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Gradient Descent

x

y

f(x)

P

( )  slope

P' P

df xm
dx

mα

= =

= +

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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due to Nelder and Mead*
self-contained; no 1D line minimization
only function evaluations, no derivatives
not efficient in terms of number of function 
evaluations, but easy-to-implement
geometrical naturalness
useful: when f is non-smooth or when 
derivatives are impossible to find

Downhill Simplex Method (1)

Nelder, J.A, and Mead, R. 1965, Computer Journal, vol. 7, pp. 308-13.

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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simplex: geometrical figure; in N 
dimensions, (N+1) points/vertices

e.g.: in 2D: triangle, in 3D: tetrahedron
non-degenerate! (encloses a finite N-
dimensional volume)

starting guess ((N+1) points)
P0 and Pi = P0 + λei ei: unit vectors; 
λ: constant, guess of characteristic length scale

Downhill Simplex Method (2)

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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simplex at beginning of step

high

low low

(a) reflection

(b) reflection and expansion

(c) contraction

(d) multiple contraction

Valid simplex 
steps:

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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possible moves (from previous figure):
reflection (conserving volume of the simplex)
reflection and expansion
contraction
multiple contraction

termination criterion
use threshold on moved vector distance 
or threshold on function value change

restart strategy 
needed as even a single anomalous step can fool the 
search algorithm

Downhill Simplex Method (3)

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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fminsearch in MATLAB
1. build initial simplex
2. do reflections, expand if appropriate
3. in “’valley floor” contract transverse

ooze down valley

works well in some medical registration 
methods
has implicit coarse-to-fine behavior

Implementation details

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Courtesy of E. G. Romero-Blanco and J. F. Ogilvie. Used with permission.

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

686
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Spring 2007 HST 6.555 21

Courtesy of E. G. Romero-Blanco and J.F. Ogilvie. Used with permission.

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Successive line minimizations 
No explicit gradient calculation
How to select the best set of directions to 
follow? 

simple example: follow the coordinate directions
direction set methods: compute “good” or non-
interfering (conjugate) directions 

Direction Set Methods

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Follow the coordinate directions

start

x

y

contours of f(x,y)

Ideal situation: only two steps are enough to locate the minimum

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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In general: can be very inefficient; large number of steps can be required to find the minimum. 
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Follow the coordinate directions
start

x

y

contours of f(x,y)

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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non-interfering directions: subsequent 
minimizations should not spoil previous 
optimization results
goal: come up with a set of N linearly 
independent, mutually conjugate directions 
⇒ N line minimizations will achieve the 
minimum of a quadratic form

Conjugate Directions

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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N(N+1) line minimizations to achieve the 
minimum
possible problem with linear dependence 
after update

fix
re-initialize the set of directions to the basis vectors
few good directions (instead of N conjugate ones)

Powell’s Method

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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gradient calculation is needed
order N separate line minimizations
computational speed improvement

Steepest Descent method
right angle turns at all times

Conjugate Direction methods

Conjugate Gradient Methods

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Steepest descent method – still a large number of steps is required to find the minimum. 
See http://www.tcm.phy.cam.ac.uk/~pdh1001/thesis/node57.html

Steepest Descent method

contours of f(x,y)

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Conjugate gradients method - only two steps are required to find the minimum. 
See http://www.tcm.phy.cam.ac.uk/~pdh1001/thesis/node57.html

Conjugate Gradients method

contours of f(x,y)

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Simulated Annealing

exploits an analogy between the way in which 
a metal cools and freezes into a minimum 
energy crystalline structure (the annealing
process) and the search for a minimum in a 
more general system
employs a random search accepting (with a 
given probability) both changes that decrease 
and increase the objective function 
successful at finding global optima among a 
large numbers of undesired local extrema

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Genetic Algorithm

works very well on mixed (continuous and discrete), combinatorial 
problems; less susceptible to getting 'stuck' at local optima than 
gradient search methods
tends to be computationally expensive
represents solution to the problem as a genome (or chromosome); 
creates a population of solutions and apply genetic operators 
(mutation, crossover) to evolve the solutions in order to find the best 
one(s). 
most important aspects of using genetic algorithms are

(1) definition of the objective function
(2) definition and implementation of the genetic representation
(3) definition and implementation of the genetic operators

http://lancet.mit.edu/~mbwall/presentations/IntroToGAs/

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Technique:
smooth objective function fN (e.g.: blur with 
Gaussian)
optimize smoothed version (use result as start 
value for original objective fN)

Advantages: 
avoiding local extrema
speed up computations

Coarse-to-Fine Strategy

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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f

search

search

f smoothed

f really smoothed
start

search

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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CT-MR registration movie

From: Wells, W. M., et al. "Multi-modal Volume Registration by Maximization of Mutual Information."

Medical Image Analysis 1, no. 1 (March 1996): 35-51. ��

Courtesy Elsevier, Inc., http://www.sciencedirect.com. Used with permission.


Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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More examples

Numerical Recipes in “C”
http://www.nrbook.com/nr3/

 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Current Research topics

group-wise (vs. pair-wise) registration
Diffusion Tensor (DT) MRI alignment 
surface-based (vs volumetric) alignment

Open questions: tumor growth modeling, 
structural – functional alignment, ….
Registration evaluation and validation

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Group-wise registration

From Lilla Zöllei’s thesis research.

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Group-wise registration styles

Template-dependent
Fixed template

Arbitrary member of the population 
Pre-defined atlas

Online computed template
Sequential pair-wise alignment to evolving 
“mean”

Template-free
Simultaneous 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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The Congealing method

(x,y)

• Def.: simultaneous alignment of each 
of a set of images to each other 

• Applications:
– Handwritten digit recognition (binary data)
– Preliminary baby brain registration (binary data) 
– Bias removal from MRI images

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Advantages of Congealing

Computational advantages
Can accommodate very large data sets
Can accommodate multi-modal data
Robust to noise and imaging artifacts
No single central tendency assumption

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Unaligned input data sets Aligned input data sets
Data set

Adult brain data set - mean volumes

: 28 T1-weighted MRI; [256x256x124] with (.9375, .9375, 1.5) mm3 voxels

Experiment: 2 levels; 12-param. affine; N = 2500; iter = 150; time = 1209 sec!!
Zöllei, L. “A Unified Information Theoretic Framework for Pair- and Group-wise Registration of Medical Images.”
MIT Ph.D. thesis, CSAIL TR-2006-005 [available at http://hdl.handle.net/1721.1/30970].

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Central coronal slices

Unaligned input
Spring 2007 HST 6.555 42

Zöllei, L. “A Unified Information Theoretic Framework 
for Pair- and Group-wise Registration of Medical 
Images.” MIT Ph.D. thesis, CSAIL TR-2006-005
[available at http://hdl.handle.net/1721.1/30970].

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Aligned input
Spring 2007 HST 6.555 43

Central coronal slices

Zöllei, L. “A Unified Information Theoretic Framework 
for Pair- and Group-wise Registration of Medical 
Images.” MIT Ph.D. thesis, CSAIL TR-2006-005
[available at http://hdl.handle.net/1721.1/30970].

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Variance volume - during 
registration

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Baby brain data set – central slices

Zöllei, L. “A Unified Information Theoretic Framework for Pair- and Group-wise Registration of Medical Images.”
MIT Ph.D. thesis, CSAIL TR-2006-005 [available at http://hdl.handle.net/1721.1/30970].

Spring 2007 HST 6.555 45
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Baby brain data set – central slices

Zöllei, L. “A Unified Information Theoretic Framework for Pair- and Group-wise Registration of Medical Images.”
MIT Ph.D. thesis, CSAIL TR-2006-005 [available at http://hdl.handle.net/1721.1/30970].
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Very large data set

Zöllei, L. “A Unified Information Theoretic Framework 
for Pair- and Group-wise Registration of Medical 
Images.” MIT Ph.D. thesis, CSAIL TR-2006-005
[available at http://hdl.handle.net/1721.1/30970].

Spring 2007 HST 6.555 47
Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Affine + B-splines Deformation

Courtesy of Serdar K Balci and Kinh Tieu. Used with permission.

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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DT MRI alignment

O'Donnell, L. J., et al.: High-Dimensional White Matter Atlas Generation and Group Analysis 
MICCAI, 243-251, 2006.

Figure 2 from this article (sequence of eight images) removed due to copyright restrictions.

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Surface-based alignment

From: Fischl, B., et al. "High-resolution Inter-subject Averaging and a Coordinate 
System for the Cortical Surface." Human Brain Mapping, 8:272-284. Copyright ©  
1999. Reprinted with permission of Wiley-Liss, Inc., a subsidiary of John Wiley & 
Sons, Inc. 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Combined surface-based and 
volumetric alignment

Courtesy of Gheorghe Postelnicu. Used with permission.

Images removed due to copyright restrictions.
Two brain MRI images from Fig 3 in Postelnicu, Gheorghe,
Lilla Zollei, Rahul Desikan, and Bruce Fischl. "Geometry
Driven Volumetric Registration." LNCS 4584 (2007): 243–251. 

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Further open questions:

tumor growth modeling 
structural – functional alignment (MRI-fMRI)
population comparison
….

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Registration evaluation and 
validation

Retrospective Image Registration Evaluation 
Project (Vanderbilt University, Nashville, TN) 
http://www.vuse.vanderbilt.edu/~image/registration/

Non-Rigid Image Registration Evaluation 
Program (NIREP); University of Iowa
http://www.nirep.org

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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END

Cite as: Lilla Zöllei and William Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Medical Image Modalities

HST 582
6.555

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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Overview


• Survey of Common Medical Image Modalities 
• Uses of Medical Images 
• Application of Image Processing 
• Medical Image Analysis 

• S. Webb (1988). The Physics of Medical Imaging. 


Spring 2007 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• X-Ray
• CT
• Nuclear Medicine
• Ultrasound
• MRI
• More Exotic

– Optical Coherence Tomography (OCT)
– Diffuse Optical Imaging
– Modern EEG

Common Modalities
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Roentgen 1895
– Low cost
– Useful for fractures
– Mammography
– Chest films
– Interventional guidance, needles, tubes, etc…
– Some risk

X-Ray
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

X-Ray source
(tube)

Film (or detector array)
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6

… from Philips.

X-Ray Machines
The first ones…

Left: h
Spring 2007 Right: 

ttp://www.shimadzu.com/products/medical/oh80jt0000001x6x.html
http://www.medical.philips.com/main/company/aboutus/history

Photo removed due to copyright restrictions.

Photo removed due to copyright restrictions.

… from Japan…

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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X-Ray Machines

Nowadays…

Spring 2007 7http://www1.shimadzu.com/products/medical/history.html
http://www.medical.philips.com/main/company/aboutus/history

Photo removed due to copyright restrictions.

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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X-Ray examples

The “first” acquisition Current medical applications: 

X-Ray images removed due to copyright restrictions. 

Skull - http://www.gehealthcare.com/usen/xr/radio/images/ 
skull_1_1_640_528.jpg 

Chest - http://www.gehealthcare.com/usen/xr/radio/images/ 
chest_1_4_1_640_612.jpg 

Hand - http://www.gehealthcare.com/usen/xr/radio/images/ Fashionable image of the time… hand_1_2_1_1_297_640.jpg 

Courtesy of Radiology Centennial, Inc. 

Spring 2007 
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Film
• Fluorescent screen

– Fluoroscope danger!!
• Image intensifier tube + video camera

X-Ray sensing equipment
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C-ARM X-Ray machine


Images removed due to copyright restrictions. 

http://www.qdi.com.au 

Spring 2007 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Other C-ARM models…


Images removed due to copyright restrictions. 

Useful in the operating room 

Spring 2007 http://www.qdi.com.au 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

X-ray risk…

Courtesy of Radiology Centennial, Inc.

http://www.uihealthcare.com/depts/medmuseum/
galleryexhibits/trailoflight/03xraymartyrs.html.
1907 photo, courtesy of American College of 
Radiology
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

1. Acquire digital X-ray
2. Inject contrast agent into blood (x-ray 

absorber)
3. Acquire new digital x-ray
4. Subtract

⇒ vessels “stand out”
… often BI-PLANAR…

Digital Subtraction Angiography 
(DSA)
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The pelvis of a patient who has had a 
kidney transplant and a stent placement. 

Spring 2007 14http://zoot.radiology.wisc.edu/~block/Med_Gallery/ia_dsa.html

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

DSA example

Courtesy of Walter F. Block. Used with permission.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Mammography

• Breast x-ray
• Cancer Screen
• Inexpensive
• Challenging to Read

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

736
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



pleomorphic calcifications, malignant

Spring 2007 16
http://marathon.csee.usf.edu/Mammography/Database.html

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Courtesy of DDSM: Digital Database for Screening Mammography
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

detector array

X-Ray tube

Computed Tomography (CT) (1958)
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Auto Rib Cage Projection (DEMO)
• Fan Beam Systems

Figure removed due to copyright restrictions.
See http://books.nap.edu/openbook.php?isbn=0309053870&page=25

Fan beam systems employ a multicellular detector 
system rotating about the patient together with the 
x-ray tube.

Ring detector based systems have a fixed detector 
ring, operate with a fan-shaped x-ray beam, and 
require only a rotational movement of the x-ray tube 
or the x-ray focal spot in the case of electron beam 
type x-ray generation.
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Backprojection Algorithm

projection images

Deposit stuff into accumulator
array along rays

accumulator 
array

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

743
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Spring 2007 23
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Backprojection…

• Backprojection (only) produces images that 
are blurred by 1/r kernel

• Solution: de-blur with filter that is inverse 
of 1/r (tricky to implement)

• Trick: de-blur filtering can be accomplished 
in space of projections before 
backprojection
– Filtered Backprojection
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Get hi-res cross sections
• Stack slices into 3D volumetric data set
• Great for bone

CT…
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CT example


Image removed due to copyright restrictions. 

http://www.gemedicalsystems.com/education/gallery/index.html 
Spring 2007 
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Head-only CT scanner 
from 1974 Current model

Photo removed due to copyright restrictions.
See http://imaginis.com/faq/history.asp.

Courtesy of NIH.
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CT scanners
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Soft tissue contrast not great
• Injected contrast agents can help

– Tumors (disrupted circulation)
– wash-out studies
– Vascular imaging

• Moderate cost… ~$300
• First screen for brain tumor?

CT …
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Useful for interventional guidance
• Reasonable access

– needle placement 
• Some risk (X-Rays…)

CT …
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• PET 1953
• SPECT 1967

Nuclear Medicine
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gamma ray

Spring 2007 31

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Inject Radiopharmaceutical

radio pharmaceutical 
(radioactive stuff)
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Positron emitted 
• Does not get far; annihilates with electron
• Producing pair of gamma rays
• Detected as coincidence in two detectors

Positron-Emission Tomography 
(PET)
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P

The fluor atom in the FDG 
(fluorodeoxyglucose) molecule undergoes 
radioactive decay, emitting a positron -- a form
of electron with a positive electrical charge, so 
it's anti-matter. 

The positron collides with an electron, and the 
resulting matter/anti-matter annihilation emits 
two gamma rays in opposite directions. The 
PET scanner registers these gamma rays and 
assembles the image.

Spring 2007 33

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

ositron Emission Tomography

Figure by MIT OpenCourseWare.

FDG Molecule

Positron-emitting fluor atom

P+ e-

Positron Electron

Annihilation

Gamma ray Gamma ray

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

754
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Nuclear disintegration

electron

positron
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Positron Emission Tomography
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Positron Emission Tomography

Spring 2007 35
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Nuclear disintegration

positron
electron

gamma rays detector

1. Positron 
emitted --
doesn’t get far

2. Annihilates 
with electron --
pair of gamma 
rays produced

3. Detected as 
coincidence in 
two detectors

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

756
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Image removed due to copyright restrictions. 
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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PET scanners


An early model … Current machines… 
PET III, ca. 1977 

Courtesy of NIH. 

Courtesy of Brookhaven National Laboratory. 

Spring 2007 37 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Particle Accelerator needed for making Radiopharmeceuticals

http://www.crump.ucla.edu/lpp/radioisotopes/radioisoprod.html

Image removed due to copyright restrictions.
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Evolution of image quality from the first PET scanner, 
available in 1975, to the latest and most sophisticated 
model, ECAT Exact HR+. Improvement has been 
achieved with a larger number and better radiation 
sensors, better computer programs and the possibility 
of getting several slices at the same time (using many
rings of sensors).

Spring 2007

Image removed due to copyright restrictions.
See http://www.cerebromente.org.br/n01/pet/pet_hist.htm

39

PET history

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Tracers show functional information
– glucose metabolism
– perfusion
– ...

• Find tumors
• Show strokes
• Heart assessment
• Functional neuroscience

– Ethical problems ...

• Some risk (radioactive stuff)
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

http://www.biomed.org/pet.html

PET images
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Images removed due to copyright restrictions.
See http://www.cerebromente.org.br/n01/pet/pet.htm
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Single Photon Emission Computed 
Tomography
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Gamma Camera


Image removed due to copyright restrictions. 
Schematic of gamma camera. 

Construction of a simple gamma camera (from Webb, Physics of Medical Imaging) 

Spring 2007 

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. 
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Image removed due to copyright restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

SPECT scanner
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

SPECT image

Image removed due to copyright restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• PET 
– Expensive
– Need nearby particle accelerator to make the 

tracers

• SPECT
– Moderate $
– Do not need to be right by accelerator
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Low cost
• Safe
• Noisy images

– Specularities

Ultrasound 1950’s
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

in a hand-held probe?

transducer

(boundary in 
refractive index)

stuff

Ultrasound...

sound waves
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Boundary contrast
• Breast exams
• Useful for biopsies
• Some use in neurosurgery

– For tumors with sharp margins
• Recent research

– Amy Gieffers, HP Andover
– Heart assessment
– Blood contrast agent

Ultrasound...
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Ultrasound movies 

Ultrasound images

Images removed due to copyright restrictions.
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Images removed due to copyright restrictions.
See http://www.cs.uwa.edu.au/~bernard/us3d/people.html
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

3D Ultrasound image (1)
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

3D Ultrasound images (2)

http://www.cs.uwa.edu.au/~bernard/us3d/people.html

anya.ucsd.edu/http://t

Image removed due to copyright restrictions.

Images removed due to copyright restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• 1978 first commercial
• Excellent soft tissue contrast

– Tumors
– White matter/ gray matter
– MS lesions
– Cartilage

• Knees
• Discs (spine)

– Expensive ~$1000

Nuclear Magnetic Resonance 
Imaging
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

http://www.gemedicalsystems.com/rad/mri/images/med/3t/

MRI example

Image of humam brain removed due to copyright restrictions.
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• Hydrogen nuclei precess around an applied 
magnetic field

• 1.5 Tesla ~ 60 MHz Larmour frequency

B

hydrogen nucleus 
= 

magnetic dipole

NMR
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B = 1.5T

material
(hydrogen nuclei)

~ 60MHz in

Spring 2007 57
Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

~ 60MHz out
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• = Nobel Prize
• Later lecture

• For now… what does the equipment look 
like? …

How to image?
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Photo removed due to copyright restrictions.
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

General Electric 3 Tesla Imager
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

http://www.cis.rit.edu/htbooks/mri/inside.htm

Gradient subsystem

1 kW
Audio Amp
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200 W
60MHz

RF Transmitter
Spring 2007 61

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Transmitter
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RF Receiving equipment
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Image removed due to copyright restrictions.

Hornak, J. P. The Basics of MRI. http://www.cis.rit.edu/htbooks/mri/inside.htm
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

MRI equipment

Image removed due to copyright restrictions.
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Provides cross-sectional images on 
volumetric data

• What does it see?
• ~ juiciness
• Proton density
• Relaxation time constants

– T1: return to low energy state
– T2: lose bulk transverse magnetization

MRI…
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T1, T2 for Brain Tissues

Tissue T1 T2   (ms)

WM 871 87
GM 515 74
CSF 1900 250
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• Proton Density
• T2-weighted
• T1-weighted
• … many others

• “spectroscopy”

MRI Imaging Protocols
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Hornak, J. P. The Basics of MRI. http://www.cis.rit.edu/htbooks/mri/inside.htm

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Image removed due to copyright restrictions.
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Hornak, J. P. The Basics of MRI. http://www.cis.rit.edu/htbooks/mri/inside.htm

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Spinal MRI acquisition

Image removed due to copyright restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Additional flexibility
– Injectable (magnetic) contrast agent
– MR angiography (safe)
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Image removed due to copyright restrictions.

Hornak, J. P. The Basics of MRI. http://www.cis.rit.edu/htbooks/mri/inside.htm
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MR Angiography
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• MGH >> 1
• Very fast acquisition

– Do something different
• Another quick acquisition

⇒ subtract, etc, 
• Subtle intensity changes due to vascular 

responses ⇒ (fuzzy) activation images 
(SAFE!)

Functional MRI (fMRI)
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fMRI Setup

Image removed due to copyright restrictions.
See: http://www.arts.uwaterloo.ca/~jdancker/fMRI/Week%202%20-%20The%20Basic%20Story.ppt

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Activation Statistics

Functional images


Region of interest (ROI) 
Spring 2007 
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• BWH >> 1
• Ferenc Jolesz
• GE Medical Sys., Milwaukee
• Open MRI, MRT

Interventional MRI
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•Integrate MRI with Operating Room
•Non-magnetic patient monitor machine
•Non-Ferrous Anestesia Machine

Spring 2007 76

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

MRT (interventional MR)
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Signa SP (GE Medical Systems)

Photos by Sam Ogden removed due to copryight restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Preoperative Image

Photo removed due to copyright restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

Intraoperative Image (end of 
procedure)

Photo removed due to copyright restrictions.
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• First: biopsies
• Now:

– Craniotomies
– Prostate Brachytherapy
– Liver Tumor Ablation

MRT usage
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Diagnosis
– Fracture, tumor, stroke
– Eyeball + tape recorder

• Interventional guidance
– Exploit spatial information “targeting”

• Scientific Research

Uses of Medical Images
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Needle placement; catheterizations
• Image-guided “conventional” surgery
• Radiation therapy planning

– Dosimetry
– Portal imaging

• stereotaxy

Interventional Applications
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Mike Leventon, Eric Grimson, AI Lab…
• There are some commercial systems….

– Brain Lab A.G. (German product)
– GE NAV (General Electric)

pre-op imagery

“Neuro Navigation”
Sterile 

instrumented 
probe

“You are here”
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MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Neurological Diseases
– MS

• Drug trials
• Quantify lesion burden

– Schizophrenia
• Temporal lobe anatomy

– Measure volumes

– Functional Neuroscience
• Psychology experiments

Science
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Emerging field
• Elsevier journal
• Older technologies

– Image reconstruction: CT, MRI  (pretty mature)
– SPECT still active 

• Core technologies
– Segmentation
– Registration

• Applications
– Visualization (surgery)
– Anatomical studies

Medical Image Analysis
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Segmentation
– current: more or less elaborate  statistical 

classifiers + morphological operations
• Registration

– Time series
– Fuse modalities (surgery?)
– Fuse anatomical reference (MRI) with activation 

(fMRI)
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Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

• Non-rigid registration
– Computer simulation of tissue deformation + intra-op 

images

• computational anatomy
• ATLASES      --what are atlases?

– Statistical characterization of shape in population
– “warping” across people

⇒ integration of functional neuroscience experiments 
across subjects

Medical Image Analysis
Current Research Areas
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John W. Fisher III 1

Random Signals
(statistics and signal processing)

Primary Concepts for Random Processes

You should understand…

• Random processes as a straightforward extension of 
random variables.

• What is meant by a realization and an ensemble.
• The importance of stationarity and ergodicity

– Useful for estimating statistical properties of random 
processes.

• Some idea of how the autocorrelation/autocovariance
functions describe the statistical structure of a random 
signal.

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 2

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg
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Random Processes

• A random process, X, is an infinite-dimensional random 
variable.

– If the size (dimension) is countably infinite then we have a 
discrete-time random process.

– If the size (dimension) is uncountably infinite then we have a 
continuous-time random process.

• As with any multi-dimensional random variable we can
– compute marginal and conditional statistics/densities over 

subsets of the dimensions.
• Random processes are interesting/tractable when there is 

some structure to the statistical relationships between 
various dimensions (i.e. the structure lends itself to analysis).

• We’ll focus primarily on second-order statistical properties. 

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 4

Some Notation

• Let X denote a random process 
which can be thought of as the 
ensemble (or set) of all realizations

• A single realization (a sample from 
the ensemble) can be denoted by:

• - is a random variable, 
which represents the 45th sample 
over the ensemble 

• - is a two-
dimensional random variable, 
comprised of the 2nd and 11th

samples over the ensemble.
• When analyzing random processes, 

we are interested in the statistical 
properties of (potentially) all such 
combinations. 

0 100 200 300 400 500 600 700 800 900 1000

-50

0

50

single realization

0 100 200 300 400 500 600 700 800 900 1000

-50

0

50

many realizations drawn from the ensemble
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Realization vs. Ensemble

• Top plot: a single realization
drawn from the ensemble.

• Bottom plot: many 
realizations drawn from the 
ensemble.

• An ensemble is 
characterized by the set of 
all realizations.

• An important question:
When can one infer the 

statistical properties of the 
ensemble from the 
statistical properties of a 
single realization?

0 100 200 300 400 500 600 700 800 900 1000

-50

0

50

single realization
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Relationship to Earlier Material

What, if anything, can we say about y[n] when:
• H(f) is LTI/LSI
• x[n] is a random process

(Random Processes and Linear Systems)

( )H f [ ]y n[ ]x n

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
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Relationship to Earlier Material

What, if anything, can we say about y[n] when:
• H(f) is LTI/LSI
• w[n] is a random process
• s[n] is a deterministic signal or random process

(Wiener Filtering)

[ ]s n ( )H fΣ

[ ]w n

[ ]y n[ ]x n

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 8

Noise reduction with Wiener Filtering 

•Left channel

•Right channel

•Wiener (left)

•Wiener (right)
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Important Concepts

Stationarity
Do the statistical properties of the random process vary or 

remain constant over time?
Ergodicity

Do time-averages over a single realization approach 
statistical expectations over the ensemble?

Autocorrelation Function
A function which describes the 2nd order statistical 

properties of a random process.
Crosscorrelation Function

A function which describes the 2nd order statistical 
relationships between two random processes.

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 10

Three Example Random Processes

We’ll consider three random 
processes which illustrate 
concepts we are interested 
in.

Notation Reminder
• Samples are drawn from a PDF.

• Samples are drawn from a PDF with 
parameters, α.

• Samples are drawn from a Gaussian 
PDF with mean μ and variance σ2.

• I.I.D. Gaussian

• Gaussian Random Walk

• Smoothed Gaussian

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of
Technology. Downloaded on [DD Month YYYY]. 
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Some tools we’ll need…

• Law of Large Numbers
• Central Limit Theorem
• Chebyshev’s Inequality
• Addition of Independent Variables
• Convolution of Gaussians

– Used to derive properties of the Random Walk process and 
the smoothed Gaussian i.i.d. process

• Memoryless transformations of RVs
– Used to derive statistical properties of smoothed Gaussian 

i.i.d. process
• Multi-Dimensional Gaussian Random Variables
• Correlation and Correlation Coefficient

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 12

Binomial Random Process

Consider the Bernoulli random 
process and it’s running sum:

We showed earlier that

• The binomial coefficient counts the 
number of ways we can observe k 
successes in N trials.

• The edge weights compute the 
probability of a given sequence with 
k successes in N trials.
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Binomial Random Process

Consider the Bernoulli random 
process and it’s running sum:

DeMoivre-Laplace Approximation

Q. So why does this approximation 
work?

A. DeMoivre-Laplace is an example of 
the Central Limit Theorem.

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 14

Binomial Random Process

Pascal’s triangle
• A simple way to compute the binomial coefficient.
• Turn the graph on its side.

• So Pascal’s triangle is just doing the bookkeeping for us.
• It is also an example of something else: namely what 

happens when we add independent random variables.

1

1 1

21 1
131 3

64 4 11
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Sum of Two Independent Random Variables

• Suppose we generate a new 
random variable as the sum 
of two random variables

• Use CDF relationship to 
derive the PDF of the new 
variable

• The PDF resulting from the 
sum of two independent
variables is the convolution 
of the individual PDFs

Derivation

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 16

Chebyshev’s Inequality

• A simple distribution free
bound which is a function of 
the variance of the random 
variable.

• It bounds the Probability 
that a random variable will 
deviate from it’s mean by 
more than some threshold t.

• Simple to prove and useful in 
proofs.

• It is a loose bound.

Derivation

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of
Technology. Downloaded on [DD Month YYYY]. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

818
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4/24/2007

John W. Fisher III 9

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 17

Chebyshev’s Inequality (Graphically)

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 18

Chebyshev’s Inequality (Graphically)
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The Utility of 2nd Order Statistical Relationships

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 20

2nd Order Statistical Relationships (Gaussian Case)

• Given x,y jointly Gaussian with the following mean and 
covariance

• For a general N-dimensional Gaussian random vector, x:

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of
Technology. Downloaded on [DD Month YYYY]. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

820
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4/24/2007

John W. Fisher III 11

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 21

2nd Order Statistical Relationships (Gaussian Case)

• Given x,y jointly Gaussian 
with the following mean and 
covariance

• Then p(y|x) is also Gaussian 
with the following 
conditional mean and 
variance

• Note that these are 
specified in terms of the 
second order relationships 
between x and y.
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2nd Order Statistical Relationships (Gaussian Case)

Depicted graphically
• μX and μY represent our prior 

expectation of the random 
variables

• Having observed a value of X 
our new expectation of Y is 
modified by

• Since 0<ρ2<= 1, our uncertainty 
is reduced.

• Note that all parameters are 1st

or 2nd order statistical 
properties.
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Linear Prediction (NonGaussian Case)

• Suppose x,y are not jointly 
Gaussian.

• We wish to find the “best”
linear predictor of y as a 
function of x

• Define “best” in terms of 
expected squared error:

• The (a,b) which minimize J are

Derivation
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Convolution of Gaussians*

• If x=y+z (y and z statistically independent) then px(x) is the 
convolution of pz(z) and py(y).

• A property of Gaussian functions is that when convolved with 
each other the result is another Gaussian:

• Related to the Central Limit Theorem: when we repeatedly 
sum many RVs with finite variance (not just Gaussians) the 
repeated convolution tends to a Gaussian (in distribution).

*while this is a useful property in general, we’ll use it to specifically to analyze the 
statistics of random walk.
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Memoryless Transformations of RVs

Linear Case

• Assuming a > 0 then

• For any a (not equal to zero) 
we get

Derivation 
• Define the event over Y in terms of 

an event over X

Random Signals Continued
(statistics and signal processing)
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Recap
at 6AM this figure seemed like a good idea, 9:30AM…not so much

adding i.i.d. 
random 

variables

Law of Large Numbers
(convergence to 

expectation)

Central Limit Theorem
(convergence to Gaussian 

in Distribution)

Convolving 
PDFs

Tchebyshev’s Inequality
(bounds deviation from μ

in terms of σ2)

Transformations 
of RVs 

Basic operations of 
filtering random 

processes with LSI 
systems

“Best” *Linear* 
predictors only 

needed 2nd order 
statistics
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Gaussian Random Walk

• The evolution equation for (Gaussian) random walk is 
specified in terms of a linear difference equation:

– Given the specification we can derive statistical properties 
of the random process y[n] in terms of the statistical 
properties of x[n]

– The tools for linear systems are sometimes useful for 
analyzing such equations (when?).

– We’ll get at a statistical description of y[n] in a somewhat 
cumbersome way as a means of motivating the concept of 
stationarity.
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Random Walk

• The top plot shows a single 
realization.

• The second plot shows many 
realizations.

• The bottom plot shows the 
mean +/- the variance as a 
function of time (index).

• The mean is constant (=y[0]) 
over all time, but the 
variance grows linearly with 
time.
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Gaussian Random Walk

Use the linear difference equation
to derive the process statistics in 
closed form:

• Given the following:

• Express y[1] in terms of x[1] given 
y[0]=0 to get the PDF of y[1] :

• Repeat for y[2], y[3], ... ,y[N] 
(use the convolution property of 
Gaussians)
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Gaussian Random Walk

• We can derive the joint PDF of 
{y[n],y[m]} using conditional probability:

• To get p(y[m]|y[n]) assume m > n and 
write y[m] in terms of y[n]

• When conditionend on y[n], randomness 
comes only from the second term, which 
is Gaussian, yielding:

Conditional Mean

Conditional Variance
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Gaussian Random Walk

• Alternatively, since variables are jointly Gaussian (which we 
would have to prove), we could compute the mean and 
covariance over the vector [y[n],y[m]]T

.

• This result easily extends to all combinations of elements of 
the random walk process (i.e. we can derive covariances for 
collections of time samples).
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Gaussian Random Walk

So what have we shown?
– Given a specification in terms of linear difference 

equations we can derive properties of a random process in 
closed form.

– However, the derivation for this very simple case was 
nontrivial.

– We will look for simpler ways of describing random 
processes.

Specific to random walk we see that the marginal and 
joint densities change over time.

– This is an example of a nonstationary random process.
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Random Walk (scatter plots)
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Stationary Processes

Stationarity (or lack thereof) is an important statistical 
property of a random process.

• There are two types of stationarity we are interested 
in:

– Strict Sense Stationarity (SSS)
• A very restrictive class of random processes

– Wide Sense Stationarity (WSS)
• A much broader class of random processes

• SSS implies WSS, but the converse is not true.
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Strict Sense Stationary
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Strict Sense Stationarity (SSS)

• A random process, x[n], is strict sense stationary if the 
following property holds:

for all i, j, N, and {x0,…,xN-1}.
• This is basically saying that the signal statistics don’t inform 

us about index or time.
• The Gaussian Random Walk process is an example of a non-
Stationary process (e.g. variance changes over time)

• The Gaussian I.I.D. process is perhaps the simplest example 
of a Stationary process (the statistics don’t change)
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Gaussian I.I.D. Process

This is a simple example of a 
stationary process:

• y[n] are sampled Independently
and Identically from the same 
marginal density

• All joint densities can be 
expressed as products:

• The distribution is independent
of i and the form is identical
for all N.

• The statement of SSS holds 
trivially:

• All i.i.d. (Independent and 
Identically Distributed) 
processes are SSS.
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Smoothed Gaussian I.I.D. Process

• The smoothed i.i.d. random 
process (which is SSS) is also 
defined in terms of a linear 
difference equation:

• Use convolution property and 
transformation property to 
derive pY(y[n]):

• Write y[n] and y[n+M] in terms of x[n] to 
see that they are independent of each 
other (i.e. there no terms in y[n] that 
have any statistical dependence on any 
terms in y[n+m])

• Consequently, in order to show SSS we 
are only left to show that

• Is independent of n.
• This would be done in the same way that 

we derived joint statistics for random 
walk
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Smoothed Gaussian I.I.D. Process
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Relaxing Strict Sense Stationarity -> WSS

• Strict Sense Stationarity is a somewhat restricted 
class of random processes.

• This motivates us to look at milder statement of 
stationarity, specifically Wide Sense Stationarity.

• Wide Sense Stationarity only considers up to 2nd order 
statistics of a random process.

• Relating the 2nd order statistical properties of output of 
a linear system when the input is a WSS random process 
is much easier than in the SSS case.
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Wide Sense Stationary

0 100 200 300 400 500 600 700 800 900 1000

-50

0

50

single realization

0 100 200 300 400 500 600 700 800 900 1000

-50

0

50

many realizations drawn from the ensemble

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of
Technology. Downloaded on [DD Month YYYY]. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

831
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4/24/2007

John W. Fisher III 22

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 43

Wide Sense Stationarity (WSS)

• A random process x[n] is wide sense stationary if the 
following properties hold:

• Rx[m] is the auto-correlation function (discussed later).
• Straightforward to show that SSS implies WSS.
• WSS implies SSS only when all of the joint densities of 

the random process are Gaussian.
• WSS implies constant 2nd order statistics.
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Uniform I.I.D. (smoothing revisited)

• Suppose we replace the 
Gaussian i.i.d. random 
process in our smoothing 
example with an i.i.d. 
sequence of Uniform random 
variables with the same 
variance.

• The result is a random 
process whose 2nd order 
statistical properties are 
the same as the Gaussian 
case.

• Why? 
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Autocorrelation Functions (example)
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Time-Averages of Random Signals

• The time-average or mean of a random signal is defined 
as:

when the limits exist.
• You should be able to show that the time-average 

operator is linear
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Signal Statistics using Time-Averages

• The mean (average) of a 
signal is denoted:

• The mean power of a signal 
is defined in terms of it’s 
time-average:

• The AC power refers to the 
power in the variational 
signal component:

• Fairly straightforward to 
show that
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Time-Averages of Random Signals (Examples)
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Ergodicity

• Random processes which are ergodic have the property 
that there time averages approximate their statistical 
averages. That is,

for all p (actually for all functions of x[n] or x(t)).
• The left hand side is an average over all indices (or 

time) for a specific realization.
• The right hand side is an expectation over all 

realizations at a specific index (or time).
• Generally, SSS implies Ergodicity (there are special 

cases for which this is not true)
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Mean and Covariance Ergodicity

• Mean ergodicity is a milder form of ergodicity stating 
simply that the statistical average equals the time 
average:

• Covariance ergodicity states that the variance over time 
is equal to the variance over realizations:

• Covariance-ergodicity implies mean-ergodicity, but not 
the reverse.
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• Autocorrelation Functions, Crosscorretion Functions
– Properties
(these were presented on the board)
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Autocorrelation and Autocovariance

It turns out that we could have made a choice in our 
definition of the auto-correlation function.

Q: So why choose one over the other?
A1: By choosing the definition with x[n+m], many of the 

spectral properties used later will work out in way that 
is consistent with processing of deterministic signals

A2: I like Gubner’s book on probability and random 
processes
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Stationarity

• Wide Sense Stationarity
states that statistics up to 
second-order are constant 
over time. 

• Strict Sense Stationarity
states that all of the 
process statistics are 
constant over time.

• SSS implies WSS, but not 
vice versa (except for a few 
special cases)

– e.g. unbounded variance

Random
Processes

Wide-Sense
Stationary

Strict Sense
Stationary
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Ergodicity

• Strictly Sense Stationarity
(almost always) implies 
Ergodicity.

• Wide Sense Stationarity
(almost always) implies Mean 
and Covariance Ergodicity

• We care about Ergodicity
because it means time-averages 
converge to statistical 
averages.

• Consequently, for Stationary-
Ergodic processes we can 
estimate statistical properties 
from the time-average of a 
single realization.

• We can come up with 
uninteresting examples of SSS 
processes which are not Ergodic

Random
Processes

Mean-Ergodic,
Covariance-Ergodic

Ergodic
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Linear Systems and Random Processes

• It turns out that characterizing the 2nd order 
statistical properties of a random process which is input 
to a linear time/shift invariant system allows us to easily 
characterize the 2nd order statistical properties of the 
resulting output.

• Most (all?) of the properties we’ll be
discussing are geared towards
understanding the nature of this
relationship.
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Linear Systems and Random Processes

• It turns out that characterizing the 2nd order 
statistical properties of a random process which is input 
to a linear time/shift invariant system allows us to easily 
characterize the 2nd order statistical properties of the 
resulting output.

0 10 20 30 40 50 60 70 80 90 100
-3

-2

-1

0

1

2

0 10 20 30 40 50 60 70 80 90 100
-1.5

-1

-0.5

0

0.5

1

Cite as: John Fisher. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image
Processing, Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of
Technology. Downloaded on [DD Month YYYY]. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

838
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4/24/2007

John W. Fisher III 29

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 57

Response of a Linear System

• Given a WSS (or SSS) random process, x[n], and LSI 
system with impulse response h[n] we can compute the 
time-average of the output y[n].
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• Cross-correlation of input and output
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White Noise Sequences/Estimating System Response

• White noise sequences are 
WSS processes whose 
autocorrelation function is equal 
to:

where

• The process is uncorrelated 
from sample-to-sample.

• All i.i.d. sequences satisfy this 
constraint.

• However, we only require the 
samples to be uncorrelated, but 
not independent.

• So, if the input to our system is 
a white-noise sequence:

then the 2nd order statistics of 
the output process can be used 
to estimate the system 
response function.

• Why is this called “white”
noise? 

– related to Power Spectrum.
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Power Spectral Density

• Note that in the 
previous result we 
stated:

so, the autocorrelation 
of the system response 
function is  computed as 
the convolution of the 
h[m] with a time-
reversed version 
h[-m].

• This convolution could 
be computed in the 
Fourier domain:
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Power Spectrum (con’t)

• Motivated by the previous 
convolution, we shall define 
the power spectrum of a 
random process to be the 
Fourier transform pair of 
the autocorrelation function:

• Consequently, we can 
express the output power 
spectrum as a function of 
the system response in the 
frequency domain and the 
input power spectrum:
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Power Spectrum Estimation (nonparametric)

• The Periodogram estimate 
of the Power Spectrum is 
defined as

Where the estimate is being 
computed from the first N 
observations of a realization, 
x[n].

• While this seems like a 
logical estimate of Sx(f), it 
turns out that it does not 
converge to Sx(f) as N grows 
large.

• Why? Because as N grows 
large the number of degrees 
of freedom in our estimator 
grows as well.

• The consequence is that the 
variance of the estimate is 
of the same order as the 
value of Sx(f) at every f.
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Power Spectrum Estimation (nonparametric)

• However, all is not lost. If we apply the estimator below 
to multiple sections of  N observations of the  
realization, x[n].

where XN,M(f) is the periodogram of the Mth section, 
then the estimate converges to the true Power 
Spectrum as M and N grow large.
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Power Spectrum Estimation (parametric)

• Based on previous results, 
suppose we model an 
observed realization, y[n], as 
the output of a filter, h[n], 
whose input was a white-
noise sequence.

• Can you think of a convenient 
way to estimate the power 
spectrum?

• How does it differ from the 
periodogram approach?

• The estimate would simply 
be:

• Why?
• The essential difference 

(and potential win) comes 
from how you specify h[n].

• If you leave the number of 
free parameters low AND
your model (the function of 
the parameters) is 
reasonably close, the 
estimate can be quite good.
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Wiener Filtering
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Primary Concepts for the Wiener Filter

• The problem that a Wiener filter solves
• Applications of Wiener filters
• Wiener filtering implementation details

Courtesy of RLE at MIT.  Source: Wikipedia.
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The Problem

• Suppose we have two random processes whose joint 
second-order statistics are known, and we want to 
estimate one from an observation of the other.

– Disclaimer: We’ll only deal with jointly WSS processes.

x[n] y[n]

?x[n] y[n]?
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Wiener Filter (one case)

• Suppose we have 2 realizations of random processes, 
y[n] and x[n] and we wish to construct a filter which 
predicts y[n] from observations of x[n].

• One criteria for choosing such a filter might be to 
minimize the mean square error (MMSE) between y[n] 
and your prediction.
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Wiener-Hopf Equations

• We wish to determine the 
h[k] which minimize the 
criterion.

• Taking a gradient with 
respect to the coefficients 
yields the following system 
of linear equations

• These equations are known 
as the Wiener-Hopf or Yule-
Walker equations.

• They are easily solved 
provided there is enough 
data given the size of the 
filter.

Nth-order FIR filters
• If we restrict ourselves to 

Nth order FIR filters, the 
Wiener-Hopf equations 
become:

• This is a system of linear 
equations which can be 
solved if N is not too large.
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Orthogonality Principle

• The error is uncorrelated with the estimate.

Editorial Comments of Kevin Wilson (former 6.555 TA)
• This is big with the 6.432 crowd.
• It can be useful to check this when you’re debugging Wiener filter 

code.
• Why is this “the right thing”?
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Non-causal Wiener Filter

• The Wiener-Hopf equations are just a convolution in this case.
• Time-domain convolutions are usually easier to manipulate in the 

frequency domain.  
yet another editorial comment from K. Wilson
• Let’s go there together.

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 72

Welcome to the frequency domain

• Power spectrum reminders:
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Non-causal Wiener filtering in the frequency domain

• So Wiener-Hopf is:

• Each frequency is independent of all other frequencies.
• Now we’ll look at some special cases and examples.

( ) ( ) ( )
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xy x

xy

x

S f S f H f

S f
H f

S f

=

=
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Uncorrelated noise case

• Uncorrelated noise:      Ryd[n] = 0         Syd(f) = 0

+y[n]

d[n]

x[n]
“signal”

“noise”

( )
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( )
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xy

x

y
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Signal-to-noise ratio interpretation

( )
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S f
S f

H f
S f S f

SNR f
SNR f

=
+

=
+

SNR(f) >> 1 :   H(f)≈1
SNR(f) << 1 :   H(f)≈0
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ECG example

• What you did in lab (band-
pass filter):

• Wiener filtered result:
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(Synthetic) Audio Example

• S(f):
• Y(f):
• Ŝ(f):

S(f) Y(f)G(f) +

D(f)

Pressure 
waveform 
at Alan’s 
mouth

Room
acoustics

Noise

Pressure 
waveform at 
listener’s ear 

Wiener
Filter Ŝ(f)
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Wiener filter abuse, Part 1

• What if we use the filter derived from Alan’s speech on 
Bob’s speech?

• Bob’s noisy speech:
• Bob’s Wiener-filtered speech:
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Wiener filter abuse, Part 2

• What if we use the filter derived from Alan’s speech on 
Caroline’s speech?

• Caroline’s noisy speech:
• Caroline’s Wiener-filtered speech:
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Wiener Filters are not the magic solution to all of your 
problems.

• Additive noise

• Frequency nulls

Wiener filtered Clean
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System Identification – Problem Definition

• Estimate a model of an unknown system based on 
observations of inputs and outputs.

x[n] y[n]?

ŷ[n]Model
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Wiener Filters for System ID

• Let’s restrict our model to be an LTI system.

• Now the goal is to find the LTI system that best predicts the 
output from the input.  This is the Wiener filter (except that 
we now estimate output from input instead of input from 
output).

– The result is the same, but we shift focus from ŷ[n] to H(f).

x[n] y[n]?

ŷ[n]h[n]
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Example – LTI System

• If the unknown system really is LTI, we hope that Wiener 
filtering recovers that LTI system exactly.

X(f) Y(f)G(f)

Ŷ(f)Model
H(f)

( )
( )

( )
( ) ( ) ( )

( )

xy

x

x

x

S f
H f

S f
S f G f G f

S f

=

= =
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Example – LTI system plus noise

X(f) Y(f)G(f)

Ŷ(f)Model
H(f)

+

D(f)
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( )

( )
( ) ( ) ( )
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x

x xd
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Example – LTI system plus noise

X(f) Y(f)G(f)

Ŷ(f)H(f)

+

D(f)
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We can still recover the 

LTI system exactly!
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Causal Wiener Filters

• The Wiener-Hopf equations had a simple form in the non-causal 
case.  Is there an equally simple form for the causal Wiener 
filter?

• Short answer – not really, but we’ll do our best.

• Let N -> ∞. How do we solve this equation?

[0][0] [1] [ 1] [0]
[1] [0] [ 2]

[ 1][ 1][ 1] [ 2] [0]

xyx x x
x x x

xyx x x

RR R R N h
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Causal Wiener Filters

• The non-causal Wiener filter had a simple frequency-domain 
interpretation.  Can we do something similar for the causal 
(IIR) Weiner filter?

• Short answer – sort of.

• Let N -> ∞. How do we solve this equation?
– Answer: I have no idea for the general case; let’s try a special case.

[0][0] [1] [ 1] [0]
[1] [0] [ 2]

[ 1][ 1][ 1] [ 2] [0]

xyx x x
x x x

xyx x x
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Causal Wiener Filter w/ white noise observations

• If Rx[n] = δ[n], then the 
system simplifies to:

• I can solve that!

[0][0]1 0 0
0 1 0

0 0 1 [ 1][ 1]
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Causal Wiener filter with whitening filter

• If we can find a causal whitening filter W(f) for the 
observation, we may be able to reduce the problem to 
the form on the previous slide.

• Hand-waving time… You’ll also need the joint statistics 
between your whitened observation and the process 
that you’re estimating.  To get these joint statistics, 
W(f) must have a causal inverse.

• It’s not always possible to find W(f) such that both 
W(f) and W-1(f) are causal.

4/24/2007 HST 582   © John W. Fisher III, 2002-2007 90

Implementation details

• Filter form restrictions:
– FIR: solve linear system
– Causal: whiten observation
– Noncausal: nice frequency-domain expression

• Acquiring the statistics
– Where do we get Rx and Rxy?

• Sample statistics for auto- and cross-correlations
• Periodogram estimates of power spectral densities
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Summary

• A Wiener filter finds the MMSE estimate of one 
random process as a linear function of another random 
process.

• Applications includes noise removal and system 
identification.
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What is BSS?
Assume an observation (signal) is a linear mix of >1 
unknown independent source signals

The mixing (not the signals) is stationary

We have as many observations as unknown sources 

To find sources in observations
- need to define a suitable measure of independence

… For example - the cocktail party problem (sources are speakers and background noise):

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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The cocktail party problem - find Z

A

z1

z2

zN

XTZT

XT=AZT

x1

x2

xN
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Formal statement of problem

• N independent sources … Zmn ( MxN )

• linear square mixing   … Ann ( NxN )                    
(#sources=#sensors)

• produces a set of observations … Xmn ( MxN )
…..  XT = AZT

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Formal statement of solution
• ‘demix’ observations … XT ( NxM )

into        YT = WXT

YT ( N xM ) ≈ ZT W ( NxN ) ≈ A-1

How do we recover the independent sources? 
( We are trying to estimate W ≈ A-1 )

…. We require a measure of independence!
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‘Signal’ source

‘Noise’ sources

ZT

Observed   
mixtures

XT=AZT YT=WXT

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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XT                =        A                    ZT

YT                =       W                     XT

TT

T T
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The Fourier Transform

(Independence between components is assumed) 
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Recap: Non-causal Wiener filtering

x[n] - observation

y[n] - ideal signal

d[n] - noise component

Ideal Signal Sy(f )

Noise Power Sd(f )

Observation Sx(f )

Filtered signal: 
Sfilt (f ) = Sx(f ).H(f )

f
Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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BSS is a transform?
• Like Fourier, we decompose into components by 

transforming the observations into another vector 
space which maximises the separation between 
interesting (signal) and unwanted (noise).

• Unlike Fourier, separation is not based on frequency-
It’s based on independence

• Sources can have the same frequency content

• No assumptions about the signals (other than they are 
independent and linearly mixed)

• So you can filter/separate in-band noise/signals with BSS
Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Principal Component Analysis

• Second order decorrelation = independence

• Find a set of orthogonal axes in the data 
(independence metric = variance) 

• Project data onto these axes to decorrelate

• Independence is forced onto the data through the 
orthogonality of axes

• Conventional noise / signal separation technique

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Singular Value Decomposition
Decompose observation X=AZ into…. 

X=USVT

• S is a diagonal matrix of singular values with 
elements arranged in descending order of 
magnitude (the singular spectrum)

• The columns of  V are the eigenvectors of C=XTX
(the orthogonal subspace … dot(vi,vj)=0 ) … they 
‘demix’ or rotate the data

• U is the matrix of projections of X onto the 
eigenvectors of C … the ‘source’ estimates

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Singular Value Decomposition
Decompose observation X=AZ into…. 

X=USVT

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].
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Eigenspectrum of decomposition
• S = singular matrix … zeros except on the leading diagonal 
• Sij (i=j) are the eigenvalues½

• Placed in order of descending magnitude
• Correspond to the magnitude of projected data along each eigenvector
• Eigenvectors are the axes of maximal variation in the data

Variance = power  
(analogous to Fourier 

components in power spectra)

[stem(diag(S).^2)] Eigenspectrum=
Plot of eigenvalues

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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SVD: Method for PCA

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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SVD noise/signal separation
To perform SVD filtering of a signal, use a truncated SVD 

decomposition (using the first p eigenvectors)
Y=USpVT

[Reduce the dimensionality of the data by discarding noise projections Snoise=0
Then reconstruct the data with just the signal subsapce]  

Most of the signal is 
contained in the first few 
principal components.

Discarding these and 
projecting back into the 
original observation space 
effects a noise-filtering or a 
noise/signal separation

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Real data
X

Xp =USpVT

S2

Xp … p=2

λ n

Xp … p=4
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Two dimensional example
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Independent Component Analysis
As in PCA, we are looking for N different vectors onto 
which we can project our observations to give a set of N 
maximally independent signals (sources) 

output data (discovered sources) dimensionality = 
dimensionality of observations 

Instead of using variance as our independence measure 
(i.e. decorrelating) as we do in PCA, we use a measure of 
how statistically independent the sources are.
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ICA: The basic idea ...

Assume underlying source signals (Z ) are independent.

Assume a linear mixing matrix (A )… XT=AZT

in order to find Y (≈Z ), find W, (≈A-1 ) ...

YT=WXT

How? Initialise W & iteratively update W to minimise or 
maximise a cost function that measures the (statistical) 
independence between the columns of the YT.

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
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Non-Gaussianity ⇒ statistical independence?
From the Central Limit Theorem, 
- add enough independent signals together,      Gaussian PDF 

Sources, Z

P(Z) (subGaussian)

Mixtures (XT=AZT)

P(X) (Gaussian) 
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Recap: Moments of a distribution
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Higher order moments (3rd -skewness)

μx
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Higher order moments (4th-kurtosis)

μx

SuperGaussianSubGaussian

Gaussians are mesokurtic with κ =3
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Non-Gaussianity ⇒ statistical independence?
Central Limit Theorem: add enough independent signals together,      

Gaussian PDF 
∴ make data components non-Gaussian to find independent sources

Sources, Z

P(Z) (κ <3 (1.8) )

Mixtures (XT=AZT)

P(X) (κ =3.4) 

(κ =3)
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Recall – trying to estimate W

Assume underlying source signals (Z ) are independent.

Assume a linear mixing matrix (A )… XT=AZT

in order to find Y (≈Z ), find W, (≈A-1 ) ...

YT=WXT

Initialise W & iteratively update W with gradient descent 
to maximise kurtosis.
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Gradient descent to find W
• Given a cost function, ξ , we update each 

element of W (   ) at each step, τ ,

• … and recalculate cost function
• (η is the learning rate (~ 0.1), and speeds up 

convergence.)

wij
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W=[1   3;  -2  -1]

Iterations

wij

κ 10

5

Weight updates to find:
(Gradient ascent)
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Gradient descent
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Gradient Descent

ξ = min (1/|κ1|, 1/|κ2|) | κ = max

• Cost function, ξ , can be maximum κ or 
minimum 1/κ
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Gradient descent example

• Imagine a 2-channel ECG, comprised of two sources;
– Cardiac 
– Noise

… and SNR=1 
X1

X2
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Iteratively update W and measure κ

Y1

Y2
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Iteratively update W and measure κ

Y1

Y2
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Iteratively update W and measure κ

Y1

Y2
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Iteratively update W and measure κ

Y1

Y2
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Iteratively update W and measure κ

Y1

Y2

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

895
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Iteratively update W and measure κ

Y1

Y2
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Iteratively update W and measure κ

Y1

Y2
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Iteratively update W and measure κ

Y1

Y2

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

898
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Maximized κ for non-Gaussian signal

Y1

Y2
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Outlier insensitive 
ICA cost functions
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In general we require a measure of statistical independence which 
we maximise between each of the N components.

Non-Gaussianity is one approximation, but sensitive to small 
changes in the distribution tail. 

Other measures include:

Measures of statistical independence

• Mutual Information II,

• Entropy (Negentropy,  JJ )… and

• Maximum (Log) Likelihood 
(Note: all are related to κ )
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Entropy-based cost function
Kurtosis is highly sensitive to small changes in distribution tails. 
A more robust measures of Gaussianity is based on differential 
entropy H(y), 

… negentropy:

where ygauss is a Gaussian variable with the same covariance matrix 
as y.     J(y) can be estimated from kurtosis …

Entropy: measure of randomness- Gaussians are maximally random
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Minimising Mutual Information
Mutual information (MI) between two vectors x and y :

always non-negative and zero if variables are independent …
therefore we want to minimise MI.

MI can be re-written in terms of negentropy …

where c is a constant. 
… differs from negentropy by a constant and a sign change

II = Hx + Hy - Hxy
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Generative latent variable modelling N observables, X ... 
from N sources, zi through a linear mapping W=wij

Latent variables assumed to be independently distributed

Find elements of W by gradient ascent 
- iterative update by

where     is some learning rate (const)  … and
is our objective cost function, the log likelihood

Independent source discovery using 
Maximum Likelihood
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… some real examples using ICA

The cocktail party problem 
revisited
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Why? … In XT=AZT, insert a permutation matrix B …

XT=ABB-1ZT ⇒ B-1ZT … = sources with different col. order.

⇒ sources change by a scaling A AB

… ICA solutions are order and scale independent because κ is 
dimensionless

Observations
Separation of mixed observations into source estimates is excellent 
… apart from:

• Order of sources has changed
• Signals have been scaled

Cite as: Gari Clifford. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007.
MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

909
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Separation of sources in the ECG
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ζ=3 κ =11   ζ=0 κ =3   ζ=1 κ =5   ζ=0 κ =1.5   
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Transformation inversion for filtering

• Problem - can never know if sources are really 
reflective of the actual source generators - no gold 
standard

• De-mixing might alter the clinical relevance of 
the ECG features

• Solution: Identify unwanted sources, set 
corresponding (p) columns in W-1 to zero (Wp

-1 ), 
then multiply back through to remove ‘noise’
sources and  transform back into original 
observation space.
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Transformation inversion for filtering
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Real data
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Y=WX    
Z

Xfilt =
W -1Y

p
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• PCA is good for Gaussian noise separation
• ICA is good for non-Gaussian ‘noise’ separation
• PCs have obvious meaning - highest energy components
• ICA - derived sources : arbitrary scaling/inversion & ordering

…. need energy-independent heuristic to identify signals / noise
• Order of ICs change - IC space is derived from the data. 

- PC space only changes if SNR changes.
• ICA assumes linear mixing matrix 
• ICA assumes stationary mixing
• De-mixing performance is function of lead position
• ICA requires as many sensors (ECG leads) as sources
• Filtering - discard certain dimensions then invert transformation
• In-band noise can be removed - unlike Fourier!

Summary
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Fetal ECG lab preparation

Courtesy of B. Campbell. Used with permission.
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Fetal abdominal recordings

• Maternal ECG is much larger in amplitude 
• Maternal and fetal ECG overlap in time domain
• Maternal features are broader, but
• Fetal ECG is in-band of maternal ECG 

(they overlap in freq domain)
• 5 second window … Maternal HR=72 bpm / Fetal HR = 156bpm

Maternal 
QRS

RS
Richter M., T. Schreiber, and D. T. Kaplan. "Fetal EEG Extraction with Nonlinear Phase Space Projections."
IEEE Trans Bio Med Eng 45 (January 1998): 133–137. Copyright © 1998 IEEE. Used with permission. Fetal Q
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MECG & FECG spectral properties
Fetal QRS power region

ECG Envelope
Movement Artifact
QRS Complex
P & T Waves
Muscle Noise
Baseline Wander

Adapted from W. J. Tompkins (ed.) Biomedical Digital Signal Processing: C Language Examples and Laboratory Experiments for the IBM PC. Englewood Cliffs, NJ: Prentice Hall, 1993. 
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Fetal /
Maternal 
Mixture

Maternal

Noise 

Fetal
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Harvard-MIT Division of Health Sciences and Technology 
HST.582J: Biomedical Signal and Image Processing, Spring 2007 
Course Director: Dr. Julie Greenberg 

HST-582J/6.555J/16.456J-Biomedical Signal and Image Processing-Spring 2008


Laboratory Project 1

The Electrocardiogram


DUE: 3/6/08 

1 Introduction 

The electrocardiogram (ECG) is a recording of body surface potentials generated by the 
electrical activity of the heart. The recording and interpretation of the ECG has a very 
long history, and is an important aspect of the clinical evaluation of an individual’s cardiac 
status and overall health. In this laboratory project we will design a filter for conditioning 
the ECG signal and a monitoring system to detect abnormal rhythms. 

2 The Electrocardiogram 

2.1 ECG Beat Morphology 

The normal heart beat begins as an electrical impulse generated in the sinoatrial (SA) node 
of the right atrium. From there, the electrical activity spreads as a wave over the atria 
(at speed of about 0.5 m/s) and arrives at the atrioventricular (AV) node about 120 ms 
later. Under normal circumstances, the AV node is the only electrical connection between 
the atria and ventricles. Furthermore, conduction speed through the AV nodes is markedly 
slower (about 0.05 m/s), and consequently there appears to be a brief pause in conduction of 
about 80 ms at the AV node (that allows the atria to finish contracting before the ventricles 
begin), where the ECG is at zero potential (isoelectric). The wavefront then emerges on the 
other side of the AV node and rapidly spreads to all parts of the inner ventricular surface 
via the His-Purkinje system at speeds of 2–4 m/s. The activation of the entire ventricular 
myocardium takes place in about 100 ms. [Note that these times vary by 10–30% with age, 
activity and gender. The measurement of these times on the ECG also depends on the 
observation location, or clinical lead.] 

The ECG waveform corresponding to a single heart beat consists of three temporally distinct 
wave shapes: the P wave, the QRS complex, and the T wave. The P wave corresponds to 
electrical excitation of the two atria, and is roughly 0.15 mV in amplitude. The QRS 
complex corresponds to electrical excitation of the two ventricles, and has a peaked shape 
approximately 1.5 mV in amplitude. The T wave corresponds to the repolarization of the 
ventricles. It varies greatly from person to person, but is usually 0.1–0.5 mV in amplitude 

1
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and ends 350–450 ms after the beginning of the QRS complex. The region between the QRS 
complex and the T wave, called the ST segment, is the quiescent period between ventricular 
depolarization and repolarization, and under normal circumstances should be isoelectric. 
Algorithms for detecting individual ECG beats invariably focus on the QRS complex because 
of its short duration (steep slope) and high amplitude make it the most prominent feature. 

Although most of the clinically important information in the ECG falls between 0.05 Hz and 
50 Hz, the bandwidth of the ECG is not rigidly defined. (This is in part due to the fact that 
the constituent waves vary in amplitude and length as the heart rate changes.) Furthermore, 
since a rigid set of clinical interpretations have been ascribed to small changes in the timing 
and amplitude of the different waves or features (which may be small in energy themselves), 
it is often important to apply filtering and transformation techniques that preserve the 
magnitude and phase of the ECG. 

2.2 Noise 

It should be no surprise that noise can be a problem in ECG analysis. Fortunately, the 
signal-to-noise ratio is usually quite good in a person at rest. In an active person, however, 
there can be substantial low frequency (< 15 Hz) noise due to electrode motion, and high 
frequency (> 15 Hz) noise due to skeletal muscle activity. In addition, there is the possibility 
of noise at 60 Hz (or 50 Hz in some countries) and its harmonics due to power-line noise. 

2.3 Arrhythmias 

All normal heartbeats begin as an electrical impulse in the pacemaking tissue of the sinoa
trial node, and a sequence of normal heartbeats is referred to as a normal sinus rhythm. The 
term arrhythmia refers to an irregularity in the rhythm. Most arrhythmias are associated 
with electrical instability and, consequently, abnormal mechanical activity of the heart. Ar
rhythmias are typically categorized by the site of origin of the abnormal electrical activity. 
Although all normal heartbeats originate in the sinoatrial node, abnormal beats can originate 
in the atria, the ventricles, or the atrioventricular node. 

Arrhythmias can consist of isolated abnormal beats, sequences of abnormal beats interspersed 
with normal beats, or exclusively abnormal beats. From a clinical perspective, the severity of 
the arrhythmia depends on the degree to which it interferes with the heart’s ability to circu
late oxygenated blood to itself and to the rest of the body. Isolated abnormal beats typically 
do not interfere with cardiac function, although they do indicate an underlying pathology 
in the cardiac tissue. Rhythms dominated by abnormal beats are often more problematic. 
Many of them can be treated with medication, while the most severe arrhythmias are fatal 
if not treated immediately. 

Arrhythmias are, in general, caused by either ectopic foci (non-pacing cells acting as pace
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maker sites), or through a mechanism known as reentry. Reentry results from a conduction 
pathway loop that typically includes a region of blocked conduction and a region of slowed 
propagation such that when the action potential reaches the point of origin it finds tissue 
that is excitable, and an oscillation around the loop can occur one or more times. Reentry 
can take place within a small local region or it can occur, for example, between the atria 
and ventricles (global reentry). See figure 1. 

In arrhythmia analysis, it is important to distinguish between atrial and ventricular ar
rhythmias. While the former can lead to annoying symptoms such as palpitations, angina, 
lassitude (weariness), and decreased exercise tolerance, ventricular arrhythmias are immedi
ately life-threatening. 

Courtesy of Richard E. Klabunde, Ph. D. Used with permission. 

Figure 1: Reentry requires the presence of a unidirectional block within a conducting path
way (usually caused by partial depolarization resulting from ischemic, that is damaged and 
dysfunctional, tissue) and critical timing. Reentry can be local or global. Adapted from 
Klabunde. 

Figure 2: Atrial Flutter. P waves occur in rapid succession and each is identical to the next. 
Case 35 from Nathanson et al. 

Figure 3: Atrial Fibrillation. Note the irregular atrial rhythm (timing for the P waves). 
In this case there is a rapid ventricular response (about 150/min) and non-specific ST-T 
changes can also be seen. Case 145 from Nathanson et al. 

Courtesy of Ary Goldberger, M. D. Used with permission. Source: Nathanson L A, S. McClennen, C. Safran, A. L. Goldberger. 
ECG Wave-Maven: Self-Assessment Program for Students and Clinicians. http://ecg.bidmc.harvard.edu. 
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Atrial flutter (AFL) is thought to be caused by a reentrant rhythm in either the right or left 
atrium. A premature electrical impulse arises in the atria, and then differences in the tissue 
properties creates a loop of reentry moving along the atrium. In atrial fibrillation (AFib), the 
regular impulses produced by the SA node are overwhelmed by rapid, randomly generated 
discharges produced by larger areas of atrial tissue. AFL can be distinguished from AFib 
by the fact that AFL is a more organized electrical circuit that produces characteristic saw 
toothed waves on the ECG. AFL rates are typically 300 bpm with 2:1 AV conduction (two 
P waves for each QRS complex), resulting in a ventricular response rate of 150 bpm. (See 
figures 2 and 3.) 

Two especially dangerous arrhythmias are ventricular flutter (VFL) and ventricular fib
rillation (VFib). The most likely mechanism for these arrhythmias is reenetry, although 
controversy remains concerning the exact underlying mechanism (Ideker and Rogers, 2006). 
In VFL the ventricles contract at such a high rate that there is not enough time for them 
to fill with blood, so there is virtually no cardiac output. (See figure 4.) Untreated VFL 
almost always leads to VFib. 

In VFib, the chaotic twitching of the cardiac muscle prevents a coordinated pumping of the 
heart and leads to no cardiac output. (See figure 5) VFib is an emergency situation which 
requires treatment by electrical shock to restore the heart to a normal sinus rhythm. 

Figure 4: Ventricular Flutter. Notice the smooth sine wave appearance. Case 247 from 
Nathanson et al. 

Figure 5: Ventricular Flutter almost always degenerates into Ventricular Fibrillation (as

shown here) and requires cardiopulmonary resuscitation and defibrillation. VFib manifests

as a chaotic twitching of the ventricles. Case 247 from Nathanson et al.


Courtesy of Ary Goldberger, M. D. Used with permission. Source: Nathanson L A, S. McClennen, C. Safran, A. L. Goldberger. 
ECG Wave-Maven: Self-Assessment Program for Students and Clinicians. http://ecg.bidmc.harvard.edu. 
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2.4 Automated Arrhythmia Detection 

Not surprisingly, much effort has been devoted to the development of automated arrhythmia 
detection systems for monitoring hospital patients. In such systems, the ECG signal is picked 
up by surface electrodes on the patient, amplified, lowpass filtered, and digitized before 
processing. Many signal processing techniques have been studied for reducing noise and 
identifying relevant features of digital ECG signals. The output of the system is a diagnosis 
of the rhythm which is typically recorded and/or displayed on the monitor. In addition, the 
detection of rhythms requiring immediate attention generally triggers an alarm. Although 
detection of ventricular flutter or ventricular fibrillation should obviously generate an alarm, 
it is important to minimize the false alarms produced by such systems. Experience has shown 
that automated arrhythmia detectors with high rates of false alarms are typically disabled 
or ignored by hospital staff. 

In the first part of this lab, we will design digital filters for signal conditioning. In the second 
part of this lab we will design, implement and test a system to distinguish ventricular flutter 
and ventricular fibrillation from normal sinus rhythms. 
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3 Specific Instructions 

3.1 Data Acquisition 

The first data that you will process was recorded from a healthy volunteer. The signal 
was amplified with gain of 1000, filtered to include frequencies between 0.1 Hz and 100 
Hz, then sampled at 250 Hz and quantized to 16 bits, with Vmax = 5V. During the first 
four minutes of the recording, the person was supine and quiet; during the last minute, the 
person periodically contracted the chest muscles so as to add some noise to the recording. 

The data is stored in /mit/6.555/data/ecg/normal.txt * and can be read into Matlab 
using the function load. The data matrix consists two columns, a vector of the sample 
times (in seconds) and a vector of the recorded ECG signal (in volts). 

Question 1 Draw a block diagram to illustrate how the data was acquired. Be sure to include 
important parameter values. 

Question 2 If you examine the data, you will notice that the ECG data values have been 
rounded to the nearest millivolt. Is this a result of the 16-bit quantization, or was additional 
resolution lost after the quantization? Explain. 

Question 3 Consider the analog filter used in the data acquisition. Why was the signal 
filtered prior to sampling? Why was a cutoff frequency of 100Hz used (instead of 125 Hz)? 

3.2 Week 1: Signal Conditioning/Noise Reduction 

Find a typical 5–10 second segment of the clean data and examine the frequency content 
of the ECG segment (pwelch). Also select a 5–10 second segment of the noisy data and 
examine its frequency content. It may help to plot the spectral magnitude in decibel units. 
Note how the frequency content of the noisy signal differs from that of the clean signal. 

Design a bandpass filter to condition the signal. The filter should remove baseline fluctuations 
and attenuate high-frequency noise. Select the cutoff frequencies by using the spectrum to 
determine the low and high frequency cutoffs that would preserve most of the energy in the 
signal. (Do not count the baseline-wander component as signal energy.) It is not necessary 
to design filters with extremely sharp transition bands; in particular, be flexible in choosing 
your bandpass filter’s low-frequency cutoff. You may also want to experiment with the effect 
of varying the high-frequency cutoff. 

Compute the frequency response of your bandpass filter. Plot the filter’s impulse response 
and its frequency response (in decibels versus Hz). 

*Note for OCW users: The necessary files and directories referenced herein have been provided 

in the supporting ZIP archives. 
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Demonstrate its effectiveness by filtering both clean and noisy segments (5–10 seconds each) 
of the ECG data. How well does your filter remove the noise? 

Hints: 

•	 Be sure that all plot axes are labeled appropriately with both variable and units, for 
example: time (sec) 

•	 Consider using stem instead of plot to display the impulse response of the filter. 

•	 When looking at the frequency response of a filter, plot the magnitude in units of dB 
as a function of Hz. You might also want to plot the linear magnitude as a function of 
Hz. 

Question 4 Describe your bandpass filter. Including plots of your filter’s impulse response 
and frequency response. Also include answers to the following questions: What were the 
desired specifications for the filter? How did you decide on those specifications? What filter 
design technique did you use? How well does your actual filter meet the desired specifica
tions? Be sure to mention any difficulties in meeting the desired specifications as well as any 
tradeoffs you encountered in the design process. (Suggested length: 1–2 paragraphs.) 

Question 5 Describe the effect of your bandpass filter on both the clean and noisy data. 
Include plots of the clean and noisy data in both the time and frequency domains before and 
after filtering and make relevant comparisons. (Suggested length: 1–3 paragraphs.) 

Question 6 What are the limitations of this bandpass filtering approach? (If it were possible 
to implement an ideal bandpass filter with any desired specifications, would you expect to 
remove all of the noise?) 

3.3 Week 2: In-class Exercises and Interactive Tutor 

Part of your grade for lab 1 will reflect your participation in this week’s lab activities, 
particularly the web-based tutorial. Your grade will not depend on the correctness of your 
answers to the tutorial questions, but it will depend on whether or not you have submitted 
nontrivial responses to all of the tutorial questions. 

To register for a tutorial account, go to the URL that will be provided in class*. Once you 
have logged in to the spectral analysis tutorial, you will see a menu of resources on the left, 
and some introductory text followed by buttons for accessing the tutorial questions. Please 
read the introductory text and then proceed through the questions sequentially. 

* OCW users: this URL is https://repo.vanth.org/QuotaLinks/QbEWd (requires free registration). 

7
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3.4 Week 3: Ventricular Arrhythmia Detection 

In this portion of the lab you will design a system to detect ventricular arrhythmias. The 
abnormal ECG segments that we will use were taken from the MIT-Beth Israel Hospital 
Malignant Ventricular Arrhythmia Database. Each file contains a 5-minute data segment 
from a different patient. The signals were sampled at 250 Hz and quantized to 12 bits. The 
gain was set so that one quantization step equals 5 microvolts. In other words, the full range 
of quantized values, from -2048 to +2047, corresponds to −10.24 mV – +10.235 mV. 

In order to design your system, you first need to determine criteria for distinguishing between 
the normal ECG and ventricular flutter/fibrillation. Select one or more of the data files listed 
below, read them into Matlab using the function load, and inspect the ECG signals. (The 
first two files on the list are probably the easiest to start with.) Each abnormal ECG 
segment contains some portion that is ‘normal’ for that patient. Select two or three pairs of 
data segments, where each pair includes a ‘normal’ rhythm for that patient and a segment 
where the ventricular arrhythmia occurs. Analyze the frequency content of all the segments 
(pwelch), and make comparisons between the normal and arrhythmic segments. Use your 
observations to propose a metric to distinguish ventricular arrhythmias from normal rhythms. 

/mit/6.555/data/ecg/n 422.mat - episode of ventricular fibrillation 
/mit/6.555/data/ecg/n 424.mat - episode of ventricular fibrillation 
/mit/6.555/data/ecg/n 426.mat - ventricular fibrillation and low frequency noise 
/mit/6.555/data/ecg/n 429.mat - ventricular flutter (2 episodes) and ventricular tachycardia 
/mit/6.555/data/ecg/n 430.mat - ventricular flutter and ventricular fibrillation 
/mit/6.555/data/ecg/n 421.mat - normal sinus rhythm with noise 
/mit/6.555/data/ecg/n 423.mat - atrial fibrillation and noise 

Question 7 Explain your choice of parameters (window length, window shape, and FFT 
length) used to analyze the spectrum. What is the effective frequency resolution (in Hz) of 
the spectral analysis that you performed? Be sure to state the name of the Matlab function 
that you used and show how you computed the effective frequency resolution. 

Question 8 How do the ventricular arrhythmia segments differ from the normal segments 
in both the time and frequency domains? (Include relevant plots.) 

Based on your metric, design a system to continuously monitor an ECG signal and detect 
ventricular arrhythmias.1 Then test your detector on at least two of the first five data files 
listed above. If you have the time and inclination, try running your system on some of the 
other data files. In particular, the last two files give you a chance to see if your system 
generates false alarms when there is plenty of noise, but no ventricular arrhythmia. 

1A very general framework is provided in the file /mit/6.555/matlab/ecg/va detect.m. Feel free to 
copy this file to your directory and use it as a framework for your system. 
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Question 9 Describe your approach to distinguishing ventricular arrhythmias from normal 
rhythms. Include a block diagram or flowchart of your system if appropriate. Please include 
the Matlab code for your ventricular arrhythmia detector as an appendix to your lab report. 
(Suggested length: 2–4 paragraphs) 

Evaluate the performance of your detector. Note that arrhythmia detection is a real-world 
problem which has not yet been completely solved. The goal of this lab is to explore a 
possible solution to the problem, not to develop a detector which works perfectly under 
all conditions. In order to evaluate the performance of your detector, you must compare 
the output of your system to the ‘right’ answer. In the case of automated analysis of 
ECG signals, the ‘gold standard’ is provided by the ECG classification performed by human 
experts. Although you may not be an expert yet, you can start by looking at the waveform 
in the time domain, identifying major transitions in the data record, and trying to identify 
intervals of normal rhythm and intervals of ventricular arrhythmias using your knowledge 
of ECG signals. In addition, the files /mit/6.555/data/ecg/atr nXXX.txt provide expert 
classification (performed by a cardiologist) of the ECG signals in the corresponding data 
files. 

Question 10 How well does your detector perform? Include plots and/or other figures and 
tables to present the output of your system compared with the expert classification. Does 
your detector produce false alarms, missed detections, or both? Under what conditions is 
your detector more prone to errors? (Suggested length: 2–4 paragraphs) 

Question 11 If you had much more time to work on this problem, how would you attempt 
to improve your detector? (Suggested length: one paragraph) 

Question 12 What is the most important thing that you learned from this lab exercise? 
(Suggested length: one sentence) 

Question 13 What did you like/dislike the most about this lab exercise? (Suggested length: 
one sentence) 
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HST-582J/6.555J/16.456J-Biomedical Signal and Image Processing-Spring 2007


Laboratory Project 2

Speech Coding


DUE: 4/5/07 

1 Introduction 

In this laboratory exercise we will explore two different methods of speech coding, a channel 
vocoder and a linear prediction (LP) vocoder. Both methods are based on the source-filter 
model of speech and require determination of voicing and pitch to code the source portion of 
the model. The channel vocoder uses short-time Fourier analysis to code the filter portion 
of the model, while the LP vocoder uses an all-pole model of speech to estimate the filter. 

2 Speech 

The speech signal represents the variations in acoustic pressure at a certain distance from 
the lips of a talker. The amplitude of these pressure variations can vary from about 30 dB 
above the threshold of hearing (i.e. 20 µP a) for whispered speech to 100 dB for shouted 
speech. Even within a single utterance, intensity variations of 40 to 60 dB are typical. 

While there may be significant energy in the speech signal up to 10 kHz or more, there is 
essentially no loss of intelligibility if the speech signal is bandlimited to 4 or 5 kHz. Indeed, 
speech heard through a telephone receiver is bandlimited to 3 kHz. 

2.1 The source-filter model 

The speech signal can be considered as the output of a time-varying filter excited by a source 
signal. (See Fig. 1.) The filter and the source can be controlled almost independently by 
the talker. In this model of speech production, the filter represents the resonant properties 
of the vocal tract and the radiation characteristics at the lips. 

The source is  either a  voicing source for vowels and some consonants, or a noise source for 
voiceless sounds (such as unvoiced fricative and stop consonants), or a combination of noise 
and voicing (for voiced fricatives). The voicing source is a quasi-periodic signal produced 
by vibration of the vocal folds. Its fundamental frequency, which listeners hear as the pitch 
of voice, is in the range 80-160 Hz for male voices, 160-320 Hz for female voices, while its 
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time-varying filter Speech


Voicing Source 

✲ vocal-tract ✲ lip ✲ 
resonances radiation 

Noise Source 

Figure 1: Source-filter model of speech production 

spectral envelope falls with frequency at a rate of about 12 dB/octave (i.e. as 1/F 2). The 
spectrum of the noise source can be considered flat over the frequency range of interest. 

The frequency response of the filter that represents modifying effects of the vocal tract 
on the source signal shows a series of sharp peaks or formants corresponding to resonance 
frequencies. The spacing between formant frequencies is about 1 kHz on the average for a 
vocal tract of 17 cm. In running speech, formant frequencies change continuously over time, 
reflecting the motions of the articulators. Specifically, the frequency of the first formant 
correlates with the degree of opening of the vocal tract, while the second formant frequency 
correlates with the front-back position of the tongue. The radiation characteristics of the 
lips result in an emphasis of high frequency components with a slope of 6 dB/octave. Thus, 
the short-time spectrum of a voiced sound shows an overall downward tilt of 6 dB/octave, 
12 dB/octave due to the voicing source, minus 6 dB/octave due to radiation characteristics. 
Spectral analysis techniques usually give better results if this overall tilt is removed by an 
appropriate preemphasis filter. 

2.2 Vocoders 

In the transmission and storage of digitized speech signals, it is often necessary to minimize 
the amount of data. This is accomplished by efficient coding to reduce the number of bits 
per unit time, or bit rate, required to represent the speech signal. A vocoder consists of 
two parts, an analyzer, or encoder, which extracts the parameters of the speech signal for 
transmission, and a synthesizer, or decoder, which reconstructs the speech signal from the 
received parameters. 

The two speech vocoders considered in this lab are based on the source-filter model of speech, 
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Figure 2: Channel vocoder analyzer 

that is, the idea that the speech signal can be accurately represented by, and reconstructed 
from, two sets of parameters, representing the source and the filter. The first set of pa
rameters contains source information indicating whether the current data frame is voiced 
or unvoiced. If the frame is voiced, it includes an estimate of the frequency of the voicing 
source (pitch). Many different algorithms have been proposed to detect voicing and pitch of 
speech signals; a simple method based on the autocorrelation function will be described and 
implemented in Sec. 3.2. 

2.2.1 Channel vocoder 

One of the earliest methods of speech coding is the channel vocoder. (See Figs. 2 and 3.) 

The channel vocoder analyzer extracts the filter information by starting with a bandpass filter 
bank that splits the incoming speech signal into a number of frequency bands, or channels. 
The envelope of each bandpass filtered signal is determined by full-wave rectification (taking 
the magnitude) and lowpass filtering. Each band signal is then decimated, or  downsampled; 
this function is primarily responsible for achieving the reduction in bit rate obtained by the 
vocoder. The resulting band envelope values comprise the second set of outputs from the 
channel vocoder analyzer. For each frame of data, these signals indicate the magnitude of 
the envelope of the speech waveform in a different frequency region. 
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Figure 3: Channel vocoder synthesizer 

The channel vocoder synthesizer uses the two outputs of the analyzer (pitch/voicing values 
and band envelope values) to reconstruct the speech waveform. The pitch/voicing values 
control the detailed structure of the output for each frame of data. The synthesizer contains 
two sources, a random noise generator and an impulse train generator. The pitch/voicing 
values determine which of these two sources is activated for a given frame of data. For 
unvoiced frames, the random noise generator is used, while for voiced frames, the impulse 
train generator is used, and the frequency of the impulses is determined from the value of the 
pitch for that frame. The band envelope values control the amplitude of the contribution 
of a particular channel. For each channel, the band envelope values are interpolated, or  
upsampled, to the desired sampling rate and then used to scale the source signal. These 
intermediate signals are processed by the same bandpass filter bank used in the analyzer. 
Finally, the bandpass filter outputs are summed to produce the synthesized speech output. 

2.2.2 Linear prediction vocoder 

One of the most effective methods of speech coding is the linear-prediction (LP) vocoder. 
Linear prediction is a technique that deconvolves the contributions of the source and the filter 
by fitting an all-pole or autoregressive model to the signal. Because all-pole models are well 
motivated by the acoustics of speech production and deviations from the all-pole model have 
only weak perceptual effects, properly-designed LP vocoders give very high speech quality. 
(See Fig. 4.) 
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Figure 4: LP vocoder 

The LP analyzer determines the filter information by fitting an all-pole filter to the speech 
signal. The original speech signal is filtered by an inverse filter based on the estimated filter 
coefficients to determine the error signal. The error signal approximates the source, and  
pitch detection is performed on this error signal. 

The LP vocoder synthesizer uses the two outputs of the analyzer (pitch/voicing values and 
all-pole filter coefficients) to reconstruct the speech waveform. Like the channel vocoder syn
thesizer, the LP synthesizer contains two sources, a random noise generator and an impulse 
train generator. The pitch/voicing values determine which of these two sources is activated 
for a given frame of data. For unvoiced frames, the random noise generator is used, while 
for voiced frames, the impulse train generator is used, and the frequency of the impulses 
is determined from the value of the pitch for that frame. The synthesized speech signal is 
obtained by simply passing the appropriate source signal through the all-pole filter for each 
frame. 

References 

Rabiner, L.R. and Schafer, R.W. “Short-Time Fourier Analysis,” chapter 6 of Digital Pro
cessing of Speech Signals. Prentice-Hall, Inc., Englewood Cliffs, 1978. 
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3 Specific Instructions 

3.1 Data acquisition 

The sound boards on the Sun workstations record and play sound at a fixed sampling rate 
of 8 kHz. Although Matlab appears to allows you to specify Fs when using the sound or 
soundsc command on a Sun workstation, the specified value of Fs is ignored, and the sound 
is played at 8 kHz. 

1. Optional: Record your own speech segment. Select an utterance that is roughly 
2-3 seconds in duration, and rich in different types of speech sounds, including vowels and 
unvoiced consonants such as “sh”, “ch”, “t”, “s”, “k”, or “p”. To record the sentence, at 
the Athena prompt type “sdtaudio”. Sdtaudio works like a tape recorder. If you are using 
headphones, verify that the built-in speaker is turned off by running “sdtaudiocontrol” and 
deselecting the build-in speaker option. Do not speak directly into the microphone to avoid 
large pressure transients. Save the recorded utterance into an audio file (.au) or wav file 
(.wav)  and  then read it into matlab  using  auread or wavread, respectively. 
If you do not wish to record your own speech segment, you can simply load one of the 
prerecorded sentences in /mit/6.555/data/vocod/cw16* 8k.mat. 

2. Listen to the utterance (soundsc). 

3. Plot the time waveform. Make an attempt to identify the different phonemes within the 
utterance. 

Question 1 What is the speech segment that you have recorded/chosen? In your report, 
include the time plot with your attempt at labelling the phonemes. 

3.2 Pitch Detection 

1. Extract a 100 ms segment from the utterance corresponding to a portion of a stressed 
vowel. (Save this segment for use in later portions of the lab exercise.) Lowpass filter the 
vowel segment to preserve frequencies below 500 Hz. 

2. Compute the autocorrelation of the lowpass filtered vowel segment (xcorr). In order to 
extract the relevant portion of the result, note that the zeroth lag of the correlation is in the 
middle of the output sequence. Examine the autocorrelation for lags up to 30 ms. Manually 
estimate the pitch (fundamental frequency) from the autocorrelation of the vowel segment. 

3. Typically, the autocorrelation function of vowel segments contains peaks due to both 
the fundamental period of speech and the vocal tract transfer function. In order to use the 
autocorrelation function for automatic pitch detection, it is helpful to suppress the peaks 
due to the vocal tract transfer function. This can be accomplished by center clipping the 
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lowpass filtered speech signal (cclip). The clipping limits are typically selected to be 75% of 
the minimum and maximum values of the speech segment. Apply center clipping to the vowel 
segment and examine your result. Manually estimate the pitch from the autocorrelation of 
the center clipped vowel segment. 

4. Write a Matlab function to automatically determine pitch based on the autocorrelation 
function. The input to your pitch detector will be one segment, or frame, of speech data. 
If the largest peak after Rx[0] in the autocorrelation function is small (less than 15–25% of 
Rx[0]), then that frame is determined to be unvoiced, and your function should return a 
pitch value of zero. Otherwise, that frame is classified as voiced, and your function should 
return the pitch value computed from the lag of the largest peak after Rx[0] using the 
function peak. Do not apply the lowpass filter within your pitch detector, since the entire 
utterance must be lowpass filtered before it is chopped up into frames. An outline of the 
steps required is in /mit/6.555/matlab/vocod/pitch detect.m. Feel free to copy this 
file to your subdirectory and use it as a framework to design your own pitch detector. 

5. Test your pitch detector on the vowel segment from step 1 and, time permitting, on other 
voiced and unvoiced segments you can identify. Defer testing of the pitch detector on the 
complete utterance until the next section. Keep your pitch detector for use in the remainder 
of this lab exercise. 

Question 2 Describe how you determined the pitch manually. Include a plot of one auto-
correlation sequence from either step 2 or step 3. How does the pitch value determined by 
the automated pitch detector compare to the values estimated manually in steps 2 and 3? 
Based on the manual and automatic estimates, what do you think is the pitch of the vowel 
segment? Is this value reasonable, given what you know about speech? 

3.3 Channel vocoder 

In this section you will design a channel vocoder analyzer to encode a speech signal into pitch 
values and band envelope values corresponding to a number of frequency channels. Then 
you will test it by decoding the encoded speech with a channel vocoder synthesizer kindly 
provided by the 6.555 staff. 

1. Write a Matlab function to generate a bandpass filter bank. We will rely on the technique 
demonstrated in Problem Set 2, #1. Your filter bank should have 18 bands, each with 
a 200 Hz bandwidth, centered at evenly spaced frequencies from 100 Hz to 3500 Hz. (In 
order to obtain a reasonable tradeoff between frequency resolution and processing speed, we 
suggest that you use 65-point FIR filters designed from a Kaiser window with β = 3.)  See  
/mit/6.555/matlab/vocod/filt bank.m for a template of the function. You must name 
this function myownfilt bank.m in order for the synthesizer function to find it. 

Question 3 Select a few representative frequency bands in the filter bank and plot their fre
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quency responses. Also plot the composite frequency response of the filter bank. Hint: Think 
carefully about how to determine the composite frequency response. Should you 
add the frequency responses of the the individual bands before or after comput
ing their magnitude? Is the composite frequency response what you expected? Why or 
why not? 

2. Use your two new Matlab functions (pitch detector and filter bank generator) to create 
the analyzer (encoder) portion of a channel vocoder. Your analyzer will have two outputs, 
a N × B matrix of band envelope values, where N is the number of frames and B is the 
number of frequency bands, and a N -dimensional pitch vector. The pitch detector portion 
of the analyzer splits the speech signal into overlapping frames of data, with the amount 
to advance between successive frames corresponding to the decimation rate used in the 
filter bank portion of the analyzer. For each frame, the pitch detector determines if it is 
voiced or unvoiced; if it is voiced, it will determine the pitch. Calling the pitch detector 
repeatedly will produce an output signal with one pitch value corresponding to each data 
frame. A median  filter  (medfilt1) should be applied to this pitch signal to remove spurious 
values. The filter bank portion of the analyzer splits the speech signal into frequency bands, 
computes the envelope values for each band by taking the magnitude (abs) and  then  lowpass  
filtering. The reduction in bitrate is then achieved by downsampling. (The Matlab command 
decimate includes the lowpass filter.) See /mit/6.555/matlab/vocod/chvocod ana.m 
for a template of the function. 

3. Process your utterance and examine the outputs. You may wish to start with a decimation 
rate of 100. 

Question 4 Plot the pitch values produced for the entire utterance. How well does your 
automated pitch detector perform? (Note that it is not necessary for your pitch detector to 
work perfectly, so long as it produces reasonable pitch values for most frames in the utterance.) 

4. Test your encoder by passing the outputs to the decoder provided (chvocod syn) and  
listening to the synthesized speech output. Be sure to save your synthesized utterance for 
submission and for comparison with the results of Sec. 3.5. 

5. Optional. Consider the effect of bit rate on speech quality by testing the channel vocoder 
with different decimation rates. 

6. Optional. Produce monotone speech from the synthesizer by replacing the pitch signal 
with a constant value (forcing a pulse train of constant frequency for the source). 

7. Optional. Produce whispered speech by replacing the pitch signal with a vector of zeros 
(forcing white noise for the source). 

8. Optional. Change a male voice to a female voice by scaling the pitch vector by a factor 
of 2. (Or change a female voice to a male voice by scaling the pitch vector by 0.5.) 

8
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Question 5 If you have attempted any of these optional parts, briefly describe your results 
and observations. (If you have not, there is no penalty for skipping this question.) 

3.4 LP analysis of a vowel 

1. Using the vowel segment that you selected in Sec. 3.2, compute the linear-prediction 
coefficients and the gain (lpcoef) for a model of order 12. Note that the lpcoef function 
returns the linear predicition coefficients with the initial coefficient of unity and after the 
sign change, that is, in the form [1 − âk]. 

2. Compute the linear-prediction spectrum (that is, the frequency response of the all-pole LP 
model filter) from the gain and coefficients (freqz). Plot the magnitude of the LP spectrum 
in dB vs Hz. Plot the DFT spectrum of the original segment on the same coordinates. 

3. Repeat steps 1 and 2 for LP model orders of 8 and 20. 

Question 6 Compare the magnitudes of the LP and DFT spectra, including plots of both. 
Which spectrum gives a better representation of the formants? Which spectrum gives a better 
representation of the fundamental frequency? Which model order gives the best representation 
of the formant frequencies? Please justify your choice. 

4. Optional. Using the best model order from step 3, compute the LP error signal by 
applying the inverse of the LP model filter to the vowel. Note that the error signal is your 
estimate of the source in the source-filter model. Verify that the LP gain is equal to the 
square root of the energy in the error signal. Plot the DFT spectrum of the error signal and 
verify that its spectral envelope is approximately flat. 

Question 7 If you did this optional part, include relevant plots and briefly describe your 
results and observations. (If you have not, there is no penalty for skipping this question.) 

3.5 LP vocoder 

In this section you will design a linear prediction analyzer to encode a speech signal into 
pitch, LP coefficients, and gain values. Then you will design a linear prediction synthesizer 
to decode those values and reconstruct an approximation to the original speech signal. 

1. Write a Matlab function to create the analyzer (encoder) portion of a LP vocoder. 
There will be three outputs: a p × N matrix of LP coefficients, where p is the model 
order and N is the number of frames; an N dimensional vector of LP gain values; and 
an N dimensional pitch vector. The function should split the speech signal into 30-ms 
frames of data that overlap by 15 ms. Then, for each frame, compute the LP coefficients 

9
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and the gain of the windowed frame (lpcoef), compute the LP error signal by passing the 
frame of speech through the inverse filter, lowpass filter the error signal, and perform pitch 
detection on the lowpass-filtered error signal. After all the frames are processed, a median 
filter (medfilt1) should be applied to remove spurious values from the pitch signal. See 
/mit/6.555/matlab/vocod/lpvocod ana.m for a template of the function. 

2. Write a Matlab function to create the synthesizer (decoder) portion a LP vocoder. The 
synthesis stage takes as input the parameters produced by the analysis stage. As in the 
analysis stage, these operations are performed frame by frame, at 15-ms frame intervals. 
The synthesis follows the source-filter model of speech production, first generating a source 
signal using pitch/voicing information. The Matlab functions randn and pulse train can 
be used to generate the appropriate source signals. The source signal generated for each 
frame should be normalized so the energy over the frame is unity. (This makes the energy 
in the source signal the same as that of the LP error signal in the analysis stage.) For 
each frame, the source signal is then processed by a time-varying filter defined by the LP 
coefficients and the gain (filter). The only tricky part is to keep track of the filter state 
from one frame to another in order to avoid perceptually-undesirable discontinuities in the 
synthesized waveform. (Read carefully the help for filter and be sure to (i) set the initial 
filter state to the final state of the previous frame, and (ii) recover the filter state at the 
end of the new frame.) See /mit/6.555/matlab/vocod/lpvocod syn.m for a template 
of the function. 

3. Use your LP analyzer and synthesizer to encode and then decode the entire speech 
utterance. Listen to the synthesized utterance and compare it to the original. Also compare 
the synthetic utterances from the LP vocoder to the utterance synthesized by the channel 
vocoder. 

Question 8 Based on your listening, describe how the synthesized speech from the channel 
and LP vocoders compare to each other and to the original speech. Submit your original 
speech, channel vocoder synthesized speech, and LP synthesized utterances (using the function 
submit lab2) so the instructors can listen to them when grading your lab writeup. You 
may reuse the submit function as many times as you wish, but only the last set of sentences 
submitted with each vocoder type will be saved. 

Question 9 Assuming 16-bit quantization, what is the bit rate (in bits/sec) of the original 
speech? Now assume that each pitch value can be encoded in 8 bits and that each band 
envelope value requires 12 bits. What is the bit rate of your channel vocoder? Assuming 8 
bits for the pitch and 12 bits for each LP coefficient and the gain value, what is the bit rate 
of your LP vocoder? How do these three bit rates compare? Be sure to state all relevant 
vocoder parameters (for example, decimation rate, model order) that affect your calculation. 

10
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3.6 Spectrograms 

1. Preemphasize the original speech and the two synthesizer outputs (diff). 

2. Compute the spectrogram (specgram6555) of each of the three preemphasized signals. 
Choose the window length to get a broadband spectrogram (300 Hz resolution). 

Question 10 What window shape/length did you use to compute the spectrogram? How do 
the three spectrograms compare? Include your spectrogram plots. How do the two different 
vocoders affect the formants? 

Question 11 Compare and contrast the basic approaches to speech coding used in the chan
nel vocoder and in the linear prediction vocoder. In what ways are the designs of these 
two systems similar? In what ways do they differ? (For each system, consider the major 
components and their functions.) 

Question 12 What did you find most challenging about this lab exercise? 

Question 13 What is the most important thing that you learned from this lab exercise? 
(Suggested length: one sentence) 

Question 14 What did you like/dislike the most about this lab exercise? (Suggested length: 
one sentence) 

Be sure to submit your results for both the channel vocoder and the LP vocoder 
using the function submit lab2. 

11
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HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007


Laboratory Project 3

Post Processing Brain MRI Images


DUE: 4/24/07 by the end of lecture 

1 Introduction 

It is frequently useful to segment, or determine the spatial extent of, anatomical structures 
that appear in medical images. This capability facilitates 3D visualization of the structures, 
as well as quantitative measurements of anatomy. 

This lab will explore some of the common techniques that are used for post-processing MRI 
images. We will work at preprocessing, tissue classification, and brain isolation from clinical 
MRI. The resulting brain segmentation will be compared to an expert’s version, and a simple 
3D visualization will be generated. 

1.1 Segmentation 

Brain tissue comes in two major categories that may be visually distinguished, white matter 
and gray matter. They may also be distinguished in MRI. An example of an MRI cross 
sectional image of a brain appears in Figure 1. 

The simplest sort of segmentation is obtained by thresholding the intensity values in the 
images. This method can be used when there is strong contrast between the desired structure 
and everything else. It can work reasonably well for isolating hard bone in CT images, and 
for separating soft tissues from air in MRI. 

1.2 Noise Reduction 

One difficulty that arises in segmenting MRI is due to the inevitable thermal noise in the 
images. The signal to noise ratio is limited in practice by the magnetic field strength and 
the time available for examinations. While this noise does not interfere very much with 
diagnostic reading of the images, it can be an annoyance in applications that depend on 
segmentation, by causing fragmentation of the segmented structures. This fragmentation 
will confuse a 3D rendering of a structure by causing a cloud of debris around the real 
object. 
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Fat � 

Soft Tissue, Not Brain � 

White Matter � 

Grey Matter � 

Soft Tissue � 

Figure 1: An annotated Gradient Echo MR slice (Air, CSF and Cranium are dark in these 
images) 

We will explore linear and non-linear filtering methods for noise reduction. 

1.3 Statistical Classification 

Statistical classification is a commonly-used method for segmenting MRI, and the theory 
will be covered in the lectures. Briefly, in a training phase, models of the intensity properties 
of the various tissues are constructed from labeled data. Each pixel of the image to be 
segmented is compared against the tissue models and assigned a most probable or likely 
tissue category. 

We will build and use a simple classifier based on the assumption that image intensities are 
modeled as Gaussian random variables whose parameters depend on the tissue class (i.e. the 
class-conditional densities are Gaussian). 

The following is a very brief exposition of statistical classification using Gaussian models, as 
is (mostly!) implemented in the supplied code. 

The probability of pixel intensities, conditioned on knowing the tissue class at the pixel, will 
be modeled by a Gaussian probability density, 

1 
−

(x−µ)2 

G(µ, σ, x) = e 2σ2√
2πσ 
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p(xi pixel i is tissue class j) = G(µj, σj, xi) .|

In order to make useful tissue-class conditional models on intensity, we will need to find 
suitable parameters, the mean and variance, of the Gaussian density for each tissue class. 

One approach to this problem is to use the maximum-likelihood method of estimating these 
parameters from labeled training data, as follows. Let Yj be the set of training pixels for 
tissue class j, then 

1 �
µj = y |Yj| y∈Yj 

1 �
σ2 = j Yj y∈Yj 

(y − µj)
2 

| |

where Yj is the number of elements in the set Yj.| |

If Pj is the prior probability of tissue class j then the Bayes’ classification of pixel i is 
obtained by choosing the j which maximizes 

Pjp(xi Pixel i is tissue class j).|

If all tissue classes have equal prior probability then this rule simplifies to choosing the j 
which maximizes 

p(xi Pixel i is tissue class j).|

1.4 Brain Isolation 

While pixel-intensity based segmentation methods, like the method described above, are 
a good start on anatomical labeling from MRI, they usually produce noticeably imperfect 
results due to contrast ambiguities among some of the tissues. In brain segmentation, a 
common failing is the appearance of spurious bits of brain tissue in the soft tissues of the 
head. Problems of this sort may be attacked by using methods that pay attention to spatial 
or structural aspects of the segmentation results. 

In this lab, we will investigate the use of the image processing tools that are collectively 
referred to as mathematical morphology (erosion, dilation, opening, closing, etc.). These 
methods, in conjunction with connected components operations, are frequently used to repair 
problems left over from intensity-based segmentation methods. 
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1.5 Validation 

Validation of the results of MRI segmentation is an important, but problematic area, because 
it is hard to obtain ground truth for testing purposes. A commonly used method is to use 
manual segmentations performed by expert human raters as the standard, but this has several 
problems. It is not easy to convince a real expert to manually label the several megavoxels 
in a brain MRI. Also, the human raters introduce variability by not agreeing terribly well 
with each other. 

You will investigate some simple approaches to validation that are based on a supplied gold 
standard. 

2 Lab Exercises 

The supplied code and data for this laboratory project are located in /mit/6.555/matlab/seg/ 
and /mit/6.555/data/seg, respectively. All of the coding is done in MATLAB. The data 
contains slices from two individuals and an expert’s segmentation of one of the data sets. 

2.1 Pre-Processing 

Try not to spend too much time on this section of the lab, because more involved and 
interesting stuff comes later. 

1. Load and display the sw/spgr/I.082 MRI slice by using mri read.m. 

2. Find a threshold that does a reasonably good job of separating white and gray matter. 

Question 1 What intensity value did you use for the threshold? In your lab report, include 
pictures of the original slice and the thresholded image. 

3. Notice that the segmentation results from above contain some fragmentation due to 
contamination by white noise. A standard method for noise reduction is linear filtering. Use 
a lowpass filter to reduce the noise-induced fragmentation. Find a smoothing filter with 
a standard deviation that is a reasonable compromise between structural faithfulness and 
noise reduction. You can use the MATLAB command fspecial to create a Gaussian filter. 

Question 2 Briefly describe your smoothing filter. In your lab report, include a picture of 
the slice after smoothing and the new thresholded image. 

4
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4. Non-linear noise reduction methods, for example median filtering, are often the choice 
for MRI. Find a combination of threshold and median filter neighborhood size that is a 
reasonable compromise between structural faithfulness and noise reduction. You can use the 
MATLAB command medfilt2. 

Question 3 State the threshold and median filter neighborhood size that you used. In your 
lab report, include a picture of the slice after median filtering and the new thresholded 
image. 

2.2 Statistical Classification 

This next section uses a statistical classifier to segment brain MRI. We start by exploring 
histogramming and the construction of Gaussian intensity models for each tissue based on 
training data. The training data provided consists of a segmentation that was performed by 
an expert. For this part of the lab, copy and modify the function classify.m based upon 
the instructions below. 

5. Create a subdirectory output/classification in your own working directory to hold the 
output of the following operations. Specify its exact location in the variable CLASSIFI
CATION PREFIX. 

6. View the preselected MRI slice, img, and the corresponding expert label map, labels, 
that are read in at the beginning of classify.m. 

2.2.1 Histograms 

Histogramming is one approach to estimating probability density functions (PDFs). Start by 
inspecting the histogram generated by the hist.m function in the early part of classify.m. 
Notice that it is not a legitimate PDF, because, when viewed as a function over the real line, 
it does not integrate to one. 

Your task in this section is to implement a histogram based estimate of the PDF for the 
intensity of white matter in the training data. Your implementation will need to construct a 
MATLAB function that has two parts: the first constructs the state of the histogram from 
the training data by, among other things, establishing an array of bins and counting the 
number of training data points that fall into each bin. The second part uses this histogram 
to generate a PDF, as a function from real-valued intensities to probability density. In this 
situation, each bin will correspond to a range of intensity values. Keep in mind that PDF 
must be non-negative and integrate to one. 

7. Copy and complete the MATLAB file template HistPDF.m to generate a valid histogram
based PDF. (You may also want to look at the documentation for the MATLAB function 
hist). 

5  
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8. There is some freedom available in making histograms, for example the choice of the 
number of bins. Experiment with the number of bins and determine a “good” choice of bin 
count for generating your histogram-based PDF. 

Question 4 How many bins did you use? Briefly explain why you think it is a good choice 
and turn in the corresponding plot as well your MATLAB code. 

2.2.2 Gaussian Models 

Next we will estimate PDFs using Gaussian class conditional models that capture the way 
the intensities depend on tissue class. Your task is to implement the maximum likelihood 
method for estimating the parameters of Gaussian class conditional PDFs. 

A Gaussian is defined by its mean and variance. Two vectors, tissue means and tis
sue vars, will eventually hold the estimated tissue class mean and variance parameters for 
the estimated Gaussian PDFs, indexed by the tissue class which can be white, gray, or csf. 

9. Set the two vectors defined above with three values each that are derived from the observed 
class conditional intensities: intensity white, intensity gray, and intensity csf. 

Question 5 Turn in your code fragment that sets values for tissue means and tissue vars. 

The code defines the Gaussian density function, which we can use to estimate class condi
tional PDFs on intensity by the use of Gaussian models. This was done by using the ML 
method to estimate the mean and variance parameters for each class, based on the intensities 
from the training data. 

10. View the Gaussian PDFs by plotting, for example,

plot(gauss([0:500], tissue means(1), sqrt(tissue vars(1))), ’r’) Generate a plot

that, for white matter, shows the Gaussian-based PDFs along with the histogram-based PDF

generated earlier.


Question 6 Include this plot in your lab report. What differences do you see between the 
two models? 

Next you will implement a Bayes’ classifier for the image intensities (assuming the prior 
probability of each class is equal) using the Gaussian models that we have constructed. In 
classify.m, the code loops over the test slices and performs classification. After reading each 
slide, the code displays three images showing the likelihoods for each tissue. After you supply 
the missing code, the tissue class is determined for each pixel. The resulting classifications 
are then written out for subsequent processing later in the lab. 
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11. Complete the MATLAB code to fill in the matrix classification with the ML classi
fication of the image. classification has the same dimensions as img, and should contain 
the predefined tissue labels LABEL WHITE, LABEL GRAY, LABEL CSF to indicate the 
classification of the image. Try to do this the MATLAB way, and avoid looping over pixels! 

Question 7 As the classifier runs, it displays the tissue likelihoods as well as the resulting 
classification. What different information do the likelihoods and classification contain? Turn 
in your MATLAB code fragment that fills in the classification matrix. 

2.3 Brain Isolation 

The next part of the lab concerns an attempt at isolating the brain structure. The corre
sponding code is located in morphology.m. It uses the conditional morphology / largest 
connected component strategy. The code expects input slices that are labeled as white matter, 
gray matter, and other stuff. 

12. Fill in the CLASSIFICATION PREFIX and the BRAIN PREFIX variables and 
run the code. 

After completion, you will (hopefully) notice that this brain isolation algorithm failed on 
slice 102, slice 110, and a few other slices as well. 

Question 8 Why did the isolation fail on these parts? Specifically compare your results on 
slice 102 to slice 110. Describe in what sense the isolation failed and possible reasons for 
the failure. Describe (briefly) how you might modify or change the isolation procedure to fix 
these problems. 

2.4 Validation 

The penultimate part of the lab involves a validation of your brain segmentation against 
that of the expert. The supplied code in validation.m loads and displays your version and 
the expert’s for slice 130. 

14. Fill in the CLASSIFICATION PREFIX and the BRAIN PREFIX variables and 
run the code. 

You will notice that your result is not the same as the gold standard. The gold standard is 
the result of a more sophisticated algorithm which uses anatomical information in addition 
to the intensity models to determine tissue type. 

Question 9 Quantify the agreement of your segmentation with the expert with respect to 
white matter and gray matter in slice 130. That is, create a table which contains the prob

7
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ability that your classifier made decision i conditioned on the expert making decision j. 
Additionally, in a few sentences suggest possible qualitative reasons for the differences be
tween your results and the gold standard (e.g. what types of information are you ignoring 
and how might you incorporate it statistically). 

2.5 3D Rendering 

The last, and easiest, part of the lab involves an attempt at generating a simple 3D surface 
rendering of a portion of the white matter structure (that was computed in the previous 
exercises). The file render.m contains a quick hack implementing this task. 

16. Fill in the CLASSIFICATION PREFIX and the BRAIN PREFIX variables and 
run the code. 

17. After you get a display up, flip it around and try to get the most informative view of 
the surface. 

Question 10 Include a picture of that view in your lab report. 

3 Conclusions 

Question 11 What did you find most challenging about this lab exercise? 

Question 12 What is the most important thing that you learned from this lab exercise? 

Question 13 What did you like/dislike the most about this lab exercise? 
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Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007

Laboratory Project 4
Registration of Medical Images

DUE: 5/4/07

1 Introduction

The registration or fusion of medical images is used in many applications ranging from
image-guided surgery to neuroscience. A common approach to this problem uses an objective
function to measure the agreement of two data sets as one is transformed with respect to
the other. This lab will investigate the behavior of several objective functions on various
2D images in a rigid-motion scenario (translation and rotation only), by way of probing the
objective functions. The project will culminate in an experiment concerning the automated
registration of MRI and CT (optionally PET) in 2D. The medical images used in this lab
were part of the Vanderbilt “Retrospective Image Registration Evaluation Project”, National
Institutes of Health, Project Number 8R01EB002124-03, Principal Investigator, J. Michael
Fitzpatrick, Vanderbilt University, Nashville, TN. You can learn more about this project at
this website: http://www.vuse.vanderbilt.edu/ image/registration/

2 Probing Experiments

The basic idea of a probing experiment is to characterize the utility of objective functions
by plotting their scores as a pre-defined set of transformations are applied to one of a pair
of images. A probing experiment takes place on a parameter space defined by the range of
transformation components used in the objective function evaluations. The more thoroughly
we explore that parameter space, the more accurately we can predict the behavior of the
objective function in a registration scenario.

2.1 Evaluation

Useful probing experiments provide information about the following characteristics of the
objective functions on a specified pair of images:

• existence of extremum

Does an extremum exist in the right region?

1
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• bias in extremum

Is the extremum located in the right place in the parameter space?

• capture region

What is the extent of the capture region about the extremum, that is, how large is the
region of the parameter space surrounding the extremum that is down-hill or up-hill
to the extremum? A more formal definition: the capture region is the set of points in
the parameter space such that when initialized to a point in this set an optimization
procedure will dynamically evolve to a particular attractor/extremum.

• quality of extremum

Does the extremum appear to be local or global? How well does an extremum dis-
tinguish itself from other extrema. That is, how big is the capture region around the
extremum. If it is global, how much better is it than the other extrema. Could the
difference just be due to noise?

2.2 Design

In designing probing experiments, we need to choose the points in the space of the trans-
formation parameters to be sampled for evaluation of the objective function. Using a large
number of samples can provide rich information about an objective function, but for some
objective functions, such probing experiments will be computationally prohibitive.

Issues to keep in mind while designing the experiments include:

• Are the samples spaced densely enough so that local extrema are unlikely to be missed,
and the location of the extremum can be evaluated?

• Separate probing along the various axes will require fewer evaluations than complete
sampling as x y and angle co-vary, but will be less informative.

• Is the parameter space sufficiently covered to evaluate the capture region?

2
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3 Specific Instructions

The goal of this lab is to learn about designing and evaluating experiments to probe objective
functions and then to use appropriate objective functions for registering 2D MRI and CT
(and optionally PET) data.

3.1 Supplied Data and Code

All data for this lab are located in the /mit/6.555/data/reg directory. All code segments
and functions related to Lab 3 can be found in /mit/6.555/matlab/reg. Please make a
local copy of this code to use for your lab.

3.2 Getting Started...

In this first part of the lab project you will use a collection of objective functions to become
familiar with probing experiments.

1. Load and display the the images that we will use in this lab. Use the supplied load reg data.m
function in order to read in the data sets. There are two main data sets. The first dataset is
a collection of three alien robot brain scans, scan1, scan2, and scan3. The second dataset
is a collection of MRI, CT, and PET scans. mri, ct, and pet are MRI, CT and PET scans
taken of a single subject’s brain. mri2 is an MRI of a different subject. load reg data.m
will also load a few constants that will be used later in the lab (ROI ALIEN BRAIN and
ROI MRI).

Question 1 Include appropriately labeled images for both data sets in your lab report. The
function display image.m may be helpful to assist you in the display.

2. Write code for the sse (summed squared error/intensity) and sav (summed absolute
value) objective functions covered in lecture. You may copy the templates from sse.m and
sav.m and then modify them in your directory. Include a copy of these functions in the
appendix of your lab report.

In the following experiments, you will use four objective functions (the two you just wrote and
two others provided) to illustrate different aspects of the image registration problem. The
two objective functions provided are joint entropy and cross correlation coefficient. These
functions are located in joint entropy.m and xcorr coeff.m.

3
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3.3 Probing Experiments

The main idea in the probing part of the lab is to design and carry out experiments that will
characterize the utility of four different objective functions. For this lab we will only consider
rigid transformations restricted to translation and rotation. This gives us a 3D parameter
space: ∆x,∆y, and θ.

A simple probing experiment template script for analyzing the registration of an image pair
is provided in probing experiment.m. This code evaluates the sse, sav, joint entropy
and xcorr coeff objective functions on the region of the parameter space. The script calls
probe.m which takes two images (one to be fixed and one to move), a region of interest
(ROI), a set of objective functions and a range for ∆x, ∆y and θ. For each parameter setting
probe transforms the image to be moved and then evaluates each objective function on the
fixed image and transformed image within the specified ROI. Set ploton = 1 to display the
transformations as probe runs. The function probe returns a cell array of probing surfaces;
surfaces{k}(yi,xi,ti) will give you the result of the kth objective function at the yith, xith

and tith setting of ∆y, ∆x and θ respectively.

The region of interest (ROI) is specified by a vector [minx maxx miny maxy] or you can use
the specify roi function to graphically select an ROI within an image. Specifying an ROI
is a simple way to avoid boundary conditions where there is missing data. For example, if
you simply translate an image by N pixels vertically down it will leave N pixels at the top
that are undefined (here they are filled in as 0 by default). We do not want these undefined
pixels to factor in when considering whether or not the images are registered. Using an ROI
is a simple way to avoid this issue. In addition, an ROI can be used when you wish to focus
on registering a particular structure or region of the image.

3.3.1 Probing Alien Brain Scans

In this section we perform some simple probing experiments to align the alien robot brain
scans (scan1, scan2 and scan3). While these are highly intelligent aliens their brains look
very simplistic in our top secret alien brain scanner. These simple structures will help us
characterize the utility of the four different objective functions and some of the potential
challenges in image registration.

3. Execute code for a probing experiment to align scan1 with itself using translation only
(Θ = 0) for all the objective functions. Set the region of interest to ROI ALIEN BRAIN.
Look at the resulting scores/probing surface, and consider how to interpret these results.

Question 2 In your lab report, include plots of the four 2D probing surfaces that you ob-
tained running this experiment on the scan1 - scan1 image pair. What is the optimal
transformation in this case?

4

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY].

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

956
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Question 3 Compare the four probing surfaces, and describe each one in terms of the
characteristics listed in Section 2.1. The functions capture region, local extrema,
global extrema may be helpful. Which objective function would be preferable for use with
an automated registration algorithm? How do the comparisons between objective functions
change if you sample the parameter space more coarsely?

scan2 is a second scan of the same alien brain, but this time some of the data has been lost
due to occlusion. We can think of this vertical black stripe as some form of an alien brain
tumor or perhaps someone left a metal bar in the scanner that occluded part of the brain.

Question 4 Based on your knowledge of the objective functions, predict (prior to running
the experiments) which one will provide the most useful probing surface to describe the align-
ment between the scan1 - scan2 image pair. Justify your answer.

4. The scan1 and the scan2 images are misregistered. Perform probing experiments and
ˆestimate the transformation parameters that best align the two (T1−2). Again, only consider

translation (set θ = 0) and try all four objective functions. Let scan1 be the fixed image.

ˆQuestion 5 What is the best transformation estimate T1−2 = [∆x, ∆y, 0] for each objective
function? Do they all agree? If not, describe the differences in terms of the characteristics
listed in Section 2.1 and the form of the objective functions. Which objective functions,
if any, are correct? Which ones, if any fail? Why? Provide a plot/image of the best
alignment you found (you can use image transform to apply the best transformation and
display alignment to display the result).

scan3 is a third scan of the same alien brain using a different imaging technology.

Question 6 Based on your knowledge of the objective functions, predict (prior to running
the experiments) which one will provide the most useful probing surface to describe the align-
ment between the scan1 - scan3 image pair. Justify your answer.

5. The scan3 and the scan1 images are misregistered. Perform probing experiments and
ˆestimate the transformation parameters that best align the two (T1−3). Again only consider

translation (set θ = 0) and try all four objective functions. Let scan1 be the fixed image.

Question 7 How do the probing surfaces for the scan1 - scan3 experiments differ from
those in the original scan1 - scan1 experiments? Characterize the new probing surfaces.
Which objective function performs best for the scan1 - scan3 image pair? Why? (Include
graphical results in your report to support your arguments.)

5
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3.3.2 Unimodal MR Probing Registration

In this section (and from now on) we will work on registering images/scans of human brains
using the knowledge we gained from those simple alien brain experiments. mri and mri2
are MR images taken of two different subjects. We wish to register these two MR images to
help study the small tumor in the brain of subject 2 (mri2).

6. Perform probing experiments and estimate the transformation (translation and rotation)
ˆparameters that best align the two (Tmr−mr2). Set the ROI to be ROI MRI and make mri

be the fixed image. Use your experience from Section 3.3.1 to guide the design of your
probing experiments. Start by running lower dimensional (2D) probing experiments in order
to get a good estimate of the intervals that you need to search. The lower dimensional
probing experiments will allow you to roughly characterize the objective function behavior
and estimate sufficient probing intervals for all three degrees of freedom in the transformation.

7. After exploring the results of your 2D probing experiments, perform a 3D probing ex-
periment and inspect the probing surface to determine the 3D transformation required to
register the images. Use the volumeslicer tool to help visualize the 3D surfaces. Verify

ˆthat the images are correctly registered when you apply Tmr−mr2.

Question 8 (3 Parts)
ˆ(1) What is your transformation estimate Tmr mr2 = [∆x, ∆y, θ]? (Include graphics of the−

probing plots and images of the registered input pair in your report)
(2) Which objective function did you use to determine this result? Justify your answer.
(3) Be sure to include the design of your probing experiment: Did you run lower dimensional
probing functions? What kind? What was the interval on which you probed the objective
functions? What were the probing step sizes that you used?
(4) Is the resulting alignment the best possible registration? What, if anything, could you
change to find (or allow for) a better registration?

8. Next specify a more focused ROI. That is, pick an interesting structure in the mri image
and set your ROI to only include that small area. (Do not make it any smaller than 20x20).
Rerun step 6. and 7. with this smaller ROI.

Question 9 In your lab report, include a plot showing your chosen ROI and the resulting
probing surfaces. How did choosing a more focused ROI change the probing surfaces? Again,
discuss how the characteristics listed in Section 2.1 are effected by this change. Are there
any particular regions in the mri image that would be difficult to align to using a small ROI?
Any regions that would be easy?

6
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3.3.3 Multimodal Probing Experiments

The next experiments concern the registration of MRI and CT, a classic problem of multi-
modality fusion. The mri and the ct images are misregistered. Both of these images were
obtained from the same subject. Once more, your task is to perform probing experiments

ˆand find an estimate of the transformation that would best align the two (Tmr−ct).

ˆ9. Design probing experiments in order to estimate Tmr−ct. Set the ROI back to ROI MRI
and use mri as the fixed image. Think carefully about your choice of objective function.
Again, start by running lower dimensional probing experiments first and visualize your re-
sults.

ˆQuestion 10 What is your transformation estimate Tmr ct? Which objective function did−
you use to get this result? Justify your choice. (Include graphics of the probing plots and
images of the registered input pair in your report). Be sure to include the design of your
probing experiment: Did you run lower dimensional probing functions? What kind? What
was the interval on which you probed the objective functions? What were the probing step
sizes that you used?

10. (OPTIONAL) If you have extra time. Design a probing experiment to find an estimate
ˆof the transformation (Tmr pet) that would best align the MR image mri and and the PET−

scan pet.

ˆQuestion 11 (OPTIONAL) What is your transformation estimate Tmr ?−pet Which objec-
tive function did you use to get this result? Justify your choice. (Include graphics of the
probing plots and images of the registered input pair in your report).

3.3.4 Coarse-to-Fine Probing Experiments

The final probing experiment concerns using the scale space or coarse-to-fine approach to
combat possible local extrema. One strategy for avoiding such phenomena in an automated
search is to blur the images and downsample. The hope is that searches in the blurred
images will converge to the correct extremum, at the expense of accuracy. Once a solution is
obtained from the blurred and downsampled images, it might be used as the starting value
for a search using the original images.

11. Create a blurred and downsampled version of mri and mri2. You can apply a Gaussian
filter to the original images using fspecial and imfilter and then manually downsample.
Alternatively you can look into using imresize. It is up to you to choose the amount of blur
and how much to downsample.

12. Using the blurred images, repeat the probing experiments for the mri - mri2 image
pair.

7
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Question 12 Include the code for your blurring operation in the appendix of your lab report.
Include the blurred and downsampled images in your lab report. Does the coarse-to-fine

ˆapproach appear to be promising? What transformation parameters (Tmrblur) best align the
blurred images? How does this compare to the result of high-resolution (unblurred) probing
experiments using in step 5?

3.4 Automated Search

The following experiment concerns the implementation and testing of an automated regis-
tration method for the multimodal registration. Choose to align ct and mri or pet and
mri. (Optionally, if you have time you can do both).

13. Use fminsearch6555, a modification of Matlab’s implementation of the downhill sim-
plex optimization method, to search for an extremum of the objective function of your choice
applied to the registration of the mri and ct (or pet) images using rigid-body transforma-
tions. Set mri to be the fixed image.

You will need to write a wrapper function around the objective function in order to use
it with the optimization code. Try different starting points to explore the capture range.
fminsearch6555 has an extra parameter that lets you control how the simplex is initialized.
Use the following form:

opt = optimset(’Display’,’iter’);

T = fminsearch6555(@wrapperFunction,initial_T,initial_delta_T,opt)

where inital T is the starting transformation and initial delta T is the small offset used
to create the initial simplex. Try initial delta T = [5 5 pi/16] which indicates a starting
simplex at initial T with a spreed of 5 pixels in ∆x, 5 pixels in ∆y and π/16 radians in Θ.
Matlab’s fminsearch is equivlant to using initial delta T = 1.05*initial T.

Question 13 Describe your observations on the behavior of the optimization algorithm.
Report on your choice of objective function, the final parameter values, and the number
of iterations and function evaluations used. What was the most extreme starting position
from which the images could be correctly aligned? You may find it useful to add print/plot
statements or other diagnostics to your wrapper code to help in interpreting and presenting
the behavior of the algorithm.

Question 14 How do your transformation estimates from the probing experiments compare
to the result obtained by the automatic search?

14. (OPTIONAL) Implement a coarse-to-fine approach that uses this automated search
method. Register ct (or pet) with mri using this approach.

8
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Question 15 (OPTIONAL) How well did your automatic coarse-to-fine work? Provide a
plot of the resulting alignment/registration. Supply your code for automatic coarse-to-fine in
the appendix of your lab report.

4 Overall Feedback

Question 16 What did you find most challenging about this lab exercise?

Question 17 What is the most important thing that you learned from this lab exercise?
(Suggested length: one sentence)

Question 18 What did you like/dislike the most about this lab exercise? Suggested length:
one sentence)

In the appendix of your report, please be sure to include the Matlab code for
the functions sse and sav, as well as the code for the blurring operation.

9

Cite as: William (Sandy) Wells. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing,
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on
[DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

961
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



MIT OpenCourseWare 
http://ocw.mit.edu
 
 
 
HST.582J / 6.555J / 16.456J Biomedical Signal and Image Processing
Spring 2007
 
 
 
For information about citing these materials or our Terms of Use, visit: http://ocw.mit.edu/terms.  
 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

962
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN

http://ocw.mit.edu
http://ocw.mit.edu/terms
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HST.582J: Biomedical Signal and Image Processing, Spring 2007 
Course Director: Dr. Julie Greenberg

HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007 

Laboratory Project 5 
Blind Source Separation: 

Fetal & Maternal ECG 

DUE: 5/17/07 

1 Introduction  

Many health-related problems that occur during a human’s lifespan (particularly in 
the first few months of life) can be reduced if related signs and symptoms are noticed 
during pregnancy. Since heart rate is one of the most important physiological indicators 
of health, accurately determining a fetus’ heart rate is an important task. One important 
low-cost non-invasive method for deriving the HR is by recording and processing the 
electrocardiogram (ECG). If ECG sensors are placed on the mother’s abdomen (usually 
in a kite configuration - see Fig. 1), then it is possible to record multiple differential 
signals between each pair of electrodes. In this example there are three possible leads1 

between each of the positions labeled 2, 3 and 4. An example of a fetal ECG (fECG) is 
given in figure 2 (left). Note the lower amplitude and simplified nature of the signal in 
comparison to the maternal ECG (mECG) in Fig. 2 (right). 

ECGs are sensitive to surrounding contaminants such as measurement noise, electrode 
movement (due to shifts in the mother and fetus) and the mother’s ECG itself. Fig. 
3(i) illustrates a typical signal recorded from the configuration in figure 1. This is 
combination of the maternal ECG [Fig. 3(ii)], observation noise [Fig. 3(iii)], and fetal 
ECG [Fig. 3(iv)]. Note that, apart from the morphology differences, the fECG has a 
smaller amplitude (about one-third the height of the maternal QRS complex), which is 
nearly lost in the background noise. Furthermore, the fetus has a much higher heart 
rate than the mother. However, the spectral content of the mECG and fECG are similar. 
This makes filtering in the frequency domain extremely difficult. 

Conventional methods for separating the mECG from the fECG involve a combination of 
bandpass filtering, maternal template matching, and signal subtraction. Unfortunately 
this leads to severe distortion of the fetal ECG and only the derived heart rate is useful. 
In this lab we will attempt to use Wiener filtering, Single Value Decomposition (SVD), 
and Independent Component Analysis (ICA) to separate the fECG from the noisy mixed 
signal. 

1The term lead refers to the signal that constitutes the fluctuations in the potential difference between 
two electrodes. Confusingly, the wire attached to each electrode is sometimes referred to as a lead, but 
this is not what is meant in a clinical sense. 
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Figure 1: Standard electrode positions on the mother’s abdomen for measuring three 
channels of fetal ECG (three over the fetus plus one common electrode just above the 
pubic bone and one ground electrode on the mother’s lower back). Each observed ECG 
is a record of the mV fluctuations on the surface of the mother’s abdomen between 
each pair of electrode positions (2, 3,and 4). Images c©B. Campbell, reproduced with 
permission. 

Figure 2: Typical fetal ECG trace (left) recorded at 26 weeks gestation and a typical 
maternal ECG (right). Note that the fECG morphology often changes significantly from 
the above trace after about 30 weeks. Adapted from Oostendorp et al [1] and [2]. 

2 
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Figure 3: From top: (i) Mixture of maternal and fetal ECG, (ii) maternal ECG only 
(iii) noise (iv) fetal ECG. The window is 5 seconds long for this trace and therefore the 
maternal heart rate is 72bpm and the fetal heart rate is 156bpm. Adapted from [2]. 
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2 Laboratory exercises 

In this laboratory, you will attempt to separate the components of a fetal ECG recording: 
the maternal waveform (like that in Fig. 3(ii)), observation noise (Fig. 3(iii)) and the 
fetal ECG itself (Fig. 3(i)). You will investigate three methods of signal separation: 
Wiener Filtering, Principal Component Analysis (using Singular Value Decomposition), 
and Independent Component Analysis. 

The first two methods (Wiener Filtering and Principal Component Analysis) only use 
second order statistics. In contrast, Independent Component Analysis uses higher order 
statistics to perform signal/noise separation. In this lab you will see how the statistical 
distributions of the signals to be separated impacts the effectiveness of the three signal 
separation techniques. 

In practical applications, a major obstacle to assessing how well signal separation tech
niques perform is our lack of knowledge regarding the true underlying signals. To over
come this problem we will use artificial ECG and noise signals so that we completely 
know our (uncontaminated) source signals and can therefore estimate how well our 
three techniques perform in separating out the source signals. 

2.1 Preliminary Instructions and Observations 

After logging on to your Athena workstation, type the following at a command prompt: 

add matlab

add 6.555

cd [my working directory]

matlab &


At the Matlab prompt type the following: 

addpath /mit/6.555/data/bss/

addpath /mit/6.555/matlab/bss/


Begin by examining the maternal and fetal ECG signals as well as an example of mea
surement noise. The data is stored in mecg1.dat, fecg1.dat, and  noise1.dat and can 
be read into Matlab using the load command. (Don’t forget to include the .dat exten
sion in the filename.) Each file consists of a vector of the components of a ‘recorded’ 
ECG signal (in mVs), sampled at a rate of 256 Hz. 

Add the three signals to create a new signal that simulates what we might actually 
observe in a clinical environment. 

4 

* Note for OCW users: Athena is MIT's UNIX-based academic computing facility. The necessary
Athena-based files and directories referenced herein have been provided in the supporting ZIP archives.
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Question 1 Include in your lab report separate time domain plots of the maternal, fetal, 
and noise signals, as well as the simulated ’observation’. What is the heart rate of the ma
ternal and fetal ECGs? Identify, by inserting arrows on your plot, the fetal QRS complexes 
in the simulated observation. 

Question 2 Calculate and plot the power spectrum of the maternal, fetal, and noise sig
nals. (Use the Matlab function pwelch.) How do the fetal and maternal ECGs compare in 
the frequency domain? Describe the similarities and differences in one or two sentences. 

Question 3 Calculate the first two moments (mean and variance) of the maternal, fetal, 
and noise signals. How do they compare? What does the variance tell you about the 
signals’ power spectra? 

Question 4 Use the Matlab function hist to plot an estimate of the PDF of each source 
signal and include these plots in your lab writeup. Calculate the 4th moment of the signal 
distributions, κ, using the Matlab function kurtosis and record these quantities. What 
does the value of κ tell you about the Gaussianity2 of each signal? Relate this to your 
estimates of the PDFs (histograms). (Suggested length: 2 or 3 sentences). 

2.2 Wiener filtering of the Maternal ECG 

Recall (from Chapter 12 of the lecture notes) that for the application of filtering out 
additive noise, the optimal (non-causal) Wiener filter is given by 

H(f) =  
Sy(f) 

(1) 
Sy(f) + Sd(f) 

where Sy(f) is the power spectrum of the desired signal, y[n], and  Sd(f) is the power 
spectrum of the noise component, d[n]. 

Your task is to build a Wiener filter for this data and to apply it to the noisy observation 
you constructed in question 1. Copy the function template wienerFilter.m to your 
working directory, edit it to make it work correctly, and run it on the noisy observations. 
The function requires two inputs, a segment of the desired signal we wish to recover 
and the noisy observation. Note that for our application the fetal ECG is the desired 
signal and the additive ’noise’ is the sum of the maternal and noise components; we are 
treating the maternal ECG as a noise component in this application! 

Question 5 Look at the filtered signal in both the time and frequency domain and include 
relevant plots in your report. Compare the desired fetal ECG signal to the filtered output. 
How well did your Wiener filter perform? (Suggested length: 1 or 2 sentences). 

2Note that MATLAB uses the convention that a Gaussian signal has a kurtosis of 3 (rather than zero). 
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Note: Be sure to save the output of your Wiener filter, as you will need to compare 
it with the results from other techniques later in this lab. 

We have already seen that the underlying source signals are all zero mean with unit 
variance. However, differences in distribution of signal energy as a function of fre
quency allow us to separate the fetal ECG out (to some extent), provided that we know 
the approximate form of the power spectra and provided that they are different. An
other method of filtering/separating signals that does not use any prior knowledge of 
the spectral components of the signals is Singular Value Decomposition (SVD), which 
we explore next. 

2.3 Signal separation using SVD 

SVD is a powerful, yet standard, second order technique for filtering data based upon 
the projection of the data onto orthogonal axes corresponding to vectors of maximal 
variance. Although this means we are projecting data onto a set of orthogonal axes 
which correspond to the variance (and hence power) in a particular direction in the 
data, each projection (or component) does not correspond to a discrete power band in 
the frequency domain. In fact, the components of the eigenspectrum formed from an 
SVD are not completely set before hand, (as is the case for an FFT-based analysis where 
each component corresponds to a particular frequency interval) but are learned from 
the data. In general, each component will overlap in the frequency domain to some 
extent. We will now explore SVD using a similar data set to that which we have just 
analyzed. 

Load and plot a new set of ECG data using the following Matlab commands: 

load X.dat

plot3ch(X)


This time you are not given the individual signal sources (mECG, fECG and noise), but 
rather three channels of (observed) ECG, all of which have a component of fetal ECG, 
maternal ECG and observation noise. The data in X is three channels of a 10-second 
ECG segment sampled at 256 Hz. 

The function plot3ch produces two figures. The first plots the three ECG channels in the 
time domain. The second is a scatter plot of the three ECG channels. The scatter plot 
demonstrates how the data varies in one channel (as a function of the other channels). 
Note that most of the data is located near the origin (which is the mean for a zero-mean 
data set). Data points outside of the central cluster are mostly associated with the QRS 
peaks. 

Now we will attempt to separate the maternal and fetal ECG using SVD. Recall Eq. 4 
in chapter 15, (Y = USVT ), where Y (a real M × N matrix) can be decomposed 
into three other matrices, U,  

6 
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values whose elements are arranged in descending order of magnitude and represent

the eigenvalues of C = Y ∗ YT, that is, 


S =[  s1  0  0 

0  s2  0 

0  0 s3 

0  0 0 

... ... ...

0  0 0 ] 


for N=3. 

A plot of these diagonal elements is known as an eigenspectrum. The  columns  of  V are

the eigenvectors of C = Y ∗ YT (with the lengths of the eigenvectors normalized to

unity) and the matrix U is the matrix of projections of Y onto the eigenvectors of C.

Perform SVD on the matrix of observations (X) using the Matlab function  svd to create

the matrices, U, S and V.


Plot the eigenvectors onto the observations X using the function plot3dv. Please  note 

the following important points:


•	 The function plot3dv takes as input a column of the matrix V and the correspond
ing eigenvalue to scale the eigenvector. It may be called multiple times, once for 
each eigenvector. 

•	 Before calling plot3dv, make sure your current (active) Matlab figure is the scatter 
plot produced earlier. This will ensure that the eigenvectors are superimposed on 
the scatter plot. 

•	 No text response is necessary at this point, but please be sure to save the matrix 
V and this Matlab figure for later comparisons. In order to manipulate the 
three-dimensional figure later, you must save it in Matlab’s .fig format. You can 
do this from the ’file’ menu on the top left of the Matlab figure window - select 
’Save As’ and make sure that the file type is *.fig. 

Recall that the matrix U is the matrix of projections of Y onto the eigenvectors of C

[3]. The matrix U has a size of M × M but only the first N projections are meaningful

because the dimensionality of the singular value decomposition space cannot be larger

than the dimensionality of the data. All the columns after the first N columns are

multiplied by the zeros in the S matrix!


Question 6 : Plot the first three columns of the matrix U. For each of these projections,

identify the dominant features (maternal, fetal, noise, or mixture). Indicate which projec

tion is most representative of the fetal ECG. Also plot the eigenspectrum using stem and

include this in your lab writeup.


7 
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Note that this projection is no longer clinically meaningful. Traditional diagnosis from 
the ECG is performed by checking to see if lead specific thresholds of certain features 
are within certain bounds. By performing SVD we transform the data into another 
(non-clinical) ‘space’ in which lead specific thresholds have changed (depending on 
the structure of the data itself). Therefore if we wish to preserve the clinical informa
tion, we must invert the SVD transformation to project the ECG back into the original 
observation space. We can simultaneously extract the fetal ECG by modifying the S 
matrix before inverting the SVD transformation. Keep the eigenvalue corresponding to 
the output channel most representative of fetal ECG and set all other eigenvalues to 0. 
(The matrix is now singular and noninvertible, so we have a lossy transformation). Use 
the original U and V matrices along with the modified S to reconstruct the channels of 
fetal ECG. 

Question 7 Plot the three channels of your reconstructed fetal ECG signal. Describe the 
effects of the SVD reconstruction. Was it successful in extracting the fetal ECG? 

Note:  Be sure to  save the  output  of  your  SVD  reconstruction,  as  you  will  need  to  
compare it with the results from other techniques later in this lab. 

2.4 Separating sources using ICA 

In this section we will use a higher-order technique; Independent Component Analy
sis (ICA) [4] to perform the maternal-fetal-noise signal separation. Recall the mixing 
paradigm observation = mixing matrix × underlying sources, or  

XT = AZT . (2) 

Note that for dimensional consistency we have transposed the three channels of ob
servations X, (originally M data points/rows by N channels/columns) and the three 
source column vectors Z (originally also M × N). 

The de-mixed estimate of the sources Z is therefore 

ẐT = WXT . (3) 

where W is the de-mixing matrix and W−1 is the estimate of the mixing matrix A. 

Perform ICA on the matrix of observations (XT) using the Matlab function  ica to create 
the matrices W and Ẑ. Save these matrices as they will be used in later computations. 

Compute W−1, the estimate of the mixing matrix A. Please  be sure to save the matrix 
W−1 for later comparison. 

Make a scatter plot of the data (using plot3ch) and the three independent components 
along which the sources are projected (using plot3dv). (Note that plot3dv will take as 

8 
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input a column of the matrix W−1 and can be called multiple times. No text response 
is necessary at this point, but please be sure to save this Matlab figure for later 
comparisons. In order to manipulate the three-dimensional figure later, you must save 
it in Matlab’s .fig format. You can do this from the ’file’ menu on the top left of the 
Matlab figure window - select ’Save As’ and make sure that the file type is *.fig. 

Question 8 Plot the three columns of the matrix Ẑ (equivalently, the three rows of ẐT). 
For each of the projections identify the dominant features (maternal, fetal, noise, or mix
ture). Indicate which projection is most representative of the fetal ECG. 

We can extract the fetal ECG by modifying the W−1 matrix. Keep the column of W−1 

most representative of the fetal ECG and set the columns corresponding to the maternal 
and noise projections to 0. Use the Ẑ matrix along with the modified W−1 matrix to 
reconstruct the three channels of fetal ECG. 

Question 9 Plot and describe the effects of the ICA reconstruction. Was this successful in 
extracting the fetal ECG? 

Note: Be sure to save the output of your ICA reconstruction, as you will need to 
compare it with the results from other techniques later in this lab. 

2.5 Comparisons 

Question 10 Load the scatter plots created in Sections 2.3 and 2.4 showing the observa
tions X plotted along two different sets of axes. Rotate and compare the two figures. Now 
quantitatively compare the two sets of axes. Use the Matlab function dot to do pairwise 
comparisons of the angles of the vectors represented by the columns of V. Do the  same  with  
the columns of W−1. Note that when you are done you will have three scalar values for 
each axis. What is the major (single) difference between PCA and ICA as evidenced by these 
angles? Also calculate the lengths of each of axis using the Matlab function norm. How do  
the lengths compare? 
Hint: Don’t try to interpret subtle differences between the numerical values of the dot 
products and vector lengths; focus on general differences. 

One essential question we must ask is how well did the signal/noise separation work? 
The only exact way to assess performance is if we know what exactly is the signal 
and what exactly is the noise. Since we are using simulated data, we have perfect 
knowledge of the desired signal (fECG) and the noise (mECG+noise). For the data 
matrix X that you have been working with, the desired fECG is given in fecg2.dat, 
which is a scaled version of fecg1. 

9 
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Question 11 Compare the results of Wiener filtering, SVD, and ICA (from questions 5, 7, 
& 9) with a plot of the ideal fetal ECG (fecg2). Please describe qualitatively the relative 
effectiveness of each filtering technique. Which one did the best? Which one did the worst? 
Note that there are three channels of filtered fetal ECG for the SVD and ICA outputs in 
comparison to the single channel in the Wiener filter. 

Question 12 Now quantitatively evaluate the effectiveness of each filtering technique by 
using the correlation coefficient to compare the ideal output (fecg2) with the actual output 
from each technique. For PCA and ICA, you can choose one channel from each output. Use 
the Matlab function corrcoef. Please include these results in your lab writeup. Which 
method produced the cleanest fetal ECG signal, and which method performed the worst? 

Question 13 Compare and contrast the three filtering techniques explored in this lab. 
Describe the advantages and limitations of each technique. (Suggested length: one para
graph). 

Question 14 What is the most important thing that you learned from this lab exercise? 

Question 15 What did you like/dislike the most about this lab exercise? 
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HST-582J/6.555J/16.456J — Biomedical Signal and Image Processing

Guidelines for Laboratory Reports

Content
Your lab report will consist of answers to the questions in the original lab handout, accom-
panied by plots, block diagrams, and flowcharts as appropriate. It should also include a title,
your name, your partner’s name, and your lab group name.

When describing signal processing operations, include both the motivation for the signal
processing that you performed and the implementation used to accomplish that processing.
When describing results of signal processing, refer to relevant figures and then briefly discuss
what you identify as their most important features.

It’s not always possible to get things working perfectly. If this should happen to you,
summarize what worked, what didn’t work, and what you might have tried if given more
time.

Figures
All figures should have titles, and the axes should be labeled in real-world units whenever
possible. For example, units of time should be given in msec, not samples; frequency in Hz,
not FFT index k.

Matlab commands
The text of your report should not include Matlab commands, which are not an adequate
substitute for a concise verbal description of the signal processing operations that you have
performed. Only Matlab functions that are specifically requested in the lab handout should
be included in your report. Please do not turn in all of your Matlab code.

Presentation
Typed and handwritten reports are both acceptable. In either case, they must be neat and
legible. All figures should be numbered and referred to by number in the text. Figures may
be imbedded in the text or numbered by hand and appended to the end of the report.

Working with partners
You are encouraged to share data, figures, and Matlab functions with your lab partner.
If you and your partner have divided the tasks and worked on some sections individually,
indicate who is responsible for each portion of the work.

Each student is required to turn in a lab report written independently. Answer the questions
asked in the lab handout on your own, giving your own interpretation of the results and
using your own words.

Grading
In addition to accuracy of the technical content, lab reports will be graded on completeness,
clarity, and conciseness.
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HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007 

Tutorial Notes 

1 Athena and 6.555 

Athena is MIT’s UNIX-based campus-wide academic computing facility. In this tutorial will quickly discuss 
aspects of the Athena environment that are relevant to this course. For more information about Athena visit 
http://web.mit.edu/olh/. 

1.1 6.555 data and directories 

All the data, code, and working directories you will need to access for the labs are located in the 6.555 course 
locker.

athena% add 6.555 

This will create a directory at /mit/6.555/ which is a symbolic link to the course locker. 

athena% cd /mit/6.555/ 
athena% pwd 
/afs/athena.mit.edu/course/6/6.555 

In most labs we will specify paths to files using this link. The data and Matlab code you will use for each 
lab is located in the appropriate subdirectory.  

Each pair of lab partners will form a group and be assigned a working directory in /mit/6.555/groups/. Your 
working directory is a nice place to keep your code and other course related documents if you don’t want to 
use up space on your Athena home directory. Group/lab partners will be setup during the first real lab. 

1.2 Copying files to your personal computer 

It is recommended that you use the Athena machines during lab. All labs were designed and tested for the 
Athena environment and current Matlab version on Athena. However, you are free to use your personal 
computer or laptop if you have your own copy of Matlab and are more comfortable with it. 

You can copy files from the athena course locker to your personal computer using secure FTP. 

1AFS is a distributed networked filesystem. For more information about AFS visit http://itinfo.mit.edu/article.php?id=6845 

1
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Note that when using secure FTP you should use the full path to the course locker rather than /mit/6.555. 
ftp.dialup.mit.edu redirects you to a new machine that may not have /mit/6.555 linked. 

2 Matlab 

Matlab is short for MATrix LABoratory. The Mathworks website states: Matlab is a high-level language 
and interactive environment that enables you to perform computationally intensive tasks faster than with 
traditional programming languages such as C, C++, and Fortran [sic]. It is a great tool that eliminates 
some of the not-so-fun parts of programming such as worrying about memory management. However, as we 
will see, while it is very efficient with vectors/matrices it is not so great with loops. 

2.1 Starting Matlab 

You can add Matlab to your path on Athena by typing 

athena% add matlab 

and then run it with the full desktop interface with 

athena% matlab -desktop 

Once it starts up you will get a simple prompt >> 

2.2 Matrix, vector, and signal generation and manipulation 

Let’s start of with the basics. We will start by creating a constant 

>> c = 1.23 
c = 

1.2300 

Matlab will print out the result of a command if you do not put a semi-colon (;) at the end as shown above. 
You can see what variables you have in your environment at any point in time by using the whos function. 

>> whos 
Name Size Bytes Class Attributes 

c 1x1 8 double 

Note that right now we only have 1 variable which is a 1x1 matrix of class double. By default everything is 
double. For information on converting to other datatypes you can type help datatypes. You can remove 
a variable using the clear function. 
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For help on a particular function type help function name. You can also type helpdesk to bring up 
HTML documentation. If there is HTML documentation for a function doc function name will also bring 
it up. 

Next we will create some vectors: 

>> v1 = [1 2 3 4]; 
>> v2 = [1;2;3;4]; 
>> v3 = [1 2 3 4]’; 
>> v4 = 1:4; 

Use whos or the size function to find out the size of each of these vectors. Type each variable name without 
a semi-colon to print them out. Note that ’ is the transpose operation, and a ; within brackets indicates a 
new row. The : operator allows you to quickly make vectors of a particular range. You can even specify an 
increment as well. For example, try: 

>> n = -4:4 
>> n = -4:2:4 
>> n = 0:.4:2 

Some functions you may find useful when operating on double vectors are: 

>> round(n) 
>> ceil(n) 
>> floor(n) 

Making a matrix is just as easy. Try: 

>> m1 = [1 2 3 4; 5 6 7 8] 
>> m2 = m1’ 
>> m3 = ones(3,3) 

The ones function creates a matrix of 1s of a certain size. Similarly zeros can be used to create matrix of 
zeros. 

Ok, let’s start making some more interesting variables. Say that we have a discrete-time signal,x[n] = 
sin(2π0.02n),that we want to view over the interval 0 ≤ n ≤ 1023 samples. First create the n-values: 

>> n=[0:1023]; 

Use this vector together with the pre-defined Matlab constant π to generate a Matlab vector x, equal to x[n] 
over the desired range: 

>> x=sin(2*pi*0.02*n); 

In a similar manner, create y to represent y[n] = cos(2πfyn) for some arbitrary choice of 0.02 ≤ fy ≤ 0.15, 
and over the same range of n (you can use the same n from before). Preferably, choose fy so that it is 
different from fx = 0.02 (for example, fy = 9

1 ). 

3 

Cite as: Michael Siracusa. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, 
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology.
Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

978
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



You can look at certain elements of a vector or matrix. Just index the matrix with the elements you want. For 
example, x(1:2:10) shows the 1,3,5,7, and 9th values of x. Now create a matrix, such as A=randn(10,10); 
which is a 10x10 matrix of Gaussian distributed random variables. A(2,3) shows the item in the second row 
third column, and A(:,1) shows the entire first column (The : indicates all indices). Another useful note is 
that x(1:2:end) takes every other element until the end of the vector. 

The find function is useful for indexing elements in a vector that meet a certain condition. For example, 
indx = find(x > 0); will return a vector indx which contains all the indices of x where x is greater than 
zero. If you want to half-wave rectify a signal you can type: 

>> xp = x; 
>> xp(find(x<0)) = 0; 

Note that find actually returns the indices of the nonzero values of a vector. m = (x < 0) makes m a 
logical vector the length of x with only ones and zeros (true or false). It has ones where the condition is true 
and zero otherwise. 

Now create the vectors s and t to represent s[n] = x[n] + y[n] and t[n] = x[n]y[n] Note that the latter 
requires the use of Matlab’s point-wise multiply .* which multiplies two identically-sized matrices or vectors 
element-by-element: 

>> t = x.*y; 

Just for fun, try to perform the operation x*y. This operation, which performs the matrix multiplication, 
is undefined, since both x and y are row vectors. If either of them were transposed into a column vector 
it would be a valid matrix multiplication: x*y’ is the vector inner-product and x’*y is the vector outer 
product. 

This is a good time to show the speed difference between using Matlab’s built-in operations and doing things 
brute force with loops. Make two long random vectors of the same size: 

>> v1 = randn(1,1e6); 
>> v2 = randn(1,1e6); 

Now compare the times returned by: 

>> tic; v3 = v1 + v2; toc 
and 
>> tic; for k=1:length(v1) v3(k) = v1(k) + v2(k); end; toc 

Note that tic starts a timer, toc prints the time since tic. The reason for this time difference is that when 
you index a vector or matrix Matlab does bounds checking to make sure you don’t address bad memory. 
This is performed in every iteration of the loop above. The built-in functions do bounds checking only once 
before they start. 

2.3 Loading and saving data 

You can use the save and load functions to save out and load in variables (or entire workspaces). For 
example, the following saves out x, clears it from matlab, and then reads it back in: 
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>> whos x 
Name Size Bytes Class 
x 1x1024 8192 double array 

Grand total is 1024 elements using 8192 bytes

>> save(’mydata.mat’,’x’);

>> clear x;

>> whos x

>> load(’mydata.mat’);

>> whos x

Name Size Bytes Class 
x 1x1024 8192 double array 

Grand total is 1024 elements using 8192 bytes 

2.4 Plotting 

Consider plotting the vectors x, y, s and t. This can be accomplished using the plot function: 

>> plot(x); 

The plot function will open a new figure window if there is none already open. Check out the figure function 
to see how to bring up new ones or make old figures active. To plot these ‘signals’ along their axis, we need 
to include the time vector n in the argument: 

>> plot(n,x); 

A string vector may also be included to specify line color or type. For example, ’y’ = yellow, ’r’ = red, ’-’ 
= solid, and ’:’ = dotted. For a complete list, type help plot or doc linespec. 

An alternative plot function that is useful for plotting DT signals is stem. Try stem(x(1:100)). 

2.4.1 Axis scaling 

When you plot a vector, sometimes ‘too much’ is shown for useful viewing. In this case, axis can be used 
to re-scale the figure axis so that you can zoom in on a certain portion of the plot. The basic format is: 
axis([xmin xmax ymin ymax]). For example, plot x and focus in on 120 ≤ n ≤ 185: 

>> pot(n,x,’r’); 
>> axis([120 185 -1.1 1.1]); 

Also zoom (the function or toolbar button) lets you draw a rectangle around a region to be zeroed in on 
without specify particular parameters. 

2.4.2 Plotting multiple vectors 

Multiple vectors may be plotted in the same figure in two ways. The first method involves ‘holding’ the 
current plot using hold on. When you are finished, hold off is required to ‘release’ the plot: 

5 

Cite as: Michael Siracusa. Course materials for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, 
Spring 2007. MIT OpenCourseWare (http://ocw.mit.edu), Massachusetts Institute of Technology.
Downloaded on [DD Month YYYY].www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

980
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



>> plot(n,x,’g’); 
>> hold on; 
>> plot(n,y,’r’); 
>> hold off; 

The second method uses a single plot command: 

>> plot(n,x,’g’,n,y,’r’); 

Plot all four vectors and zoom in to 120 ≤ n ≤ 185: 

>> h = plot(n,x,’g’,n,y,’r’,n,s,’b’,n,t,’c’); 
>> axis([120 185 -2 2]); 

Use this plot for the next set of steps 

2.4.3 Labeling plots 

Now, the plots must be made pretty. To do this, we first label the plot axes and give the plot a title using 
the functions xlabel, ylabel and title. For example, 

>> xlabel(’Time (samples)’);

>> ylabel(’Signal Value’);

>> title(’Plot of x[n],y[n],s[n],and t[n]’);


Remember to surround the string inputs with single quotation marks! Another source of ‘messiness’ in plots 
of multiple vectors is that it is confusing to distinguish between the various plots. The legend command 
helps with this. For example, 

>> legend(h,’x[n]’,’y[n]’,’s[n]’,’t[n]’); 

where h is the handle of the figure you are adding the legend to. If you don’t include h it will just add the 
legend to the current figure (see gcf). 

2.4.4 Subplots 

Another way of plotting multiple vectors on the same page is to use the subplot function. It breaks the 
figure window into a matrix specified by the user and allows a different plot in each of the smaller windows. 
Try: 

>> subplot(2,2,1); plot(n,x); 
>> subplot(2,2,2); plot(n,y); 
>> subplot(2,2,3); plot(n,s); 
>> subplot(2,2,4); plot(n,t); 
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The arguments to subplot are the number of rows, number of columns, and the index for the windows 
counting left to right, top to bottom. If you wish to work on a particular subplot, simply specify the window 
you want with subplot(2,2,index) and then use axis, title, etc.. as you would regularly. Try zooming in 
on a single period of signal s and adding a tittle and labels for both axes. 

2.4.5 Outputting plots 

If you want to output your plot to a printer use: 

>> print -Pprinter_name 

The printer in 14-0637 is named neos. You can also output to a postscript file using. 

>> print -dps filename 

See help print for more details. The print command is nice when you are writing a script or function that 
needs to save a figure for your report (we will talk about scripts and functions in a bit). However, if you 
just want to save or print the current figure it is sometimes more intuitive to just use the GUI. In the figure 
window you can just use File Print to print and File Save As to save the figure in various formats. → →

2.5 Frequency analysis 

Matlab provides several tools that can be used to analyze the behavior of signal vectors. One of the most 
convenient is the fft command, which performs the Fast Fourier Transform on a given signal. Use it to 
analyze the signals we made before: 

>> X = fft(x); Y = fft(y); S = fft(s); T = fft(t); 

Given that the vectors contain l=length(n) elements, fft computes the l-point FFT. As was quickly discussed 
in the last lecture, the l-point FFT computes the Fourier transform at l equally-spaced radian frequencies 
between 0 and 2π. For example in this example l = 1024, and we can generate a vector of the radian 
frequencies ω = 2πf : 

>> omega = n*(2*pi/length(n)); 

This can be converted into Hz by dividing by 2π (Fs = 1): 

>> f = omega/(2*pi); 

Use f to plot and observe the magnitude of the FFTs X,Y,S, and T. Use abs(X) to get the magnitude. 
Zoom in on the peaks (those below f=0.5) of the various FFTs. As expected, X has a peak at f=0.02, which 
is the frequency of the sinusoid x[n]. Similarly,Y should have a peak at the fy chosen. S should have peaks 
at both 0.02 and fy. Finally, T should have peaks at fy + 0.02 and fy − 0.02. (why is this?) 
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2.6 Digital filtering 

Matlab also has many functions for designing and simulating digital filters. Let us design a filter to separate 
x[n] out of s[n] = x[n] + y[n]. 

2.6.1 Filter design 

This signal s[n] has two freqeuency components one at fx = 0.02 and one at your chosen fy. Since fx < fy, 
let us design a low-pass filter that preserves fx and cancels fy . We can use the function fir1 to design a 
low-pass filter with a cutoff of 0.02+fy .2 

>> h = fir1(N,2*cutoff) 

where N is the order of the filter and cutoff is the cutoff frequency. Note, the factor of 2 applied to the cutoff 
arises due to the way in which Matlab specifies digital frequencies. Specifically, Matlab uses frequencies in 
terms of radian frequency divided by π (rather than divided by 2π). Therefore, it is necessary to multiply 
the cutoff frequency by 2. Pick and N > 50 for a high order filter with a sharp cutoff. 

2.6.2 Filter behavior 

The standard tool for viewing filter frequency responses is freqz. To get the transfer function of an FIR 
filter, h, use: 

>> H = freqz(h,1,2*pi*f); 

In freqz, the first argument is the set of transform function numerator coefficients h. The second argument 
is the set of transfer function denominator coefficients (1 for FIR). The third argument is a vector of radian 
frequencies at which to evaluate the transfer function. 

Plot the frequency response as with the FFT magnitude, plot(f,abs(H)) 

2.6.3 Filter simulation 

The filter can be applied to signal using the Matlab fftfilt function 

>> sf = fftfilt(h,s); 

This function filters s using the overlap-add method, which will be discussed in class. Alternatively, for this 
FIR filter you can just directly convolve s and h: 

>> sf = conv(h,s) 

In general, fftfilt is faster on long inputs, such as speech. 
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Compare sf to x. Since fy has been filtered out the signal sf should be a sinusoid with the same frequency 
as x. Note that sf will not equal x due to the inherent delay in the digital filter. Note also that conv, which 
performs the direct convolution, results in sf2 being N samples longer than the original s, where N is the 
filter order chosen. 

2.7 Functions and scripts 

So far we have been typing Matlab command directly into the Matlab command window. However, usually 
it is a better idea to create scripts or functions. A script is simply a file with a list of commands to run. 
These commands run within the scope of whatever called the script. For example if you run a script from the 
Matlab prompt it is equivalent to you typing all those commands in, one by one. This means that variables 
created within the script will be accessible after it is finished, and that the script can use variables you have 
specified prior to calling the script. Matlab scripts are saved as M-files. That is they are a text files saved 
with the extension ‘.m’, e.g. ‘myscript.m’. You can run this script by simply typing myscript if it is in 
your current path. 

When you type 

>> edit myscript 

Matlab will open ‘myscript.m’ in its editor. It will create it if it does not already exist. You can type a set 
of commands in this file, save it, and then run it from the command window. 

You can also define functions by creating an M-file, and typing 

function [out1, out2] = myfunction(in1,in2) 

on the first line. The out1,out2 are the output variable names, myfunction is the name of the file, and in1 
and in2 are the input variable names. The number of inputs and output arguments is not limited. Generally 
the name of the M-file is the same as the name of the function. Functions have their own scope. They cannot 
access any variables used by the caller unless they are passed in as arguments. All variables created within 
the function will be lost when the function exits unless they are passed as an output argument. 

Here is a simple example of a function: 

% STAT useful statistic calculator 
% [AVG,STDEV] = STAT(X) returns the average/mean and standard deviation of the 
% elements in X. X is treated as a vector. 
% 
% See also MEAN, STD 
% 
function [avg,stdev] = stat(x)


% Put x in vector form

% For example, turn an n x m matrix into a n*m length vector

x = x(:);


n = length(x);

avg = sum(x)/n;

stdev = sqrt(sum((x-avg).^2)/n);
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ALWAYS DOCUMENT/COMMENT YOUR CODE. Commenting will help you debug and think through 
your code. It will also be useful when or if you ever look back at your code weeks, months or years later. 
But, the MOST important reason to comment your code is that it will keep your TA and those who will 
grade your lab happy :). Note that you don’t have to comment every line. Code can be self documenting (i.e. 
n=length(x);). The comments you put in a function that occur before the function header will be displayed 
when you type help yourfunctionname. 

Matlab has all the basic control statements you find in other languages such as C/C++ or java. Type help 
on if,else,elseif,end,for,while, and switch to find out more. 

2.7.1 Debugging 

Use the Matlab debugger. It will save you a lot of time. You can use the dbstop function to set breakpoints 
in particular M-files. Even better, you can use the Matlab editor to set breakpoints by clicking in the left 
margin of the line you wish to break on in a script or function. If Matlab ever gets to that line it will break 
into the Matlab debug prompt. For example, setting a breakpoint at line 14 in our created stat.m file and 
running [m x, std x] = stat(x); results in: 

14 avg = sum(x)/n; 
K>> 

At this prompt you have access to all variables within the current scope (type whos to see them). You can 
step in, step up, step out, continue, move up and down or show the stack, and quit the debugger using the 
functions dbstep, dbcont,dbup,dbdown,dbstack, and dbquit. You can also use the keyboard shortcuts 
or items in the Debug menu. 

Visit http://www.mathworks.com/support/tech-notes/1200/1207.html#7 for more information about de
bugging or type help debug. 

2.8 Pointers to other useful functions 

There are many, many useful functions in Matlab. Almost any function you can imagine is somewhere. We 
will tell you about functions useful to each specific lab when that lab is first introduced. Some functions 
that are generally useful are: 

•	 min,max,median,var,mean: Do what you think they should do on vectors. Check help before you 
apply them to a matrix to see what dimension they operate over or how to change it. 

•	 any: returns true (logical 1) if any element of the vector passed in is nonzero. 

•	 all: returns true (logical 1) if all elements of a vector are nonzero. 

•	 cumsum: performs a cumulative sum on the columns of a matrix 

•	 reshape: allows you to change the space of a matrix 

•	 type: lets you print out the contents of a file 

•	 repmat: Replicate or tile an array. This lets you avoid lots of loops (trades memory for speed). For 
example, if you want to add a vector v to every column of a matrix m you can do mnew = m + 
repmat(v,1,size(m,2)); rather than looping through each column. 
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HST-582J/6.555J/16.456J-Biomedical Signal and Image Processing-Spring 2007 

Problem Set 1 

DUE: 2/15/07 

In this and other problem sets, you are encouraged to use Matlab (available on         in 
order to evaluate numerical expressions and display graphs of mathematical functions. You 
may also wish use symbolic mathematical software, such as Maple, which is also available 
on 

Problem1
 

If you have ever seen a Western, you must have noticed that, as the stagecoach changes 
speed, the wheel appears to reverse direction even though the coach moves forward. This 
is an example of aliasing. The sampling mechanism is the movie camera capturing images 
at a frequency of 24 frames/second. The eye acts as a lowpass filter, in the sense that 
successive images reaching the eye at a rate exceeding 10 images/second appear as if they 
are superimposed. This is called the critical fusion frequency. 

Answer the following questions assuming that the wagon wheel is 1.6 m in diameter and has 
12 spokes. 

(a) Express the true angular velocity of the wheel (in radians/second) as a function of the 
coach velocity. 

(b) At what set of coach velocities does the wheel appear to reverse direction? 

(c) Determine an expression for the apparent angular velocity of the wheel as a function of 
the coach velocity. 

(d) How many spokes does the wheel appear to have the first time it appears to reverse 
direction? The second time? Explain the difference between these two cases. 

Problem 2 

(For this problem, you may find it helpful to refer to Section 1.A.1 in the notes.) Consider 
the continuous-time periodic signal, x(t), with period T : 

x(t) =  t 0 < t < T.  

(a) Find the Fourier series representation of x(t). Express it in both sine-cosine form and 
exponential form. 

(b) What is the physical significance/function of the Fourier series coefficient corresponding 
to k = 0 (that is, A0 or X0)? 

(c) For T = 5, plot the approximation to x(t) obtained from the first 2N + 1 Four
coefficients, for the three cases corresponding to N = 1, 3, and 10. (For the sine-cosi

                ier series 
ne form, 
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the first 2N + 1 coefficients correspond to k = 0, . . . , N ; for the exponential form the first 
2N + 1 coefficients correspond to k = −N, . . . , N .) 

(d) What is the total energy in one period of x(t)? What percentage of the total energy is 
accounted for by the first 2N + 1 Fourier series coefficients as a function of N? Evaluate  this  
expression for N = 1, . . . , 10? (HINT: Use Parseval’s theorem.) 

We wish to use a conventional A/D converter to convert the continuous-time signal, x(t), to 
a quantized, discrete-time signal, x[n]. 

(e) Based on the  results  of  part  (d), what sampling rate is required to insure that less than 
2% of the total signal energy is aliased? 

(f) What alternative is available if we require that virtually no signal energy is aliased to 
lower frequencies? 

(g) How many bits must the quantizer have in order to insure that the quantization noise 
will be 60 dB below the signal power? Be sure to state your choice of Vmax. 

Problem 3 

Consider the signal x[n] shown below. x[n] = 0  for  n ≤ −2 and  n ≥ 5. 

-3 -2 -1 0 1 2 3 4 5 6 

-1 

0 

1 

2 

x[
n]

 

n 

(a) Sketch x[−n], x[n + 2],  x[n − 2], x[−n + 2],  and  x[−n − 2]. 

Consider the digital filter described by 

N 
2 

m y[n] =  
� 

a x[n − m]. 
m=− N 

2 

(b) Find h[n], the impulse response of this filter. Is it an FIR filter or an IIR filter? Is it 
stable? Is it causal? 

(c) Sketch h[n] for a  = 0.5 and N  = 4. Determine y[n] for these values using x[n] given in 
the figure above. 
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HST-582J/6.555J/16.456J-Biomedical Signal and Image Processing-Spring 2007

Problem Set 2

DUE: 2/22/07

Problem 1

(a) Let hlp[n] be the impulse response of an arbitrary lowpass filter. We form a new filter
by multiplying the original filter’s impulse response by a cosine, that is,

g[n] = hlp[n] cos(2πf0n).

Determine G(f), the frequency response of g[n], in terms of Hlp(f), the frequency response
of hlp[n].

x[n]

�

�

�

✲ hM [n] = hlp[n] cos(2πMf0n)

�

�

�

✲ yM [n]

✲ h2[n] = hlp[n] cos(2π2f0n) ✲ y2[n]

✲ h1[n] = hlp[n] cos(2πf0n) ✲ y1[n]

✲ h0[n] =
1hlp[n]2

✲ y0[n]

HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

Figure 1:

Figure 1 shows a block diagram of a filter bank, where the filters have been designed using
the technique demonstrated in part (a). Filter banks are used in many applications to
decompose a signal into components, or bands, corresponding to different frequency regions.
The processing that follows the filter bank is typically a set of operations that gets performed
on each band individually; in some applications the processed signals from all bands are then
recombined to form a single system output.
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It is often necessary to design the filter bank so that the input signal, x[n], can be exactly
reconstructed from the sum of the filter outputs,

M

y[n] =
m

∑
ym[n].

=0

The transfer function between x[n] and y[n] is the composite frequency response of the filter
bank.

Define hd[n], an ideal, zero-phase lowpass filter with cutoff frequency
1f0:2

Hd(f) =

{
1 0 < |f | < 1f02

0 1f0 <
2

|f | < 1
2

Furthermore, select the relationship between the bandwidth and the number of bands in the
filter bank so that

1
f0 = .

2M + 1

(b) Assume that hlp[n] = hd[n]. Sketch the frequency responses of the individual filters,
Hm(f) for m = 0, . . . , M .

(c) Assume that we design hlp[n] using the windowing method (hlp[n] = w[n]hd[n], where
w[n] is an arbitrary window centered at 0). Show that the input, x[n], can be exactly
reconstructed from the composite output, y[n]. Find an expression for y[n] in terms of x[n].

(d) Now consider the case where hlp[n] is an arbitrary lowpass filter. Does the resulting
filter bank still provide exact reconstruction? Describe qualitatively how passband ripple,
stopband ripple, finite transition bands, and non-linear phase affect the composite frequency
response of the filter bank.

Problem 2

In this problem we will investigate the error associated with approximating a desired impulse
response by windowing. We will show that the rectangular window minimizes the mean-
square error of the frequency response.

Let hd[n] be the impulse response of the filter with desired frequency response Hd(f). Let
h[n] be the impulse response of the FIR filter determined by windowing, that is,{

hd[n]w[n], N
h[n] =

− ≤ n ≤ N
0 otherwise

The error in the frequency response, E(f), is defined to be E(f) = Hd(f) − H(f), where
H(f) is the DTFT of h[n]. The mean-square error, ε2, is

ε2 =
∫ 1

2

− 1
df

2

|E(f)|2 .

(a) Express the mean-square error, ε2, in terms of hd[n] and h[n]. Hint: Use Parseval’s
theorem.
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(b) Using the result of part (a), show that the rectangular window minimizes ε2. What is
the minimum mean-square error?

(c) Despite the fact that the rectangular window minimizes the mean-squared error, other
types of windows are often used. Discuss the factors that may make other windows preferable
to the rectangular window in achieving particular filter specifications. In particular, consider
the mainlobes and sidelobes of the windows in the frequency domain, and discuss how that
will affect the resulting filters in terms of their transition bands, passbands, and stopbands.

Problem 3

In many applications, it is necessary to change the sampling rate of a discrete-time signal
obtained from sampling a continuous-time signal. One possible approach would be to recon-
struct the original continuous time signal and then resample at the new rate. However, for
obvious reasons, we would prefer to do the processing with only discrete-time operations.

Increasing the sample rate of a discrete-time signal by an integer factor is accomplished by
upsampling (or interpolation). Upsampling x[n] by a factor of L consists of two stages. First
a new sequence x1[n] is formed by inserting L − 1 zeros between the original samples, that
is,

n

x1 n] =

{
x[

[
], n

L
is an integer

L

0, n is not an integer.
L

Then x1[n] is filtered with an ideal lowpass filter with cutoff frequency fc =
1 to produce

2L

the upsampled signal, xu[n].

Reducing the sample rate by an integer factor is accomplished by downsampling (or dec-
imation). Downsampling y[n] by a factor of M also consists of two stages. First, y[n] is
filtered with an ideal lowpass filter with cutoff frequency fc =

1 to produce y1[n]. Then2M

a new sequence is formed by extracting every M th sample of the filtered signal, that is,
yd[n] = y1[nM ].

(a) The signal x[n] is upsampled by L as described above to produce xu[n]. Determine Xu(f)
in terms of X(f), the DTFT of x[n]. What is the function of the lowpass filter? (Consider
its effect in the time domain).

(b) The signal y[n] is downsampled by M as described above. Determine Yd(f) in terms
of Y (f). What is the function of the lowpass filter? (Consider its effect in the frequency
domain).

(c) The sampling rate can be changed by a noninteger factor by performing upsampling
followed by downsampling. The change in the sampling rate will be the ratio L . In this

M

case, the two lowpass filters can be combined into one. What is the required cutoff frequency
of the single lowpass filter in terms of L and M? Sketch the effect of upsampling followed
by downsampling in the frequency domain for L = 4 and M = 3.

(d) Is the same result obtained if the two operations are interchanged, that is, if we down-
sample first and then upsample?
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HST-582J/6.555J/16.456J-Biomedical Signal and Image Processing-Spring 2007

Problem Set 3

DUE: 3/1/07

Problem 1

Consider the continuous-time function, Λ(t), given by

1 t /T if T < t < T
Λ(t) =

{ − | | s − s s

0 otherwise

(a) Show that Λ(t) can be thought of as resulting from the convolution of a rectangular
window with itself, that is,

Λ(t) = c ΠT (t) ∗ ΠT (t),

where {
1 if − T < t < T

ΠT (t) = 0 otherwise

Specify the values of c and T in terms of Ts.

(b) Determine Λ(F ), the CTFT of Λ(t).

Now consider the continuous-time function, φ(t), given by

sin πFst
φ(t) = .

πFst

(c) Sketch φ(t) and Λ(t) on the same coordinates.

(d) Determine Φ(F ), the CTFT of φ(t), and then sketch Φ(F ) and Λ(F ) on the same
coordinates.

As we saw in Chapter 1, the sampling theorem states that any bandlimited continuous-
time signal can, in principle, be exactly reconstructed from its samples by means of the
interpolation formula,

∞
x(t) =

∑
x[n]φ(t

n=

− nTs). (1)
−∞

In many cases this formula is not practical because it requires a summation over the entire
duration of the sampled signal. Here we will consider the effect of replacing the interpolation
function φ(t) by the finite-duration function Λ(t).

(e) Consider using Λ(t) in place of φ(t) to reconstruct samples of the signal x(t) = sin(2πFt).
Sketch the original x(t), along with the reconstructed signals for the two conditions corre-
sponding to the sampling rates Ts = 1 and Ts = 1

4F

Harvard-MIT Division of Health Sciences and Technology
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. What conditions are required to
8F

obtain a reasonably good approximation using Λ(t)?

1
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(f) Discuss how the two interpolation functions differ in the frequency domain. What fre-
quency domain features make the reconstruction based on Λ(t) less accurate? (Note that
the reconstruction described by Eq. (1) can be interpreted as the time-domain convolution
of the sampled signal and the interpolation function. Also, you may find it helpful to sketch
X(F ), the CTFT of a continuous-time sine wave, x(t), and X(f), the DTFT of x[n] obtained
by sampling x(t).)

Problem 2

(a) Find a closed-form expression for X(F ), the CTFT of the amplitude-modulated signal

x(t) = (1 + m cos 2πFmt) cos 2πFct.

Hint: Show that x(t) can be written as

m
x(t) = cos 2πFct+

m
cos 2π(Fc

2
− Fm)t + cos 2π(Fc + Fm)t

2

(b) Assume that Fc, Fm, and m are unknown. You propose to measure these three param-
eters using the following method:

1. Sample x(t) at sampling frequency Fs = 5000 Hz for a duration of T = 20 ms. This
gives the finite, discrete-time signal x[n].

2. Compute the N=100 point DFT of of x[n]. This gives X[k] for k = 0, . . . , 99.

For each of the following five cases, determine whether there is sufficient information in
|X[k]| to estimate Fc, Fm, and m unambiguously. If yes, describe your method for estimating
these parameters and give numerical values for your estimates. If not, specify how you would
modify the measurement parameters T , Fs, and N in order to obtain unambiguous estimates.
Feel free to use Matlab or any other software to compute and sketch |X[k]|.

i) Fc = 1475 Hz, Fm = 200 Hz, m = 1

ii) Fc = 1475 Hz, Fm = 1200 Hz, m = 1

iii) Fc = 1475 Hz, Fm = 40 Hz, m = 1

iv) Fc = 1475 Hz, Fm = 200 Hz, m = 0.05

v) Fc = 1500 Hz, Fm = 200 Hz, m = 0.05

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 

2
www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

995
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Problem 3

In this problem we will consider two N -point FIR filters, h1[n] and h2[n], formed from the
(N + 1)-point sequence h[n] as follows:

2

h
h1[n] =

{
[n], 0 ≤ n ≤ N

2

h[N − n], N + 1
2

≤ n ≤ N − 1

and

h2[n] =

{
h[N n

2
− ], 0 ≤ n ≤ N

2

h[n − N ], N
2

+ 1
2

≤ n ≤ N − 1

(a) Sketch h1[n] and h2[n] for N = 8 and

h[n] =

{ (
1

n

2

)
, 0 ≤ n ≤ 4

0, otherwise

(b) For arbitrary values of N , express the relationship between h1[n] and h2[n] in terms of
cyclic convolution.

(c) Determine the relationship between H1[k] and H2[k], the DFTs of h1[n] and h2[n].

(d) We want to filter a finite duration signal, x[n], with h2[n] from (a). We have decided
to do this by computing the M-point DFT of h2[n], computing the M-point DFT of x[n],
multiplying the two DFTs, and computing the M-point inverse DFT of the product. Given
that x[n] is zero outside the range 0 ≤ n ≤ L−1, and L = 1000, what is the minimum value
of M that will produce the desired result? What value of M should be used with a standard
FFT algorithm that requires M = 2ν?
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HST-582J/6.555J/16.456J - Biological Signal and Image Processing - Spring 2007

Problem Set 4
Due April 12, 2007

Problem 1

Bayes’ Rule or Am I really sick?

During your visit to the doctor, a test is ordered to determine whether or not you have a
certain disease. The test result is positive with probability 0.95 if you have the disease and
0.025 if you do not. The incidence of the disease in the general population is 1 in 10,000.

a) If the test comes back positive what is the probability that you have the disease?

b) If it comes back negative what is the probability that you do not have the disease?

c) If α is the probability of a positive test result when you have the disease and 1 − α
is probability of a positive test result when you do not have the disease, what is the
smallest value of α such that a positive test indicates a 0.95 probability of having the
disease?

Problem 2

k-NN Classifiers: Generative vs. Discriminative Approaches

If we have a measurement, x, drawn from one of two class-conditional densities, p1 (x) or
p0 (x) where P1 and P0 = (1−P1) are the a priori probabilities of classes 1 and 0, respectively,
then the optimal decision rule for minimizing the probability of error can be written:

p1 (x)
if

P0
>

p0 (x)
assign to class 1, otherwise assign to class 0.

P1

Unless otherwise specified we’ll assume that P1 = P0 = 1

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

. Additionally, assume that all
2

measurements x are two dimensional (NOTE: this only affects how we measure volume).
Suppose we are given N1 labeled samples of x from class 1 and N0 (equal to N1) labeled
samples of x from class 0.
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a) A generative k-NN classifier would substitute the k-NN density estimate into the
decision rule above. The k-NN density estimate is defined as:

kg
p̂i (x) =

NiV (x, r)

where V (x, r) is the area of the circle with radius r, r is the smallest radius such that
a circle centered at x contains at least kg samples from class i. Express the decision
rule using the k-NN density estimate in it’s simplest form. What are we comparing
in order to make our decision?

b) A discriminative k-NN classifier rule, as described in the chapter from Bishop’s book,
is:

1. Find the radius of the circle centered at x such that it contains at least kd

samples (without regard to their labels).

2. Count the number of samples with label 1 versus label 0.

3. Classify the sample according to the majority.

Assuming both classifier make use of the same labeled samples and given kg, can one
determine kd such that the generative and discriminative classifiers result in the same
classification at every point x? If so, what is the relationship between kd and kg? If
not, why not?

c) Given the exact probability models, suppose we occasionally encounter samples x
such that p1 (x) /p0 (x) = P0/P1, if we always classify such samples as class 1 will we
still achieve the minimum classification error (assume we average over a very large
number of trials)?

d) Using the k-NN probability density estimates in a generative classifier, suppose we
occasionally encounter samples x such that p̂1 (x) /p̂0 (x) = P0/P1. Explain why
always classifying such samples as class 1 (or class 0) would not be the preferred
decision rule. Suggest an alternate decision rule for such samples.

Problem 3

Receiver Operating Characteristic Curve

A common tool for assessing the quality of a classifier is the receiver operating characteristic
curve or ROC curve for short. It is a plot of the probability of a “false alarm” versus the
probability of a “detection” over the range of some decision rule (e.g. a varying threshold).

Suppose we have one of two conditions which we will refer to as H0 and H1, respectively.
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Additionally, we have a related random variable X which we wish to use to determine which
condition is currently in effect. We have the following model:

1
H0 : x ∼ p0 (x) = √ 1

exp
2π

(
− x2

2

1

)
H1 : x ∼ p1 (x) =

2
√ 1

exp
2π

(
− 1

(x
2

− 1.5)2

)
+

2
√ 1

exp
2π

(
− (x + 1.5)2

2

)
which indicates that if H0 is in effect the random variable obeys a Gaussian density with
µ = 0 and σ = 1 and that if H1 is in effect the random variable obeys a density which is a
sum of Gaussians with µ = ±1.5 and σ = 1.

In class we learned that the optimal classifier takes the form:

R0 (γ) =

{
p0 (x)

x :
p

> γ
p1 (x)

}
R1 (γ) =

{
0 (x)

x : < γ
p1 (x)

}
A false alarm occurs when x falls in R1 when H0 is correct for a given value of γ. The
probabilty of a false alarm is:

Pfa (γ) = Pr {x ∈ R1 (γ) |H0}

A detection is when x falls in R1 when H1 is correct. The probabilty of a detection is:

Pd (γ) = Pr {x ∈ R1 (γ) |H1}

a) Express Pfa (γ) and Pd (γ) in terms of the CDFs P0(x) and P1(x).

b) An error occurs if we declare H0 to be in effect when H1 is in effect or if we declare
H1 to be in effect when H0 is in effect. Express the probability of making an error,
Perr (γ), in terms of Pfa (γ), Pd (γ), assuming prior class probabilities of P0, and P1.

c) Plot Pfa (γ) vs Pd (γ) over the range γ = 0.01 to 100 (sample γ with a log scale) with
false alarm on the horizontal axis and detection on the vertical axis. This plot is the
ROC curve.

d) This part is strictly optional Try creating random decision rules (e.g. choose
random boundary points for R0 and R1) and then computing Pfa and Pd. Plot these
points on the ROC curve from the previous part. Depending on how many you try
(this can be automated easily with matlab) you may notice a property of the ROC
curve with respect to these points.
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HST-582J/6.555J/16.456J - Biological Signal and Image Processing - Spring 2007

Problem Set 5
Due April 26, 2007

Problem 1

Decision Boundaries: Two-dimensional Gaussian Case

The optimal Bayesian decision rule can be written:

; )

φ ) =

{
1 p1(x

(x
> P0

p0(x) P1

0 ; otherwise

It is sometimes useful to express the decision in the log domain, or equivalently{
1 ; ln (p

φ (x) = 1 (x)) − ln (p0 (x)) > ln
(

P0

P1

0 ; otherwise

)
The decision boundary is defined as the locus of points, x, where the ratios are equal,
that is

0
ln (p1 (x)) − ln (p0 x)) = ln

(
P

(
P1

)
If x = [x1, x2] is a two-dimensional Gaussian variable, its PDF is written:

1
pi (x) =

1
exp

2π |Σi|1/2

(
− (x − mi)

T Σ−1
i (x − mi)

2

)
where mi, Σi are the class-conditional means and covariances, respectively. Plugging this
into the log form of the decision boundary above yields:

1− 1
(x

2
− m1)

T Σ−1
1 (x − m1) +

1
(x

2
− m0)

T Σ−1
0 (x − m0) +

Σ
ln

2

(
| 0| P

=
|Σ1|

)
ln

(
0

P1

)
Suggestion: You may want to do part (d) of this problem first as a way of
checking your answers to the first three parts although it is not necessary to do
so.

a) Suppose
1

P1 = P0 =
x

x = 1 m =
2 x 1 =

−1 1
m0

0 1 0[
1 9

[ ] [ ] [ ]
Σ1 = Σ0 = 10

9

10

Σ
1

10

]
−1
1 = Σ−1

0 =

[
0 90

19
−
19

−90 100
19

19
Σ

19

]
| 1| = |Σ0| =

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
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100

express the decision boundary in the form x2 = f (x1).

1
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b) If we keep all values from part (a), but set

P0 1
= exp

P1

(
−

2

)
how does the decision boundary change in terms of its relationship to m1 and m0?
Express the decision boundary in the form x2 = f (x1) using the new value of the
ratio of P0 to P1 and the means and covariances from part (a).

c) Suppose now that
1 r

Σ1 = Σ0 =

[
r 1

]
where |r| < 1 (which is simply a constraint to ensure Σi is a valid covariance matrix)
keeping all other relevant terms from part (a). How does this change the decision
boundary as compared to the result of part (a)?

d) Now let
9

Σ =

[
1 −

0
10

−9

10

Σ
1

10

]
−1
0 =

[
0 90

19 19
90 100
19

19
Σ

19

]
| 0| =

100

setting all other parameters, except P1 and P0, the same as in part (a). Use matlab
contour function to plot the decision boundary as a function of the ratio of prior
probabilities of each class for the values P0/P1 = [1/4, 1/2, 1, 2, 4]. Here is some of
the code you will need (where “function” is the left side of the decision boundary
equation, ln (p1 (x)) − ln (p0 (x))):

[x1,x2] = meshgrid(-4:0.1:4,-4:0.1:4);

d = function(x1,x2);

[c,h] = contour(x1,x2,d,log([1/4,1/2,1,2,4]));

clabel(c,h);

2
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Problem 2

Suggestion: read the entire question, the answer can be stated in one sentence
with no calculations.

Suppose you have a 3-dimensional measurement vector x = [x1, x2, x3] for a binary classifi-
cation problem where 0 < P1 < 1 (i.e. it is strictly greater then 0 and less then 1). Recall
that the class-conditional marginal distribution of x1, x2 is

pi (x1, x2) =

∫
pi (x1, x2, x3) dx3

=

∫
pi (x1, x2|x3) pi (x3) dx3

and that the unconditioned marginal density of any single measurement is

p (xk) =
∑1

Pipi (xk)
i=0

where k = 1, 2, or 3.

Now consider 2 different decision functions. The first φ (x1, x2, x3) is the optimal classifier
using the full measurement vector [x1, x2, x3], while the second ϕ (x1, x2) is the optimal
classifier using only [x1, x2]. In general the probability of error using φ (x1, x2, x3) will be
lower then when using ϕ (x1, x2) (i.e. when we ignore the third measurement). State a
condition under which both classifiers will achieve the same probability of error.
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for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Problem Set X

• QUIZ 1 will take place on Tuesday, March 20, from 9:30-11 am in 56-154 (usual time and
place).

• The quiz will cover material presented in lecture through Thursday, March 8.

• The quiz will be closed book. One 8 1 11 inch sheet of notes (both sides) will be allowed.
2
×

• Coverage of topics on the quiz will be somewhat representative of the amount of time spent
on each topic in lectures, labs and problem sets. You are not responsible for material in the
course notes that was not covered elsewhere in the course. Please see the annotated Outline
of Course Notes for listings of specific topics.

• This ungraded problem set will help you prepare for the quiz in two ways. First, it will give
you a chance to think about solving problems in imaging processing, which was not covered
in any previous problem set. Second, it illustrates the type of questions asked on previous
years’ quizzes.

• This problem set will not be collected or graded. Solutions will be posted on the course
website by Thursday, March 15.

Harvard-MIT Division of Health Sciences and Technology
HST.582J: Biomedical Signal and Image Processing, Spring 2007
Course Director: Dr. Julie Greenberg

HST-582J/6.555J/16.456J-Biomedical Signal and Image Processing-Spring 2007

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Problem 1

Consider the following small image for parts a) and b):

1 2 3 4 5 6 7

1 2 3 4 5 6 7

1 2 3 4 5 6 7

1 2 3 94 5 6 7

1 2 3 4 5 6 7

1 2 3 4 5 6 7

1 2 3 4 5 6 7

a) Calculate the image that results from convolution with the following kernel:

1 1 1

1 1 1

1 1 1

Don’t worry about boundary values – just provide the result for the central 5 by 5 part of
the result.

b) Calculate the image that results from applying a 3× 3 median filter to the image described
above.
Again, don’t worry about boundary values – just provide the result for the central 5 by 5
part of the result.

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Problem 2

The gradient of a two-dimensional function is a vector-valued derivative. The x component of the
gradient is defined by ∂f(x,y) .

∂x

Consider the following three discrete approximations to the x component of the gradient of an
image f . For each case, determine a convolution kernel that produces an image containing the
given approximation of the x component of the gradient.

a) f(n1 + 1, n2) − f(n1, n2)

b) f(n1, n2) − f(n1 − 1, n2)

c) .5 ∗ [f(n1 + 1, n2) − f(n1 − 1, n2)]

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Problem 3

a) Consider the two-dimensional “boxcar” function defined to have unit amplitude when
|t1| < T and |t2| < T and zero otherwise. If this function is viewed as the impulse response
of a filter, how would you characterize the filter: “high-pass”, “low-pass”, or “band-pass”?

b) Next, examine the discrete analogue of the above function, which is defined to have unit
value when |n1| < N and |n2| < N . Now consider this function as a kernel for convolution
with some discrete 2D signal. In a brute-force convolution by this kernel, approximately
how many arithmetic operations are required per-pixel of the result?

c) The above discrete kernel is an example of a “separable” kernel. When taking advantage
of this separability in a convolution, approximately how many arithmetic operations are
required per-pixel of the result?

d) Next consider implementing the above convolution using FFT methods. Once again, ap-
proximately how many arithmetic operations are required per-pixel of the result, on a signal
with size M by M ?

e) Can you think of an implementation of the above 2D FIR filter, not using transforms, that
computes the result with approximately four arithmetic operations per-pixel of the result?
[Hint: exploit separabilty and use two passes of filtering, one with a “horizontal” kernel
and one with a “vertical” kernel. Focussing on the filtering by the “horizontal” kernel, and
assuming that you have just computed the result for some pixel, can you think of a cheap
way to compute the result for the neighboring pixel on the right?]

The following problems are taken from last year’s quiz. Please note
that the figures on pages 12 and 15 do not photocopy well, so you
may wish to view them online.

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Question 1 (50%) This question has eight parts, but please don’t panic; many of them can be
answered independently. Consider the continuous-time signal

x(t) =

{
sin(20πt) for 0πt

− t0 < t < t
20

0 otherwise

Figure 1 shows three functions
x(t) for t0 = 0.5

x[n], the discrete-time signal obtained by sampling x(t) at Fs = 100 Hz
X(f), the DTFT of x[n]

−0.4 −0.2 0 0.2 0.4 0.6

0

0.5

time (sec)
−60 −40 −20 0 20 40

0

0.5

n

  
 A
 

X(f)

1
x(t)

60

1
x[n]

−C       −B  0  B        C
0 

frequency (f)
Figure 1:

(a) Determine the values of A, B, and C for X(f), the DTFT of x[n], in Figure 1.

A = B = C =

(b) Is there a value of t0 that makes X(f) a perfect rectangle? If so, state the value of t0.

YES / NO circle one If yes, t0 =

(c) Is there a value of Fs that makes X(f) a perfect rectangle? If so, state the value of Fs.

YES / NO circle one If yes, Fs =

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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Now consider a recently discovered alien species that has an ECG signal such that a single heartbeat
equals x(t) in Figure 1. A normal ECG reading for this alien, y(t), consists of a sequence of these
individual heartbeats defined by

∞
y(t) = x(t) ∗ p1(t) where p1(t) =

∑
δ(t

r=

− r).
−∞

An abnormal ECG reading, z(t), consists of a sequences of these individual heartbeats alternating
with segments of zero signal, defined by

∞
z(t) = x(t) ∗ p2(t) where p2(t) =

∑
δ(t .

=

− 2r)
r −∞

0 1 2 3 4 5 6 7 8 9 10
−0.5

0

0.5

1
y(t) normal

0 1 2 3 4 5 6 7 8 9 10
−0.5

0

0.5

1
z(t) abnormal

time (sec)

Figure 2:

(d) z(t) is the result of convolving x(t) with an impulse train with a period of T = 2 sec. Circle
the appropriate choice on each line to make the following sentence true.

Z(F ), the CTFT of z(t), will be the result of adding / multiplying / convolving

X(F ) with a periodic boxcar / sinc function / impulse train

with period 0.25 Hz / 0.5 Hz / 1 Hz / 2 Hz / 4 Hz.

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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Figure 3 shows the results of frequency analyses using the Matlab function pwelch:
pwelch(signal,rectwin(WINLEN),0,NFFT,Fs,’twosided’).
Note that all analyses used a rectangular window with no overlap.

(e) Which plot(s) in Figure 3 show(s) a frequency analysis of y(t)?

A / B/ C / D / E circle all that apply

Justification:

(f) Which plot(s) in Figure 3 show(s) a frequency analysis of z(t)?

A / B / C / D / E circle all that apply

Justification:

(g) Which plot in Figure 3 was generated using used the shortest window length?

A / B / C / D / E circle one

Justification:

(h) All of the analyses in Figure 3 used a rectangular window. How will the plots change if a
Hamming window of the same length is used?

spikes will be wider /narrower / unchanged circle one

average magnitude of regions between spikes will increase / decrease / stay same circle one

spikes will be closer together /farther apart / spacing unchanged circle one

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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Question 2 (15%)

Consider the signal
x(t) = P + Q sin(2πFt) + Rn(t)

where
P, Q, and R are constants,
F = F1 for t < t1 sec,
F = F2 for t > t1 sec , and
n(t) is highpass noise above FH .

x(t) is lowpass filtered with an analog filter with cutoff frequency Fc and sampled at Fs = 10 kHz
to produce x[n].

(a) Figure 4 shows two spectrograms of x[n]. Estimate the values of the following parameters.

Fc ≈
F1 ≈
F2 ≈
FH ≈
(b) What spectrogram analysis parameter was changed to create the two different plots in Figure
4?

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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In Questions 3 and 4, lower case letters refer to the sample space description while upper case
letters refer to the frequency space description, for example X[k1, k2] is the DFT of x[n1, n2]:

x[n1, n2] ↔ X[k1, k2]

x[n] ↔ X[k]

It is not necessary to compute the DFT of any function in order to answer the questions below.

Question 3 (20%)

Given the following 1-D filters

h1[n] h2[n] g1[n] g2[n]

and separable 2-D filters defined as follows

h[n1, n2] = h1[n1]h2[n2]

h[n1, n2] = g1[n1]g2[n2]

answer parts (a) and (b).

(a) Which of the system block diagrams shown in Figure 5 have a frequency response equivalent
to:

H [k1, k2]G[k1, k2]

(CIRCLE ALL THAT APPLY)

A / B / C / D / E / NONE

(b)

The system block diagram shown in Figure 6 has a frequency response of:

H [k1, k2] − G[k1, k2]

Find expressions for separable filters a[n1, n2] and b[n1, n2] in terms of h1[n1], g1[n1],
g2[n1]. h2[n2],

a[n1, n2] =

b[n1, n2] =

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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Question 4 (15%)

Consider the 48×48 input image in Figure 7, with values coded from −1 for black to +1 for white,
as shown. This image contains three values: −1 in the darkest regions, 0 around the border, and
1 in the three light squares. Identify which of the output images in Figure 8 result from applying
h1[n1, n2] and h2[n1, n2] to the original input image, where h1[n1, n2] and h2[n1, n2] are defined
as: 

0 −1

h1[n1, n2] =



0
3

0 −1 0
6

0 0 0

0 1 0
6

0 1

 
1 ↑

0


h

3

 2[n1, n2] = n2

 

1
25

1
25

1
25

1
25 25

1 1
25

1
25

1
25

1
25 25

1 1
25

1
25

1
25

1
25 25

1 1
25

1
25

1
25

1
25 25

1 1
25

1
25

1
25

1
25


 ↑

25

 n2

n1 → n1


→

h1[n1, n2]: A / B / C / D (circle one)

Justification:

h2[n1, n2]: A / B / C / D (circle one)

Justification:

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
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−50 −40 −30 −20 −10 0 10 20 30 40 50

A

−50 −40 −30 −20 −10 0 10 20 30 40 50

B

−50 −40 −30 −20 −10 0 10 20 30 40 50

C

−50 −40 −30 −20 −10 0 10 20 30 40 50

D

−50 −40 −30 −20 −10 0 10 20 30 40 50

frequency (Hz)

E

Figure
3:

11
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h1 [n1] δ [n2] δ [n1] g2 [n2] g1[n1]δ[n2] δ[n1]h2[n2]

A

h1[n1]g2[n2] g1[n1]h2[n2]

h1[n1]h2[n2]

g1[n1]g2[n2]

+

B

h1[n1]g1[n1]h2[n2]g2[n2]

h1 [n1] δ [n2]

δ [n1] g2 [n2]

g1[n1]δ[n2]

δ[n1]h2[n2]

+

+

+

D

Figure 5: System Block Diagram for Question 3(a).

C

E

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
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−1

(h1[n1] + g1[n1])(h2[n2] − g2[n2])

a(n1, n2)

b(n1, n2)

+

+

Figure 6: System Block Diagram for Question 3(b).
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↑
n2

n1 →

Figure 7: Original image

(A) (B) (C) (D)

Figure 8: Processed images
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Harvard-MIT Division of Health Sciences and Technology 
HST.582J: Biomedical Signal and Image Processing, Spring 2007 
Course Director: Dr. Julie Greenberg

HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2007


Problem Set Y 

•	 QUIZ 2 will take place on Thursday, May 10, from 9:30-11 am in 56-154 
(usual time and place). 

The quiz will be closed book. Two 81
2 × 11 inch sheet of notes (both • 

sides) will be allowed. 

•	 The quiz will cover material presented in lectures from March 13 (PDFs) 
thru April 26 (Random Signals II). Note that there is some overlap with 
the image processing topics covered on Quiz 1. 

•	 Coverage of topics on the quiz will be somewhat representative of the 
amount of time spent on each topic in lectures, labs and problem sets. 
You are not responsible for material in the course notes that was not 
covered elsewhere in the course. Please see the annotated outline for 
listings of specific topics. 

•	 This ungraded problem set, which includes questions from with Quiz 
2 from 2005 and 2006, will help you prepare for the quiz in two ways: 
First, it gives you a chance to work with recently presented material that 
was not covered by previous problem sets. Second, it illustrates the type 
of questions asked on quizzes in prior years. 

•	 This problem set will not be collected or graded. Solutions will be posted 
on the course website on Monday, May 7. 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

1022
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Question 1 

x[n] is a stationary random signal. Each sample value of x[n] is independent and uniformly 
distributed between +1 and −1. y[n] is the result of taking the first difference of x[n], that 
is, 

1 
y[n] = x[n] − x[n − 1]. 

2 

(a) Compute and sketch the autocorrelation functions Rx[k] and Ry[k]. 

(b) 

•	 y[n] is Gaussian true / false (circle one) 

•	 y[n] is stationary true / false (circle one) 

•	 y[n] is zero-mean true / false (circle one) 

•	 Sy(0) = 2 true / false (circle one) 
(Sy(f) denotes the power spectrum of y[n].) 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
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Question 2


(A) (B)


(C) (D) 

Identify the figure that corresponds to each description below: 

(a) original image A / B / C / D (circle one) 

(b) image after homomorphic filtering A / B / C / D (circle one) 

(c) result of edge detection A / B / C / D (circle one) 

(d) result of histogram equalization A / B / C / D (circle one) 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
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Question 3


2

3

1 1 1 1

4

1

(A) (B)


1

1 1

2

3

1 1

(C) (D) 

(a) Indicate whether or not each figure above represents a valid probability density function 
(PDF). 

• (A) valid / invalid (circle one) if invalid, state reason why: 

• (B) valid / invalid (circle one) if invalid, state reason why: 

• (C) valid / invalid (circle one) if invalid, state reason why: 

• (D) valid / invalid (circle one) if invalid, state reason why:


Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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1 1

11

3
x
2 2

3
x−

1

3

(b) Recall that the cumulative distribution function (CDF) of the random variable X is 
defined as the probability that X x. The figure above is the cumulative distribution ≤
function corresponding to which of the PDF’s in part (a)? 

A / B / C / D (circle one) 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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Question 4 

(a) Consider the discrete-time random process, z[n], with 

E {z[n]} = 0 

E z[n]2 = σz
2 

E {z[10]z[11]} = (1 − 1/4)σ2 
z 

E {z[12]z[13]} = (1 − 1/4)σ2 
z 

Which of the following is a correct statement: (circle one) 

• z [n] is a wide sense stationary process. 

• z [n] is not a wide sense stationary process. 

• z [n] might be a wide sense stationary process. 

(b) Consider the discrete-time random process, y[n]. The probability density function (PDF) 
of y[n] is Gaussian with zero mean and variance, σ2, for n = −∞, · · · , ∞. Additionally, the 
joint PDF of y[10] and y[11] is jointly Gaussian with zero mean and covariance: 

E{ [y[10] y[11]]T [y[10] y[11]]} = 
σ2 0 
0 σ2 

while the PDF of y[12] and y[13] is jointly Gaussian with zero mean and covariance: 

σ2 σ2 

2E{ [y[12] y[13]]T [y[12] y[13]]} = σ2 
σ2 

2 

Which of the following is a correct statement: (circle one) 

• y [n] is a strict sense stationary process. 

• y [n] is not a strict sense stationary process. 

• y [n] might be a strict sense stationary process. 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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(c) Consider the discrete-time random process, x[n], where samples are drawn alternately 
from either a Gaussian probability density function or a uniform probability density function, 
so that x[n] is sampled from a Gaussian PDF when n is even and x[n] is sampled from a 
uniform PDF when n is odd. Both the Gaussian and uniform PDFs have zero mean and 
variance, σ2. 

Which of the following are correct statements: (circle all that apply) 

• x[n] is a strict sense stationary process. 

• x[n] is not a strict sense stationary process. 

• x[n] might be a strict sense stationary process. 

• x[n] is a wide sense stationary process. 

• x[n] is not a wide sense stationary process. 

• x[n] might be a wide sense stationary process. 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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Question 5 Problem 1 

Figure 1 depicts a system block diagram in which 

• H1(f) and H2(f) are stable linear shift invariant filters, 

• Both H1(f) > 0 and H2(f) > 0 for all f , 

• x[n] is a zero-mean white noise sequence with < x[n]2 >= 3, 

• w[n] is a zero-mean white noise sequence with < w[n]2 >= 2, 

• x[n] and w[n] are uncorrelated with each other, and 

• < z[n]2 >= 8. 

Note that you have already worked out some details of this specific diagram from the handout 
of last year’s Quiz 2. 

a) Give expressions for the following (in terms of the signals and filters in the diagram): 

Rxy[m] = 

Ry[m] = 

Rxz[m] = 

Rz[m] = 

Sxy(f) = 

Syx(f) = 

Sxz(f) = 

Sy(f) =


Sz(f) =


Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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Question 6


Figure 2: Iso-probability contours 

It has been discovered that an individual’s blood contains one (and only one) of five antibody 
types denoted T0, T1, T2, T3, and T4. We cannot measure the presence of these directly, but 
we have two blood tests, denoted X1 and X2, which yield numerical values, x1 and x2, 
according to the conditional probability density functions: 

x1 pX1,X2(x1, x2|T = Ti) = N
x2

; Mi, Σi 

where N (x; Mi, Σi) is a 2-dimensional Gaussian density function with mean, Mi, and co
variance, Σi. The class-conditional means and covariances, denoted by their index are: 

1 0 
Σ0 = Σ1 = Σ2 = Σ3 = Σ4 = 

0 1 

1.5 4 1.5 4 6.5 
M0 = M1 = M2 = M3 = M4 = 

1.5 1.5 4 4 4 

Iso-probability contours for each of the conditional densities are shown in Figure 4 for your 
reference. This figure will be repeated for each part of this question in the event that you 
wish to mark it. 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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In the problems that follow we will consider subgroups (i.e. classes) of the population at

large which contain individuals with different antibody types. In all cases, the prior

probability of each class is 0.5. 

Figure 3: Iso-probability contours 

(a) AB-Classifier: Consider the population where each individual has either the T0, T1, 
T2, or T3 antibody, with equal probability. In other words, 25% of the population has T0, 
25% has T1, 25% has T2, 25% has T3, and no one has T4. We divide this population into 
two classes. Class A individuals have either the T0 antibody or the T1 antibody, while class 
B individuals have either the T2 antibody or the T3 antibody. Which tests are necessary 
to achieve a minimum classification error rate when distinguishing class A from class B? 
(circle one) 

• X1 only 

• X2 only 

• both X1 and X2 

• neither test is necessary 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Figure 4: Iso-probability contours 

(b) CD-Classifier: Again, consider the population where each individual has either the T0, 
T1, T2, or T3 antibody, with equal probability. In other words, 25% of the population has 
T0, 25% has T1, 25% has T2, 25% has T3, and no one has T4. We divide this population into 
two classes. Class C individuals have either the T1 antibody or the T2 antibody, while class 
D individuals have either the T0 antibody or the T3 antibody. Which tests are necessary 
to achieve a minimum classification error rate when distinguishing class C from class D? 
(circle one) 

• X1 only 

• X2 only 

• both X1 and X2 

• neither test is necessary 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in
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Figure 5: Iso-probability contours 

(c) AE-Classifier part 1: Now consider the population where each individual may have 
any of the antibodies, T0 through T4, but with unequal probabilities: 25% of the population 
has T0, 25% has T1, 20% has T2, 20% has T3, and 10% has T4. We divide this population into 
two classes. Class A individuals have either the T0 or T1 antibody, as before, while class E 
individuals have either the T2, T3, or T4 antibody. (Note that the prior probabilites of class 
A and class E are each 0.5.) We use the classification rule for the AB-classifier (from part 
(a) of this problem) to classify individuals as class A or class E, so that those individuals 
which would be labeled as class B will now be labeled as class E). This classifier will result 
in a classification error rate which is: (circle one) 

• higher than the AB-classification error rate. 

lower than the AB-classification error rate. • 

the same as the AB-classification error rate. • 

(d) AE-Classifier part 2: Using the classes A and E as defined in part (c), the minimum 
achievable classification error rate for classes A or class E as defined above is: (circle one) 

• higher than the AB-classification error rate. 

lower than the AB-classification error rate. • 

the same as the AB-classification error rate. • 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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NAME: 

HST-582J/6.555J/16.456J Biomedical Signal and Image Processing Spring 2006 

Quiz 2 — May 11, 2006 

• There are 4 questions on 9 pages. 

• Please write all of your answers and explanations directly on this quiz 

form. NO credit will be given for anything written on scratch paper. 

• Explanations should be brief and to the point. Unnecessarily long or 

wordy justifications may be penalized. 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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1

2
1

p1(x)
α

α

2

1

2
1

p2(x)
β

β

3

(a) (b)


Figure 1: PDFs for Question 1. Note that figures are not necessarily to scale.


Question 1 (20 %) 

Figures 1(a) and 1(b) depict probability density functions.(Your answers to parts (b)-(d) must 
be consistent with your answer to part(a)) 

(a) Determine constants α and β such that p1(x) and p2(x) are valid probability density 
functions. 

α = β = 

(b) The PDF of the random variable z is: 

1 1 
p(z) = p1(z) + p2(z)

2 2

Compute the expected value of z. 

E {z} = 

(c) Let y = 1
2
x1 + 1

2
x2, where 

x1 ∼ p1(x) x2 ∼ p2(x) and p(x1, x2) = p1(x1)p2(x2)


Compute the expected value of Y .


E {y} = 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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(d) Sketch the cumulative distribution function corresponding to the probability density 
function, p2(x), over the range −1 < x < 3 . Clearly, label important details in your plot. 

2 2 

1

2
1

P2(x)

−

1

2

3

2

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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1

2
1

p0(x)
2

1

1

4

3

4

1

2
1

p1(x)
2

1

1

4

3

4

(a) (b)


Figure 2: PDFs for Question 2. Note that figures are not necessarily to scale.


Question 2 (30 %) 

Figures 2(a) and 2(b) depict class-conditional probability density functions. 

This question concerns the binary hypothesis test where: 

H0 : x ∼ p0(x)


H1 : x ∼ p1(x)


The prior probabilities of hypotheses H0 and H1 are denoted P0 and P1 respectively. 

For parts (c)-(e) define: 

PFA = Pr {choosing H1|H0 is true}


PD = Pr {choosing H1|H1 is true}


(a) Determine the minimum value of P0 such that the decision rule would be to always assign 
a measurement x to H0. 

min P0 = 

(b) Determine the minimum value of P1 such that the decision rule would be to always assign 
a measurement x to H1. 

min P1 = 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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(c) Given P1 = 
2
1 , a 1-nearest neighbor classifier rule based on a set of labeled samples results 

in the following decision rule: 

1

2
11

4

3

4

decision rule

choose H1

choose H0

For this decision rule compute: 

PFA = PD = PE = 

(d) Consider the decision rule that is the reverse of part (c). That is, it chooses H0 when the 
decision rule of part (c) chooses H1 and chooses H1 when the decision rule of part (c) 
chooses H0, compute: 

PFA = PD = PE = 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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(e) On the plot provided, sketch the optimal decision rule. Assume P1 =
 1

2
. Be sure to clearly 

label all points. 

decision rule

choose H1

choose H0

1

For the optimal decision rule compute: 

PFA = PD = PE = 

(f) On the plot provided, sketch the posterior probability of H0 as a function of x. Assume 
P1 = 1


2
. Be sure to clearly label all points. 

Pr {H0|x} 1

1

1

2

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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� 

+ + +x[n]

w1[n] w2[n]

yN [n]

wN [n]

· · ·

y1[n] y2[n]

Figure 3: System Block Diagram for Question 3. 

Question 3 (20 %) 

Figures 3 depicts a system block diagram for the set of random processes for which: 
i

yi[n] = x[n] + wk[n] 
k=1 

where 

• x[n] is a zero-mean WSS random process with autocorrelation function Rx[m]. 

• wi[n]’s are zero-mean white noise sequences with < wi[n]2 >= 
2
1 . 

• wi[n]’s are uncorrelated with each other and with x[n]. 

Using the information given, find expressions for the following: 

Rxy2
[m] = 

RxyN
[m] = 

Ry2
[m] = 

RyN
[m] = 

2� �(y10[n] − y5[n]) = 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
(http://ocw.mit.edu), Massachusetts Institute of Technology. Downloaded on [DD Month YYYY]. 
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+

+

+

H(f)

G(f)

L(f)

K(f) M(f)y[n]

w[n]

v[n]

y[n]− z[n]

r[n]

x[n] z[n] t[n]

v[n]− r[n]

−1

−1

Figure 4: System Block Diagram for Question 4. 

Question 4 (30 %) 

All parts of Question 4 refer to the system block diagram of Figure 4. 

• H(f), G(f) are stable linear shift-invariant filters. 

• H(f), G(f) are real-valued with H(f), G(f) > 0 for all f . 

• H(f) = H(−f), G(f) = G(−f). 

• y[n] is a zero-mean WSS random process with autocorrelation function Ry[m]. 

• w[n] is a zero-mean white noise sequence with < w[n]2 >= 2. 

• y[n] and w[n] are uncorrelated with each other. 

(a) Using the information given, determine L(f) such that < (r[n] − v[n])2 > is minimized. 

L(f) = 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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(b) Using the information given, determine K(f) such that < (y[n] − z[n])2 > is minimized. 

K(f) = 

(c) Given the optimal K(f) from part (b), suppose you wish to design M(f) to minimize 
< (v[n] − t[n])2 >. Will M(f) differ from L(f) designed in part (a)? 

(circle one) YES / NO 

Explain your answer: 

9 

Cite as: Julie Greenberg, Bertrand Delgutte, William (Sandy) Wells, John Fisher, and Gari Clifford. Course materials 
for HST.582J / 6.555J / 16.456J, Biomedical Signal and Image Processing, Spring 2007. MIT OpenCourseWare 
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