
INTRODUCTION TO OPERATING SYSTEM

Topic Objective:

At the end of this topic student would be able to:

 Understand the Computer

 Understand the History of computing

 Understand the Stored program architecture

 Understand the Programs

Definition/Overview:

NLS, or the "oN-Line System", was a revolutionary computer collaboration system designed

by Douglas Engelbart and the researchers at the Augmentation Research Center (ARC) at the

Stanford Research Institute (SRI) during the 1960s. The NLS system was the first to employ

the practical use of hypertext links, the mouse (co-invented by Engelhard and colleague Bill

English), raster-scan video monitors, information organized by relevance, screen windowing,

presentation programs, and other modern computing concepts.

Key Points:

1. Computer

A computer is a machine that manipulates data according to a list of instructions. The first

devices that resemble modern computers date to the mid-20th century (19401945), although

the computer concept and various machines similar to computers existed earlier. Early

electronic computers were the size of a large room, consuming as much power as several

hundred modern personal computers (PC). Modern computers are based on tiny integrated

circuits and are millions to billions of times more capable while occupying a fraction of the

space. Today, simple computers may be made small enough to fit into a wristwatch and be

powered from a watch battery. Personal computers, in various forms, are icons of the

Information Age and are what most people think of as "a computer"; however, the most

common form of computer in use today is the embedded computer. Embedded computers are

small, simple devices that are used to control other devices for example; they may be found

in machines ranging from fighter aircraft to industrial robots, digital cameras, and children's

toys. The ability to store and execute lists of instructions called programs makes computers
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extremely versatile and distinguishes them from calculators. The ChurchTuring thesis is a

mathematical statement of this versatility: any computer with a certain minimum capability

is, in principle, capable of performing the same tasks that any other computer can perform.

Therefore, computers with capability and complexity ranging from that of a personal digital

assistant to a supercomputer are all able to perform the same computational tasks given

enough time and storage capacity.

2. History of computing

It is difficult to identify any one device as the earliest computer, partly because the term

"computer" has been subject to varying interpretations over time. Originally, the term

"computer" referred to a person who performed numerical calculations (a human computer),

often with the aid of a mechanical calculating device. The history of the modern computer

begins with two separate technologies - that of automated calculation and that of

programmability. Examples of early mechanical calculating devices included the abacus, the

slide rule and arguably the astrolabe and the Antikythera mechanism (which dates from about

150-100 BC). Hero of Alexandria (c. 1070 AD) built a mechanical theater which performed a

play lasting 10 minutes and was operated by a complex system of ropes and drums that might

be considered to be a means of deciding which parts of the mechanism performed which

actions and when. This is the essence of programmability. The "castle clock", an

astronomical clock invented by Al-Jazari in 1206, is considered to be the earliest

programmable analog computer. It displayed the zodiac, the solar and lunar orbits, a crescent

moon-shaped pointer travelling across a gateway causing automatic doors to open every hour,

and five robotic musicians who play music when struck by levers operated by a camshaft

attached to a water wheel. The length of day and night could be re-programmed every day in

order to account for the changing lengths of day and night throughout the year. The end of the

Middle Ages saw a re-invigoration of European mathematics and engineering, and Wilhelm

Schickard's 1623 device was the first of a number of mechanical calculators constructed by

European engineers. However, none of those devices fit the modern definition of a computer

because they could not be programmed. In 1801, Joseph Marie Jacquard made an

improvement to the textile loom that used a series of punched paper cards as a template to

allow his loom to weave intricate patterns automatically. The resulting Jacquard loom was an

important step in the development of computers because the use of punched cards to define

woven patterns can be viewed as an early, albeit limited, form of programmability. It was the

fusion of automatic calculation with programmability that produced the first recognizable

computers.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

2
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



In 1837, Charles Babbage was the first to conceptualize and design a fully programmable

mechanical computer that he called "The Analytical Engine". Due to limited finances, and an

inability to resist tinkering with the design, Babbage never actually built his Analytical

Engine. Large-scale automated data processing of punched cards was performed for the U.S.

Census in 1890 by tabulating machines designed by Herman Hollerith and manufactured by

the Computing Tabulating Recording Corporation, which later became IBM. By the end of

the 19th century a number of technologies that would later prove useful in the realization of

practical computers had begun to appear: the punched card, Boolean algebra, the vacuum

tube (thermionic valve) and the teleprinter. During the first half of the 20th century, many

scientific computing needs were met by increasingly sophisticated analog computers, which

used a direct mechanical or electrical model of the problem as a basis for computation.

However, these were not programmable and generally lacked the versatility and accuracy of

modern digital computers. A succession of steadily more powerful and flexible computing

devices was constructed in the 1930s and 1940s, gradually adding the key features that are

seen in modern computers. The use of digital electronics (largely invented by Claude

Shannon in 1937) and more flexible programmability were vitally important steps, but

defining one point along this road as "the first digital electronic computer" is difficult.

Notable achievements include:

 Konrad Zuse's electromechanical "Z machines". The Z3 (1941) was the first working

machine featuring binary arithmetic, including floating point arithmetic and a measure of

programmability. In 1998 the Z3 was proved to be Turing complete, therefore being the

world's first operational computer.

 The non-programmable AtanasoffBerry Computer (1941) which used vacuum tube based

computation, binary numbers, and regenerative capacitor memory.

 The secret British Colossus computers (1943), which had limited programmability but

demonstrated that a device using thousands of tubes could be reasonably reliable and

electronically reprogrammable. It was used for breaking German wartime codes.

 The Harvard Mark I (1944), a large-scale electromechanical computer with limited

programmability.

 The U.S. Army's Ballistics Research Laboratory ENIAC (1946), which used decimal

arithmetic and is sometimes called the first general purpose electronic computer (since

Konrad Zuse's Z3 of 1941 used electromagnets instead of electronics). Initially, however,
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ENIAC had an inflexible architecture which essentially required rewiring to change its

programming.

Several developers of ENIAC, recognizing its flaws, came up with a far more flexible and

elegant design, which came to be known as the "stored program architecture" or von

Neumann architecture. This design was first formally described by John von Neumann in the

paper First Draft of a Report on the EDVAC, distributed in 1945. A number of projects to

develop computers based on the stored-program architecture commenced around this time,

the first of these being completed in Great Britain. The first to be demonstrated working was

the Manchester Small-Scale Experimental Machine (SSEM or "Baby"), while the EDSAC,

completed a year after SSEM, was the first practical implementation of the stored program

design. Shortly thereafter, the machine originally described by von Neumann's

paperEDVACwas completed but did not see full-time use for an additional two years. Nearly

all modern computers implement some form of the stored-program architecture, making it the

single trait by which the word "computer" is now defined. While the technologies used in

computers have changed dramatically since the first electronic, general-purpose computers of

the 1940s, most still use the von Neumann architecture. Computers that used vacuum tubes as

their electronic elements were in use throughout the 1950s. Vacuum tube electronics were

largely replaced in the 1960s by transistor-based electronics, which are smaller, faster,

cheaper to produce, require less power, and are more reliable. In the 1970s, integrated circuit

technology and the subsequent creation of microprocessors, such as the Intel 4004, further

decreased size and cost and further increased speed and reliability of computers. By the

1980s, computers became sufficiently small and cheap to replace simple mechanical controls

in domestic appliances such as washing machines. The 1980s also witnessed home computers

and the now ubiquitous personal computer. With the evolution of the Internet, personal

computers are becoming as common as the television and the telephone in the household.

Modern smart-phones are fully-programmable computers in their own right, in a technical

sense, and as of 2009 may well be the most common form of such computers in existence.

3 .Stored program architecture

The defining feature of modern computers which distinguishes them from all other machines

is that they can be programmed. That is to say that a list of instructions (the program) can be

given to the computer and it will store them and carry them out at some time in the future. In

most cases, computer instructions are simple: add one number to another, move some data

from one location to another, send a message to some external device, etc. These instructions
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are read from the computer's memory and are generally carried out (executed) in the order

they were given. However, there are usually specialized instructions to tell the computer to

jump ahead or backwards to some other place in the program and to carry on executing from

there. These are called "jump" instructions (or branches). Furthermore, jump instructions may

be made to happen conditionally so that different sequences of instructions may be used

depending on the result of some previous calculation or some external event. Many

computers directly support subroutines by providing a type of jump that "remembers" the

location it jumped from and another instruction to return to the instruction following that

jump instruction. Program execution might be likened to reading a book. While a person will

normally read each word and line in sequence, they may at times jump back to an earlier

place in the text or skip sections that are not of interest. Similarly, a computer may sometimes

go back and repeat the instructions in some section of the program over and over again until

some internal condition is met. This is called the flow of control within the program and it is

what allows the computer to perform tasks repeatedly without human intervention.

Comparatively, a person using a pocket calculator can perform a basic arithmetic operation

such as adding two numbers with just a few button presses. But to add together all of the

numbers from 1 to 1,000 would take thousands of button presses and a lot of timewith a near

certainty of making a mistake. On the other hand, a computer may be programmed to do this

with just a few simple instructions.

Once told to run this program, the computer will perform the repetitive addition task without

further human intervention. It will almost never make a mistake and a modern PC can

complete the task in about a millionth of a second. However, computers cannot "think" for

themselves in the sense that they only solve problems in exactly the way they are

programmed to. An intelligent human faced with the above addition task might soon realize

that instead of actually adding up the entire numbers one can simply use the equation

and arrive at the correct answer (500,500) with little work. In other words, a computer

programmed to add up the numbers one by one as in the example above would do exactly

that without regard to efficiency or alternative solutions.
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4. Programs

In practical terms, a computer program may run from just a few instructions to many millions

of instructions, as in a program for a word processor or a web browser. A typical modern

computer can execute billions of instructions per second (gigahertz or GHz) and rarely make

a mistake over many years of operation. Large computer programs comprising several

million instructions may take teams of programmers years to write, thus the probability of the

entire program having been written without error is highly unlikely. Errors in computer

programs are called "bugs". Bugs may be benign and not affect the usefulness of the

program, or have only subtle effects. But in some cases they may cause the program to

"hang" - become unresponsive to input such as mouse clicks or keystrokes, or to completely

fail or "crash". Otherwise benign bugs may sometimes may be harnessed for malicious intent

by an unscrupulous user writing an "exploit" - code designed to take advantage of a bug and

disrupt a program's proper execution. Bugs are usually not the fault of the computer. Since

computers merely execute the instructions they are given, bugs are nearly always the result of

programmer error or an oversight made in the program's design. In most computers,

individual instructions are stored as machine code with each instruction being given a unique

number (its operation code or opcode for short). The command to add two numbers together

would have one opcode, the command to multiply them would have a different opcode and so

on. The simplest computers are able to perform any of a handful of different instructions; the

more complex computers have several hundred to choose fromeach with a unique numerical

code. Since the computer's memory is able to store numbers, it can also store the instruction

codes. This leads to the important fact that entire programs (which are just lists of

instructions) can be represented as lists of numbers and can themselves be manipulated inside

the computer just as if they were numeric data. The fundamental concept of storing programs

in the computer's memory alongside the data they operate on is the crux of the von Neumann,

or stored program, architecture. In some cases, a computer might store some or its entire

program in memory that is kept separate from the data it operates on. This is called the

Harvard architecture after the Harvard Mark I computer. Modern von Neumann computers

display some traits of the Harvard architecture in their designs, such as in CPU caches.

While it is possible to write computer programs as long lists of numbers (machine language)

and this technique was used with many early computers, it is extremely tedious to do so in

practice, especially for complicated programs. Instead, each basic instruction can be given a

short name that is indicative of its function and easy to remembera mnemonic such as ADD,

SUB, MULT or JUMP. These mnemonics are collectively known as a computer's assembly
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language. Converting programs written in assembly language into something the computer

can actually understand (machine language) is usually done by a computer program called an

assembler. Machine languages and the assembly languages that represent them (collectively

termed low-level programming languages) tend to be unique to a particular type of computer.

For instance, an ARM architecture computer (such as may be found in a PDA or a hand-held

videogame) cannot understand the machine language of an Intel Pentium or the AMD Athlon

64 computer that might be in a PC. Though considerably easier than in machine language,

writing long programs in assembly language are often difficult and error prone. Therefore,

most complicated programs are written in more abstract high-level programming languages

that are able to express the needs of the computer programmer more conveniently (and

thereby help reduce programmer error). High level languages are usually "compiled" into

machine language (or sometimes into assembly language and then into machine language)

using another computer program called a compiler. Since high level languages are more

abstract than assembly language, it is possible to use different compilers to translate the same

high level language program into the machine language of many different types of computer.

This is part of the means by which software like video games may be made available for

different computer architectures such as personal computers and various video game

consoles. The task of developing large software systems is an immense intellectual effort.

Producing software with an acceptably high reliability on a predictable schedule and budget

has proved historically to be a great challenge; the academic and professional discipline of

software engineering concentrates specifically on this problem. Suppose a computer is being

employed to drive a traffic signal at an intersection between two streets.

The computer has the following three basic instructions.

 ON(Streetname, Color) Turns the light on Streetname with a specified Color on.

 OFF(Streetname, Color) Turns the light on Streetname with a specified Color off.

 WAIT(Seconds) Waits a specifed number of seconds.

 START Starts the program

 REPEAT Tells the computer to repeat a specified part of the program in a loop.

Comments are marked with a // on the left margin. Assume the streetnames are Broadway

and Main.

START
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//Let Broadway traffic go

OFF(Broadway, Red)

ON(Broadway, Green)

WAIT(60 seconds)

//Stop Broadway traffic

OFF(Broadway, Green)

ON(Broadway, Yellow)

WAIT(3 seconds)

OFF(Broadway, Yellow)

ON(Broadway, Red)

//Let Main traffic go

OFF(Main, Red)

ON(Main, Green)

WAIT(60 seconds)

//Stop Main traffic

OFF(Main, Green)

ON(Main, Yellow)

WAIT(3 seconds)

OFF(Main, Yellow)

ON(Main, Red)

//Tell computer to continuously repeat the program.

REPEAT ALL

With this set of instructions, the computer would cycle the light continually through red,

green, yellow and back to red again on both streets.

However, suppose there is a simple on/off switch connected to the computer that is intended

to be used to make the light flash red while some maintenance operation is being performed.

The program might then instruct the computer to:

START

IF Switch == OFF then: //Normal traffic signal operation

{

//Let Broadway traffic go

OFF(Broadway, Red)

ON(Broadway, Green)

WAIT(60 seconds)
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//Stop Broadway traffic

OFF(Broadway, Green)

ON(Broadway, Yellow)

WAIT(3 seconds)

OFF(Broadway, Yellow)

ON(Broadway, Red)

//Let Main traffic go

OFF(Main, Red)

ON(Main, Green)

WAIT(60 seconds)

//Stop Main traffic

OFF(Main, Green)

ON(Main, Yellow)

WAIT(3 seconds)

OFF(Main, Yellow)

ON(Main, Red)

//Tell the computer to repeat this section continuously.

REPEAT THIS SECTION

}

IF Switch == ON THEN: //Maintenance Mode

{

//Turn the red lights on and wait 1 second.

ON(Broadway, Red)

ON(Main, Red)

WAIT(1 second)

//Turn the red lights off and wait 1 second.

OFF(Broadway, Red)

OFF(Main, Red)

WAIT(1 second)

//Tell the comptuer to repeat the statements in this section.
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Topic : Operating System Overview

Topic Objective:

At the end of this topic student would be able to:

 Understand Multitasking

 Understand the Virtual memory

 Understand the Memory management

 Understand the Protected mode and supervisor mode

 Understand the An operating system

 Understand the Program execution

 Understand Interrupts

Definition/Overview:

An operating system: An operating system (commonly abbreviated to either OS or O/S) is

an interface between hardware and applications; it is responsible for the management and

coordination of activities and the sharing of the limited resources of the computer.

Key Points:

1. An operating system

An operating system (commonly abbreviated to either OS or O/S) is an interface between

hardware and applications; it is responsible for the management and coordination of activities

and the sharing of the limited resources of the computer. The operating system acts as a host

for applications that are run on the machine. As a host, one of the purposes of an operating

system is to handle the details of the operation of the hardware. This relieves application

programs from having to manage these details and makes it easier to write applications.

Almost all computers, including handheld computers, desktop computers, supercomputers,

and even video game consoles, use an operating system of some type. Some of the oldest

models may however use an embedded operating system, that may be contained on a

compact disk or other data storage device. Operating systems offer a number of services to

application programs and users. Applications access these services through application

programming interfaces (APIs) or system calls. By invoking these interfaces, the application
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can request a service from the operating system, pass parameters, and receive the results of

the operation. Users may also interact with the operating system with some kind of software

user interface (UI) like typing commands by using command line interface (CLI) or using a

graphical user interface (GUI, commonly pronounced gooey). For hand-held and desktop

computers, the user interface is generally considered part of the operating system. On large

multi-user systems like Unix and Unix-like systems, the user interface is generally

implemented as an application program that runs outside the operating system. (Whether the

user interface should be included as part of the operating system is a point of contention.)

Common contemporary operating systems include Microsoft Windows, Mac OS, Linux, BSD

and Solaris. Microsoft Windows has a significant majority of market share in the desktop and

notebook computer markets, while servers generally run on Linux or other Unix-like systems.

Embedded device markets are split amongst several operating systems.

2. Program execution

The operating system acts as an interface between an application and the hardware. The user

interacts with the hardware from "the other side". The operating system is a set of services

which simplifies development of applications. Executing a program involves the creation of a

process by the operating system. The kernel creates a process by assigning memory and other

resources, establishing a priority for the process (in multi-tasking systems), loading program

code into memory, and executing the program. The program then interacts with the user

and/or other devices performing its intended function.

3. Interrupts

Interrupts are central to operating systems as they provide an efficient way for the operating

system to interact and react to its environment. The alternative is to have the operating system

"watch" the various sources of input for events that require action -- not a good use of CPU

resources. Interrupt-based programming is directly supported by most CPUs. Interrupts

provide a computer with a way of automatically running specific code in response to events.

Even very basic computers support hardware interrupts, and allow the programmer to specify

code which may be run when that event takes place. When an interrupt is received the

computer's hardware automatically suspends whatever program is currently running, saves its

status, and runs computer code previously associated with the interrupt. This is analogous to

placing a bookmark in a book when someone is interrupted by a phone call and then taking

the call. In modern operating systems interrupts are handled by the operating system's kernel.

Interrupts may come from either the computer's hardware or from the running program.

When a hardware device triggers an interrupt the operating system's kernel decides how to
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deal with this event, generally by running some processing code. How much code gets run

depends on the priority of the interrupt (for example: a person usually responds to a smoke

detector alarm before answering the phone). The processing of hardware interrupts is a task

that is usually delegated to software called device drivers, which may be either part of the

operating system's kernel, part of another program, or both. Device drivers may then relay

information to a running program by various means. A program may also trigger an interrupt

to the operating system. If a program wishes to access hardware for example, it may interrupt

the operating system's kernel, which causes control to be passed back to the kernel. The

kernel will then process the request. If a program wishes additional resources (or wishes to

shed resources) such as memory, it will trigger an interrupt to get the kernel's attention.

4. Protected mode and supervisor mode

Modern CPUs support something called dual mode operation. CPUs with this capability use

two modes: protected mode and supervisor mode, which allow certain CPU functions to be

controlled and affected only by the operating system kernel. Here, protected mode does not

refer specifically to the 80286 (Intel's x86 16-bit microprocessor) CPU feature, although its

protected mode is very similar to it. CPUs might have other modes similar to 80286 protected

mode as well, such as the virtual 8086 mode of the 80386 (Intel's x86 32-bit microprocessor

or i386). However, the term is used here more generally in operating system theory to refer to

all modes which limit the capabilities of programs running in that mode, providing things like

virtual memory addressing and limiting access to hardware in a manner determined by a

program running in supervisor mode. Similar modes have existed in supercomputers,

minicomputers, and mainframes as they are essential to fully supporting UNIX-like multi-

user operating systems. When a computer first starts up, it is automatically running in

supervisor mode. The first few programs to run on the computer, being the BIOS, boot-loader

and the operating system have unlimited access to hardware - and this is required because, by

definition, initializing a protected environment can only be done outside of one. However,

when the operating system passes control to another program, it can place the CPU into

protected mode. In protected mode, programs may have access to a more limited set of the

CPU's instructions. A user program may leave protected mode only by triggering an interrupt,

causing control to be passed back to the kernel. In this way the operating system can maintain

exclusive control over things like access to hardware and memory. The term "protected mode

resource" generally refers to one or more CPU registers, which contain information that the

running program isn't allowed to alter. Attempts to alter these resources generally cause a
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switch to supervisor mode, where the operating system can deal with the illegal operation the

program was attempting (for example, by killing the program).

5. Memory management

Among other things, a multiprogramming operating system kernel must be responsible for

managing all system memory which is currently in use by programs. This ensures that a

program does not interfere with memory already used by another program. Since programs

time share, each program must have independent access to memory. Cooperative memory

management, used by many early operating systems assumes that all programs make

voluntary use of the kernel's memory manager, and do not exceed their allocated memory.

This system of memory management is almost never seen anymore, since programs often

contain bugs which can cause them to exceed their allocated memory. If a program fails it

may cause memory used by one or more other programs to be affected or overwritten.

Malicious programs, or viruses may purposefully alter another program's memory or may

affect the operation of the operating system itself. With cooperative memory management it

takes only one misbehaved program to crash the system. Memory protection enables the

kernel to limit a process' access to the computer's memory. Various methods of memory

protection exist, including memory segmentation and paging. All methods require some level

of hardware support (such as the 80286 MMU) which doesn't exist in all computers. In both

segmentation and paging, certain protected mode registers specify to the CPU what memory

address it should allow a running program to access. Attempts to access other addresses will

trigger an interrupt which will cause the CPU to re-enter supervisor mode, placing the kernel

in charge. This is called a segmentation violation or Seg-V for short, and since it is both

difficult to assign a meaningful result to such an operation, and because it is usually a sign of

a misbehaving program, the kernel will generally resort to terminating the offending program,

and will report the error. Windows 3.1-Me had some level of memory protection, but

programs could easily circumvent the need to use it. Under Windows 9x all MS-DOS

applications ran in supervisor mode, giving them almost unlimited control over the computer.

A general protection fault would be produced indicating a segmentation violation had

occurred, however the system would often crash anyway. In most Linux systems, part of the

hard disk is reserved for virtual memory when the Operating system is being installed on the

system. This part is known as swap space. Windows systems use a swap file instead of a

partition.
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6. Virtual memory

The use of virtual memory addressing (such as paging or segmentation) means that the kernel

can choose what memory each program may use at any given time, allowing the operating

system to use the same memory locations for multiple tasks. If a program tries to access

memory that isn't in its current range of accessible memory, but nonetheless has been

allocated to it, the kernel will be interrupted in the same way as it would if the program were

to exceed its allocated memory. (See section on memory management.) Under UNIX this

kind of interrupt is referred to as a page fault. When the kernel detects a page fault it will

generally adjust the virtual memory range of the program which triggered it, granting it

access to the memory requested. This gives the kernel discretionary power over where a

particular application's memory is stored, or even whether or not it has actually been

allocated yet. In modern operating systems, application memory which is accessed less

frequently can be temporarily stored on disk or other media to make that space available for

use by other programs. This is called swapping, as an area of memory can be used by

multiple programs, and what that memory area contains can be swapped or exchanged on

demand.

Further information: Page fault

7. Multitasking

Multitasking refers to the running of multiple independent computer programs on the same

computer; giving the appearance that it is performing the tasks at the same time. Since most

computers can do at most one or two things at one time, this is generally done via time

sharing, which means that each program uses a share of the computer's time to execute. An

operating system kernel contains a piece of software called a scheduler which determines

how much time each program will spend executing, and in which order execution control

should be passed to programs. Control is passed to a process by the kernel, which allows the

program access to the CPU and memory. At a later time control is returned to the kernel

through some mechanism, so that another program may be allowed to use the CPU. This so-

called passing of control between the kernel and applications is called a context switch. An

early model which governed the allocation of time to programs was called cooperative

multitasking. In this model, when control is passed to a program by the kernel, it may execute

for as long as it wants before explicitly returning control to the kernel. This means that a

malicious or malfunctioning program may not only prevent any other programs from using
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the CPU, but it can hang the entire system if it enters an infinite loop. The philosophy

governing preemptive multitasking is that of ensuring that all programs are given regular time

on the CPU. This implies that all programs must be limited in how much time they are

allowed to spend on the CPU without being interrupted. To accomplish this, modern

operating system kernels make use of a timed interrupt. A protected mode timer is set by the

kernel which triggers a return to supervisor mode after the specified time has elapsed. (See

above sections on Interrupts and Dual Mode Operation.) On many single user operating

systems cooperative multitasking is perfectly adequate, as home computers generally run a

small number of well tested programs. Windows NT was the first version of Microsoft

Windows which enforced preemptive multitasking, but it didn't reach the home user market

until Windows XP, (since Windows NT was targeted at professionals.)

Topic : Process Description And Control

Topic Objective:

At the end of this topic student would be able to:

 Understand the Process control

 Understand the Statistical Process Control

 Understand the Sub-processes and multi-threading

 Understand the Representation

 Understand the Process management in multi-tasking operating systems

 Understand the Process states

Definition/Overview:

Process control: Process control is a statistics and engineering discipline that deals with

architectures, mechanisms, and algorithms for controlling the output of a specific process

Statistical Process Control: Statistical Process Control (SPC) is an effective method of

monitoring a process through the use of control charts.

Process description: In computing, a process is an instance of a computer program that is

being sequentially executed by a computer system that has the ability to run several computer
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programs concurrently. A computer program itself is just a passive collection of instructions,

while a process is the actual execution of those instructions.

Key Points:

1. Process control

Process control is a statistics and engineering discipline that deals with architectures,

mechanisms, and algorithms for controlling the output of a specific process. For example,

heating up the temperature in a room is a process that has the specific, desired outcome to

reach and maintain a defined temperature (e.g. 20C), kept constant over time. Here, the

temperature is the controlled variable. At the same time, it is the input variable since it is

measured by a thermometer and used to decide whether to heat or not to heat. The desired

temperature (20C) is the set-point. The state of the heater (e.g. the setting of the valve

allowing hot water to flow through it) is called the manipulated variable since it is subject to

control actions. A commonly used control device called a programmable logic controller, or a

PLC is used to read a set of digital and analog inputs, apply a set of logic statements, and

generate a set of analog and digital outputs. Using the example in the previous paragraph, the

room temperature would be an input to the PLC. The logical statements would compare the

set-point to the input temperature and determine whether more or less heating was necessary

to keep the temperature constant. A PLC output would then either open or close the hot water

valve, an incremental amount, depending on whether more or less hot water was needed.

Larger more complex systems can be controlled by a Distributed Control System (DCS) or

SCADA system. In practice, process control systems can be characterized as one or more of

the following forms:

 Discrete Found in many manufacturing, motion and packaging applications. Robotic

assembly, such as that found in automotive production, can be characterized as discrete

process control. Most discrete manufacturing involves the production of discrete pieces of

product, such as metal stamping.

 Batch Some applications require that specific quantities of raw materials be combined in

specific ways for particular durations to produce an intermediate or end result. One example

is the production of adhesives and glues, which normally require the mixing of raw materials

in a heated vessel for a period of time to form a quantity of end product. Other important

examples are the production of food, beverages and medicine. Batch processes are generally
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used to produce a relatively low to intermediate quantity of product per year (a few pounds to

millions of pounds).

 Continuous Often, a physical system is represented though variables that are smooth and

uninterrupted in time. The control of the water temperature in a heating jacket, for example,

is an example of continuous process control. Some important continuous processes are the

production of fuels, chemicals and plastics. Continuous processes, in manufacturing, are used

to produce very large quantities of product per year(millions to billions of pounds).

Applications having elements of discrete, batch and continuous process control are often

called hybrid applications.

2. Statistical Process Control

Statistical Process Control (SPC) is an effective method of monitoring a process through the

use of control charts. Much of its power lies in the ability to monitor both process center and

its variation about that center. By collecting data from samples at various points within the

process, variations in the process that may affect the quality of the end product or service can

be detected and corrected, thus reducing waste as well as the likelihood that problems will be

passed on to the customer. It has an emphasis on early detection and prevention of problems.

3. Process description

In computing, a process is an instance of a computer program that is being sequentially

executed by a computer system that has the ability to run several computer programs

concurrently. A computer program itself is just a passive collection of instructions, while a

process is the actual execution of those instructions. Several processes may be associated

with the same program; for example, opening up several instances of the same program often

means more than one process is being executed. In the computing world, processes are

formally defined by the operating system(s)(OS) running them and so may differ in detail

from one OS to another. A single computer processor executes one or more (multiple)

instructions at a time (per clock cycle), one after the other (this is a simplification; for the full

story, see superscalar CPU architecture). To allow users to run several programs at once (e.g.,

so that processor time is not wasted waiting for input from a resource), single-processor

computer systems can perform time-sharing. Time-sharing allows processes to switch

between being executed and waiting (to continue) to be executed. In most cases this is done

very rapidly, providing the illusion that several processes are executing 'at once'. (This is

known as concurrency or multiprogramming.) Using more than one physical processor on a
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computer, permits true simultaneous execution of more than one stream of instructions from

different processes, but time-sharing is still typically used to allow more than one process to

run at a time. (Concurrency is the term generally used to refer to several independent

processes sharing a single processor; simultaneously is used to refer to several processes,

each with their own processor.) Different processes may share the same set of instructions in

memory (to save storage), but this is not known to any one process. Each execution of the

same set of instructions is known as an instance a completely separate instantiation of the

program. For security and reliability reasons most modern operating systems prevent direct

communication between 'independent' processes, providing strictly mediated and controlled

inter-process communication functionality.

4. Sub-processes and multi-threading

A process may split itself into multiple 'daughter' sub-processes or threads that execute in

parallel, running different instructions on much of the same resources and data (or, as noted,

the same instructions on logically different resources and data). Multithreading is useful

when various 'events' are occurring in an unpredictable order, and should be processed in

another order than they occur, for example based on response time constraints.

Multithreading makes it possible for the processing of one event to be temporarily interrupted

by an event of higher priority. Multithreading may result in more efficient CPU time

utilization, since the CPU may switch to low-priority tasks while waiting for other events to

occur. For example, a word processor could perform a spell check as the user types, without

"freezing" the application - a high-priority thread could handle user input and update the

display, while a low-priority background process runs the time-consuming spell checking

utility. This results in that the entered text is shown immediately on the screen, while spelling

mistakes are indicated or corrected after a longer time. Multithreading allows a server, such

as a web server, to serve requests from several users concurrently. Thus, we can avoid that

requests are left unheard if the server is busy with processing a request. One simple solution

to that problem is one thread that puts every incoming request in a queue, and a second thread

that processes the requests one by one in a first-come first-served manner. However, if the

processing time is very long for some requests (such as large file requests or requests from

users with slow network access data rate), this approach would result in long response time

also for requests that do not require long processing time, since they may have to wait in

queue. One thread per request would reduce the response time substantially for many users

and may reduce the CPU idle time and increase the utilization of CPU and network capacity.

In case the communication protocol between the client and server is a communication session
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involving a sequence of several messages and responses in each direction (which is the case

in the TCP transport protocol used in for web browsing), creating one thread per

communication session would reduce the complexity of the program substantially, since each

thread is an instance with its own state and variables. In a similar fashion, multi-threading

would make it possible for a client such as a web browser to communicate efficiently with

several servers concurrently. A process that has only one thread is referred to as a single-

threaded process, while a process with multiple threads is referred to as a multi-threaded

process. Multi-threaded processes have the advantage over multi-process systems that they

can perform several tasks concurrently without the extra overhead needed to create a new

process and handle synchronized communication between these processes. However, single-

threaded processes have the advantage of even lower overhead.

5. Representation

In general, a computer system process consists of (or is said to 'own') the following resources:

An image of the executable machine code associated with a program. Memory (typically

some region of virtual memory); which includes the executable code, process-specific data

(input and output), a call stack (to keep track of active subroutines and/or other events), and a

heap to hold intermediate computation data generated during run time. Operating system

descriptors of resources that are allocated to the process, such as file descriptors (Unix

terminology) or handles (Windows), and data sources and sinks. Security attributes, such as

the process owner and the process' set of permissions (allowable operations). Processor state

(context), such as the content of registers, physical memory addressing, etc. The state is

typically stored in computer registers when the process is executing, and in memory

otherwise. The operating system holds most of this information about active processes in data

structures called process control blocks (PCB). Any subset of resources, but typically at least

the processor state, may be associated with each of the process' threads in operating systems

that support threads or 'daughter' processes. The operating system keeps its processes

separated and allocate the resources they need so that they are less likely to interfere with

each other and cause system failures (e.g., deadlock or thrashing). The operating system may

also provide mechanisms for inter-process communication to enable processes to interact in

safe and predictable ways.

6. Process management in multi-tasking operating systems

A multitasking* operating system may just switch between processes to give the appearance

of many processes executing concurrently or simultaneously, though in fact only one process

can be executing at any one time on a single-core CPU (unless using multi-threading or other
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similar technology). It is usual to associate a single process with a main program, and

'daughter' ('child') processes with any spin-off, parallel processes, which behave like

asynchronous subroutines. A process is said to own resources, of which an image of its

program (in memory) is one such resource. (Note, however, that in multiprocessing systems,

many processes may run off of, or share, the same reentrant program at the same location in

memory but each process is said to own its own image of the program.) Processes are often

called tasks in embedded operating systems. The sense of 'process' (or task) is 'something that

takes up time', as opposed to 'memory', which is 'something that takes up space'.

(Historically, the terms 'task' and 'process' were used interchangeably, but the term 'task'

seems to be dropping from the computer lexicon.) The above description applies to both

processes managed by an operating system, and processes as defined by process calculi. If a

process requests something for which it must wait, it will be blocked. When the process is in

the Blocked State, it is eligible for swapping to disk, but this is transparent in a virtual

memory system, where blocks of memory values may be really on disk and not in main

memory at any time. Note that even unused portions of active processes/tasks (executing

programs) are eligible for swapping to disk. All parts of an executing program and its data do

not have to be in physical memory for the associated process to be active. *Tasks and

processes refer essentially to the same entity. And, although they have somewhat different

terminological histories, they have come to be used as synonyms. Today, the term process is

generally preferred over task, except when referring to 'multitasking', since the alternative

term, 'multiprocessing', is too easy to confuse with multiprocessor (which is a computer with

two or more CPUs).

7. Process states

Processes go through various process states which determine how the process is handled by

the operating system kernel. The specific implementations of these states vary in different

operating systems, and the names of these states are not standardized, but the general high-

level functionality is the same. When a process is created, it needs to wait for the process

scheduler (of the operating system) to set its status to "waiting" and load it into main memory

from secondary storage device (such as a hard disk or a CD-ROM). Once the process has

been assigned to a processor by a short-term scheduler, a context switch is performed

(loading the process into the processor) and the process state is set to "running" - where the

processor executes its instructions. If a process needs to wait for a resource (such as waiting

for user input, or waiting for a file to become available), it is moved into the "blocked" state

until it no longer needs to wait - then it is moved back into the "waiting" state. Once the
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process finishes execution, or is terminated by the operating system, it is moved to the

"terminated" state where it waits to be removed from main memory.

8. Inter-process communication

Processes can communicate with each other via Inter-process communication (IPC). This is

possible for both processes running on the same machine and on different machines. The

subject is a difficult one to discuss concisely, because it differs considerably from one

operating system (OS) to another. However, a useful way to approach it is to consider the

general mechanisms used in one form or another by most OS and to recognize that any given

OS will only employ some subset of that universe.

In Section 2 of this course you will cover these topics:
Threads, Smp, And Microkernels

Concurrency: Mutual Exclusion And Synchronization

Concurrency: Deadlock And Starvation

Topic : Threads, Smp, And Microkernels

Topic Objective:

At the end of this topic student would be able to:

 Understand the Threads

 Understand the Threads compared with processes

 Understand the Multithreading: Advantages/Uses

 Understand the Processes, kernel threads, user threads, and fibers

 Understand the Thread and fiber issues

 Understand the I/O and scheduling

 Understand the Models

 Understand the SMP
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Definition/Overview:

Thread: In computer science, a thread of execution is a fork of a computer program into two

or more concurrently running tasks.

Key Points:

1. Threads

In computer science, a thread of execution is a fork of a computer program into two or more

concurrently running tasks. The implementation of threads and processes differs from one

operating system to another, but in most cases, a thread is contained inside a process.

Multiple threads can exist within the same process and share resources such as memory,

while different processes do not share this data. On a single processor, multithreading

generally occurs by time-division multiplexing (as in multitasking): the processor switches

between different threads. This context switching generally happens frequently enough that

the user perceives the threads or tasks to be running at the same time. On a multiprocessor or

multi-core system, the threads or tasks actually do run at the same time, with each processor

or core running a particular thread or task. However, if you are using a scripting language

such as Python, the script interpreter may implement a software lock that does not permit an

interpreter instance to run different threads at the same time on multiple cores; the cPython

interpreter implements a Global Interpreter Lock (GIL) that disables the processing of

multiple threads on multiple cores at one time. cPython`s threads are user threads, threads not

visible to the kernel, thus they cannot be scheduled to run concurrently. On the other hand,

kernel threads, threads visible to the kernel, will indeed enable true concurrency. Many

modern operating systems directly support both time-sliced and multiprocessor threading

with a process scheduler. The operating system kernel allows programmers to manipulate

threads via the system call interface. Some implementations are called a kernel thread,

whereas a lightweight process (LWP) is a specific type of kernel thread that shares the same

state and information.

Programs can have user-space threads when threading with timers, signals, or other methods

to interrupt their own execution, performing a sort of ad-hoc time-slicing.
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2. Threads compared with processes

Threads are distinguished from traditional multitasking operating system processes in that:

 processes are typically independent, while threads exist as subsets of a process

 processes carry considerable state information, where multiple threads within a process share

state as well as memory and other resources

 processes have separate address spaces, where threads share their address space

 Processes interact only through system-provided inter-process communication mechanisms.

 Context switching between threads in the same process is typically faster than context

switching between processes.

 Systems like Windows NT and OS/2 are said to have "cheap" threads and "expensive"

processes; in other operating systems there is not so great a difference except the cost of

address space change which implies a TLB flush.

3. Multithreading: Advantages/Uses

Multithreading is a popular programming and execution model that allows multiple threads to

exist within the context of a single process. These threads share the process' resources but are

able to execute independently. The threaded programming model provides developers with a

useful abstraction of concurrent execution. However, perhaps the most interesting application

of the technology is when it is applied to a single process to enable parallel execution on a

multiprocessor system. This advantage of a multithreaded program allows it to operate faster

on computer systems that have multiple CPUs, CPUs with multiple cores, or across a cluster

of machines. This is because the threads of the program naturally lend themselves to truly

concurrent execution. In such a case, the programmer needs to be careful to avoid race

conditions, and other non-intuitive behaviors. In order for data to be correctly manipulated,

threads will often need to rendezvous in time in order to process the data in the correct order.

Threads may also require atomic operations (often implemented using semaphores) in order

to prevent common data from being simultaneously modified, or read while in the process of

being modified. Careless use of such primitives can lead to deadlocks. Operating systems

schedule threads in one of two ways. Preemptive multithreading is generally considered the

superior approach, as it allows the operating system to determine when a context switch

should occur. Cooperative multithreading, on the other hand, relies on the threads themselves

to relinquish control once they are at a stopping point. This can create problems if a thread is

waiting for a resource to become available. The disadvantage to preemptive multithreading is
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that the system may make a context switch at an inappropriate time, causing priority

inversion or other bad effects which may be avoided by cooperative multithreading.

Traditional mainstream computing hardware did not have much support for multithreading as

switching between threads was generally already quicker than full process context switches.

Processors in embedded systems, which have higher requirements for real-time behaviors,

might support multithreading by decreasing the thread switch time, perhaps by allocating a

dedicated register file for each thread instead of saving/restoring a common register file. In

the late 1990s, the idea of executing instructions from multiple threads simultaneously has

become known as simultaneous multithreading. This feature was introduced in Intel's

Pentium 4 processor, with the name hyper threading

4. Processes, kernel threads, user threads, and fibers

A process is the "heaviest" unit of kernel scheduling. Processes own resources allocated by

the operating system. Resources include memory, file handles, sockets, device handles, and

windows. Processes do not share address spaces or file resources except through explicit

methods such as inheriting file handles or shared memory segments, or mapping the same file

in a shared way. Processes are typically preemptively multitasked. A kernel thread is the

"lightest" unit of kernel scheduling. At least one kernel thread exists within each process. If

multiple kernel threads can exist within a process, then they share the same memory and file

resources. Kernel threads are preemptively multitasked if the operating system's process

scheduler is preemptive. Kernel threads do not own resources except for a stack, a copy of the

registers including the program counter, and thread-local storage (if any). Threads are

sometimes implemented in user-space libraries, thus called user threads. The kernel is not

aware of them; they are managed and scheduled in user-space. Some implementations base

their user threads on top of several kernel threads to benefit from multi-processor machines

(N:M model). In this article the term "thread" (without kernel or user qualifier) defaults to

referring to kernel threads. User threads as implemented by virtual machines are also called

green threads. Fibers are an even lighter unit of scheduling which are cooperatively

scheduled: a running fiber must explicitly "yield" to allow another fiber to run, which makes

their implementation much easier than kernel or user threads. A fiber can be scheduled to run

in any thread in the same process. This permits applications to gain performance

improvements by managing scheduling themselves, instead of relying on the kernel scheduler

(which may not be tuned for the application). Parallel programming environments such as

OpenMP typically implement their tasks through fibers.
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5. Concurrency and data structures

Threads in the same process share the same address space. This allows concurrently-running

code to couple tightly and conveniently exchange data without the overhead or complexity of

an IPC. When shared between threads, however, even simple data structures become prone to

race hazards if they require more than one CPU instruction to update: two threads may end up

attempting to update the data structure at the same time and find it unexpectedly changing

underfoot. Bugs caused by race hazards can be very difficult to reproduce and isolate. To

prevent this, threading APIs offer synchronization primitives such as mutexes to lock data

structures against concurrent access. On uniprocessor systems, a thread running into a locked

mutex must sleep and hence trigger a context switch. On multi-processor systems, the thread

may instead poll the mutex in a spinlock. Both of these may sap performance and force

processors in SMP systems to contend for the memory bus, especially if the granularity of the

locking is fine.

6. I/O and scheduling

User thread or fiber implementations are typically entirely in user-space. As a result, context

switching between user threads or fibers within the same process is extremely efficient

because it does not require any interaction with the kernel at all: a context switch can be

performed by locally saving the CPU registers used by the currently executing user thread or

fiber and then loading the registers required by the user thread or fiber to be executed. Since

scheduling occurs in user-space, the scheduling policy can be more easily tailored to the

requirements of the program's workload. However, the use of blocking system calls in user

threads or fibers can be problematic. If a user thread or a fiber performs a system call that

blocks, the other user threads and fibers in the process are unable to run until the system call

returns. A typical example of this problem is when performing I/O: most programs are

written to perform I/O synchronously. When an I/O operation is initiated, a system call is

made, and does not return until the I/O operation has been completed. In the intervening

period, the entire process is "blocked" by the kernel and cannot run, which starves other user

threads and fibers in the same process from executing. A common solution to this problem is

providing an I/O API that implements a synchronous interface by using non-blocking I/O

internally, and scheduling another user thread or fiber while the I/O operation is in progress.

Similar solutions can be provided for other blocking system calls. Alternatively, the program

can be written to avoid the use of synchronous I/O or other blocking system calls. SunOS 4.x

implemented "light-weight processes" or LWPs. NetBSD 2.x+, and DragonFly BSD
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implement LWPs as kernel threads (1:1 model). SunOS 5.2 through SunOS 5.8 as well as

NetBSD 2 to NetBSD 4 implemented a two level model, multiplexing one or more user level

threads on each kernel thread (M:N model). SunOS 5.9 and later, as well as NetBSD 5

eliminated user threads support, returning to a 1:1 model. FreeBSD 5 implemented M: N

model. FreeBSD 6 supported both 1:1 and M: N, user could choose which one should be used

with a given program using /etc/libmap.conf. Starting with FreeBSD 7, the 1:1 became the

default. FreeBSD 8 no longer supports the M: N model. The use of kernel threads simplifies

user code by moving some of the most complex aspects of threading into the kernel. The

program doesn't need to schedule threads or explicitly yield the processor. User code can be

written in a familiar procedural style, including calls to blocking APIs, without starving other

threads. However, kernel threading on uni-processor systems may force a context switch

between threads at any time, and thus expose race hazards and concurrency bugs that would

otherwise lie latent. On SMP systems, this is further exacerbated because kernel threads may

actually execute concurrently on separate processors.

7. Models

7.1 1:1- 1:1 threads created by the user are in 1-1 correspondence with schedulable

entities in the kernel. This is the simplest possible threading implementation. On

Linux, the usual C library implements this approach (via the NPTL). The same

approach is used by Solaris and FreeBSD.

7.2 N: M- N:M maps some N number of application threads onto some M number of

kernel entities, or "virtual processors". This is a compromise between kernel-level

("1:1") and user-level ("N: 1") threading. In general, "N: M" threading systems are

more complex to implement than either kernel or user threads, because both changes

to kernel and user-space code are required. In the N: M implementation, the threading

library is responsible for scheduling user threads on the available schedulable entities;

this makes context switching of threads very fast, as it avoids system calls. However,

this increases complexity and the likelihood of priority inversion, as well as

suboptimal scheduling without extensive (and expensive) coordination between the

user-land scheduler and the kernel scheduler.

7.3- N:1 An N:1 model implies that all application-level threads map on to a single

kernel-level scheduled entity; the kernel has no knowledge of the application threads.

With this approach, context switching can be done very fast and, in addition, it can be

implemented even on simple kernels which do not support threading. One of the

major drawbacks however is that it cannot benefit from the hardware acceleration on
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multi-threaded processors or multi-processor computers: there is never more than one

thread being scheduled at the same time.

8. SMP

In computing, symmetric multiprocessing or SMP involves a multiprocessor computer-

architecture where two or more identical processors can connect to a single shared main

memory. Most common multiprocessor systems today use SMP architecture. In the case of

multi-core processors, the SMP architecture applies to the cores, treating them as separate

processors. SMP systems allow any processor to work on any task no matter where the data

for that task are located in memory; with proper operating system support, SMP systems can

easily move tasks between processors to balance the workload efficiently.

9. Alternatives

SMP represents one of the earliest styles of multiprocessor machine architectures, typically

used for building smaller computers with up to 8 processors. Larger computer systems might

use newer architectures such as NUMA (Non-Uniform Memory Access), which dedicates

different memory banks to different processors. In a NUMA architecture, processors may

access local memory quickly and remote memory more slowly. This can dramatically

improve memory throughput as long as the data is localized to specific processes (and thus

processors). On the downside, NUMA makes the cost of moving data from one processor to

another, as in workload balancing, more expensive. The benefits of NUMA are limited to

particular workloads, notably on servers where the data is often associated strongly with

certain tasks or users. Other systems include asymmetric multiprocessing (ASMP), which

uses separate specialized processors for specific tasks, and computer clustered

multiprocessing (such as Beowulf), in which not all memory is available to all processors.

Examples of ASMP include many media processor chips that are a relatively slow base

processor assisted by a number of hardware accelerator cores. High-powered 3D chipsets in

modern video-cards could be considered a form of asymmetric multiprocessing. Clustering

techniques are used fairly extensively to build very large supercomputers. In this discussion a

single processor is denoted as a uni processor (UN).

10. Advantages and disadvantages

SMP has many uses in science, industry, and business which often use custom-programmed

software for multithreaded processing. However, most consumer products such as word

processors and computer games are written in such a manner that they cannot gain large
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benefits from SMP systems. For games this is usually because writing a program to increase

performance on SMP systems can produce a performance loss on uni-processor systems.

Recently, however, multi-core chips have become the norm in new computers, and the

balance between installed uni- and multi-core computers may change in the coming years.

The nature of the different programming methods would generally require two separate code-

trees to support both uni-processor and SMP systems with maximum performance. Programs

running on SMP systems may experience a performance increase even when they have been

written for uni-processor systems. This is because hardware interrupts that usually suspend

program execution while the kernel handles them can run on an idle processor instead. The

effect in most applications (e.g. games) is not so much a performance increase as the

appearance that the program is running much more smoothly. In some applications,

particularly compilers and some distributed computing projects; one will see an improvement

by a factor of (nearly) the number of additional processors. In situations where more than one

program runs at the same time, an SMP system will have considerably better performance

than a uni-processor because different programs can run on different CPUs simultaneously.

Systems programmers must build support for SMP into the operating system: otherwise, the

additional processors remain idle and the system functions as a uni-processor system. In cases

where an SMP environment processes many jobs, administrators often experience a loss of

hardware efficiency. Software programs have been developed to schedule jobs so that the

processor utilization reaches its maximum potential. Good software packages can achieve this

maximum potential by scheduling each CPU separately, as well as being able to integrate

multiple SMP machines and clusters.

Access to RAM is serialized; this and cache coherency issues causes performance to lag

slightly behind the number of additional processors in the system.

11. Entry-level systems

Before about 2006, entry-level servers and workstations with two processors dominated the

SMP market. With the introduction of dual-core devices, SMP is found in most new desktop

machines and in many laptop machines. The most popular entry-level SMP systems use the

x86 instruction set architecture and are based on Intels Xeon, Pentium D, Core Duo, and Core

2 Duo based processors or AMDs Athlon64 X2, Quad FX or Opteron 200 and 2000 series

processors. Servers use those processors and other readily available non-x86 processor

choices including the Sun Microsystems UltraSPARC, Fujitsu SPARC64, SGI MIPS, SGI

f1200, Intel Itanium, Hewlett Packard PA-RISC, Hewlett-Packard (merged with Compaq

which acquired first Digital Equipment Corporation) DEC Alpha, IBM POWER and Apple
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Computer PowerPC (specifically G4 and G5 series, as well as earlier PowerPC 604 and 604e

series) processors. In all cases, these systems are available in uni-processor versions as well.

Earlier SMP systems used motherboards that have two or more CPU sockets. More recently,

microprocessor manufacturers introduced CPU devices with two or more processors in one

device, for example, the POWER, UltraSPARC, Opteron, Athlon, Core 2, and Xeon all have

multi-core variants. Athlon and Core 2 Duo multiprocessors are socket-compatible with

uniprocessor variants, so an expensive dual socket motherboard is no longer needed to

implement an entry-level SMP machine. It should also be noted that dual socket Opteron

designs are technically ccNUMA designs, though they can be programmed as SMP for a

slight loss in performance.

12. Mid-level systems

The Burroughs B5500 first implemented SMP in 1961.It was implemented later on other

mainframes. Mid-level servers, using between four and eight processors, can be found using

the Intel Xeon MP, AMD Opteron 800 and 8000 series and the above-mentioned

UltraSPARC, SPARC64, MIPS, Itanium, PA-RISC, Alpha and POWER processors. High-

end systems, with sixteen or more processors, are also available with all of the above

processors. Sequent Computer Systems built large SMP machines using Intel 80386 (and

later 80486) processors. Some smaller 80486 systems existed, but the major x86 SMP market

began with the Intel Pentium technology supporting up to two processors. The Intel Pentium

Pro expanded SMP support with up to four processors natively. Later, special versions of the

Intel Pentium II, and Intel Pentium III processors allowed dual CPU systems. In 2001 AMD

released their Athlon MP, or Multi-Processor CPU, together with the 760MP motherboard

chipset as their first offering in the dual processor marketplace. This was followed by the

Intel Pentium II Xeon and Intel Pentium III Xeon processors which could be used with up to

four processors in a system natively. Although several much larger systems were built, they

were all limited by the physical memory addressing limitation of 64 GiB. With the

introduction of 64-bit memory addressing on the AMD64 Opteron in 2003 and Intel 64

(EM64T) Xeon in 2005, systems are able to address much larger amounts of memory; their

addressable limitation of 16 EiB is not expected to be reached in the foreseeable future.

13. Microkernel

In computer science, a microkernel is a computer kernel which provides the mechanisms

needed to implement an operating system, such as low-level address space management,
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thread management, and inter-process communication. If the hardware provides multiple

privilege levels, then the microkernel is the only software executing at the most privileged

level (generally referred to as supervisor or kernel mode). Actual operating system services,

such as device drivers, protocol stacks, file systems and user interface code are contained in

user space. Microkernels are closely related to exokernels. They also have much in common

with hypervisors, but the latter make no claim to minimality, and are specialized to

supporting virtual machines. The L4 microkernel is frequently used as a hypervisor, which

indicates that a microkernel is a possible implementation of a hypervisor. The term

nanokernel is historically used to differentiate from earlier microkernels which contained

actual system services, but the minimality principle used by Jochen Liedtke in the design of

the L4 microkernel implies that these terms have the same meaning; microkernel is the

modern terminology.

14. Inter-process communication

Inter-process communication (IPC) is any mechanism which allows separate processes to

communicate with each other, usually by sending messages. (Shared memory is strictly

speaking also an inter-process communication mechanism, but the acronym IPC usually only

refers to message passing, and it is the latter that is particularly relevant to microkernels.)

This allows the operating system to be built from a number of small programs called servers,

which are used by other programs on the system, invoked via IPC. Most or all support for

peripheral hardware is handled in this fashion, with servers for device drivers, network

protocol stacks, file systems, graphics, etc. IPC can be synchronous or asynchronous.

Asynchronous IPC is analogous to network communication: the sender dispatches a message

and continues executing. The receiver checks (polls) for the availability of the message by

attempting a receive, or is alerted to it via some notification mechanism. Asynchronous IPC

requires that the kernel maintains buffers and queues for messages, and deals with buffer

overflows; it also requires double copying of messages (sender to kernel and kernel to

receiver). In synchronous IPC, the first party (sender or receiver) blocks until the other party

are ready to perform the IPC. It does not require buffering or multiple copies, but the implicit

rendezvous can make programming tricky. Most programmers prefer asynchronous send and

synchronous receive. First-generation microkernels typically supported synchronous as well

as asynchronous IPC, and suffered from poor IPC performance. Jochen Liedtke identified

design and implementation of the IPC mechanisms as the underlying reason for this poor

performance. In his L4 microkernel he pioneered techniques that lead to an order-of-

magnitude reduction of IPC costs. These include an IPC system call that supports a send as
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well as a receive operation, making all IPC synchronous, and passing as much data as

possible in registers.

Furthermore, Liedtke introduced the concept of the direct process switch, where during an

IPC execution an (incomplete) context switch is performed from the sender directly to the

receiver. If, as in L4, part or the entire message is passed in registers, this transfers the in-

register part of the message without any copying at all. Furthermore, the overhead of

invoking the scheduler is avoided; this is especially beneficial in the common case where IPC

is used in an RPC-type fashion by a client invoking a server. Another optimization, called

lazy scheduling, avoids traversing scheduling queues during IPC by leaving threads that

block during IPC in the ready queue. Once the scheduler is invoked, it moves such threads to

the appropriate waiting queue. As in many cases a thread gets unblocked before the next

scheduler invocation, this approach saves significant work. Similar approaches have since

been adopted by QNX and MINIX 3. In a client-server system, most communication is

essentially synchronous, even if using asynchronous primitives, as the typical operation is a

client invoking a server and then waiting for a reply. As it also lends itself to more efficient

implementation, modern microkernels generally follow L4's lead and only provide a

synchronous IPC primitive. Asynchronous IPC can be implemented on top by using helper

threads. However, versions of L4 deployed in commercial products have found it necessary

to add an asynchronous notification mechanism to better support asynchronous

communication. This signal-like mechanism does not carry data and therefore does not

require buffering by the kernel. As synchronous IPC blocks the first party until the other is

ready, unrestricted use could easily lead to deadlocks. Furthermore, a client could easily

mount a denial-of-service attack on a server by sending a request and never attempting to

receive the reply. Therefore synchronous IPC must provide a means to prevent indefinite

blocking. Many microkernels provide timeouts on IPC calls, which limit the blocking time. In

practice, choosing sensible timeout values is difficult, and systems almost inevitably use

infinite timeouts for clients and zero timeouts for servers. As a consequence, the trend is

towards not providing arbitrary timeouts, but only a flag which indicates that the IPC should

fail immediately if the partner is not ready. This approach effectively provides a choice of the

two timeout values of zero and infinity. Recent versions of L4 and MINIX have gone down

this path (older versions of L4 used timeouts, as does QNX).

15. Servers

Microkernel servers are essentially daemon programs like any others, except that the kernel

grants some of them privileges to interact with parts of physical memory that are otherwise
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off limits to most programs. This allows some servers, particularly device drivers, to interact

directly with hardware. A basic set of servers for a general-purpose microkernel includes file

system servers, device driver servers, networking servers, display servers, and user interface

device servers. This set of servers (drawn from QNX) provides roughly the set of services

offered by a monolithic UNIX kernel. The necessary servers are started at system startup and

provide services, such as file, network, and device access, to ordinary application programs.

With such servers running in the environment of a user application, server development is

similar to ordinary application development, rather than the build-and-boot process needed

for kernel development. Additionally, many "crashes" can be corrected for by simply

stopping and restarting the server. However, part of the system state is lost with the failing

server; hence this approach requires applications to cope with failure. A good example is a

server responsible for TCP/IP connections: If this server is restarted, applications will

experience a "lost" connection, a normal occurrence in networked system. For other services,

failure is less expected and may require changes to application code. For QNX, restart

capability is offered as the QNX High Availability Toolkit. In order to make all servers

restartable, some microkernels have concentrated on adding various database-like techniques

like transactions, replication and checkpointing in order to preserve essential state across

single server restarts. An example is ChorusOS, which was targeted at high-availability

applications in the telecommunications world. Chorus included features to allow any

"properly written" server to be restarted at any time, with clients using those servers being

paused while the server brought itself back into its original state. However, such kernel

features are incompatible with the minimality principle, and are therefore not provided in

modern microkernels, which instead rely on appropriate user-level protocols.

Topic : Concurrency: Mutual Exclusion And Synchronization

Topic Objective:

At the end of this topic student would be able to:

 Understand the Concurrency

 Understand the Coordinating access to resources

 Understand the Concurrent programming languages
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 Understand the Mutual exclusion

 Understand the Hardware solutions

 Understand the Software solutions

 Understand the Synchronization

 Understand the Process synchronization

 Understand the Data synchronization

Definition/Overview:

Concurrent computing: Concurrent computing is a form of computing in which programs

are designed as collections of interacting computational processes that may be executed in

parallel.

Coordinating access to resources: One of the major issues in concurrent computing is

preventing concurrent processes from interfering with each other.

Concurrent programming languages: Concurrent programming languages are

programming languages that use language constructs for concurrency.

Key Points:

1. Concurrency

Concurrent computing is a form of computing in which programs are designed as collections

of interacting computational processes that may be executed in parallel. Concurrent programs

can be executed sequentially on a single processor by interleaving the execution steps of each

computational process, or executed in parallel by assigning each computational process to

one of a set of processors that may be in close proximity or distributed across a network. The

main challenges in designing concurrent programs are ensuring the correct sequencing of the

interactions or communications between different computational processes, and coordinating

access to resources that are shared between processes. A number of different methods can be

used to implement concurrent programs, such as implementing each computational process as

an operating system process, or implementing the computational processes as a set of threads

within a single operating system process. Pioneers in the field of concurrent computing

include Edsger Dijkstra, Per Brinch Hansen, and C. A. R. Hoare.
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2. Coordinating access to resources

One of the major issues in concurrent computing is preventing concurrent processes from

interfering with each other. For example, consider the following algorithm for making

withdrawals from a checking account represented by the shared resource balance:

1  bool withdraw(int withdrawal)

2  {

3     if( balance >= withdrawal )

4     {

5         balance -= withdrawal;

6         return true;

7     }

8     return false;

9  }

Supposebalance=500, and two concurrent processes make the calls withdraw (300) and

withdraw(350). If line 3 in both operations executes before line 5 both operations will find

that balance > withdrawalevaluates to true, and execution will proceed to subtracting the

withdrawal amount. However, since both processes perform their withdrawals, the total

amount withdrawn will end up being more than the original balance. These sorts of problems

with shared resources require the use of concurrency control, or non-blocking algorithms.

Because concurrent systems rely on the use of shared resources (including communications

mediums), concurrent computing in general requires the use of some form of arbiter

somewhere in the implementation to mediate access to these resources. Unfortunately, while

many solutions exist to the problem of a conflict over one resource, many of those "solutions"

have their own concurrency problems such as deadlock when more than one resource is

involved.

3. Concurrent programming languages

Concurrent programming languages are programming languages that use language constructs

for concurrency. These constructs may involve multi-threading, support for distributed

computing, message passing, shared resources (including shared memory) or futures (known

also as promises). Today, the most commonly used programming languages that have

specific constructs for concurrency are Java and C#. Both of these languages fundamentally

use a shared-memory concurrency model, with locking provided by monitors (although

message-passing models can and have been implemented on top of the underlying shared-

memory model). Of the languages that use a message-passing concurrency model, Erlang is
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probably the most widely used in industry at present. Many concurrent programming

languages have been developed more as research languages (e.g. Pict) rather than as

languages for production use. However, languages such as Erlang, Limbo, and occam have

seen industrial use at various times in the last 20 years. Languages in which concurrency

plays an important role include:

 Ada

 Afnix concurrent access to data is protected automatically (previously called Aleph, but

unrelated to Alef)

 Alef concurrent language with threads and message passing, used for systems programming

in early versions of Plan 9 from Bell Labs

 Alice extension to Standard ML, adds support for concurrency via futures.

 Cilk a concurrent C

 Cω C Omega, a research language extending C#, uses asynchronous communication

 Clojure a modern Lisp targeting the JVM

 Concurrent Clean a functional programming language, similar to Haskell

 Concurrent ML a concurrent extension of Standard ML

 Concurrent Pascal by Brinch-Hansen

 Compute Unified Device Architecture (CUDA)

 Curry

 E uses promises, ensures deadlocks cannot occur

 Eiffel through its SCOOP mechanism based on the concepts of Design by Contract

 Erlang uses asynchronous message passing with nothing shared

 Io actor-based concurrency

 Janus features distinct "askers" and "tellers" to logical variables, bag channels; is purely

declarative

 JoCaml

 Join Java concurrent language based on the Java programming language

 Joule dataflow language, communicates by message passing

 Concurrent Haskell lazy, pure functional language operating concurrent processes on shared

memory

 Limbo relative of Alef, used for systems programming in Inferno (operating system)

 MultiLisp Scheme variant extended to support parallelism

 occam influenced heavily by Communicating Sequential Processes (CSP).
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 occam-π a modern variant of occam, which incorporates ideas from Milner's π-calculus

 Orc a heavily concurrent, nondeterministic language based on Kleene algebra.

 Oz multiparadigm language, supports shared-state and message-passing concurrency, and

futures

 Mozart Programming System multiplatform Oz

 Pict essentially an executable implementation of Milner's π-calculus

 Reia uses asynchronous message passing between shared-nothing objects

 Stackless Python

 SALSA actor language with token-passing, join, and first-class continuations for distributed

computing over the Internet

 Scala a general purpose programming language designed to express common programming

patterns in a concise, elegant, and type-safe way

 SR research language

Many other languages provide support for concurrency in the form of libraries (on level

roughly comparable with the above list).

4. Mutual exclusion

Mutual exclusion (often abbreviated to mutex) algorithms are used in concurrent

programming to avoid the simultaneous use of a common resource, such as a global variable,

by pieces of computer code called critical sections. Examples of such resources are fine-

grained flags, counters or queues, used to communicate between code that runs concurrently,

such as an application and its interrupt handlers. The problem is acute because a thread can

be stopped or started at any time. To illustrate: suppose a section of code is altering a piece of

data over several program steps, when another thread, perhaps triggered by some

unpredictable event, starts executing. If this second thread reads from the same piece of data,

the data, which is in the process of being overwritten, is in an inconsistent and unpredictable

state. If the second thread tries overwriting that data, the ensuing state will probably be

unrecoverable. These critical sections of code accessing shared data must therefore be

protected, so that other processes which read from or write to the chunk of data are excluded

from running. A mutex is also a common name for a program object that negotiates mutual

exclusion among threads, also called a lock.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

36
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



5. Hardware solutions

On a uniprocessor system the common way to achieve mutual exclusion is to disable

interrupts for the smallest possible number of instructions that will prevent corruption of the

shared data structure, the critical section. This prevents interrupt code from running in the

critical section. In a computer in which several processors share memory, an indivisible test-

and-set of a flag is used in a tight loop to wait until the other processor clears the flag. The

test-and-set performs both operations without releasing the memory bus to another processor.

When the code leaves the critical section, it clears the flag. This is called a "spinlock" or

"busy-wait." Similar atomic multiple-operation instructions, e.g., compare-and-swap, are

commonly used for lock-free manipulation of the linked lists and other data structures.

6. Software solutions

Beside the hardware supported solution, some software solutions exist that use "busy-wait" to

achieve the goal. Examples of these include:

 Dekker's algorithm

 Peterson's algorithm

 Lamport's bakery algorithm

 The black-white bakery algorithm

 Semaphores

 Monitors

 Message passing

 Tuple space

Most classical mutual exclusion methods attempt to reduce latency and busy-waits by using

queuing and context switches. Many forms of mutual exclusion have side-effects. For

example, classic semaphores permit deadlocks, in which one process gets a semaphore,

another process gets a second semaphore, and then both wait forever for the other semaphore

to be released. Other common side-effects include starvation, in which a process never gets

sufficient resources to run to completion, priority inversion in which a higher priority thread

waits for a lower-priority thread, and "high latency" in which response to interrupts is not

prompt. Much research is aimed at eliminating the above effects, such as by guaranteeing

non-blocking progress. No perfect scheme is known.
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7. Synchronization

In computer science, synchronization refers to one of two distinct but related concepts:

synchronization of processes, and synchronization of data. Process synchronization refers to

the idea that multiple processes are to join up or handshake at a certain point, so as to reach

an agreement or commit to a certain sequence of action. Data synchronization refers to the

idea of keeping multiple copies of a dataset in coherence with one another, or to maintain

data integrity. Process synchronization primitives are commonly used to implement data

synchronization.

8. Process synchronization

Process synchronization refers to the coordination of simultaneous threads or processes to

complete a task in order to get correct runtime order and avoid unexpected race conditions.

There are many types of synchronization:

 Barrier

 Lock/Semaphore

 Thread join

 Mutex

 Monitors

 Non-blocking synchronization

 Rendezvous

 Synchronous communication operations (see: Comparison of synchronous and asynchronous

signaling)

9. Data synchronization

A distinctly different (but related) concept is that of data synchronization. This refers to the

need to keep multiple copies of a set of data coherent with one another.

Examples include:

 File synchronization, such as syncing a hand-held MP3 player to a desktop computer.

 Cluster file systems, which are file systems that maintain data or indexes in a coherent

fashion across a whole computing cluster.

 Cache coherency, maintaining multiple copies of data in sync across multiple caches.
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 RAID, where data is written in a redundant fashion across multiple disks, so that the loss of

any one disk does not lead to a loss of data.

 Database replication, where copies of data on a database are kept in sync, despite possible

large geographical separation.

 Journaling, a technique used by many modern file systems to make sure that file metadata are

updated on a disk in a coherent, consistent manner.

Topic : Concurrency: Deadlock And Starvation

Topic Objective:

At the end of this topic student would be able to:

 Understand the Deadlock

 Understand the Coping with Deadlock

 Understand the Prevention

 Understand the Circular wait prevention

 Understand the Avoidance

 Understand the Detection

 Understand the Starvation

Definition/Overview:

A deadlock: A deadlock is a situation where in two or more competing actions are waiting

for the other to finish, and thus neither ever does.

Coping with Deadlock: There are four necessary conditions for a deadlock to occur, known

as the Coffman conditions from their first description in a 1971 article by E. G. Coffman.
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Circular wait prevention: Circular wait prevention consists of allowing processes to wait for

resources, but ensure that the waiting can't be circular. One approach might be to assign

precedence to each resource and force processes to request resources in order of increasing

precedence.

Avoidance:Deadlock can be avoided if certain information about processes is available in

advance of resource allocation.

Key Points:

1. Deadlock

A deadlock is a situation where in two or more competing actions are waiting for the other to

finish, and thus neither ever does. It is often seen in a paradox like 'the chicken or the egg'. In

computer science, deadlock refers to a specific condition when two or more processes are

each waiting for each other to release a resource, or more than two processes are waiting for

resources in a circular chain. Deadlock is a common problem in multiprocessing where many

processes share a specific type of mutually exclusive resource known as a software, or soft,

lock. Computers intended for the time-sharing and/or real-time markets are often equipped

with a hardware lock (or hard lock) which guarantees exclusive access to processes, forcing

serialization. Deadlocks are particularly troubling because there is no general solution to

avoid (soft) deadlocks. This situation may be likened to two people who are drawing

diagrams, with only one pencil and one ruler between them. If one person takes the pencil

and the other takes the ruler, a deadlock occurs when the person with the pencil needs the

ruler and the person with the ruler needs the pencil, before he can give up the ruler. Both

requests can't be satisfied, so a deadlock occurs. The telecommunications description of

deadlock is a little stronger: deadlock occurs when none of the processes meet the condition

to move to another state (as described in the process's finite state machine) and all the

communication channels are empty. The second condition is often left out on other systems

but is important in the telecommunication context.

2. Coping with Deadlock

There are four necessary conditions for a deadlock to occur, known as the Coffman

conditions from their first description in a 1971 article by E. G. Coffman.
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 Mutual exclusion condition: a resource that cannot be used by more than one process at a

time

 Hold and wait condition: processes already holding resources may request new resources

 No preemption condition: No resource can be forcibly removed from a process holding it,

resources can be released only by the explicit action of the process

 Circular wait condition: two or more processes form a circular chain where each process

waits for a resource that the next process in the chain holds

3. Prevention

Deadlocks can be prevented by ensuring that at least one of the above conditions fails to hold:

 Removing the mutual exclusion condition means that no process may have exclusive access

to a resource. This proves impossible for resources that cannot be spooled, and even with

spooled resources deadlock could still occur. Algorithms that avoid mutual exclusion are

called non-blocking synchronization algorithms.

 The "hold and wait" conditions may be removed by requiring processes to request all the

resources they will need before starting up (or before embarking upon a particular set of

operations); this advance knowledge is frequently difficult to satisfy and, in any case, is an

inefficient use of resources. Another way is to require processes to release all their resources

before requesting all the resources they will need. This too is often impractical. (Such

algorithms, such as serializing tokens, are known as the all-or-none algorithms.)

 A "no preemption" (lockout) condition may also be difficult or impossible to avoid as a

process has to be able to have a resource for a certain amount of time, or the processing

outcome may be inconsistent or thrashing may occur. However, inability to enforce

preemption may interfere with a priority algorithm. (Note: Preemption of a "locked out"

resource generally implies a rollback, and is to be avoided, since it is very costly in

overhead.) Algorithms that allow preemption include lock-free and wait-free algorithms and

optimistic concurrency control.

 The circular wait condition: Algorithms that avoid circular waits include "disable interrupts

during critical sections", and "use a hierarchy to determine a partial ordering of resources"

(where no obvious hierarchy exists, even the memory address of resources has been used to

determine ordering) and Dijkstra's solution.
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4. Circular wait prevention

Circular wait prevention consists of allowing processes to wait for resources, but ensure that

the waiting can't be circular. One approach might be to assign precedence to each resource

and force processes to request resources in order of increasing precedence. That is to say that

if a process holds some resources and the highest precedence of these resources is m, then

this process cannot request any resource with precedence smaller than m. This forces

resource allocation to follow a particular and non-circular ordering, so circular wait cannot

occur. Another approach is to allow holding only one resource per process; if a process

requests another resource, it must first free the one it's currently holding (that is, disallow

hold-and-wait).

5. Avoidance

Deadlock can be avoided if certain information about processes is available in advance of

resource allocation. For every resource request, the system sees if granting the request will

mean that the system will enter an unsafe state, meaning a state that could result in deadlock.

The system then only grants requests that will lead to safe states. In order for the system to be

able to figure out whether the next state will be safe or unsafe, it must know in advance at any

time the number and type of all resources in existence, available, and requested. One known

algorithm that is used for deadlock avoidance is the Banker's algorithm, which requires

resource usage limit to be known in advance. However, for many systems it is impossible to

know in advance what every process will request. This means that deadlock avoidance is

often impossible. Two other algorithms are Wait/Die and Wound/Wait, each of which uses a

symmetry-breaking technique. In both these algorithms there exists an older process (O) and

a younger process (Y). Process age can be determined by a time stamp at process creation

time. Smaller time stamps are older processes, while larger timestamps represent younger

processes.

WAIT/DIE WOUND/WAIT

O needs a resource held by Y O waits Y dies

Y needs a resource held by O Y dies Y waits

[Table 1]

It is important to note that a process may be in an unsafe state but would not result in a

deadlock. The notion of safe/unsafe states only refers to the ability of the system to enter a

deadlock state or not. For example, if a process requests A which would result in an unsafe
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state, but releases B which would prevent circular wait, then the state is unsafe but the system

is not in deadlock.

6. Detection

Often neither deadlock avoidance nor deadlock prevention may be used. Instead deadlock

detection and process restart are used by employing an algorithm that tracks resource

allocation and process states, and rolls back and restarts one or more of the processes in order

to remove the deadlock. Detecting a deadlock that has already occurred is easily possible

since the resources that each process has locked and/or currently requested are known to the

resource scheduler or OS. Detecting the possibility of a deadlock before it occurs is much

more difficult and is, in fact, generally not decidable, because the halting problem can be

rephrased as a deadlock scenario. However, in specific environments, using specific means of

locking resources, deadlock detection may be decidable. In the general case, it is not possible

to distinguish between algorithms that are merely waiting for a very unlikely set of

circumstances to occur and algorithms that will never finish because of deadlock.

7. Starvation

In computer science, starvation is a multitasking-related problem, where a process is

perpetually denied necessary resources. Without those resources, the program can never

finish its task. Starvation is similar in effect to deadlock. Two or more programs become

deadlocked together, when each of them wait for a resource occupied by another program in

the same set. On the other hand, one or more programs are in starvation, when each of them

is waiting for resources that are occupied by programs that may or may not be in the same set

that is starving. Moreover, in a deadlock, no program in the set changes its state. There may

be a similar situation called livelock, where the processes changes their states continually, but

cannot progress. Livelock is a special-case of starvation. In that sense, deadlock can also be

said a special-case of starvation. Usually the problems in which programs are perpetually

deprived of resources are referred as deadlock problems when none of them are changing

their states and each of them is waiting for resources only occupied by programs in the same

set. All other such problems are referred to as starvation. Starvation is illustrated by Edsger

Dijkstra's dining philosophers problem. The fault lies in the scheduling algorithm. The

scheduling algorithm, which is part of the kernel, is supposed to allocate resources equitably;

that is, the algorithm should allocate resources so that no process perpetually lacks necessary

resources. Many operating system schedulers have the concept of process priority. A high
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priority process A will run before a low priority process B. If the high priority process

(process A) never blocks, the low priority process (B) will (in some systems) never be

scheduled - it will experience starvation. If there is an even higher priority process X, which

is dependent on a result from process B, then process X might never finish, even though it is

the most important process in the system. This condition is called a priority inversion.

Modern scheduling algorithms normally contain code to guarantee that all processes will

receive a minimum amount of each important resource (most often CPU time) in order to

prevent any process from being subjected to starvation. In computer networks, especially

wireless networks, scheduling algorithms may suffer from scheduling starvation. An example

is maximum throughput scheduling.

In Section 3 of this course you will cover these topics:
Memory Management

Virtual Memory

Uniprocessor Scheduling

Topic : Memory Management

Topic Objective:

At the end of this topic student would be able to:

 Understand the Memory management

 Understand the Relocation

 Understand the Protection

 Understand the Sharing

 Understand the Logical organization

 Understand the Physical organization
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Definition/Overview:

Memory management: Memory management is the act of managing computer memory. In

its simpler forms, this involves providing ways to allocate portions of memory to programs at

their request, and freeing it for reuse when no longer needed. The management of main

memory is critical to the computer system.

Key Points:

1. Memory management

Memory management is the act of managing computer memory. In its simpler forms, this

involves providing ways to allocate portions of memory to programs at their request, and

freeing it for reuse when no longer needed. The management of main memory is critical to

the computer system. Virtual memory systems separate the memory addresses used by a

process from actual physical addresses, allowing separation of processes and increasing the

effectively available amount of RAM using disk swapping. The quality of the virtual memory

manager can have a big impact on overall system performance. Garbage collection is the

automated allocation, and de-allocation of computer memory resources for a program. This is

generally implemented at the programming language level and is in opposition to manual

memory management, the explicit allocation and de-allocation of computer memory

resources.

2. Relocation

In systems with virtual memory, programs in memory must be able to reside in different parts

of the memory at different times. This is because when the program is swapped back into

memory after being swapped out for a while it cannot always be placed in the same location.

Memory management in the operating system should therefore be able to relocate programs

in memory and handle memory references in the code of the program so that they always

point to the right location in memory.

3. Protection

Processes should not be able to reference the memory for another process without permission.

This is called memory protection, and prevents malicious or malfunctioning code in one

program from interfering with the operation of other running programs.

4. Sharing

Even though the memory for different processes is protected from each other, different

processes should be able to share information and therefore access the same part of memory.
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5. Logical organization

Programs are often organized in modules. Some of these modules could be shared between

different programs, some are read only and some contain data that can be modified. The

memory management is responsible for handling this logical organization that is different

from the physical linear address space. One way to arrange this organization is segmentation.

6. Physical organization

Memory is usually divided into fast primary storage and slow secondary storage. Memory

management in the operating system handles moving information between these two levels of

memory.

7. Memory compaction

The technique of relocating all occupied areas of memory to one end of the memory so as to

get one large block of free memory space is called compaction.

Memory can be compacted under the following conditions:

 As soon as a job terminates.

 When a new job cannot be loaded into memory due to fragmentation.

 At fixed time intervals.

8. DOS memory managers

In addition to standard memory management, the 640 KB barrier of MS-DOS and compatible

systems led to the development of programs known as memory managers when PC main

memories started to be routinely larger than 640 KB in the late 1980s (see conventional

memory). These move portions of the operating system outside their normal locations in

order to increase the amount of conventional or quasi-conventional memory available to other

applications. Examples are EMM386, which was part of the standard installation in DOS's

later versions, and QEMM. These allowed use of memory above the 640 KB barrier, where

memory was normally reserved for RAMs, and high and upper memory.

9. Random-access memory

Random-access memory (usually known by its acronym, RAM) is a form of computer data

storage. Today it takes the form of integrated circuits that allow the stored data to be accessed

in any order (i.e., at random). The word random thus refers to the fact that any piece of data

can be returned in a constant time, regardless of its physical location and whether or not it is

related to the previous piece of data. This contrasts with storage mechanisms such as tapes,
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magnetic discs and optical discs, which rely on the physical movement of the recording

medium or a reading head. In these devices, the movement takes longer than the data transfer,

and the retrieval time varies depending on the physical location of the next item. The word

RAM is mostly associated with volatile types of memory (such as DRAM memory modules),

where the information is lost after the power is switched off. However, many other types of

memory are RAM as well (i.e., Random Access Memory), including most types of ROM and

a kind of flash memory called NOR-Flash. Modern types of writable RAM generally store a

bit of data in either the state of a flip-flop, as in SRAM (static RAM), or as a charge in a

capacitor (or transistor gate), as in DRAM (dynamic RAM), EPROM, EEPROM and Flash.

Some types have circuitry to detect and/or correct random faults called memory errors in the

stored data, using parity bits or error correction codes. RAM of the read-only type, ROM,

instead uses a metal mask to permanently enable/disable selected transistors, instead of

storing a charge in them. As both SRAM and DRAM are volatile, other forms of computer

storage, such as disks and magnetic tapes, have been used as persistent storage in traditional

computers. Many newer products instead rely on flash memory to maintain data when not in

use, such as PDAs or small music players. Certain personal computers, such as many rugged

computers and netbooks, have also replaced magnetic disks with flash drives. With flash

memory only the NOR type is capable of true random access and is therefore technically

RAM, however, the lower cost NAND type is commonly used for bulk storage in memory

cards and solid-state drives.

10. Memory hierarchy

Many computer systems have a memory hierarchy consisting of CPU registers, on-die SRAM

caches, external caches, DRAM, paging systems, and virtual memory or swap space on a

hard drive. This entire pool of memory may be referred to as "RAM" by many developers,

even though the various subsystems can have very different access times, violating the

original concept behind the random access term in RAM. Even within a hierarchy level such

as DRAM, the specific row, column, bank, rank, channel, or interleave organization of the

components make the access time variable, although not to the extent that rotating storage

media or a tape is variable. The overall goal of using a memory hierarchy is to obtain the

higher possible average access performance while minimizing the total cost of entire memory

system. (Generally, the memory hierarchy follows the access time with the fast CPU registers

at the top and the slow hard drive at the bottom.) In many modern personal computers, the

RAM comes in an easily upgraded form of modules called memory modules or DRAM

modulesabout the size of a few sticks of chewing gum. These can quickly be replaced should
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they become damaged or too small for current purposes. As suggested above, smaller

amounts of RAM (mostly SRAM) are also integrated in the CPU and other ICs on the

motherboard, as well as in hard-drives, CD-ROMs, and several other parts of the computer

system.

11. Swapping

If a computer becomes low on RAM during intensive application cycles, the computer can

perform an operation known as "swapping". When this occurs, the computer temporarily uses

hard drive space as additional memory. Constantly relying on this type of backup memory is

called thrashing, which is generally undesirable because it lowers overall system

performance. In order to reduce the dependency on swapping, more RAM can be installed.

12. Other uses of the "RAM" term

Other physical devices with read/write capability can have "RAM" in their names: for

example, DVD-RAM. "Random access" is also the name of an indexing method: hence, disk

storage is often called "random access" because the reading head can move relatively quickly

from one piece of data to another, and does not have to read all the data in between. However

the final "M" is crucial: "RAM" (provided there is no additional term as in "DVD-RAM")

always refers to a solid-state device.

13. RAM disks

Software can "partition" a portion of a computer's RAM, allowing it to act as a much faster

hard drive that is called a RAM disk. Unless the memory used is non-volatile, a RAM disk

loses the stored data when the computer is shut down. However, volatile memory can retain

its data when the computer is shut down if it has a separate power source, usually a battery.

14. Shadow RAM

Sometimes, the contents of a ROM chip are copied to SRAM or DRAM to allow for shorter

access times (as ROM may be slower). The ROM chip is then disabled while the initialized

memory locations are switched in on the same block of addresses (often write-protected).

This process, sometimes called shadowing, is fairly common in both computers and

embedded systems. As a common example, the BIOS in typical personal computers often has

an option called use shadow BIOS or similar. When enabled, functions relying on data from

the BIOSs ROM will instead use DRAM locations (most can also toggle shadowing of video

card ROM or other ROM sections). Depending on the system, this may or may not result in

increased performance. On some systems the benefit may be hypothetical because the BIOS
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is not used after booting in favor of direct hardware access. Of course, somewhat less free

memory is available when shadowing is enabled.

15. Recent developments

Several new types of non-volatile RAM, which will preserve data while powered down, are

under development. The technologies used include carbon nanotubes and the magnetic tunnel

effect. In summer 2003, a 128 KB (128 210bytes) magnetic RAM (MRAM) chip was

manufactured with 0.18 m technology. In June 2004, Infineon Technologies unveiled a 16

MB (16 220bytes) prototype again based on 0.18 m technology. Nantero built a functioning

carbon nanotube memory prototype 10 GB (10 230bytes) array in 2004. Whether some of

these technologies will be able to eventually take a significant market share from DRAM,

SRAM, or flash-memory technology, however, remains to be seen. Since 2006, "Solid-state

drives" (based on flash memory) with capacities exceeding 642 gigabytes and performance

far exceeding traditional disks have become available. This development has started to blur

the definition between traditional random access memory and "disks", dramatically reducing

the difference in performance. Also in development is research being done in the field of

plastic magnets, which switch magnetic polarities based on light.

Topic : Virtual Memory

Topic Objective:

At the end of this topic student would be able to:

 Understand the Virtual memory

 Understand the Paged virtual memory

 Understand the Page tables

 Understand the Paging

 Understand the Dynamic address translation

 Understand the Paging supervisor

 Understand the Permanently resident pages
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Definition/Overview:

Virtual memory: Virtual memory is a computer system technique which gives an

application program the impression that it has contiguous working memory (an address

space), while in fact it may be physically fragmented and may even overflow on to disk

storage.

Paged virtual memory: Almost all implementations of virtual memory divide the virtual

address space of an application program into pages; a page is a block of contiguous virtual

memory addresses.

Page tables: Almost all implementations use page tables to translate the virtual addresses

seen by the application program into physical addresses (also referred to as "real

addresses") used by the hardware to process instructions. Each entry in the page table

contains a mapping for a virtual page to either the real memory address at which the page is

stored, or an indicator that the page is currently held in a disk file.

Paging: Paging is the process of saving inactive virtual memory pages to disk and restoring

them to real memory when required.

Dynamic address translation: If, while executing an instruction, a CPU fetches an

instruction located at a particular virtual address, fetches data from a specific virtual

address or stores data to a particular virtual address, the virtual address must be translated

to the corresponding physical address

Key Points:

1. Virtual memory

Virtual memory is a computer system technique which gives an application program the

impression that it has contiguous working memory (an address space), while in fact it may be

physically fragmented and may even overflow on to disk storage. Systems that use this

technique make programming of large applications easier and use real physical memory (e.g.

RAM) more efficiently than those without virtual memory. Note that "virtual memory" is

more than just "using disk space to extend physical memory size" - that is merely the

extension of the memory hierarchy to include hard disk drives. Extending memory to disk is a
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normal consequence of using virtual memory techniques, but could be done by other means

such as overlays or swapping programs and their data completely out to disk while they are

inactive. The definition of "virtual memory" is based on redefining the address space with a

contiguous virtual memory addresses to "trick" programs into thinking they are using large

blocks of contiguous addresses. All modern general-purpose computer operating systems use

virtual memory techniques for ordinary applications, such as word processors, spreadsheets,

multimedia players, accounting, etc. Older operating systems, such as DOS and Microsoft

Windows of the 1980s, or those for the mainframes of the 1960s, generally had no virtual

memory functionality - notable exceptions being the Atlas, B5000 and Apple Computer's

Lisa. Embedded systems and other special-purpose computer systems which require very fast

and/or very consistent response times may choose not to use virtual memory due to decreased

determinism.

2. Paged virtual memory

Almost all implementations of virtual memory divide the virtual address space of an

application program into pages; a page is a block of contiguous virtual memory addresses.

Pages are usually at least 4K bytes in size, and systems with large virtual address ranges or

large amounts of real memory (e.g. RAM) generally use larger page sizes.

3. Page tables

Almost all implementations use page tables to translate the virtual addresses seen by the

application program into physical addresses (also referred to as "real addresses") used by the

hardware to process instructions. Each entry in the page table contains a mapping for a virtual

page to either the real memory address at which the page is stored, or an indicator that the

page is currently held in a disk file. (Although most do, some systems may not support use of

a disk file for virtual memory.) Systems can have one page table for the whole system or a

separate page table for each application. If there is only one, different applications which are

running at the same time share a single virtual address space, i.e. they use different parts of a

single range of virtual addresses. Systems which use multiple page tables provide multiple

virtual address spaces - concurrent applications think they are using the same range of virtual

addresses, but their separate page tables redirect to different real addresses.

4. Paging

Paging is the process of saving inactive virtual memory pages to disk and restoring them to

real memory when required. Most virtual memory systems enable programs to use virtual

address ranges which in total exceed the amount of real memory (e.g. RAM). To do this they
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use disk files to save virtual memory pages which are not currently active, and restore them

to real memory when they are needed. Pages are not necessarily restored to the same real

addresses from which they were saved - applications are aware only of virtual addresses.

Usually when a page is going to be restored to real memory, the real memory already

contains another virtual memory page which will be saved to disk before the restore takes

place.

5. Dynamic address translation

If, while executing an instruction, a CPU fetches an instruction located at a particular virtual

address, fetches data from a specific virtual address or stores data to a particular virtual

address, the virtual address must be translated to the corresponding physical address. This is

done by a hardware component, sometimes called a memory management unit, which looks

up the real address (from the page table) corresponding to a virtual address and passes the

real address to the parts of the CPU which execute instructions. If the page tables indicate

that the virtual memory page is not currently in real memory, the hardware raises a page fault

exception (special internal signal) which invokes the paging supervisor component of the

operating system (see below).

6. Paging supervisor

This part of the operating system creates and manages the page tables. If the dynamic address

translation hardware raises a page fault exception, the paging supervisor searches the page

file(s) (on disk) for the page containing the required virtual address, reads it into real physical

memory, updates the page tables to reflect the new location of the virtual address and finally

tells the dynamic address translation mechanism to start the search again. Usually all of the

real physical memory is already in use and the paging supervisor must first save an area of

real physical memory to disk and update the page table to say that the associated virtual

addresses are no longer in real physical memory but saved on disk. Paging supervisors

generally save and overwrite areas of real physical memory which have been least recently

used, because these are probably the areas which are used least often. So every time the

dynamic address translation hardware matches a virtual address with a real physical memory

address, it must put a time-stamp in the page table entry for that virtual address.

7. Permanently resident pages

All virtual memory systems have memory areas that are "pinned down", i.e. cannot be

swapped out to secondary storage, for example:
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 Interrupt mechanisms generally rely on an array of pointers to the handlers for various types

of interrupt (I/O completion, timer event, program error, page fault, etc.). If the pages

containing these pointers or the code that they invoke were page-able, interrupt-handling

would become even more complex and time-consuming; and it would be especially difficult

in the case of page fault interrupts.

 The page tables are usually not page-able.

 Data buffers that are accessed outside of the CPU, for example by peripheral devices that use

direct memory access (DMA) or by I/O channels. Usually such devices and the buses

(connection paths) to which they are attached use physical memory addresses rather than

virtual memory addresses. Even on buses with an IOMMU, which is a special memory

management unit that can translate virtual addresses used on an I/O bus to physical addresses,

the transfer cannot be stopped if a page fault occurs and then restarted when the page fault

has been processed. So pages containing locations to which or from which a peripheral

device is transferring data are either permanently pinned down or pinned down while the

transfer is in progress.

 Timing-dependent kernel/application areas cannot tolerate the varying response time caused

by paging.

8. Virtual=real operation

In MVS, z/OS, and similar OSes, some parts of the systems memory are managed in

virtual=real mode, where every virtual address corresponds to a real address. Those are:

 interrupt mechanisms

 paging supervisor and page tables

 all data buffers accessed by I/O channels

 Application programs which use non-standard methods of managing I/O and therefore

provide their own buffers and communicate directly with peripherals (programs that create

their own channel command words).

In IBM's early virtual memory operating systems virtual=real mode was the only way to "pin

down" pages. z/OS has 3 modes, V=V (virtual=virtual; fully page-able), V=R and V=F

(virtual = fixed, i.e. "pinned down" but with DAT operating).

9. Segmented virtual memory

Some systems, such as the Burroughs large systems, do not use paging to implement virtual

memory. Instead, they use segmentation, so that an application's virtual address space is
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divided into variable-length segments. A virtual address consists of a segment number and an

offset within the segment. Memory is still physically addressed with a single number (called

absolute or linear address). To obtain it, the processor looks up the segment number in a

segment table to find a segment descriptor. The segment descriptor contains a flag indicating

whether the segment is present in main memory and, if it is, the address in main memory of

the beginning of the segment (segment's base address) and the length of the segment. It

checks whether the offset within the segment is less than the length of the segment and, if it

isn't, an interrupt is generated. If a segment is not present in main memory, a hardware

interrupt is raised to the operating system, which may try to read the segment into main

memory, or to swap in. The operating system might have to remove other segments (swap

out) from main memory in order to make room in main memory for the segment to be read

in. Notably, the Intel 80286 supported a similar segmentation scheme as an option, but it was

unused by most operating systems. It is possible to combine segmentation and paging,

usually dividing each segment into pages. In systems that combine them, such as Multics and

the IBM System/38 and IBM System i machines, virtual memory is usually implemented

with paging, with segmentation used to provide memory protection. With the Intel 80386 and

later IA-32 processors, the segments reside in a 32-bit linear paged address space, so

segments can be moved into and out of that linear address space, and pages in that linear

address space can be moved in and out of main memory, providing two levels of virtual

memory; however, few if any operating systems do so. Instead, they only use paging. The

difference between virtual memory implementations using pages and using segments is not

only about the memory division with fixed and variable sizes, respectively. In some systems,

e.g. Multics, or later System/38 and Prime machines, the segmentation was actually visible to

the user processes, as part of the semantics of a memory model. In other words, instead of a

process just having a memory which looked like a single large vector of bytes or words, it

was more structured. This is different from using pages, which doesn't change the model

visible to the process. This had important consequences. A segment wasn't just a "page with a

variable length", or a simple way to lengthen the address space (as in Intel 80286). In

Multics, the segmentation was a very powerful mechanism that was used to provide a single-

level virtual memory model, in which there was no differentiation between "process

memory" and "file system" - a process' active address space consisted only a list of segments

(files) which were mapped into its potential address space, both code and data. It is not the

same as the later mmap function in Unix, because inter-file pointers don't work when

mapping files into semi-arbitrary places. Multics had such addressing mode built into most

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

54
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



instructions. In other words it could perform relocated inter-segment references, thus

eliminating the need for a linker completely. This also worked when different processes

mapped the same file into different places in their private address spaces.

10. Avoiding thrashing

All implementations need to avoid a problem called "thrashing", where the computer spends

too much time shuffling blocks of virtual memory between real memory and disks, and

therefore appears to work slower. Better design of application programs can help, but

ultimately the only cure is to install more real memory. For more information see Paging.

11. History

In the 1940s and 1950s, before the development of a virtual memory, all larger programs had

to contain logic for managing two-level storage (primary and secondary, today's analogies

being RAM and hard disk), such as overlaying techniques. Programs were responsible for

moving overlays back and forth from secondary storage to primary. The main reason for

introducing virtual memory was therefore not simply to extend primary memory, but to make

such an extension as easy to use for programmers as possible. Many systems already had the

ability to divide the memory between multiple programs (required for multiprogramming and

multiprocessing), provided for example by "base and bounds registers" on early models of the

PDP-10, without providing virtual memory. That gave each application a private address

space starting at an address of 0, with an address in the private address space being checked

against a bounds register to make sure it's within the section of memory allocated to the

application and, if it is, having the contents of the corresponding base register being added to

it to give an address in main memory. This is a simple form of segmentation without virtual

memory. Virtual memory was developed in approximately 19591962, at the University of

Manchesterfor the Atlas Computer, completed in 1962. However, Fritz-Rudolf Gntsch, one

of Germany's pioneering computer scientists and later the developer of the Telefunken TR

440 mainframe, claims to have invented the concept in 1957 in his doctoral dissertation

Logischer Entwurf eines digitalen Rechengertes mit mehreren asynchron laufenden

Trommeln und automatischem Schnellspeicherbetrieb (Logic Concept of a Digital

Computing Device with Multiple Asynchronous Drum Storage and Automatic Fast Memory

Mode). In 1961, Burroughs released the B5000, the first commercial computer with virtual

memory. It used segmentation rather than paging. Like many technologies in the history of

computing, virtual memory was not accepted without challenge. Before it could be

implemented in mainstream operating systems, many models, experiments, and theories had

to be developed to overcome the numerous problems. Dynamic address translation required a
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specialized, expensive, and hard to build hardware, moreover initially it slightly slowed down

the access to memory. There were also worries that new system-wide algorithms of utilizing

secondary storage would be far less effective than previously used application-specific ones.

By 1969 the debate over virtual memory for commercial computers was over. An IBM

research team led by David Sayre showed that the virtual memory overlay system

consistently worked better than the best manually controlled systems. Possibly the first

minicomputer to introduce virtual memory was the Norwegian NORD-1. During the 1970s,

other minicomputers implemented virtual memory, notably VAX models running VMS.

Virtual memory was introduced to the x86 architecture with the protected mode of the Intel

80286 processor. At first it was done with segment swapping, which became inefficient with

larger segments. The Intel 80386 introduced support for paging underneath the existing

segmentation layer. The page fault exception could be chained with other exceptions without

causing a double fault.

Topic : Uniprocessor Scheduling

Topic Objective:

At the end of this topic student would be able to:

 Understand the A uniprocessor system

 Understand the All-in-One

 Understand the Comparison with laptops

Definition/Overview:

A uniprocessor system: A uniprocessor system is a computer system with a single central

processing unit.

All-in-One: All-in-One computers are desktop computers that combine the monitor into the

same case as the CPU.

Comparison with laptops: Desktops have the advantage over laptops that the spare parts

and extensions tend to be standardized, resulting in lower prices and greater availability.
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Key Points:

1. A uniprocessor system

A uniprocessor system is a computer system with a single central processing unit. As more

and more computers employ multiprocessing architectures, such as SMP and MPP, the term

is used to refer to systems that still have only one CPU. Although most desktop computers

are uniprocessor systems, it is expected that dual processor systems will become increasingly

common in that arena in the future. A desktop computer is a personal computer (PC) in a

form intended for regular use at a single location, as opposed to a mobile laptop or portable

computer. Prior to the wide spread of microprocessors a computer that could fit on a desk

was considered remarkably small. Today the phrase usually indicates a particular style of

computer case. Desktop computers come in a variety of styles ranging from large vertical

tower cases to small form factor models that can be tucked behind an LCD monitor. In this

sense, the term 'desktop' refers specifically to a horizontally-oriented case, usually intended to

have the display screen placed on top to save space on the desk top. Most modern desktop

computers have separate screens and keyboards. A specialized form of desktop case is used

for home theater PC systems, incorporating front-panel mounted controls for audio and video.

2. All-in-One

All-in-One computers are desktop computers that combine the monitor into the same case as

the CPU. Apple has manufactured several popular examples of all-in-one computers, such as

the original Macintosh of the mid-1980s and the iMac of the late 1990s and 2000s. Some

older 8-bit computers, such as the Commodore PET 2001 or Kaypro II, also fit into this

category. All-in-One PCs are typically more portable than other desktop PCs and many have

been built with carrying handles integrated into the case. They can simply be unplugged and

transported to a new location. However, like laptops, All-in-One desktop computers tend to

suffer from a comparative lack of upgradeability or hardware customization, as internal

hardware is often placed in the back of the visual display unit. Furthermore, in the case of the

iMac line since 2002, the CPU and other internal hardware units are, more or less,

permanently glued to the motherboard due to space constraints.

3. Comparison with laptops

Desktops have the advantage over laptops that the spare parts and extensions tend to be

standardized, resulting in lower prices and greater availability. For example, the form factor

of the motherboard is standardized, like the ATX form factor. Desktops have several
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standardized expansion slots, like PCI or PCI express, while laptops only tend to have one

mini PCI slot and one PC card slot (or Express-Card slot). This means that a desktop can be

customized and upgraded to a greater extent than laptops. Procedures for (dis-)assembly of

desktops tend to be simple and standardized to a great extent too. This tends not to be the

case for laptops, though adding or replacing some parts, like the optical drive, rechargeable

battery, hard disk, and adding an extra memory module is often quite simple. Another

advantage of desktop is, that power consumption is not as critical as in laptop computers

because the desktop is powered from the wall socket. Desktop computers also provide more

space for heat to escape. The two large microprocessor manufacturers Intel and AMD

develop special CPUs for mobile computers (i.e. laptops) that consume less power and lower

heat, but with lower performance levels.

In Section 4 of this course you will cover these topics:
Multiprocessor And Real-Time Scheduling

I/O Management And Disk Scheduling

File Management

Topic : Multiprocessor And Real-Time Scheduling

Topic Objective:

At the end of this topic student would be able to:

 Understand the Multiprocessing

 Understand the Processor symmetry

 Understand the Instruction and data streams

 Understand the Processor coupling

 Understand the SIMD multiprocessing

 Understand the MISD multiprocessing

 Understand the MIMD multiprocessing

 Understand the Real-time scheduling
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Definition/Overview:

Multiprocessing: Multiprocessing is the use of two or more central processing units (CPUs)

within a single computer system

Processor symmetry: In a multiprocessing system, all CPUs may be equal, or some may be

reserved for special purposes.

Processor coupling: Tightly-coupled multiprocessor systems contain multiple CPUs that are

connected at the bus level.

SIMD multiprocessing: SIMD multiprocessing is well suited to parallel or vector

processing, in which a very large set of data can be divided into parts that are individually

subjected to identical but independent operations.

Key Points:

1. Multiprocessing

Multiprocessing is the use of two or more central processing units (CPUs) within a single

computer system. The term also refers to the ability of a system to support more than one

processor and/or the ability to allocate tasks between them. There are many variations on this

basic theme, and the definition of multiprocessing can vary with context, mostly as a function

of how CPUs are defined (multiple cores on one die, multiple chips in one package, multiple

packages in one system unit, etc.). Multiprocessing sometimes refers to the execution of

multiple concurrent software processes in a system as opposed to a single process at any one

instant. However, the terms multitasking or multiprogramming are more appropriate to

describe this concept, which is implemented mostly in software, whereas multiprocessing is

more appropriate to describe the use of multiple hardware CPUs. A system can be both

multiprocessing and multiprogramming, only one of the two, or neither of the two.

2. Processor symmetry

In a multiprocessing system, all CPUs may be equal, or some may be reserved for special

purposes. A combination of hardware and operating-system software design considerations

determine the symmetry (or lack thereof) in a given system. For example, hardware or

software considerations may require that only one CPU respond to all hardware interrupts,

whereas all other work in the system may be distributed equally among CPUs; or execution

of kernel-mode code may be restricted to only one processor (either a specific processor, or

only one processor at a time), whereas user-mode code may be executed in any combination
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of processors. Multiprocessing systems are often easier to design if such restrictions are

imposed, but they tend to be less efficient than systems in which all CPUs are utilized

equally. Systems that treat all CPUs equally are called symmetric multiprocessing (SMP)

systems. In systems where all CPUs are not equal, system resources may be divided in a

number of ways, including asymmetric multiprocessing (ASMP), non-uniform memory

access (NUMA) multiprocessing and clustered multiprocessing (qq.v.).

3. Instruction and data streams

In multiprocessing, the processors can be used to execute a single sequence of instructions in

multiple contexts (single-instruction, multiple-data or SIMD, often used in vector

processing), multiple sequences of instructions in a single context (multiple-instruction,

single-data or MISD, used for redundancy in fail-safe systems and sometimes applied to

describe pipelined processors or hyper threading), or multiple sequences of instructions in

multiple contexts (multiple-instruction, multiple-data or MIMD).

4. Processor coupling

Tightly-coupled multiprocessor systems contain multiple CPUs that are connected at the bus

level. These CPUs may have access to a central shared memory (SMP or UMA), or may

participate in a memory hierarchy with both local and shared memory (NUMA). The IBM

p690 Regatta is an example of a high end SMP system. Intel Xeon processors dominated the

multiprocessor market for business PCs and were the only x86 option until the release of

AMD's Opteron range of processors in 2004. Both ranges of processors had their own

onboard cache but provided access to shared memory; the Xeon processors via a common

pipe and the Opteron processors via independent pathways to the system RAM. Chip

multiprocessors, also known as multi-core computing, involves more than one processor

placed on a single chip and can be thought of the most extreme form of tightly-coupled

multiprocessing. Mainframe systems with multiple processors are often tightly-coupled.

Loosely-coupled multiprocessor systems (often referred to as clusters) are based on multiple

standalone single or dual processor commodity computers interconnected via a high speed

communication system (Gigabit Ethernet is common). A Linux Beowulf cluster is an

example of a loosely-coupled system. Tightly-coupled systems perform better and are

physically smaller than loosely-coupled systems, but have historically required greater initial

investments and may depreciate rapidly; nodes in a loosely-coupled system are usually

inexpensive commodity computers and can be recycled as independent machines upon

retirement from the cluster. Power consumption is also a consideration. Tightly-coupled

systems tend to be much more energy efficient than clusters. This is because considerable
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economies can be realized by designing components to work together from the beginning in

tightly-coupled systems, whereas loosely-coupled systems use components that were not

necessarily intended specifically for use in such systems.

5. SIMD multiprocessing

SIMD multiprocessing is well suited to parallel or vector processing, in which a very large set

of data can be divided into parts that are individually subjected to identical but independent

operations. A single instruction stream directs the operation of multiple processing units to

perform the same manipulations simultaneously on potentially large amounts of data. For

certain types of computing applications, this type of architecture can produce enormous

increases in performance, in terms of the elapsed time required to complete a given task.

However, a drawback to this architecture is that a large part of the system falls idle when

programs or system tasks are executed that cannot be divided into units that can be processed

in parallel. Additionally, programs must be carefully and specially written to take maximum

advantage of the architecture, and often special optimizing compilers designed to produce

code specifically for this environment must be used. Some compilers in this category provide

special constructs or extensions to allow programmers to directly specify operations to be

performed in parallel (e.g., DO FOR ALL statements in the version of FORTRAN used on

the ILLIAC IV, which was a SIMD multiprocessing supercomputer).

SIMD multiprocessing finds wide use in certain domains such as computer simulation, but is

of little use in general-purpose desktop and business computing environments.

6. MISD multiprocessing

MISD multiprocessing offers mainly the advantage of redundancy, since multiple processing

units perform the same tasks on the same data, reducing the chances of incorrect results if one

of the units fails. MISD architectures may involve comparisons between processing units to

detect failures. Apart from the redundant and fail-safe character of this type of

multiprocessing, it has few advantages, and it is very expensive. It does not improve

performance. It can be implemented in a way that is transparent to software.

7. MIMD multiprocessing

MIMD multiprocessing architecture is suitable for a wide variety of tasks in which

completely independent and parallel execution of instructions touching different sets of data

can be put to productive use. For this reason, and because it is easy to implement, MIMD

predominates in multiprocessing. Processing is divided into multiple threads, each with its

own hardware processor state, within a single software-defined process or within multiple

processes. Insofar as a system has multiple threads awaiting dispatch (either system or user
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threads), this architecture makes good use of hardware resources. MIMD does raise issues of

deadlock and resource contention, however, since threads may collide in their access to

resources in an unpredictable way that is difficult to manage efficiently. MIMD requires

special coding in the operating system of a computer but does not require application changes

unless the programs themselves use multiple threads (MIMD is transparent to single-threaded

programs under most operating systems, if the programs do not voluntarily relinquish control

to the OS). Both system and user software may need to use software constructs such as

semaphores (also called locks or gates) to prevent one thread from interfering with another if

they should happen to cross paths in referencing the same data. This gating or locking process

increases code complexity, lowers performance, and greatly increases the amount of testing

required, although not usually enough to negate the advantages of multiprocessing. Similar

conflicts can arise at the hardware level between processors (cache contention and corruption,

for example), and must usually be resolved in hardware, or with a combination of software

and hardware (e.g., cache-clear instructions).

8. Real-time scheduling

In computer science, real-time computing(RTC) is the study of hardware and software

systems that are subject to a "real-time constraint"i.e., operational deadlines from event to

system response. By contrast, a non-real-time system is one for which there is no deadline,

even if fast response or high performance is desired or preferred. The needs of real-time

software are often addressed in the context of real-time operating systems, and synchronous

programming languages, which provide frameworks on which to build real-time application

software. A real time system may be one where its application can be considered (within

context) to be mission critical. The anti-lock brakes on a car are a simple example of a real-

time computing system the real-time constraint in this system is the short time in which the

brakes must be released to prevent the wheel from locking. Real-time computations can be

said to have failed if they are not completed before their deadline, where their deadline is

relative to an event. A real-time deadline must be met, regardless of system load. The term

real-time derives from its use in early simulation. While current usage implies that a

computation that is 'fast enough' is real-time, originally it referred to a simulation that

proceeded at a rate that matched that of the real process it was simulating. Analog computers,

especially, were often capable of simulating much faster than real-time, a situation that could

be just as dangerous as a slow simulation if it were not also recognized and accounted for.
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9. Hard and soft real-time systems

A system is said to be real-time if the total correctness of an operation depends not only upon

its logical correctness, but also upon the time in which it is performed. The classical

conception is that in a hard real-time or immediate real-time system, the completion of an

operation after its deadline is considered useless - ultimately, this may lead to a critical failure

of the complete system. A soft real-time system on the other hand will tolerate such lateness,

and may respond with decreased service quality (e.g., dropping frames while displaying a

video). Hard real-time systems are used when it is imperative that an event is reacted to

within a strict deadline. Such strong guarantees are required of systems for which not reacting

in a certain window of time would cause great loss in some manner, especially physically

damaging the surroundings or threatening human lives (although the strict definition is

simply that missing the deadline constitutes failure of the system). For example, a car engine

control system is a hard real-time system because a delayed signal may cause engine failure

or damage. Other examples of hard real-time embedded systems include medical systems

such as heart pacemakers and industrial process controllers. Hard real-time systems are

typically found interacting at a low level with physical hardware, in embedded systems. In

the context of multitasking systems the scheduling policy is normally priority driven (pre-

emptive schedulers). Other scheduling algorithms include Earliest Deadline First, which,

ignoring the overhead of context switching, is sufficient for system loads of less than 100% .

New overlay scheduling systems, such as an Adaptive Partition Scheduler assist in managing

large systems with a mixture of hard real-time and non real-time applications. Soft real-time

systems are typically used where there is some issue of concurrent access and the need to

keep a number of connected systems up to date with changing situations; for example

software that maintains and updates the flight plans for commercial airliners. The flight plans

must be kept reasonably current but can operate to a latency of seconds. Live audio-video

systems are also usually soft real-time; violation of constraints results in degraded quality, but

the system can continue to operate.

10. Real-time and high-performance

Real-time computing is sometimes misunderstood to be high-performance computing, but

this is not always the case. For example, a massive supercomputer executing a scientific

simulation may offer impressive performance, yet it is not executing a real-time computation.

Conversely, once the hardware and software for an anti-lock braking system has been

designed to meet its required deadlines, no further performance gains are necessary.

Furthermore, if a network server is highly loaded with network traffic, its response time may
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be slower but will (in most cases) still succeed. Hence, such a network server would not be

considered a real-time system: temporal failures (delays, time-outs, etc.) are typically small

and compartmentalized (limited in effect) but are not catastrophic failures. In a real-time

system, such as the FTSE 100 Index, a slow-down beyond limits would often be considered

catastrophic in its application context. Therefore, the most important requirement of a real-

time system is predictability and not performance. Some kinds of software, such as many

chess-playing programs, can fall into either category. For instance, a chess program designed

to play in a tournament with a clock will need to decide on a move before a certain deadline

or lose the game, and is therefore a er its moves will be, and the faster an unconstrained chess

program runs, the sooner it will be able to move. This example also illustrates the essential

difference between real-time computations and other computations: if the tournament chess

program does not make a decision about its next move in its allotted time it loses the

gamei.e., it fails as a real-time computationwhile in the other scenario, meeting the deadline

is assumed not to be necessary. Real-time computation, but a chess program that is allowed to

run indefinitely before moving is not. In both of these cases, however, high performance is

desirable: the more work a tournament chess program can do in the allotted time, the better.

11. Design methods

Several methods exist to aid the design of real-time systems, an example of which is

MASCOT, an old but very successful method which represents the concurrent structure of the

system. Other examples are HOOD, Real-Time UML, AADL the Ravenscar profile and

Real-Time Java.

Topic : I/O Management And Disk Scheduling

Topic Objective:

At the end of this topic student would be able to:

 Understand the Input/output

 Understand the I/O Interface

 Understand the Addressing mode

 Understand the Direct address

 Understand the Indirect addressing

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

64
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Definition/Overview:

Input/output: In computing, input/output, or I/O, refers to the communication between an

information processing system (such as a computer), and the outside world possibly a human,

or another information processing system

I/O Interface: I/O Interface is required whenever the I/O device is driven by the processor.

The interface must have necessary logic to interpret the device address generated by the

processor.

Addressing mode: There are many ways through which data can be read or stored in the

memory. Each method is an addressing mode, and has its own advantages and limitations.

Direct address: In this type of address of the data is a part of the instructions itself

Key Points:

1. Input/output

In computing, input/output, or I/O, refers to the communication between an information

processing system (such as a computer), and the outside world possibly a human, or another

information processing system. Inputs are the signals or data received by the system, and

outputs are the signals or data sent from it. The term can also be used as part of an action; to

"perform I/O" is to perform an input or output operation. I/O devices are used by a person (or

other system) to communicate with a computer. For instance, keyboards and mouse are

considered input devices of a computer, while monitors and printers are considered output

devices of a computer. Devices for communication between computers, such as modems and

network cards, typically serve for both input and output. Note that the designation of a device

as either input or output depends on the perspective. Mouses and keyboards take as input

physical movement that the human user outputs and convert it into signals that a computer

can understand. The output from these devices is input for the computer. Similarly, printers

and monitors take as input signals that a computer outputs. They then convert these signals

into representations that human users can see or read. (For a human user the process of

reading or seeing these representations is receiving input.) In computer architecture, the

combination of the CPU and main memory (i.e. memory that the CPU can read and write to

directly, with individual instructions) is considered the brain of a computer, and from that

point of view any transfer of information from or to that combination, for example to or from
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a disk drive, is considered I/O. The CPU and its supporting circuitry provide memory-

mapped I/O that is used in low-level computer programming in the implementation of device

drivers. Higher-level operating system and programming facilities employ separate, more

abstract I/O concepts and primitives. For example, most operating systems provide

application programs with the concept of files. The C and C++ programming languages, and

operating systems in the Unix family, traditionally abstract files and devices as streams,

which can be read or written, or sometimes both. The C standard library provides functions

for manipulating streams for input and output.

 Transput - In the context of the ALGOL 68 programming language, the input and output

facilities are collectively referred to as transput. The ALGOL 68 transput library recognizes

the following standard files/devices: stand in, stand out, stand error and stand back.

 An alternative to special primitive functions is the I/O monad, which permits programs to just

describe I/O, and the actions are carried out outside the program. This is notable because the

I/O functions would introduce side-effects to any programming language, but now purely

functional programming is practical.

2. I/O Interface

I/O Interface is required whenever the I/O device is driven by the processor. The interface

must have necessary logic to interpret the device address generated by the processor.

Handshaking should be implemented by the interface using appropriate commands like

(BUSY, READY, WAIT) the processor can communicate with I/O device through the

interface. If incase different data formated being exchanged; interface must be able to convert

serial data to parallel form and vice-versa. There must be provision for generating interrupts

and the corresponding type numbers for further processing by the processor if required A

computer that uses memory-mapped I/O accesses hardware by reading and writing to specific

memory locations, using the same assembler language instructions that computer would

normally use to access memory.

3. Addressing mode

There are many ways through which data can be read or stored in the memory. Each method

is an addressing mode, and has its own advantages and limitations.

There are many type of addressing modes such as direct addressing, indirect addressing,

immediate addressing, index addressing, based addressing, based-index addressing, implied

addressing, etc.
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4. Direct address

In this type of address of the data is a part of the instructions itself. When the processor

decodes the instruction, it gets the memory address from where it can be read/store the

required information. Mov Reg. [Addr] Here the Addr operand points to a memory location

which holds the data and copies it into the specified Reg.

5. Indirect addressing

Here the address can be stored in a register. The instructions will have the register which has

the address. So to fetch the data, the instruction must be decoded appropriate register

selected. The contents of the register will be treated as the address using this address

appropriate memory location is selected and data is read/written.

6. Port-mapped I/O

Port-mapped I/O usually requires the use of instructions which are specifically designed to

perform I/O operations.

Topic : File Management

Topic Objective:

At the end of this topic student would be able to:

 Understand the File management

 Understand the Orthodox file managers

 Understand the File-List file manager

 Understand the Directory editors

 Understand the Navigational file manager

Definition/Overview:

A file manager: A file manager or file browser is a computer program that provides a user

interface to work with file systems

Orthodox file managers: Orthodox file managers or "Commander-like" file managers have

three windows (two panels and one command line window).
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File-List file manager: Less well-known, but older are the so-called file-list file managers.

Examples include flist which was in use since 1981 on the Conversational Monitor System.

Directory editors: While this category is known as file managers, an older term is directory

editor, which dates back at least to 1978.

Key Points:

1. File management

A file manager or file browser is a computer program that provides a user interface to work

with file systems. The most common operations used are create, open, edit, view, print, play,

rename, move, copy, delete, attributes, properties, search/find, and permissions. Files are

typically displayed in a hierarchy. Some file managers contain features inspired by web

browsers, including forward and back navigational buttons. Some file managers provide

network connectivity such as FTP, NFS, SMB or WebDAV. This is achieved either by

allowing the user to browse for a server, connect to it and access the server's file system like a

local file system, or by providing its own full client implementations for file server protocols.

2. Orthodox file managers

Orthodox file managers or "Commander-like" file managers have three windows (two panels

and one command line window). Orthodox file managers are one of the older families of file

managers. They develop and further extend the interface introduced by John Socha's famous

Norton Commander for DOS. The concept is more than twenty years old as Norton

Commander version 1.0 was released in 1986. Despite their age they are actively developed

and dozens of implementations exist for DOS, Unix and Microsoft Windows. A public

standard (version 1.2 dated June 1997) is available from Nikolai Bezroukov's website.

The following features define the class of orthodox file managers.

 They present the user with a two-panel directory view consisting of one active and one

passive panel. The latter always serves as a target for file operations. Panels are shrinkable

and if shrunk they expose the terminal window hidden behind them. Normally only the last

line of the terminal window (the command line) is visible.

 They provide close integration with an underlying OS shell via command line and associated

terminal window that permits viewing the results of executing the shell command entered on

the command line (e.g., via Ctrl-O shortcut in Norton Commander).

 They provide the user with extensive keyboard shortcuts.
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 The file manager can be used without or with minimal use of the mouse.

 Users can create their own file associations and scripts that are invoked for certain file types

and organize these scripts into a hierarchical tree (e.g., as a user script library or user menu).

 Users can extend the functionality of the manager via so called User menu or Start menu and

extensions menu. Norton Commander introduced the concept of user-defined file associations

that is now used in all modern file managers.

 Other common features include:

 Information on the "active" and "passive" panels may be used for constructing commands on

the command line. Examples include current file, path to left panel, path to right panel, etc.

 They provide a built-in viewer for (at least) the most basic file types.

 They have a built-in editor. In many cases, the editor can extract certain elements of the

panels into the text being edited.

 Many support virtual file systems (VFS) such as viewing compressed archives, or via an FTP

connection.

 They often have the word commander in the name.

An orthodox file manager typically has three windows. Two of the windows are called panels

and are symmetrically positioned at the top of the screen. The third is the command line

which is essentially a minimized command (shell) window that can be expanded to full

screen. Only one of the panels is active at a given time. The active panel contains the "file

cursor". Panels are resizable. Each panel can be hidden. Files in the active panel serve as the

source of file operations performed by the manager. For example, files can be copied or

moved to the passive panel. This gives the user the ability to use only the keyboard with the

convenience of the mouse interface. The active panel shows information about the current

working directory and the files that it contains. The passive (inactive) panel shows the

content of the same or other directory (the default target for file operations). Users may

customize the display of columns that show relevant file information.

The active panel and passive panel can be switched (often by pressing the tab key). Other

user interface elements include:

 Path: shows the source/destination location of the directory in use

 Information about directory size, disk usage and disk name (usually at the bottom of the

panels)

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

69
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 Panel with information about file name, extension, date and time of creation, last

modification, permissions (attributes) and other

 Info panel with number of files in directory, sum of size of selected files..

 Tabbed interface (usually GUI file managers)

 Function keys: F1F10 have all the same functions under all orthodox file managers: Example

F5 always copies file(s) from active to inactive panel, while F6 moves the file.

The introduction of tabbed panels in some file managers (for example Total Commander)

made it possible to manipulate more than one active and passive directory at the time.

Orthodox file managers are among the most portable file managers. Examples are available

on almost any platform both with command-line interface and graphical user interface. This

is the only type of command line managers that have a published standard of the interface

(and actively supported by developers). This makes possible to do the same work on different

platforms without much relearning of the interface. Sometimes they are called dual-pane

managers, a term that is typically used for programs such as the Windows File Explorer (see

below). It is technically incorrect since they have three windows including a command line

window below (or hidden behind) two symmetric panels. Command line windows play a very

prominent role in the functionality of this type of file manager. Furthermore, most of these

programs allow using just one pane with the second one hidden. Focusing on 'dual panes'

may be misleading; it is the combination of all of these features which is important. In

summary, a chief distinguishing feature is the presence of the command line window and

direct access to shell via this window - not the presence of two symmetric panes which is

relatively superficial

3. File-List file manager

Less well-known, but older are the so-called file-list file managers. Examples include flist

which was in use since 1981 on the Conversational Monitor System. This is a variant of fulist

which originated before late 1978 according to comments by its author Theo Alkema The

flist program provided a list of files in the user's "minidisk".

http://findarticles.com/p/articles/mi_m0ISJ/is_n1_v30/ai_10540518., allowed sorting by any

of the file attributes. The file attributes could be passed to scripts or function-key definitions,

making it simple to use flist as part of CMS EXEC, EXEC 2 or xedit scripts. This program

ran only on IBM VM/SP CMS, but was the inspiration for other programs, for example

filelist (a script run via the Xedit editor), and programs running on other operating systems.
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These include a program also called flist running on OpenVMS and fulist (from the name of

the corresponding internal IBM program) on Unix.

4. Directory editors

While this category is known as file managers, an older term is directory editor, which dates

back at least to 1978. There was a directory editor written for EXEC 8 at the University of

Maryland, available to other users at that time. The term was used by other developers, e.g.,

the diredprogram written by Jay Lepreau in 1980, which ran on BSD, which was in turn

inspired by an older program with the same name running on TOPS-20. Diredinspired other

programs, e.g., dired the editor script (for emacs and similar editors) as well as ded

5. Navigational file manager

A navigational file manager, also called an Explorer type manager, is a newer type of file

manager which became prominent because of its integration in Microsoft Windows. The

Windows Explorer is a classic representative of the type, using a "navigational" metaphor to

represent filesystem locations. Since the advent of GUIs it has become the dominant type of

file manager for desktop computers, being used, for example, in all Microsoft Windows

products. Typically it has two panes, one with the current directory and one with the

filesystem tree. For Mac OS X, the Finder is an example of a navigational file manager.

6. Concepts

 The window displays the location currently being viewed.

 The location being viewed (the current directory) can be changed by the user, by opening

folders, pressing a back button, typing a location, or using additional pane with the navigation

tree representing part or all the filesystem.

 Icons represent files, programs, and directories.

The interface in a navigational file manager often resembles a web browser, complete with

back, forward buttons that work with history, and maybe even reload buttons. Sometimes

there is also an address bar where the file or directory path (or URI) can be typed. Moving

from one location to another need not open a new window. At the same time several

instances of manager can be opened and they can communicate with each other via drag and

drop and clipboard so it is possible to view several directories simultaneously and perform

cut-and paste operations between instances. Most navigational managers have two panes with

the second pane a tree view of the filesystem. The latter serves as the most common

instrument for filesystem navigation. That means that unlike orthodox managers, the two
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panes are asymmetrical: the first (usually left) provides the tree view of filesystem and the

second (usually right) file view of the current directory. When a directory of the tree is

selected it becomes current and the content of the second (right) pane changes to the files in

the current directory. File operations are based on drag-and-drop and editor metaphors: users

can select and copy files or directories into the clipboard and then paste them in a different

place in the filesystem or even in a different instance of file manager.

In Section 5 of this course you will cover these topics:
Distributed Processing, Client/Server, And Clusters

Distributed Process Management

Computer Security

Topic : Distributed Processing, Client/Server, And Clusters

Topic Objective:

At the end of this topic student would be able to:

 Understand the Distributed computing

 Understand the Organization

 Understand the Goals and advantages

 Understand the Openness

 Understand the Drawbacks and disadvantages

 Understand the Architecture

 Understand the Concurrency

Definition/Overview:

Distributed computing: Distributed computing deals with hardware and software systems

containing more than one processing element or storage element, concurrent processes, or

multiple programs, running under a loosely or tightly controlled regime

Organization: Organizing the interaction between the computers that execute distributed

computations is of prime importance. In order to be able to use the widest possible variety of
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computers, the protocol or communication channel should not contain or use any information

that may not be understood by certain machines.

Goals and advantages: There are many different types of distributed computing systems and

many challenges to overcome in successfully designing one.

Key Points:

1. Distributed computing

Distributed computing deals with hardware and software systems containing more than one

processing element or storage element, concurrent processes, or multiple programs, running

under a loosely or tightly controlled regime. In distributed computing a program is split up

into parts that run simultaneously on multiple computers communicating over a network.

Distributed computing is a form of parallel computing, but parallel computing is most

commonly used to describe program parts running simultaneously on multiple processors in

the same computer. Both types of processing require dividing a program into parts that can

run simultaneously, but distributed programs often must deal with heterogeneous

environments, network links of varying latencies, and unpredictable failures in the network or

the computers.

2. Organization

Organizing the interaction between the computers that execute distributed computations is of

prime importance. In order to be able to use the widest possible variety of computers, the

protocol or communication channel should not contain or use any information that may not

be understood by certain machines. Special care must also be taken that messages are indeed

delivered correctly and that invalid messages, which would otherwise bring down the system

and perhaps the rest of the network, are rejected. Another important factor is the ability to

send software to another computer in a portable way so that it may execute and interact with

the existing network. This may not always be practical when using differing hardware and

resources, in which case other methods, such as cross-compiling or manually porting this

software, must be used.

3. Goals and advantages

There are many different types of distributed computing systems and many challenges to

overcome in successfully designing one. The main goal of a distributed computing system is

to connect users and resources in a transparent, open, and scalable way. Ideally this
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arrangement is drastically more fault tolerant and more powerful than many combinations of

stand-alone computer systems.

4. Openness

Openness is the property of distributed systems such that each subsystem is continually open

to interaction with other systems. Web services protocols are standards which enable

distributed systems to be extended and scaled. In general, an open system that scales has an

advantage over a perfectly closed and self-contained system. Openness cannot be achieved

unless the specification and documentation of the key software interface of the component of

a system are made available to the software developer.

4.1 Consequently, open distributed systems are required to meet the following

challenges:

4.2 Monotonicity- Once something is published in an open system, it cannot be taken

back.

4.3 Pluralism- Different subsystems of an open distributed system include

heterogeneous, overlapping and possibly conflicting information. There is no central

arbiter of truth in open distributed systems.

4.4 Unbounded Nondeterminism- Asynchronously, different subsystems can come

up and go down and communication links can come in and go out between

subsystems of an open distributed system. Therefore the time that it will take to

complete an operation cannot be bounded in advance.

5. Drawbacks and disadvantages

If not planned properly, a distributed system can decrease the overall reliability of

computations if the unavailability of a node can cause disruption of the other nodes. Leslie

Lamport famously quipped that: "A distributed system is one in which the failure of a

computer you didn't even know existed can render your own computer unusable."

Troubleshooting and diagnosing problems in a distributed system can also become more

difficult, because the analysis may require connecting to remote nodes or inspecting

communication between nodes. Many types of computation are not well suited for distributed

environments, typically owing to the amount of network communication or synchronization

that would be required between nodes. If bandwidth, latency, or communication requirements
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are too significant, then the benefits of distributed computing may be negated and the

performance may be worse than a non-distributed environment.

6. Architecture

Various hardware and software architectures are used for distributed computing. At a lower

level, it is necessary to interconnect multiple CPUs with some sort of network, regardless of

whether that network is printed onto a circuit board or made up of loosely-coupled devices

and cables. At a higher level, it is necessary to interconnect processes running on those CPUs

with some sort of communication system. Distributed programming typically falls into one of

several basic architectures or categories: Client-server, 3-tier architecture, N-tier architecture,

Distributed objects, loose coupling, or tight coupling.

 Client-server Smart client code contacts the server for data, then formats and displays it to the

user. Input at the client is committed back to the server when it represents a permanent

change.

 3-tier architecture Three tier systems move the client intelligence to a middle tier so that

stateless clients can be used. This simplifies application deployment. Most web applications

are 3-Tier.

 N-tier architecture N-Tier refers typically to web applications which further forward their

requests to other enterprise services. This type of application is the one most responsible for

the success of application servers.

 Tightly coupled (clustered) refers typically to a cluster of machines that closely work

together, running a shared process in parallel. The task is subdivided in parts that are made

individually by each one and then put back together to make the final result.

 Peer-to-peer an architecture where there is no special machine or machines that provide a

service or manage the network resources. Instead all responsibilities are uniformly divided

among all machines, known as peers. Peers can serve both as clients and servers.

 Space based refers to an infrastructure that creates the illusion (virtualization) of one single

address-space. Data are transparently replicated according to application needs. Decoupling

in time, space and reference is achieved.

Another basic aspect of distributed computing architecture is the method of communicating

and coordinating work among concurrent processes. Through various message passing

protocols, processes may communicate directly with one another, typically in a master/slave

relationship. Alternatively, a "database-centric" architecture can enable distributed computing
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to be done without any form of direct inter-process communication, by utilizing a shared

database.

7. Concurrency

Distributed computing implements a kind of concurrency. It interrelates tightly with

concurrent programming so much that they are sometimes not taught as distinct subjects.

8. Multiprocessor systems

A multiprocessor system is simply a computer that has more than one CPU on its

motherboard. If the operating system is built to take advantage of this, it can run different

processes (or different threads belonging to the same process) on different CPUs.

9. Multi-core systems

Intel CPUs from the late Pentium 4 era (Northwood and Prescott cores) employed a

technology called Hyper-threading that allowed more than one thread (usually two) to run on

the same CPU. The more recent Sun UltraSPARC T1, AMD Athlon 64 X2, AMD Athlon

FX, AMD Opteron, AMD Phenom, Intel Pentium D, Intel Core, Intel Core 2, Intel Core 2

Quad, and Intel Xeon processors feature multiple processor cores to also increase the number

of concurrent threads they can run.

10. Multicomputer systems

A multicomputer may be considered to be either a loosely coupled NUMA computer or a

tightly coupled cluster. Multicomputers are commonly used when strong computer power is

required in an environment with restricted physical space or electrical power. Common

suppliers include Mercury Computer Systems, CSPI, and SKY Computers. Common uses

include 3D medical imaging devices and mobile radar.

11. Computing taxonomies

The types of distributed systems are based on Flynn's taxonomy of systems; single

instruction, single data (SISD), single instruction, multiple data (SIMD), multiple instruction,

single data (MISD), and multiple instruction, multiple data (MIMD). Other taxonomies and

architectures available at Computer architecture and in Category:Computer architecture.

12. Computer clusters

A cluster consists of multiple stand-alone machines acting in parallel across a local high

speed network. Distributed computing differs from cluster computing in that computers in a

distributed computing environment are typically not exclusively running "group" tasks,

whereas clustered computers are usually much more tightly coupled. Distributed computing

also often consists of machines which are widely separated geographically.
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13. Grid computing

A grid uses the resources of many separate computers, loosely connected by a network

(usually the Internet), to solve large-scale computation problems. Public grids may use idle

time on many thousands of computers throughout the world. Such arrangements permit

handling of data that would otherwise require the power of expensive supercomputers or

would have been impossible to analyze.

14. Client/Server system

Theclient-server software architecture model distinguishes client systems from server

systems, which communicate over a computer network. A client-server application is a

distributed system comprising both client and server software. A client software process may

initiate a communication session, while the server waits for requests from any client.

Client-server describes the relationship between two computer programs in which one

program, the client program, makes a service request to another, the server program. Standard

networked functions such as email exchange, web access and database access, are based on

the client-server model. For example, a web browser is a client program at the user computer

that may access information at any web server in the world. To check your bank account

from your computer, a web browser client program in your computer forwards your request

to a web server program at the bank. That program may in turn forward the request to its own

database client program that sends a request to a database server at another bank computer to

retrieve your account balance. The balance is returned to the bank database client, which in

turn serves it back to the web browser client in your personal computer, which displays the

information for you. The client-server model has become one of the central ideas of network

computing.

Most business applications being written today use the client-server model. So do the

Internet's main application protocols, such as HTTP, SMTP, Telnet, DNS, etc. In marketing,

the term has been used to distinguish distributed computing by smaller dispersed computers

from the "monolithic" centralized computing of mainframe computers. But this distinction

has largely disappeared as mainframes and their applications have also turned to the client-

server model and become part of network computing. Each instance of the client software can

send data requests to one or more connected servers. In turn, the servers can accept these

requests, process them, and return the requested information to the client. Although this

concept can be applied for a variety of reasons to many different kinds of applications, the
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architecture remains fundamentally the same. The most basic type of client-server

architecture employs only two types of hosts: clients and servers. This type of architecture is

sometimes referred to as two-tier. It allows devices to share files and resources. The two tier

architecture means that the client acts as one tier and application in combination with server

acts as another tier. These days, clients are most often web browsers, although that has not

always been the case. Servers typically include web servers, database servers and mail

servers. Online gaming is usually client-server too. In the specific case of MMORPG, the

servers are typically operated by the company selling the game; for other games one of the

players will act as the host by setting his game in server mode. The interaction between client

and server is often described using sequence diagrams. Sequence diagrams are standardized

in the Unified Modeling Language. When both the client- and server-software are running on

the same computer, this is called a single seat setup.

15. Comparison to Peer-to-Peer architecture

Another type of network architecture is known as peer-to-peer, because each host or instance

of the program can simultaneously act as both a client and a server, and because each has

equivalent responsibilities and status. Peer-to-peer architectures are often abbreviated using

the acronym P2P. Both client-server and P2P architectures are in wide usage today. You can

find more details in Comparison of Centralized (Client-Server) and Decentralized (Peer-to-

Peer) Networking. Both client server and a2dp will work on windows and linex

16. Comparison to Client-Queue-Client architecture

While classic Client-Server architecture requires one of the communication endpoints to act

as a server, which is much harder to implement, Client-Queue-Client allows all endpoints to

be simple clients, while the server consists of some external software, which also acts as

passive queue (one software instance passes its query to another instance to queue, e.g.

database, and then this other instance pulls it from database, makes a response, passes it to

database etc.). This architecture allows greatly simplified software implementation. Peer-to-

Peer architecture was originally based on Client-Queue-Client concept.

17. Cluster System

A computer cluster is a group of linked computers, working together closely so that in many

respects they form a single computer. The components of a cluster are commonly, but not

always, connected to each other through fast local area networks. Clusters are usually

deployed to improve performance and/or availability over that provided by a single computer,
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while typically being much more cost-effective than single computers of comparable speed or

availability.

18. High-availability (HA) clusters

High-availability clusters (also known as Failover Clusters) are implemented primarily for

the purpose of improving the availability of services which the cluster provides. They operate

by having redundant nodes, which are then used to provide service when system components

fail. The most common size for an HA cluster is two nodes, which is the minimum

requirement to provide redundancy. HA cluster implementations attempt to use redundancy

of cluster components to eliminate single points of failure. There are many commercial

implementations of High-Availability clusters for many operating systems. The Linux-HA

project is one commonly used free software HA package for the Linux OSs.

19. Load-balancing clusters

Load-balancing clusters operate by distributing a workload evenly over multiple back end

nodes. Typically the cluster will be configured with multiple redundant load-balancing front

ends. Since each element in a load-balancing cluster has to offer full service, it can be thought

of as an active/active HA cluster, where all available servers process requests.

20. Compute clusters

Often clusters are used for primarily computational purposes, rather than handling IO-

oriented operations such as web service or databases. For instance, a cluster might support

computational simulations of weather or vehicle crashes. The primary distinction within

compute clusters is how tightly-coupled the individual nodes are. For instance, a single

compute job may require frequent communication among nodes - this implies that the cluster

shares a dedicated network, is densely located, and probably has homogenous nodes. This

cluster design is usually referred to as Beowulf Cluster. The other extreme is where a

compute job uses one or few nodes, and needs little or no inter-node communication. This

latter category is sometimes called "Grid" computing. Tightly-coupled compute clusters are

designed for work that might traditionally have been called "supercomputing". Middleware

such as MPI or PVM permits compute clustering programs to be portable to a wide variety of

clusters.

21. Grid computing

Grids are usually compute clusters, but more focused on throughout like a computing utility

rather than running fewer, tightly-coupled jobs. Often, grids will incorporate heterogeneous

collections of computers, possibly distributed geographically distributed nodes, sometimes
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administered by unrelated organizations. Grid computing is optimized for workloads which

consist of many independent jobs or packets of work, which do not have to share data

between the jobs during the computation process. Grids serve to manage the allocation of

jobs to computers which will perform the work independently of the rest of the grid cluster.

Resources such as storage may be shared by all the nodes, but intermediate results of one job

do not affect other jobs in progress on other nodes of the grid. An example of a very large

grid is the Folding@home project. It is analyzing data that is used by researchers to find cures

for diseases such as Alzheimer's and cancer. Another large project is the SETI@home

project, which may be the largest distributed grid in existence. It uses approximately three

million home computers all over the world to analyze data from the Arecibo Observatory

radiotelescope, searching for evidence of extraterrestrial intelligence. In both of these cases,

there is no inter-node communication or shared storage.

22. Implementations

The TOP500 organization's semiannual list of the 500 fastest computers usually includes

many clusters. TOP500 is collaboration between the University of Mannheim, the University

of Tennessee, and the National EnergyResearch ScientificComputing Centerat Lawrence

Berkeley National Laboratory. As of June 18, 2008, the top supercomputer is the Department

of Energy's IBM Roadrunner system with performance of 1026 TFlops measured with High-

Performance LINPACK benchmark. Clustering can provide significant performance benefits

versus price. The System X supercomputer at Virginia Tech, the 28th most powerful

supercomputer on Earth as of June 2006, is a 12.25 TFlops computer cluster of 1100 Apple

XServe G5 2.3 GHz dual-processor machines (4 GB RAM, 80 GB SATA HD) running Mac

OS X and using InfiniBand interconnect. The cluster initially consisted of Power Mac G5s;

the rack-mountable XServes are denser than desktop Macs, reducing the aggregate size of the

cluster. The total cost of the previous Power Mac system was $5.2 million, a tenth of the cost

of slower mainframe computer supercomputers. (The Power Mac G5s were sold off.) The

central concept of a Beowulf cluster is the use of commercial off-the-shelf (COTS)

computers to produce a cost-effective alternative to a traditional supercomputer. One project

that took this to an extreme was the Stone Supercomputer. However it is worth noting that

FLOPs (floating point operations per second), aren't always the best metric for supercomputer

speed. Clusters can have very high FLOPs, but they cannot access all data the cluster as a

whole has at once. Therefore clusters are excellent for parallel computation, but much poorer

than traditional supercomputers at non-parallel computation. JavaSpaces is a specification

from Sun Microsystems that enables clustering computers via a distributed shared memory.
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Example/Case Study:

A variety of distributed computing projects have grown up in recent years. Many are run on a

volunteer basis, and involve users donating their unused computational power to work on

interesting computational problems. Examples of such projects include the Stanford

University Chemistry Department Folding@home project, which is focused on simulations of

protein folding to find disease cures and to understand biophysical systems; World

Community Grid, an effort to create the world's largest public computing grid to tackle

scientific research projects that benefit humanity, run and funded by IBM; SETI@home,

which is focused on analyzing radio-telescope data to find evidence of intelligent signals

from space, hosted by the Space Sciences Laboratory at the University of California,

Berkeley (the Berkeley Open Infrastructure for Network Computing (BOINC), was originally

developed to support this project); OurGrid, which is a free-to-join peer-to-peer grid provided

by the idle resources of all participants; LHC@home, which is used to help design and tune

the Large Hadron Collider, hosted by CERN in Geneva; and distributed.net, which is focused

on finding optimal Golomb rulers and breaking various cryptographic ciphers. Distributed

computing projects also often involve competition with other distributed systems. This

competition may be for prestige, or it may be a matter of enticing users to donate processing

power to a specific project. For example, stat races are a measure of the work a distributed

computing project has been able to compute over the past day or week. This has been found

to be so important in practice that virtually all distributed computing projects offer online

statistical analyses of their performances, updated at least daily if not in real-time.

Topic : Distributed Process Management

Topic Objective:

At the end of this topic student would be able to:

 Understand the Distributed Process Management

 Understand the Openness

 Understand the Technical issues
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 Understand the Concurrency

 Understand the Multiprocessor systems

 Understand the Multicore systems

 Understand the Computer clusters

 Understand the Grid computing

Definition/Overview:

Distributed computing: Distributed computing deals with hardware and software systems

containing more than one processing element or storage element, concurrent processes, or

multiple programs, running under a loosely or tightly controlled regime.

Key Points:

1. Distributed Process Management

Distributed computing deals with hardware and software systems containing more than one

processing element or storage element, concurrent processes, or multiple programs, running

under a loosely or tightly controlled regime. In distributed computing a program is split up

into parts that run simultaneously on multiple computers communicating over a network.

Distributed computing is a form of parallel computing, but parallel computing is most

commonly used to describe program parts running simultaneously on multiple processors in

the same computer. Both types of processing require dividing a program into parts that can

run simultaneously, but distributed programs often must deal with heterogeneous

environments, network links of varying latencies, and unpredictable failures in the network or

the computers.

2. Organization

Organizing the interaction between the computers that execute distributed computations is of

prime importance. In order to be able to use the widest possible variety of computers, the

protocol or communication channel should not contain or use any information that may not

be understood by certain machines. Special care must also be taken that messages are indeed

delivered correctly and that invalid messages, which would otherwise bring down the system

and perhaps the rest of the network, are rejected.

Another important factor is the ability to send software to another computer in a portable way

so that it may execute and interact with the existing network. This may not always be
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practical when using differing hardware and resources, in which case other methods, such as

cross-compiling or manually porting this software, must be used.

3. Goals and advantages

There are many different types of distributed computing systems and many challenges to

overcome in successfully designing one. The main goal of a distributed computing system is

to connect users and resources in a transparent, open, and scalable way. Ideally this

arrangement is drastically more fault tolerant and more powerful than many combinations of

stand-alone computer systems.

4. Openness

Openness is the property of distributed systems such that each subsystem is continually open

to interaction with other systems (see references). Web services protocols are standards

which enable distributed systems to be extended and scaled. In general, an open system that

scales has an advantage over a perfectly closed and self-contained system. Openness cannot

be achieved unless the specification and documentation of the key software interface of the

component of a system are made available to the software developer.

Consequently, open distributed systems are required to meet the following challenges:

4.1 Monotonicity- Once something is published in an open system, it cannot be taken

back.

4.2 Pluralism- Different subsystems of an open distributed system include

heterogeneous, overlapping and possibly conflicting information. There is no central

arbiter of truth in open distributed systems.

4.3 Unbounded Nondeterminism- Asynchronously, different subsystems can come

up and go down and communication links can come in and go out between

subsystems of an open distributed system. Therefore the time that it will take to

complete an operation cannot be bounded in advance.

5. Technical issues

If not planned properly, a distributed system can decrease the overall reliability of

computations if the unavailability of a node can cause disruption of the other nodes. Leslie

Lamport famously quipped that: "A distributed system is one in which the failure of a

computer you didn't even know existed can render your own computer unusable."

Troubleshooting and diagnosing problems in a distributed system can also become more
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difficult, because the analysis may require connecting to remote nodes or inspecting

communication between nodes. Many types of computation are not well suited for distributed

environments, typically owing to the amount of network communication or synchronization

that would be required between nodes. If bandwidth, latency, or communication requirements

are too significant, then the benefits of distributed computing may be negated and the

performance may be worse than a non-distributed environment.

6. Architecture

Various hardware and software architectures are used for distributed computing. At a lower

level, it is necessary to interconnect multiple CPUs with some sort of network, regardless of

whether that network is printed onto a circuit board or made up of loosely-coupled devices

and cables. At a higher level, it is necessary to interconnect processes running on those CPUs

with some sort of communication system. Distributed programming typically falls into one of

several basic architectures or categories: Client-server, 3-tier architecture, N-tier architecture,

Distributed objects, loose coupling, or tight coupling.

 Client-server Smart client code contacts the server for data, then formats and displays it to the

user. Input at the client is committed back to the server when it represents a permanent

change.

 3-tier architecture three tier systems move the client intelligence to a middle tier so that

stateless clients can be used. This simplifies application deployment. Most web applications

are 3-Tier.

 N-tier architecture N-Tier refers typically to web applications which further forward their

requests to other enterprise services. This type of application is the one most responsible for

the success of application servers.

 Tightly coupled (clustered) refers typically to a cluster of machines that closely work

together, running a shared process in parallel. The task is subdivided in parts that are made

individually by each one and then put back together to make the final result.

 Peer-to-peer an architecture where there is no special machine or machines that provide a

service or manage the network resources. Instead all responsibilities are uniformly divided

among all machines, known as peers. Peers can serve both as clients and servers.

 Space based refers to an infrastructure that creates the illusion (virtualization) of one single

address-space. Data are transparently replicated according to application needs. Decoupling

in time, space and reference is achieved.
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Another basic aspect of distributed computing architecture is the method of communicating

and coordinating work among concurrent processes. Through various message passing

protocols, processes may communicate directly with one another, typically in a master/slave

relationship. Alternatively, a "database-centric" architecture can enable distributed computing

to be done without any form of direct inter-process communication, by utilizing a shared

database.

7. Concurrency

Distributed computing implements a kind of concurrency. It interrelates tightly with

concurrent programming so much that they are sometimes not taught as distinct subjects.

8. Multiprocessor systems

A multiprocessor system is simply a computer that has more than one CPU on its

motherboard. If the operating system is built to take advantage of this, it can run different

processes (or different threads belonging to the same process) on different CPUs.

9. Multicore systems

Intel CPUs from the late Pentium 4 era (Northwood and Prescott cores) employed a

technology called Hyper-threading that allowed more than one thread (usually two) to run on

the same CPU. The more recent Sun UltraSPARC T1, AMD Athlon 64 X2, AMD Athlon

FX, AMD Opteron, AMD Phenom, Intel Pentium D, Intel Core, Intel Core 2, Intel Core 2

Quad, and Intel Xeon processors feature multiple processor cores to also increase the number

of concurrent threads they can run.

10. Multicomputer systems

A multicomputer may be considered to be either a loosely coupled NUMA computer or a

tightly coupled cluster. Multicomputer are commonly used when strong computer power is

required in an environment with restricted physical space or electrical power.

 Common suppliers include Mercury Computer Systems, CSPI, and SKY Computers.

 Common uses include 3D medical imaging devices and mobile radar.

11. Computing taxonomies

The types of distributed systems are based on Flynn's taxonomy of systems; single

instruction, single data (SISD), single instruction, multiple data (SIMD), multiple instruction,

single data (MISD), and multiple instruction, multiple data (MIMD). Other taxonomies and

architectures available at Computer architecture and in Category: Computer architecture.
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12. Computer clusters

A cluster consists of multiple stand-alone machines acting in parallel across a local high

speed network. Distributed computing differs from cluster computing in that computers in a

distributed computing environment are typically not exclusively running "group" tasks,

whereas clustered computers are usually much more tightly coupled. Distributed computing

also often consists of machines which are widely separated geographically.

13. Grid computing

A grid uses the resources of many separate computers, loosely connected by a network

(usually the Internet), to solve large-scale computation problems. Public grids may use idle

time on many thousands of computers throughout the world. Such arrangements permit

handling of data that would otherwise require the power of expensive supercomputers or

would have been impossible to analyze.

Topic : Computer Security

Topic Objective:

At the end of this topic student would be able to:

 Understand the Computer security

 Understand the Secure operating systems

 Understand the Security architecture

 Understand the Security by design

 Understand the Secure coding

 Understand the In aviation

Definition/Overview:

Computer security: Computer security is a branch of technology known as information

security as applied to computers.

Secure operating systems: One use of the term computer security refers to technology to

implement a secure operating system.
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Security architecture: Security Architecture can be defined as the design artifacts that

describe how the security controls (security countermeasures) are positioned, and how they

relate to the overall information technology architecture.

Security by design: The technologies of computer security are based on logic.

Key Points:

1. Computer security

Computer security is a branch of technology known as information security as applied to

computers. The objective of computer security can include protection of information from

theft or corruption, or the preservation of availability, as defined in the security policy.

Computer security imposes requirements on computers that are different from most system

requirements because they often take the form of constraints on what computers are not

supposed to do. This makes computer security particularly challenging because it is hard

enough just to make computer programs do everything they are designed to do correctly.

Furthermore, negative requirements are deceptively complicated to satisfy and require

exhaustive testing to verify, which is impractical for most computer programs. Computer

security provides a technical strategy to convert negative requirements to positive enforceable

rules. For this reason, computer security is often more technical and mathematical than some

computer science fields.

Typical approaches to improving computer security (in approximate order of strength) can

include the following:

 Physically limit access to computers to only those who will not compromise security.

 Hardware mechanisms that impose rules on computer programs, thus avoiding depending on

computer programs for computer security.

 Operating system mechanisms that impose rules on programs to avoid trusting computer

programs.

 Programming strategies to make computer programs dependable and resist subversion.

2. Secure operating systems

One use of the term computer security refers to technology to implement a secure operating

system. Much of this technology is based on science developed in the 1980s and used to

produce what may be some of the most impenetrable operating systems ever. Though still

valid, the technology is in limited use today, primarily because it imposes some changes to

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

87
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



system management and also because it is not widely understood. Such ultra-strong secure

operating systems are based on operating system kernel technology that can guarantee that

certain security policies are absolutely enforced in an operating environment. An example of

such a Computer security policy is the Bell-LaPadula model. The strategy is based on a

coupling of special microprocessor hardware features, often involving the memory

management unit, to a special correctly implemented operating system kernel. This forms the

foundation for a secure operating system which, if certain critical parts are designed and

implemented correctly, can ensure the absolute impossibility of penetration by hostile

elements. This capability is enabled because the configuration not only imposes a security

policy, but in theory completely protects itself from corruption. Ordinary operating systems,

on the other hand, lack the features that assure this maximal level of security. The design

methodology to produce such secure systems is precise, deterministic and logical.

Systems designed with such methodology represent the state of the art of computer security

although products using such security are not widely known. In sharp contrast to most kinds

of software, they meet specifications with verifiable certainty comparable to specifications

for size, weight and power. Secure operating systems designed this way are used primarily to

protect national security information, military secrets, and the data of international financial

institutions. These are very powerful security tools and very few secure operating systems

have been certified at the highest level (Orange Book A-1) to operate over the range of "Top

Secret" to "unclassified" (including Honeywell SCOMP, USAF SACDIN, NSA Blacker and

Boeing MLS LAN.) The assurance of security depends not only on the soundness of the

design strategy, but also on the assurance of correctness of the implementation, and therefore

there are degrees of security strength defined for COMPUSEC. The Common Criteria

quantifies security strength of products in terms of two components, security functionality

and assurance level (such as EAL levels), and these are specified in a Protection Profile for

requirements and a Security Target for product descriptions. None of this ultra-high

assurance secures general purpose operating systems have been produced for decades or

certified under the Common Criteria. In USAparlance, the term High Assurance usually

suggests the system has the right security functions that are implemented robustly enough to

protect DoD and DoE classified information. Medium assurance suggests it can protect less

valuable information, such as income tax information. Secure operating systems designed to

meet medium robustness levels of security functionality and assurance has seen wider use

within both government and commercial markets. Medium robust systems may provide the

same security functions as high assurance secure operating systems but do so at a lower
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assurance level (such as Common Criteria levels EAL4 or EAL5). Lower levels mean we can

be less certain that the security functions are implemented flawlessly, and therefore less

dependable. These systems are found in use on web servers, guards, database servers, and

management hosts and are used not only to protect the data stored on these systems but also

to provide a high level of protection for network connections and routing services.

3. Security architecture

Security Architecture can be defined as the design artifacts that describe how the security

controls (security countermeasures) are positioned, and how they relate to the overall

information technology architecture. These controls serve the purpose to maintain the

system's quality attributes, among them confidentiality, integrity, availability, accountability

and assurance. In simpler words, security architecture is the plan that shows where security

measures need to be placed. If the plan describes a specific solution then, prior to building

such a plan, one would make a risk analysis. If the plan describes a generic high level design

(reference architecture) then the plan should be based on a threat analysis.

4. Security by design

The technologies of computer security are based on logic. There is no universal standard

notion of what secure behavior is. "Security" is a concept that is unique to each situation.

Security is extraneous to the function of a computer application, rather than ancillary to it,

thus security necessarily imposes restrictions on the application's behavior.

There are several approaches to security in computing; sometimes a combination of

approaches is valid:

 Trust all the software to abide by a security policy but the software is not trustworthy (this is

computer insecurity).

 Trust all the software to abide by a security policy and the software is validated as

trustworthy (by tedious branch and path analysis for example).

 Trust no software but enforce a security policy with mechanisms that are not trustworthy

(again this is computer insecurity).

 Trust no software but enforce a security policy with trustworthy mechanisms.

Many systems have unintentionally resulted in the first possibility. Since approach two is

expensive and non-deterministic, its use is very limited. Approaches one and three lead to

failure. Because approach number four is often based on hardware mechanisms and avoids

abstractions and a multiplicity of degrees of freedom, it is more practical. Combinations of
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approaches two and four are often used in a layered architecture with thin layers of two and

thick layers of four. There are myriad strategies and techniques used to design security

systems. There are few, if any, effective strategies to enhance security after design. One

technique enforces the principle of least privilege to great extent, where an entity has only the

privileges that are needed for its function. That way even if an attacker gains access to one

part of the system, fine-grained security ensures that it is just as difficult for them to access

the rest.

Furthermore, by breaking the system up into smaller components, the complexity of

individual components is reduced, opening up the possibility of using techniques such as

automated theorem proving to prove the correctness of crucial software subsystems. This

enables a closed form solution to security that works well when only a single well-

characterized property can be isolated as critical, and that property is also assessable to math.

Not surprisingly, it is impractical for generalized correctness, which probably cannot even be

defined, much less proven. Where formal correctness proofs are not possible, rigorous use of

code review and unit testing represent a best-effort approach to make modules secure.

The design should use "defense in depth", where more than one subsystem needs to be

violated to compromise the integrity of the system and the information it holds. Defense in

depth works when the breaching of one security measure does not provide a platform to

facilitate subverting another. Also, the cascading principle acknowledges that several low

hurdles does not make a high hurdle. So cascading several weak mechanisms does not

provide the safety of a single stronger mechanism. Subsystems should default to secure

settings, and wherever possible should be designed to "fail secure" rather than "fail insecure"

(see fail safe for the equivalent in safety engineering). Ideally, a secure system should require

a deliberate, conscious, knowledgeable and free decision on the part of legitimate authorities

in order to make it insecure. In addition, security should not be an all or nothing issue. The

designers and operators of systems should assume that security breaches are inevitable. Full

audit trails should be kept of system activity, so that when a security breach occurs, the

mechanism and extent of the breach can be determined. Storing audit trails remotely, where

they can only be appended to, can keep intruders from covering their tracks. Finally, full

disclosure helps to ensure that when bugs are found the "window of vulnerability" is kept as

short as possible.

5. Secure coding

If the operating environment is not based on a secure operating system capable of

maintaining a domain for its own execution, and capable of protecting application code from
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malicious subversion, and capable of protecting the system from subverted code, then high

degrees of security are understandably not possible. While such secure operating systems are

possible and have been implemented, most commercial systems fall in a 'low security'

category because they rely on features not supported by secure operating systems (like

portability, et al.). In low security operating environments, applications must be relied on to

participate in their own protection. There are 'best effort' secure coding practices that can be

followed to make an application more resistant to malicious subversion. In commercial

environments, the majority of software subversion vulnerabilities result from a few known

kinds of coding defects. Common software defects include buffer overflows, format string

vulnerabilities, integer overflow, and code/command injection. Some common languages

such as C and C++ are vulnerable to all of these defects (see Seacord, "Secure Coding in C

and C++"). Other languages, such as Java, are more resistant to some of these defects, but are

still prone to code/command injection and other software defects which facilitate subversion.

Recently another bad coding practice has come under scrutiny; dangling pointers. The first

known exploit for this particular problem was presented in July 2007. Before this publication

the problem was known but considered to be academic and not practically exploitable. In

summary, 'secure coding' can provide significant payback in low security operating

environments, and therefore worth the effort. Still there is no known way to provide a reliable

degree of subversion resistance with any degree or combination of 'secure coding.'

6. In aviation

The aviation industry is especially important when analyzing computer security because the

involved risks include expensive equipment and cargo, transportation infrastructure, and

human life. Security can be compromised by hardware and software malpractice, human

error, and faulty operating environments. Threats that exploit computer vulnerabilities can

stem from sabotage, espionage, industrial competition, terrorist attack, mechanical

malfunction, and human error. The consequences of a successful deliberate or inadvertent

misuse of a computer system in the aviation industry range from loss of confidentiality to loss

of system integrity, which may lead to more serious concerns such as data theft or loss,

network and air traffic control outages, which in turn can lead to airport closures, loss of

aircraft, loss of passenger life. Military systems that control munitions can pose an even

greater risk. A proper attack does not need to be very high tech or well funded for a power

outage at an airport alone can cause repercussions worldwide. . One of the easiest and,

arguably, the most difficult to trace security vulnerabilities is achievable by transmitting

unauthorized communications over specific radio frequencies. These transmissions may
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spoof air traffic controllers or simply disrupt communications altogether. These incidents are

very common, having altered flight courses of commercial aircraft and caused panic and

confusion in the past. Controlling aircraft over oceans is especially dangerous because radar

surveillance only extends 175 to 225 miles offshore. Beyond the radar's sight controllers must

rely on periodic radio communications with a third party. Lightning, power fluctuations,

surges, brown-outs, blown fuses, and various other power outages instantly disable all

computer systems, since they are dependent on an electrical source. Other accidental and

intentional faults have caused significant disruption of safety critical systems throughout the

last few decades and dependence on reliable communication and electrical power only

jeopardizes computer safety.

7. Notable system accidents

In 1994, over a hundred intrusions were made by unidentified hackers into the Rome

Laboratory, the US Air Force's main command and research facility. Using trojan horse

viruses, hackers were able to obtain unrestricted access to Rome's networking systems and

remove traces of their activities. The intruders were able to obtain classified files, such as air

tasking order systems data and furthermore able to penetrate connected networks of National

Aeronautics and Space Administration's Goddard Space Flight Center, Wright-Patterson Air

Force Base, some Defense contractors, and other private sector organizations, by posing as a

trusted Romecenter user. Now, a technique called Ethical hack testing is used to remediate

these issues. Electromagnetic interference is another threat to computer safety and in 1989; a

United States Air Force F-16 jet accidentally dropped a 230 kg bomb in West Georgia after

unspecified interference caused the jet's computers to release it. A similar

telecommunications accident also happened in 1994, when two UH-60 Blackhawk

helicopters were destroyed by F-15 aircraft in Iraq because the IFF system's encryption

system malfunctioned.

8. Terminology

The following terms used in engineering secure systems are explained below.

 A bigger OS, capable of providing a standard API like POSIX, can be built on a secure

microkernel using small API servers running as normal programs. If one of these API servers

has a bug, the kernel and the other servers are not affected: e.g. Hurd or Minix 3.

 Authentication techniques can be used to ensure that communication end-points are who they

say they are.
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 Automated theorem proving and other verification tools can enable critical algorithms and

code used in secure systems to be mathematically proven to meet their specifications.

 Capability and access control list techniques can be used to ensure privilege separation and

mandatory access control. The next sections discuss their use.

 Chain of trust techniques can be used to attempt to ensure that all software loaded has been

certified as authentic by the system's designers.

 Cryptographic techniques can be used to defend data in transit between systems, reducing the

probability that data exchanged between systems can be intercepted or modified.

 Firewalls can either be hardware devices or software programs. They provide some

protection from online intrusion, but since they allow some applications (e.g. web browsers)

to connect to the Internet, they don't protect against some unpatched vulnerabilities in these

applications (e.g. lists of known unpatched holes from Secunia and SecurityFocus).

 Mandatory access control can be used to ensure that privileged access is withdrawn when

privileges are revoked. For example, deleting a user account should also stop any processes

that are running with that user's privileges.

 Secure cryptoprocessors can be used to leverage physical security techniques into protecting

the security of the computer system.

 Thus simple microkernels can be written so that we can be sure they don't contain any bugs:

eg EROS and Coyotos.

Some of the following items may belong to the computer insecurity article:

 Access authorization restricts access to a computer to group of users through the use of

authentication systems. These systems can protect either the whole computer - such as

through an interactive logon screen - or individual services, such as an FTP server. There are

many methods for identifying and authenticating users, such as passwords, identification

cards, and, more recently, smart cards and biometric systems.

 Anti-virus software consists of computer programs that attempt to identify, thwart and

eliminate computer viruses and other malicious software (malware).

 Application with known security flaws should not be run. Either leave it turned off until it

can be patched or otherwise fixed, or delete it and replace it with some other application.

Publicly known flaws are the main entry used by worms to automatically break into a system

and then spread to other systems connected to it. The security website Secunia provides a

search tool for unpatched known flaws in popular products.
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 Backups are a way of securing information; they are another copy of all the important

computer files kept in another location. These files are kept on hard disks, CD-Rs, CD-RWs,

and tapes. Suggested locations for backups are a fireproof, waterproof, and heat proof safe, or

in a separate, offsite location than that in which the original files are contained. Some

individuals and companies also keep their backups in safe deposit boxes inside bank vaults.

There is also a fourth option, which involves using one of the file hosting services that backs

up files over the Internet for both business and individuals.

 Backups are also important for reasons other than security. Natural disasters, such as

earthquakes, hurricanes, or tornadoes, may strike the building where the computer is located.

The building can be on fire, or an explosion may occur. There needs to be a recent backup at

an alternate secure location, in case of such kind of disaster. Further, it is recommended that

the alternate location be placed where the same disaster would not affect both locations.

Examples of alternate disaster recovery sites being compromised by the same disaster that

affected the primary site include having had a primary site in World Trade Center I and the

recovery site in 7 World Trade Center, both of which were destroyed in the 9/11 attack, and

having one's primary site and recovery site in the same coastal region, which leads to both

being vulnerable to hurricane damage (e.g. primary site in New Orleans and recovery site in

Jefferson Parish, both of which were hit by Hurricane Katrina in 2005). The backup media

should be moved between the geographic sites in a secure manner, in order to prevent them

from being stolen.

 Encryption is used to protect the message from the eyes of others. It can be done in several

ways by switching the characters around, replacing characters with others, and even

removing characters from the message. These have to be used in combination to make the

encryption secure enough, that is to say, sufficiently difficult to crack. Public key encryption

is a refined and practical way of doing encryption. It allows for example anyone to write a

message for a list of recipients, and only those recipients will be able to read that message.

 Firewalls are systems which help protect computers and computer networks from attack and

subsequent intrusion by restricting the network traffic which can pass through them, based on

a set of system administrator defined rules.

 Honey pots are computers that are either intentionally or unintentionally left vulnerable to

attack by crackers. They can be used to catch crackers or fix vulnerabilities.

 Intrusion-detection systems can scan a network for people that are on the network but who

should not be there or are doing things that they should not be doing, for example trying a lot

of passwords to gain access to the network.
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 Pinging The ping application can be used by potential crackers to find if an IP address is

reachable. If a cracker finds a computer they can try a port scan to detect and attack services

on that computer.

 Social engineering awareness keeps employees aware of the dangers of social engineering

and/or having a policy in place to prevent social engineering can reduce successful breaches

of the network and servers.
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