
DATABASE MANAGEMENT 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Contrasting basic concepts  

 Understand the Database Server and Database Specified 

 Understand the USER Clause 

Definition/Overview: 

Data: Stored representations of objects and events that have meaning and importance in the 

users environment. 

Information: Data that have been processed in such a way that they can increase the 

knowledge of the person who uses it. 

Metadata: Data that describes the properties or characteristics of end-user data and the 

context of that data. 

Database application: An application program (or set of related programs) that is used to 

perform a series of database activities (create, read, update, and delete) on behalf of database 

users. 

Data warehouse: An integrated decision support database whose content is derived from the 

various operational databases. 

Constraint: A rule that cannot be violated by database users. 

Database: An organized collection of logically related data. 

Entity: A person, place, object, event, or concept in the user environment about which the 

organization wishes to maintain data. 

Database management system: A software system that is used to create, maintain, and 

provide controlled access to user databases. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

1
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Data dependence; data independence: With data dependence, data descriptions are 

included with the application programs that use the data, while with data independence the 

data descriptions are separated from the application programs. 

Data warehouse; data mining: A data warehouse is an integrated decision support database, 

while data mining (described in the topic introduction) is the process of extracting useful 

information from databases. 

Data; information: Data consist of facts, text, and other multimedia objects, while 

information is data that have been processed in such a way that it can increase the knowledge 

of the person who uses it. 

Repository; database: A repository is a centralized storehouse for all data definitions, data 

relationships, and other system components, while a database is an organized collection of 

logically related data. 

Entity; enterprise data model: An entity is an object or concept that is important to the 

business, while an enterprise data model is a graphical model that shows the high-level 

entities for the organization and the relationship among those entities.
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Data warehouse; ERP system:Both use enterprise level data. Data warehouses store 

historical data at a chosen level of granularity or detail, and are used for data analysis 

purposes, to discover relationships and correlations about customers, products, and so forth 

that may be used in strategic decision making. ERP systems integrate operational data at the 

enterprise level, integrating all facets of the business, including marketing, production, sales, 

and so forth. 

Key Points: 

1. Contrasting basic concepts  

 Data dependence; data independence. With data dependence, data descriptions are included 

with the application programs that use the data, while with data independence the data 

descriptions are separated from the application programs. 

 Data warehouse; data mining. A data warehouse is an integrated decision support database, 

while data mining (described in the chapter introduction) is the process of extracting useful 

information from databases. 

 Data; information. Data consist of facts, text, and other multimedia objects, while information 

is data that have been processed in such a way that it can increase the knowledge of the 

person who uses it. 

 Repository; database. A repository is a centralized storehouse for all data definitions, data 

relationships, and other system components, while a database is an organized collection of 

logically related data. 

 Entity; enterprise data model. An entity is an object or concept that is important to the 

business, while an enterprise data model is a graphical model that shows the high-level 

entities for the organization and the relationship among those entities. 

 Data warehouse; ERP system. Both use enterprise level data. Data warehouses store historical 

data at a chosen level of granularity or detail, and are used for data analysis purposes, to 

discover relationships and correlations about customers, products, and so forth that may be 

used in strategic decision making. ERP systems integrate operational data at the enterprise 

level, integrating all facets of the business, including marketing, production, sales, and so 

forth. 
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2. Database Server and Database Specified 

If you specify both a database server and a database, your application connects to the 

database server, which locates and opens the database. The dbname option establishes a 

connection to the default database server or to another database server in the DBPATH 

environment variable. It also locates and opens the specified database. (The same is true of 

the db_var option if this specifies only a database name.) If you specify only dbname, its 

database server is read from the DBPATH environment variable. The database server in the 

INFORMIXSERVER environment variable is always added before the DBPATH value. On 

UNIX, set the INFORMIXSERVER and DBPATH environment variables as the following 

example (for the C shell) shows: setenv INFORMIXSERVER srvA setenv DBPATH 

//srvB://srvC On Windows, choose Start > Programs > Informix > setnet32 from the Task Bar 

and set the INFORMIXSERVER and DBPATH environment variables: set 

INFORMIXSERVER = srvA set DBPATH = //srvA://srvB://srvC The next example shows 

the resulting DBPATH that your application uses: //srvA://srvB://srvC The application first 

establishes a connection to the database server that INFORMIXSERVER specifies. The 

database server uses parameters in the configuration file to locate the database. If the 

database does not reside on the default database server, or if the default database server is not 

online, the application connects to the next database server in DBPATH. In the previous 

example, that database server would be srvB 

3. USER Clause 

The USER clause specifies information that is used to determine whether the application can 

access the target computer on a remote host.  

USER Clause: 

  

|--USER--+-'user_id'---+--USING--validation_var-----------------| 

'-user_id_var-' 

  

ELEMENT DESCRIPTION RESTRICTIONS SYNTAX 

user_id Valid login name See Restrictions on the User 

Identifier Parameter. 

Quoted 

String 

user_id_var Host variable that contains 

user_id 

Must be a fixed-length character 

data type; same restrictions as 

user_id 

Language 

specific 
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validation_var Host variable that contains 

a valid password for login 

name in user_id or 

user_id_var 

Must be a fixed-length character 

type. See Restrictions on the 

Validation Variable Parameter. 

Language 

specific 

[Table 1] 

The USER clause is required when the CONNECT statement connects to the database server 

on a remote host. Subsequent to the CONNECT statement, all database operations on the 

remote host use the specified user name. 

In DB-Access, the USING clause is valid within files executed from DB-Access. In 

interactive mode, DB-Access prompts you for a password, so the USING keyword and 

validation_var are not used. 

 

 

Topic : The Database Development Process 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Development Process Basics 

 Understand the Key Components of the Information Systems Architecture 

 Understand the System Planning 

 Understand the CASE and Repository 

 Understand the Three-Schema Architecture.  

Definition/Overview: 

Information systems architecture (ISA): A conceptual blueprint or plan that expresses the 

desired future structure for the information systems in an organization. 

Systems development life cycle (SDLC): A traditional methodology used to develop, 

maintain, and replace information systems. 
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Client/server architecture:: A local area network-based environment in which database 

software on a server (called a database server or database engine) performs database 

commands sent to it from client workstations, and application programs on each client 

concentrate on user interface functions. 

Incremental commitment:: A strategy in systems development projects in which the project 

is reviewed after each phase and continuation of the project is rejustified in each of these 

reviews. 

Enterprise data model:: The first step in database development, in which the scope and 

general contents of organizational databases are specified. 
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Conceptual data model (or schema):: A detailed, technology-independent specification of 

the overall structure of organizational data. 

Logical data model (or schema):: The representation of data for a particular data 

management technology (such as the relational model). In the case of a relational data model, 

elements include tables, columns, rows, primary and foreign keys, as well as constraints. 

Physical data model (or schema):: A set of specifications that detail how data from a logical 

data model (or schema) are stored in a computers secondary memory for a specific database 

management system. 

Key Points: 

1. Development Process Basics 

In mature organizations, firms rely on a fairly well-developed enterprise data model. Large 

software packages for enterprise-wide management, such as Oracle's application software, 

and the SAP software from SAP, Inc., are examples of packages for enterprise development. 

2. Key Components of the Information Systems Architecture.  

 Data - represented as some type of entity-relationship or object-relationship diagram. 

 Processes - these manipulate data and are represented by data flow diagrams. 

 Network - this transports the data and is often shown as a schematic of network links. 

 People - who perform processes - key sources and receivers of data and information. 

 Events and Points-In-Time - when processes are performed - often shown as state-transition 

diagrams. 

 Reasons (also called Rules) - for events that govern the processing of data - listed in policy 

and procedure manuals. 

3. System Planning 

Your book lists several top-down approaches for the development of systems based upon 

business strategies, etc. In reality, there is often not a high level of planning for systems. 

Systems are developed based upon both strategic and tactical needs of the firm and the firm's 

departments. 
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Most systems development efforts follow a classical Systems Development Life Cycle. 

Project Identification - preliminary analysis of needs. 

Project Initiation and Planning - identifies possible approaches to solving the 

business need. 

Analysis - identify the functional specifications for the business needs - 

continue to confirm that the project is feasible. 

Logical Design - detailed functional specifications in the form of screen 

designs, report layout designs, data models, processing rules, etc. 

Physical Design - programming, development of physical data structures, 

redesigning parts of the organization to support the new system. 

Implementation - sometimes includes testing or testing may be part of physical 

design. Includes a plan to cut over to the new system. 

Maintenance - continued modification of the system as the firm's needs 

change. 

4. CASE and Repository.  

Computer-aided Software Engineering (CASE) tools automate the development of physical 

components of a system and support the development effort by providing modeling tools. 

1. Example:: Oracle Designer to model processes and data. 

2. Example:: Oracle Developer to generate computer programs, reports and 

screens. 

CASE tool products (diagrams, forms, reports, etc.) can usually be shared by many members 

of the project development team. 

ARepository stores the components that are developed by the team to enable the sharing. 

5. Three-Schema Architecture.  

This is the concept that there are different levels or views of the data that the firm uses. 

 Level 0--Reality. This is the actual real data that managers use. 

 Level 1--Conceptual Schema - also called a Conceptual Model. 
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This model is developed during the analysis stage of system development. Typically this is 

some type of diagramming model of the data and the relationships among the data. It is an 

abstraction of reality to focus on the data the firm uses for specific applications.  

Entity-Relationship Diagrams capture overall structure of the organization's data. 

Level 2--External Schema -- also termed a Logical Model. 

This model is developed during the design stage and represents the actual 

implementation of the conceptual model with a specific DBMS product. 

This includes table design and the application of rules for Normalization of data 

and translating conceptual model into relations. 

Level 3--Physical or Internal Schema. 

1. This is created during the physical design and implementation phase. 

2. It includes the actual storage of data, creation of files that comprise the database 

including indexes and other structures. 

6. Terminology.  

 Entities person, place, object, event, or concept in user environment. In Henrys Bookstore 

example, entities include Publishers, Branches, Authors, and Books. 

 Entity Type often shortened to entity, e.g., Publisher. 

 Entity Instance a single occurrence of an entity/entity type, e.g., Signet Publishing Company. 

 Attributes properties or characteristics of an entity. In Henrys Bookstore example, attributes 

of interest for entity Book are Book Code, Title, Publisher Code, Type, Price and Paper Back. 

 Relationships association between entities. In Henrys Bookstore example, Publisher and 

Book are related a Publisher is related to all Books it publishes, and a Book is related to its 

one Publisher. 

7. How are Entities, Attributes, and Relationships implemented in relational DBMS? 

 Entities each entity is a table. 

 Attributes each attribute is a column in the table for that entity. 

 Relationships tables share common columns that are used to link tables to one another. 
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 Row of table equals an instance, occurrence, record. 

 Column of table equals an attribute, characteristic, field. 

Is there a relationship between the two entities/tables? Yes, if they share a common column 

or set of common columns.  

8. There is one physical data model (or schema) for each logical data model. 

Internal schema; conceptual schema: An internal schema consists both of a physical schema 

and a logical schema; a conceptual schema consists of a single view of the data, combining 

different external views. When you design the logical schema and the physical schema, it is 

possible that you will encounter inconsistencies or other issues with the conceptual schema or 

user views; it is possible to cycle back through these design steps. 

9. Systems development life cycle; prototyping: Both are systems development processes. 

The SDLC is a methodical, highly structured approach which includes many checks and 

balances. Consequently, the SDLC is often criticized for the length of time needed until a 

working system is produced, which occurs only at the end of the process. Increasingly, 

organizations use more rapid application development (RAD) methods, which follow an 

iterative process of rapidly repeating analysis, design, and implementation steps until you 

converge on the system the user wants. Prototyping is one of them. In prototyping, a database 

and its applications are iteratively refined through a close interaction of systems developers 

and users. 

10. Top-down planning; functional decomposition: Top-down planning approaches have 

the advantages of a broad perspective, an ability to look at integration of individual system 

components, an understanding of the relationship of information systems to business 

objectives, and an understanding of the impact of information systems across the whole 

organization. Functional decomposition is a classical process employed in systems analysis in 

order to simplify problems, isolate attention, and identify components. 

11.Enterprise data modeling; information engineering: In many organizations, database 

development begins with enterprise data modeling, where the range and general contents of 

organizational databases are set. An information systems architecture is developed by 
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information systems planners following a particular methodology for IS planning. One such 

formal and popular methodology is information engineering. 

12. Repository; computer-aided software engineering: CASE tools automate some 

portions of the development process and thereby improve system development time and the 

quality of the delivered products. A repository helps systems and database analysts achieve a 

seamless integration of data from several CASE tools. 

13.Enterprise data model; conceptual data model In an enterprise data model, the range and 

contents of the organizational databases are set. Generally, the enterprise data model 

represents all of the entities and relationships. The conceptual data model extends the 

enterprise data model further by combining all of the various user views and then 

representing the organizational databases using ER diagrams. 

14. Information engineering steps: 

 Planning phase: development of strategic information systems plans that are linked to 

strategic business plans. This stage results in developing an enterprise model that includes a 

decomposition of business functions and a high-level entity-relationship diagram. 

 Analysis phase: Current business situations and information systems are studied to develop 

detailed specifications for the information systems required to support the organization. 

 Design phase: transformation of the information models developed during analysis to models 

that conform to the target technology. 

 Implementation phase: construction and installation of the information systems by creating 

database definitions and applications in the languages of the target systems.  

 Information engineering planning phase steps::  

 Identify strategic planning factors. The purpose of this step is to develop the planning context 

and to link information systems plans to the strategic business plans. 

 Identify corporate planning objects. The corporate planning objects define the business scope. 

The scope limits subsequent systems analysis and where information system changes can 

occur. 

 Develop enterprise model. A comprehensive enterprise model consists of a functional 

breakdown (or decomposition) model of each business function, an enterprise data model, 

and various planning matrices. 
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14.1 Three information engineering strategic planning factors: 

The strategic planning factors are organization goals, critical success factors, and problem 

areas. These factors help information system managers to set priorities to address 

requests for new information systems, and hence the development of databases. For 

example, the problem area of inaccurate sales forecasts might cause information 

system managers to include additional historical sales data, new market research data, 

or data concerning results from test trials of new products in organizational databases. 

14.2 Five key corporate planning objects: 

1. Organizational units, which are the various organizational departments 

2. Organizational locations, which are the places at which business operations occur 

3. Business functions, which are related groups of business processes that support the 

mission of the organization (Note that business functions are different from 

organizational units; in fact, a function may be assigned to more than one 

organizational unit. For example: product development, a function, may be the joint 

responsibility of the sales and manufacturing departments.) 

4. Entity types, which are major categories of data about the people, places, and things 

managed by the organization 

5. Information systems, which are the application software and supporting procedures 

for handling sets of data 

14.3 Functional decomposition: 

Functional decomposition is a classical process employed in systems analysis in order 

to simplify problems, isolate attention, and identify components. Often, many 

databases are necessary to handle the full set of business and supporting functions, 

whereas a particular database may support only a subset of the supporting functions. It 

is, however, helpful to have a total, high-level enterprise view so that redundancy of 

data can be minimized. 

14.4 Using information system planning matrices: 

Planning matrices are used to show interrelationships between planning objects. 

Relationships between data entities and the other organizational planning objects can 
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be represented at a high level by the planning matrices, which can be manipulated to 

understand patterns of relationships. 

15. Prototyping steps: 

Identify problem 

 Conceptual data modeling  

 Analyze requirements 

 Develop preliminary data model 

16. Develop initial prototype 

 Logical database design 

 Analyze requirements in detail 

 Integrate database views into conceptual data model 

17. Physical database design and creation 

 Define new database contents to DBMS 

 Decide on physical organization for new data 

 Design database processing programs 

18. Implement and use prototype 

 Database implementation 

 Code database processing 

 Install new database contents, usually from existing data sources 

19. Revise and enhance prototype 

 Database maintenance 

 Analyze database to ensure it meets application needs 

 Fix errors in database 

20. Convert to operational system 

 Database maintenance 
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 Tune database for improved performance 

 Fix errors in database  

21. Differences between user views, a conceptual schema, and an internal schema: 

A conceptual schema defines the whole database without reference to how data are stored in 

a computers secondary memory. A user view (or external schema) is also independent of 

database technology, but typically contains a subset of the associated conceptual schema, 

relevant to a particular user or group of users (e.g., an inventory manager or accounts 

receivable department). An internal schema consists of both a physical schema and a logical 

schema. A logical schema consists of a representation of the data for a type of data 

management technology. For example, if the relational model is the technology used, then the 

logical schema will consist of tables, columns, rows, primary keys, foreign keys and 

constraints. A physical schema contains the specifications for how data from a logical schema 

are stored in a computers secondary memory. 

22. External and conceptual schema design: 

External schemas are not necessarily developed before the conceptual schema. In fact, they 

are typically developed iteratively. Often, a first cut at the conceptual schema is based on the 

organizations enterprise data model and the general understanding of database requirements 

on a project. Then external schemas (user views) are developed for each transaction, report, 

screen display, and other system uses. 

23. Three-tiered database architecture: 

Database architecture, that allows the data for a given information system to reside in 

multiple locations or tiers of computers. The purpose is to balance various organizational and 

technical factors. Also, the processing of data may occur at different locations in order to take 

advantage of the processing speed, ease of use, or ease of programming on different computer 

platforms. Although four (and even more) tiers are possible (that is, data on a desktop or 

laptop microcomputer, workgroup server, department server, a corporate mainframe), three 

tiers are more commonly considered:  

 Client tier: A desktop or laptop computer, which concentrates on managing the user-system 

interface and localized dataalso called the presentation tier 
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 Department (or workgroup) minicomputer server tier: Performs calculations and provides 

access to data shared within the workgroupalso called the process services tier 

 Enterprise server (minicomputer or mainframe) tier: Performs sophisticated calculations and 

manages the merging of data from multiple sources across the organizationalso called the 

data services tier 

Enterprise data models are less detailed; they capture the major categories of data and the 

relationship between data. They are comprehensive to the whole organization. Project data 

models are more detailed and more closely match the way that data must be included in the 

database. Enterprisedata models are used to cover the scope of data covered in the database. 

Project-level data models are used in the process of developing a database and applications 

which will access the database. 

 

 

Topic : Modeling Data In The Organization 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Data modeling  

 Understand the Data modeling topics 

 Understand the Data modeling in the context of Business Process Integration 

 Understand the Generic data modeling 

 Understand the Semantic data modeling 

 Understand the Six general guidelines for naming data objects in a data model 

Definition/Overview: 

Entity type: A collection of entities that share common properties or characteristics. 

Entity-relationship model: A logical representation of the data for an organization or for a 

business area. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

15
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Entity instance: A single occurrence of an entity type. 

Attribute: A property or characteristic of an entity type that is of interest to the organization. 

Relationship type: A meaningful association between (or among) entity types. 

Identifier: An attribute (or combination of attributes) that uniquely identifies individual 

instances of an entity type. 

Multivalued attribute: An attribute that may take on more than one value for a given entity 

instance. 
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Associative entity: An entity type that associates the instances of one or more entity types 

and contains attributes that are peculiar to the relationship between those entity instances. 

Cardinality constraint: Specifies the number of instances of one entity that can (or must) be 

associated with each instance of another entity. 

Weak entity: An entity type whose existence depends on some other entity type. 

Identifying relationship: The relationship between a weak entity type and its owner. 

Derived attribute: An attribute whose values can be calculated from related attribute values.  

Key Points: 

1. Overview 

Data modeling is a method used to define and analyze data requirements needed to support 

the business processes of an organization. The data requirements are recorded as a conceptual 

data model with associated data definitions. Actual implementation of the conceptual model 

is called a logical data model. To implement one conceptual data model may require multiple 

logical data models. Data modeling defines the relationships between data elements and 

structures. Data modeling techniques are used to model data in a standard, consistent, 

predictable manner in order to manage it as a resource. The use of this standard is strongly 

recommended for all projects requiring a standard means of defining and analyzing the data 

resources within an organization. Such projects include:
 
 

 incorporating a data modeling technique into a methodology; 

 using a data modeling technique to manage data as a resource; 

 using a data modeling technique for the integration of information systems; 

 using a data modeling technique for designing computer databases. 

Data modeling may be performed during various types of projects and in multiple phases of 

projects. Data models are progressive; there is no such thing as the final data model for a 

business or application. Instead a data model should be considered a living document that 

will change in response to a changing business. The data models should ideally be stored in a 

repository so that they can be retrieved, expanded, and edited over time. Whitten (2004) 

determined two types of data modeling:
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 Strategic data modeling: This is part of the creation of an information systems strategy, which 

defines an overall vision and architecture for information systems is defined. Information 

engineering is a methodology that embraces this approach. 

 Data modeling during systems analysis: In systems analysis logical data models are created 

as part of the development of new databases. 

2. Data modeling topics 

 

Data models support data and computer systems by providing the definition and format of 

data. If this is done consistently across systems then compatibility of data can be achieved. If 

the same data structures are used to store and access data then different applications can share 

data. The results of this are indicated above. However, systems and interfaces often cost more 

than they should, to build, operate, and maintain. They may also constrain the business rather 

than support it. A major cause is that the quality of the data models implemented in systems 

and interfaces is poor.
 
 

 Business rules, specific to how things are done in a particular place, are often fixed in the 

structure of a data model. This means that small changes in the way business is conducted 

lead to large changes in computer systems and interfaces. 

 Entity types are often not identified, or incorrectly identified. This can lead to replication of 

data, data structure, and functionality, together with the attendant costs of that duplication in 

development and maintenance. 

 Data models for different systems are arbitrarily different. The result of this is that complex 

interfaces are required between systems that share data. These interfaces can account for 

between 25-70% of the cost of current systems. 

 Data cannot be shared electronically with customers and suppliers, because the structure and 

meaning of data has not been standardized. For example, engineering design data and 

drawings for process plant are still sometimes exchanged on paper. 

The reason for these problems is a lack of standards that will ensure that data models will 

both meet business needs and be consistent.
 
 

The ANSI/SPARC three level architecture. This shows that a data model can be an external 

model (or view), a conceptual model, or a physical model. This is not the only way to look at 

data models, but it is a useful way, particularly when comparing models.  
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A data model instance may be one of three kinds according to ANSI in 1975
 
: 

 Conceptual schema: describes the semantics of a domain, being the scope of the model. For 

example, it may be a model of the interest area of an organization or industry. This consists 

of entity classes, representing kinds of things of significance in the domain, and relationships 

assertions about associations between pairs of entity classes. A conceptual schema specifies 

the kinds of facts or propositions that can be expressed using the model. In that sense, it 

defines the allowed expressions in an artificial 'language' with a scope that is limited by the 

scope of the model. 

 Logical schema: describes the semantics, as represented by a particular data manipulation 

technology. This consists of descriptions of tables and columns, object oriented classes, and 

XML tags, among other things. 

 Physical schema: describes the physical means by which data are stored. This is concerned 

with partitions, CPUs, tablespaces, and the like. 

The significance of this approach, according to ANSI, is that it allows the three perspectives 

to be relatively independent of each other. Storage technology can change without affecting 

either the logical or the conceptual model. The table/column structure can change without 

(necessarily) affecting the conceptual model. In each case, of course, the structures must 

remain consistent with the other model. The table/column structure may be different from a 

direct translation of the entity classes and attributes, but it must ultimately carry out the 

objectives of the conceptual entity class structure. Early phases of many software 

development projects emphasize the design of a conceptual data model. Such a design can be 

detailed into a logical data model. In later stages, this model may be translated into physical 

data model. However, it is also possible to implement a conceptual model directly. 

3. Data modeling in the context of Business Process Integration 

In the context of Business Process Integration, see figure, data modeling will result in 

database generation. It complements business process modeling, which results in application 

programs to support the business processes.
 
The actual database design is the process of 

producing a detailed data model of a database. This logical data model contains all the needed 

logical and physical design choices and physical storage parameters needed to generate a 

design in a Data Definition Language, which can then be used to create a database. A fully 

attributed data model contains detailed attributes for each entity. The term database design 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

19
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



can be used to describe many different parts of the design of an overall database system. 

Principally, and most correctly, it can be thought of as the logical design of the base data 

structures used to store the data. In the relational model these are the tables and views. In an 

Object database the entities and relationships map directly to object classes and named 

relationships. However, the term database design could also be used to apply to the overall 

process of designing, not just the base data structures, but also the forms and queries used as 

part of the overall database application within the Database Management System or DBMS. 

In the process system interfaces account for 25% to 70% of the development and support 

costs of current systems. The primary reason for this cost is that these systems do not share a 

common data model. If data models are developed on a system by system basis, then not only 

is the same analysis repeated in overlapping areas, but further analysis must be performed to 

create the interfaces between them. Most systems contain the same basic components, 

redeveloped for a specific purpose. For instance the following can use the same basic 

classification model as a component:
 
 

 Materials Catalogue, 

 Product and Brand Specifications, 

 Equipment specifications. 

The same components are redeveloped because we have no way of telling they are the same 

thing. 

4. Modeling methodologies 

Data models represent information areas of interest. While there are many ways to create data 

models, according to Len Silverston (1997)
 
only two modeling methodologies stand out, top-

down and bottom-up: 

 Bottom-up models are often the result of a reengineering effort. They usually start with 

existing data structures forms, fields on application screens, or reports. These models are 

usually physical, application-specific, and incomplete from an enterprise perspective. They 

may not promote data sharing, especially if they are built without reference to other parts of 

the organization.
 
 

 Top-down logical data models, on the other hand, are created in an abstract way by getting 

information from people who know the subject area. A system may not implement all the 

entities in a logical model, but the model serves as a reference point or template.
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Sometimes models are created in a mixture of the two methods: by considering the data needs 

and structure of an application and by consistently referencing a subject-area model. 

Unfortunately, in many environments the distinction between a logical data model and a 

physical data model is blurred. In addition, some CASE tools dont make a distinction 

between logical and physical data models. 

 

There are several notations for data modeling. The actual model is frequently called "Entity 

relationship model", because it depicts data in terms of the entities and relationships 

described in the data.
 
An entity-relationship model (ERM) is an abstract conceptual 

representation of structured data. Entity-relationship modeling is a relational schema database 

modeling method, used in software engineering to produce a type of conceptual data model 

(or semantic data model) of a system, often a relational database, and its requirements in a 

top-down fashion. 

These models are being used in the first stage of information system design during the 

requirements analysis to describe information needs or the type of information that is to be 

stored in a database. The data modeling technique can be used to describe any ontology (i.e. 

an overview and classifications of used terms and their relationships) for a certain universe of 

discourse i.e. area of interest. Several techniques have been developed for the design of data 

models. While these methodologies guide data modelers in their work, two different people 

using the same methodology will often come up with very different results. Most notable are: 

 Bachman diagrams 

 Barker's Notation 

 Business rules 

 Data Vault Modeling 

 Entity-relationship model 

 Extended BackusNaur form 

 IDEF1X 

 Object-relational mapping 

 Object Role Modeling 

 Relational Model 
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5. Generic data modeling 

Generic data models are generalizations of conventional data models. They define 

standardised general relation types, together with the kinds of things that may be related by 

such a relation type. The definition of generic data model is similar to the definition of a 

natural language. For example, a generic data model may define relation types such as a 

'classification relation', being a binary relation between an individual thing and a kind of 

thing (a class) and a 'part-whole relation', being a binary relation between two things, one 

with the role of part, the other with the role of whole, regardless the kind of things that are 

related. 

Given an extensible list of classes, this allows the classification of any individual thing and to 

specify part-whole relations for any individual object. By standardization of an extensible list 

of relation types, a generic data model enables the expression of an unlimited number of 

kinds of facts and will approach the capabilities of natural languages. Conventional data 

models, on the other hand, have a fixed and limited domain scope, because the instantiation 

(usage) of such a model only allows expressions of kinds of facts that are predefined in the 

model. 

6. Semantic data modeling 

The logical data structure of a DBMS, whether hierarchical, network, or relational, cannot 

totally satisfy the requirements for a conceptual definition of data because it is limited in 

scope and biased toward the implementation strategy employed by the DBMS. 

 

Therefore, the need to define data from a conceptual view has led to the development of 

semantic data modeling techniques. That is, techniques to define the meaning of data within 

the context of its interrelationships with other data. As illustrated in the figure the real world, 

in terms of resources, ideas, events, etc., are symbolically defined within physical data stores. 

A semantic data model is an abstraction which defines how the stored symbols relate to the 

real world. Thus, the model must be a true representation of the real world.
 
 

A semantic data model can be used to serve many purposes, such as:
 
 

 Planning of Data Resources 

 Building of Shareable Databases 

 Evaluation of Vendor Software 
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 Integration of Existing Databases 

The overall goal of semantic data models is to capture more meaning of data by integrating 

relational concepts with more powerful abstraction concepts known from the Artificial 

Intelligence field. The idea is to provide high level modeling primitives as integral part of a 

data model in order to facilitate the representation of real world situations.
 
 

7. Six general guidelines for naming data objects in a data model: 

 Data names should relate to business, not technical characteristics. 

 Data names should be meaningful, almost to the point of being self-documenting. 

 Data names should be unique from the name used for every other distinct data object. 

 Data names should be readable, so the name is structured as the concept would  

 most naturally be said. 

 Data names should be composed of words taken from an approved list. 

 Data names should be repeatable, meaning that different people or the same person at 

different times should develop exactly or almost the same name. 

8. Four criteria for selecting identifiers for entities: 

 Choose an identifier that will not change its value over the life of each instance of the entity 

type. 

 Choose an identifier such that for each instance of the entity the attribute is guaranteed to 

have valid values and not be null (or unknown). 

 Avoid the use of so-called intelligent identifiers (or keys), whose structure indicates 

classifications, locations, and so on. 

 Consider substituting single-attribute surrogate identifiers for large composite identifiers. 

9. Three conditions that suggest the designer should model a relationship as an 

associative entity type are: 

 All of the relationships for the participating entity types are many relationships. 

 The resulting associative entity type has independent meaning to end users, and it preferably 

can be identified with a single-attribute identifier. 

 The associative entity has one or more attributes in addition to the identifier. 
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When the attribute is the identifier or some other characteristic of an entity type in the data 

model, and multiple entity instances need to share these same attributes.  

 A relationship name should always be a verb phrase and should state the action taken, as 

opposed to the result of the action taken. 

 Use descriptive, powerful verb phrases as opposed to vague names. 

10. The relationship definition should also explain the following: 

 any optional participation 

 the reason for any explicit maximum cardinality 

 any mutually exclusive relationships 

 any restrictions on participation in the relationship 

 the extent of history that is kept in the relationship 

 whether an entity instance involved in a relationship instance can transfer participation to 

another relationship instance 

Presently, the cardinality is one-to-many. One possible scenario is an employee who is 

supervised by more than one manager. This would make the cardinality many-to-many. 

Another possibility is that the employee is supervised by one manager, and the manager only 

supervises one employee. This would result in a one-to-one cardinality. As we can see here, 

you cannot always tell what the business rule is by looking at the ERD. Also, sometimes such 

details will need to be fleshed out with the end user. An entity type can be thought of as a 

template, defining all of the characteristics of an entity instance. For example, student would 

be an entity type, whereas you are an instance of student. 

 

 

In Section 2 of this course you will cover these topics: 
 

The Enhanced E-R Model And Business Rules  
 

Logical Database Design And The Relational Model  
 

Physical Database Design And Performance  
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Topic : The Enhanced E-R Model And Business Rules 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the System requirements analysis 

 Identifying entities in ER modeling 

 Identifying relationships in ER modeling 

 Relationships in the winestore ER model 

 Identifying key attributes in ER modeling 

 Other ER modeling tools 

 Completing the ER model 

 Converting an Entity-Relationship Model to SQL 

Definition/Overview: 

Supertype:A generic entity type that has a relationship with one or more subtypes. 

Subtype:A subgrouping of the entities in an entity type that is meaningful to the 

organization. 

Specialization:The process of defining one or more subtypes of the supertype, and forming 

supertype/subtype relationships. 

Entitycluster: A set of one or more entity types and associated relationships grouped into a 

single abstract entity type. 

Structuralassertion: A statement that expresses some aspect of the static structure of the 

organization. 

Anchorobject: A business rule (a fact) on which actions are limited. 

Subtypediscriminator: An attribute of the supertype whose values determine the target 

supertype or subtypes.  
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Totalspecialization rule: Specifies that each entity instance of the supertype must be a 

member of some subtype in the relationship. 

Generalization:The process of defining a generalized entity type from a set of more 

specialized entity types. 

Disjointrule: Specifies that if an entity instance (of the supertype) is a member of one 

subtype, it cannot simultaneously be a member of two (or more) subtypes. 

Overlap rule: Specifies that an entity instance can simultaneously be a member of two (or 

more) subtypes. 

Action assertion. : A statement of a constraint or control on the actions of the organization. 

Universal data model: A generic or template data model that can be reused as a starting 

point for a data modeling project. 

Key Points: 

1. Entity-Relationship Modeling 

Entity-relationship (ER) modeling is a simple and clear method of expressing the design of 

database. ER modeling isn't newit was first proposed by Chen in 1976but it has only emerged 

as the dominant modeling paradigm for databases in the past 10 or 12 years.  

Figure shows a partial model of the winestore. In this diagram, you can see the relationship 

between wines, wineries, and regions. Each winehas attributes such as a name, type, and a 

description. A wine is made by a winery, and each winery has attributes such as a 

name,phone, and description. Many wineries are located in a region, where a region has a 

mapand description. 

 

ER diagrams aren't complicated, and we have already illustrated most of the features of ER 

modeling in Figure. These features include:  

 Rectangles- Represent entitiesthat is, objects being modeled. Each entity is labeled with a 

meaningful title.  
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 Diamonds- Represent relationships between entities; a relationship is labeled with a 

descriptive title that represents how the entities interact.  

 Ellipses- Represent attributes that describe an entity.  

 Lines- Connect entities to relationships. Lines may be without any annotation, be annotated 

with an M and an N, or annotated with an M and a 1 (or an N and a 1). Annotations indicate 

the cardinality of the relationship; we discuss cardinality later in this section.  

 Lines- Connect attributes to entities. These lines are never labeled.  

2. System requirements analysis 

The first step in developing a database model using ER modeling is to consider the 

requirements of the system. The requirements for the online winestore were described in 

Chapter 1 and are typically gathered from a scope document, customer interviews, user 

requirements documents, and so on. Many of the requirements affect development of the ER 

model, while others are more general system requirements used to develop the web database 

application. One of the skills of ER modeling is extracting the requirements that impact on 

the database design from those that are functional elements of the system. Once a system 

requirements analysis is complete, and the detailed requirements written down, you can 

proceed to the conceptual database design using the ER modeling techniques.  

3. Identifying entities in ER modeling 

Having identified the general requirements of the system, the first phase in conceptual 

modeling and creating an ER model is to identify the entities in the system.  

Entities are objects or things that can be described by their characteristics. As we identify 

entities, we list the attributes that describe the entity. For example, a customer is an entity that 

has a name, an address, a phone, and other details.  

TIP:Be careful when choosing entities. A customeror a wine is an entity. Reducing the stock 

in the inventory and adding it to a shopping cart is a function or process, not an entity. The 

basic rule is that an entity is an object or thing.  

Five entities and their attributes have already been identified earlier in this appendix. Four are 

easy to determine from our requirements:  

 The wine entity has the attributes type, name, year, and description.  
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 The customer entity has the attributes surname, firstname, initial, title, addressline1, 

addressline2, addressline3, city, state, zipcode, country, phone, fax, salary, birthdate, email 

address, and discount.  

 The winery entity has the attributes name, description, phone, and fax.  

 The region entity has the attributes name, description, and map.  

We add a users entity to this list in order to maintain user account details at the winestore:  

 The users entity has the attributes user_name and password. The user_name is the same as the 

customeremail address.  

The remaining entitiesand, in two cases, the distinction between the entitiesare harder to 

identify.  

We have earlier identified the orderentity in our introduction to ER modeling, but an order is 

hard to precisely define. One description might be:  

Anorder is an object created by a customer when they agree to purchase one or more 

(possibly different) bottles of wine.  

We can then say that an order is created on a date, and the system requirements in Chapter 1 

identify that an order has a discount, a deliverycost, and a delivery note.  

We can also say that this model of an orderconsists of one or more different winesand, for 

each different wine; aquantityof that wine is purchased. The subparts in each orderthe 

different kinds of winesare the items that make up the order. But is the wine itself part of an 

item? The distinction is hard, but the correct answer is probably no: this is a relationship; the 

items that make up an order are related to wines.  

There are now two more entitiesordersand itemsand two relationships, which illustrates how 

difficult it is to reason about entities without considering how they are related. Determining 

entities isn't always easy, and many different drafts of an ER model are often required before 

a final, correct model is achieved. The ER model for the winestore took several attempts to 

get right.  

Here are the item and order entities:  

 The item entitywhich is related to an orderhas the attributes quantity and price.  

 The order entity has attributes date, discount percentage, delivery cost, and delivery note.  
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The system requirements in Chapter 1 showed that winesare delivered in shipments. Each 

shipment is on a date and consists of a number of bottles, at a per-bottle and per-case price. 

How is this incorporated into the model? Perhaps the most obvious solution is to add 

quantityand priceattributes to the wine entity. This doesn't work well: it is difficult to 

maintain the possibly different prices for different shipments and to maintain the correct 

shipment dates. A good solution to the inventory problem is an inventory entity. This entity is 

related to the wine, and maintains different sets of data for each shipment of each wine: The 

inventoryentity has an on-hand quantity, an item cost, a dateadded, and a casecost (for a 

dozen bottles). The final entity is somewhat of an oddity. If a wine is a Cabernet Merlot, you 

can simply store the string Cabernet Merlot in an attribute in the wine entity. Another 

approach is to have a grape_variety entity, where each different grape variety is described 

individually. So, Cabernet is one instance of a grape_variety entity, and Merlot is another. 

The grape_variety entity is then related to the wine entity. This approach does seem overly 

complicated, but let's opt for it anyway because it introduces an instructive twist to our 

modeling, a many-to-many relationship discussed in the next section. Let's add two attributes 

to the grape_variety entity, variety(the description) and ID (a counter used to, for example, 

record that Cabernetis the first word in Cabernet Merlot, and Merlot is the second word.  

There are other possible entities. For example, the shopping basket could be an entity: the 

shopping cart is an object that contains items that will be ordered. However, a shopping cart 

is an incomplete orderand, hence, it's omitted from the entity list. Including it is perhaps 

valid, and depends on how the entities are interpreted from the requirements. There are also 

other entities that are outside the scope of our requirements. For example, a country might 

contain many regions, but there is no requirement for countries to be modeled in our system. 

Also, the winestore itself is an entity, but we are actually interested in the entities that make 

up the winestore, not really the whole concept itself. Selecting entities is all about getting the 

granularity and scope of choice right. We have hinted at but not explicitly identified the 

relationships between the entities. For example, a winery is part of a region, a wine is made 

by a winery, and an item is related to a wine. The first step is to identify the entities and their 

attributes; the second step is to identify how the entities are related.  

4. Identifying relationships in ER modeling 

Before identifying the relationships between the entities we have identified, we noted earlier 

in this section that: Lines connect entities to relationships. Lines may be without any 

annotation, be annotated with an Mand an N, or annotated with an M and a 1(or an Nand a 1). 
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Annotations indicate the cardinality of the relationship. Cardinality refers to the three 

possible relationships between two entities and, before you can consider how the entities are 

related, you need to explore the possible kinds of relationship: Actually, relationships can 

exist between as many entities as there are in the model. Also, we have deliberately omitted 

the distinction with relationships that are optional, that is, where one instance of an entitysuch 

as a customercan exist without a related entitysuch as an order. However, we avoid complex 

relationships in this appendix; more detail can be found in the books listed in Appendix E. 

4.1 One-to-one 

A one-to-one relationship is represented by a line without any annotations that joins 

two entities. One-to-one means that for the two entities connected by the line, there is 

exactly one instance of the first entity for each one instance of the second entity. An 

example might be customersand user details: each customer has exactly one username 

and password, and that particular username and password is only for that customer.  

4.2 One-to-many (or many-to-one) 

A one-to-many relationship is represented by a line annotated with a 1and an M(or a 

1and an N). One-to-many means that for the two entities connected by the line, there 

are one or more instances of the second entity for each one instance of the first entity. 

From the perspective of the second entity, any instance of the second entity is related 

to only one instance of the first entity. An example is wineries and wines: each 

winerysells many wines, but each wine is made by exactly one winery. Many-to-one 

relationships are the most common relationships between entities.  

4.3 Many-to-many 

A many-to-many relationship is represented by a line annotated with an M and an N. 

Many-to-many means that for the two entities connected by the line, each instance of 

the first entity is related to one or more instances of the second entity and, from the 

other perspective, each instance of the second entity is related to one or more 

instances of the first entity. An example is the relationship between wineriesand 

delivery firms: a winerymay use many delivery firms to freight wineto customers, 

while a delivery firm may work for many different wineries. It isn't surprising that 
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many database modelers make mistakes with cardinalities. Determining the 

cardinalities of the relationships between the entities is the most difficult skill in ER 

modeling, but one that, when performed correctly, results in a well-designed database. 

To illustrate how cardinality is determined, let's consider the relationships between 

the entities in the winestore and present arguments for their cardinalities.  

5. Relationships in the winestore ER model 

Before considering cardinalities, you need to consider what entities are related. You know 

from previous discussion that a regionis related to a winery, and that a winery is related to a 

wine. There are other relationships that are implicitly identified: an ordercontains items, a 

customer places an order, usershave customer details, and a wine has an inventory. There is 

also one crucial relationship that links the wines sold to the customer, that is, the relationship 

between an order itemand the inventory. Last, a wine contains one or more different grape 

variety entities. To assign cardinalitieswhich crucially affect the database designstart with the 

relationship of wines to wineries. To begin, you need to decide what sort of relationship these 

entities have and assign a descriptive term. A good description of the relationship between 

winesand wineries is that a winery makes wine. Now draw a diamond labeled makesbetween 

the entities wine and winery, and connect the relationship to the two entities with an 

unannotated line.  

 

The next step is to determine what cardinality to assign to this relationship. The most 

effective approach to determining cardinality is to consider the relationship from the 

perspective of both entities. From the perspective of a winery, the question to ask is:  

 Does a winery make exactly one wine or one or more wines?  

 The answer is the latter, so you write M at the wine-end of the relationship. From the other 

perspectivethat of the wineyou can ask a second simple question:  

 Is a wine made by exactly one or more than one winery?  

 This answer is the formerthat limitation is noted in the system requirementsand you can write 

a 1 at the winery-end of the relationship.  

Dealing with the relationship between wineriesand regions involves similar arguments. You 

begin by describing the relationship. In this case, an appropriate label might be that a 
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wineryis situated in a region. After drawing the diamond and labeling it, now consider the 

cardinalities. A winery belongs in exactly one region, so label the region end with a 1. A 

region contains one or more wineries, so you label the winery end with an M. 

There are three more relationships that can be completed using the same one-to-many 

arguments:  

 The consists-of relationship between orders and items  

 The purchase relationship between customers and orders  

 The stocked relationship between wines and inventories  

You can label all three with a 1 and an M(or N). The consists-of relationship is labeled with a 

1 at the order end and an Mat the item end. The purchase relationship is labeled with an M at 

the order end and a 1at the customer end. The stocked relationship is labeled with an M at the 

inventory end and a 1at the wine end.  

 

You know that the users and customer have a one-to-one relationship. Now draw a line 

between the two entities and label it with a 1at each end. Label the relationship as has. You 

can also add the password attribute to the customers entity and omit the users entity 

altogether. However, to fully illustrate the different features of ER modeling, let's maintain 

the separation between customer and users entities. The final two relationships are a more 

difficult to identify and annotate. The first is the relationship between an order itemand a 

wine. The one-to-many cardinality isn't a difficult proposition, but determining that this 

relationship actually exists is harder. When considering what makes up an order, there are 

two possibilities: an item can be related to a specific inventory entry, or an item can be 

related to a wine. The former is possibly more intuitive because the item that is delivered is a 

bottle from our inventory. However, the latter works better when modeling the system's data 

requirements. In our design, a customer orderis made up of quantities of wines. You can label 

this relationship as sells. The price of the wine is copied from the inventory and stored in the 

order. This design is appropriate because the relationship between a customerand a specific 

bottle is uninteresting once the order is shipped and, arguably, it is uninteresting even as the 

order is packed. The second difficultand finalrelationship is that between winesand grape 

varieties. Naming the relationship is easy: let's call this relationship blend. Determining the 

cardinality is harder. First, consider the relationship from the wineperspective. A wine can 

contain more than one grape varietywhen it is a blend, so you label the grape variety end of 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

32
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



the relationship with an M. Now consider the relationship from the grape variety perspective. 

A grape variety, such as semillon, may be in many different wines. So, let's settle on a many-

to-many relationship and label the wine end with an N. Our ER model is almost complete, 

and Figure shows it with all its entities and relationships. What remains is to consider the key 

attributes in each of the entities, which are discussed in the next section. As you consider 

these, you can adjust the types of relationships slightly.  

There are a few rules that determine what relationships, entities, and attributes are, and what 

cardinalities should be used:  

 Expect to draft a model several times. 

 Begin modeling with entities, add attributes, and then determine relationships.  

 Include an entity only when it can be described with attributes that are needed in the model.  

 Some entities can be modeled as attributes. For example, a country can be an entity, but it 

might be better modeled as one of the attributes that is part of an address.  

 Avoid unnecessary relationships. Only model relationships that are needed in the system.  

 One-to-one relationships are uncommon. If two entities participate in a one-to-one 

relationship, check that they aren't actually the same entity.  

 Many-to-many relationships are complex. Use one-to-many relationships in preference where 

possible.  

6. Identifying key attributes in ER modeling 

In our introduction to ER modeling, we noted some of the implicit constraints of our model, 

including that there is only one customer #37 and one wine that we refer to as #168. In the 

model design so far, we haven't considered how to uniquely identify each entity. Uniqueness 

is an important constraint. When a customer places an order, you must be able to uniquely 

identify that customer and associate the unique order with that unique customer. You also 

need to be able to uniquely identify the winesthe customer purchases. In fact, all entities must 

be uniquely identifiable; this is true for all relational databases. The next step is to identify 

the attributes or sets of attributes that uniquely identify an entity. Begin with the customer. A 

surname(or any combination of names) doesn't uniquely identify a customer. A 

surname,firstname,initial, and a complete address may work, although there are some cases 

where children and parents share the same name and address. A less complicated approach 

for unique identificationand a common one that's guaranteed to workis to add an identifier 

number (ID) attribute to the entity. A short unique identifier also leads to better database 
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performance, as discussed in Chapter 3. Using this approach, assign ID #1 to the first 

customer, ID #2 to the second customer, and so on. In the model, this new attribute is 

underlinedto indicate that it uniquely identifies the customer as shown in Figure  

 

You can take the same approach with wineas for customersfor the same reasonsand add an ID 

field. For wineriesand regions, the nameis most likely unique or, at least, it can be made so. 

However, for simplicity, you should also use the ID attribute approach to prevent any 

ambiguity or need for the winestore administrator to create unique names for wineries or 

regions. The same argument can be applied to grape varieties. Orders can also be dealt with 

by a unique ID, as can items and inventory. However, the uniqueness of this ID may be 

questionable. To illustrate, consider an example. You can number each order across the 

whole system uniquely, beginning with the system's first order #1. Alternatively, you can 

combine the customer ID with an order ID and begin each different customer's orders with 

order ID #1. The combination of customer ID and order ID is still unique, e.g., customer #37, 

order #1 is different from customer #15, order#1. This latter scheme is an example of a full 

participation relationship by a weak entity: an order isn't possible without a customer(hence, 

the term full participation) and the customer ID forms part of the order entity's unique 

identifier, hence the term weak entity. You can use the scheme of full participation by a weak 

entity for orders; the other approach of numbering orders across the whole collection also 

works well. An advantage of this scheme is that the order number is more meaningful to the 

userfor example, a user can tell from their ordernumber how many orders they have 

placedand the ordernumber provides a convenient counting tool for reporting. Participation is 

discussed briefly in the next section and weak entities are discussed in more detail later in 

Section C.2.1.7. You can follow similar arguments with items. An item can be uniquely 

numbered across the whole system or can be numbered from #1 within an order. Again, this 

depends on the participation and, as with orders, we follow the latter approach. The same 

applies for inventory, which is numbered within a wine. Because customer and users have a 

one-to-one relationship, the customer ID can be used to uniquely identify a user. Therefore, 

the users entity has full participation as a weak entity in the relationship with customer. 

7. Other ER modeling tools 

Other ER modeling tools include double ellipses and double lines. These tools permit the 

representation of other constraints, multivalued attributes, and the specification of full 

participation. In addition, it is possible for a relationship to have an attribute, that is, for a 
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diamond to have attributes that are part of the relationship, not part of the entities. Useful 

references for more advanced ER modelingand enhanced ER (EER) modelingare provided in 

Appendix E. Double lines as relationships indicate full participation and represent cases 

where an instance of one entity can't exist without a corresponding instance of the entity that 

it is related to. An example is an order as discussed in the previous section. An order can't 

exist without a customer to make thatorder. Therefore, correctly, the relationship between 

orderand customer should be represented as a double line; the same constraints apply in the 

model to items and inventories. Dashed ellipses represent multivalued attributes, attributes 

that may contain more than one instance. For example, the attribute address can be 

multivalued, because there could be a business address, a postal address, and a home address. 

Multivalued attributes aren't used in our model. In addition, there are other extensions to the 

modeling techniques that have already been applied. For example, more than two entities can 

be related in a relationship (that is, more than two entities can be connected to a diamond). 

For example, the sale of a wine can be described as a three-way relationship between a wine, 

a customer, and an order. A second complex technique is the composite attribute; for 

example, an attribute of customer is address and the attribute addresshas its own attributes, a 

street, city, and zipcode. We don't explore complex relationships in this book.  

8. Completing the ER model 

Figure shows the final ER model with the unique key constraints shown. Notice that foritems, 

orders, users, and inventories, the attributes from other entities aren't included. They are 

instead indicated as weak entities with a double rectangle and they participate fully in the 

related entities as indicated by double lines. 

 

Ifitems, orders, and inventories are numbered across the whole system, you can omit the 

double rectangles. The double lines can be omitted if any entities can exist without the related 

entity.  

A summary of ER notation tools is shown in Figure 

9. Converting an Entity-Relationship Model to SQL 

There are five steps to convert an ER model to a set of SQL CREATETABLE statements.  

9.1 Step 1: Convert regular entities to tables 

The first step is the simplest. Here's what you do: 
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 For each non-weak entity in the ER model, write out a CREATE TABLE statement with the 

same name as the entity.  

 Include all attributes of the entity and assign appropriate types to the attributes.  

 Include the PRIMARY KEY of the entity.  

 Add any modifiers to attributes and any additional keys as required. 

To perform this step, you need to make decisions about attribute types in the SQL 

CREATETABLEstatements. Attribute types are discussed in Chapter 3.  

There are several non-weak entities in the model. Begin with the regionentity, which 

has the attributes region_id, region_name,description, and map. You might anticipate 

no more than 100 different regions, but being cautious is important if more than 1,000 

regions need to be stored. Accordingly, a type of int(4)allows up to 10,000 regions. 

Using a similar argument, define region_nameas a varchar(100). Because descriptions 

may be long, let's define descriptionas a blob. A mapwhich is an imageis defined as a 

mediumblob.  

As decided earlier in the chapter, the unique key of the region table is an ID, which is 

now called region_id. Accordingly, you define a PRIMARY KEYof region_id. A 

requirement of all primary keys is that they are specified as NOTNULL, and this is 

added to the attribute. Now automate the creation of the values by adding the 

auto_incrementclause and a DEFAULT '0'. (Recall from Chapter 3 that storing NULL 

or 0in an auto_incrementattribute is a MySQL feature that automatically stores a 

unique ID larger than all other IDs for this table.)  

The resulting definition for the region table is then as follows:  

CREATE TABLE region ( 

: region_id int(4) DEFAULT '0' NOT NULL auto_increment, 

: region_name varchar(100) DEFAULT '' NOT NULL, 

: description blob,:  

: map mediumblob, 

: PRIMARY KEY (region_id), 

: KEY region (region_name) 

); 

Notice an additional KEY on the region_namenamed region. By adding this key, you 

anticipate that a common query is a search by region_name. Also, a region must have 

a name, so a NOT NULLis added to the region_name attribute.  
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TheCREATETABLEstatements for the other non-weak entities are listed in Example 

C-1. Remember, however, that this is only the first step: some of these 

CREATETABLEstatements are altered by the processes in later steps.  

CREATE TABLE wine ( 

: wine_id int(5) DEFAULT '0' NOT NULL auto_increment,:   

: wine_name varchar(50) DEFAULT '' NOT NULL, 

: type varchar(10) DEFAULT '' NOT NULL, 

: year int(4) DEFAULT '0' NOT NULL, 

: description blob, 

: PRIMARY KEY (wine_id) 

); 

  

CREATE TABLE winery ( 

: winery_id int(4) DEFAULT '0' NOT NULL auto_increment, 

: winery_name varchar(100) DEFAULT '' NOT NULL, 

: description blob, 

: phone varchar(15), 

: fax varchar(15), 

: PRIMARY KEY (winery_id) 

); 

  

CREATE TABLE customer ( 

: cust_id int(5) NOT NULL auto_increment, 

: surname varchar(50) NOT NULL, 

: firstname varchar(50) NOT NULL, 

: initial char(1), 

: title varchar(10), 

: addressline1 varchar(50) NOT NULL, 

: addressline2 varchar(50), 

: addressline3 varchar(50), 

: city varchar(20) NOT NULL, 

: state varchar(20), 

: zipcode varchar(5), 

: country varchar(20), 
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: phone varchar(15), 

: fax varchar(15), 

: email varchar(30) NOT NULL, 

: birth_date date( ), 

: salary int(7), 

: PRIMARY KEY (cust_id), 

: KEY names (surname,firstname) 

); 

  

CREATE TABLE grape_variety ( 

: variety_id int(3), 

: variety_name varchar(20) 

: PRIMARY KEY (variety_id) 

); 

9.2 Step 2: Convert weak entities to tables 

The second step is almost identical to the first but is used for weak entities. Here's 

what you do:  

For each weak entity in the modelthere are three: inventory, order, and 

itemtranslate the entity directly to a CREATE TABLE statement as in Step 1.  

Include all attributes as in Step 1. 

Include as attributes the primary key attributes of the owning entity; that is, the 

entity the weak entity is related to. These attributes are in the table and are also 

included as part of the primary key of the weak entity.  

For example, for the inventoryentity, create the following:  

CREATE TABLE inventory ( 

: wine_id int(5) DEFAULT '0' NOT NULL, 

: inventory_id int(3) NOT NULL, 

: on_hand int(5) NOT NULL, 

: cost float(5,2) NOT NULL, 

: case_cost float(5,2) NOT NULL, 
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: dateadded timestamp(12) DEFAULT NULL, 

: PRIMARY KEY (wine_id,inventory_id) 

); 

Thewine_idis included from the wine table and forms part of the PRIMARY 

KEYdefinition. All attributes can't be NULL in this inventory table, so you'll note 

liberal use of NOT NULL. The dateaddedattribute has a DEFAULT NULL, which if 

no value is inserted, is automatically filled with the current date and time.  

A similar approach is taken with orders, in which cust_idis included from the 

customertable as an attribute and as part of the PRIMARY KEYdefinition:  

CREATE TABLE orders ( 

: cust_id int(5) DEFAULT '0' NOT NULL, 

: order_id int(5) DEFAULT '0' NOT NULL, 

: date timestamp(12), 

: discount float(3,1) DEFAULT '0.0', 

: delivery float(4,2) DEFAULT '0.00', 

: note varchar(120), 

: PRIMARY KEY (cust_id,order_no) 

); 

Theitems table is slightly more complex, but made easier because ordershas already 

been defined. The itemstable includes the PRIMARY KEYattributes of the entity it is 

related to (that is, orders). Because the PRIMARY KEYof orders is already resolved, 

the resolution is as follows:  

CREATE TABLE items ( 

: cust_id int(5) DEFAULT '0' NOT NULL, 

: order_id int(5) DEFAULT '0' NOT NULL, 

: item_id int(3) DEFAULT '1' NOT NULL, 

: qty int(3), 

: price float(5,2), 

: date timestamp(12), 

: PRIMARY KEY (cust_id,order_no,item_id) 

); 
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9.3 Step 3: One-to-one relationships 

There is a one-to-one relationship between customerand users in our model. The 

process for conversion is as follows:  

Choose one of the two tables that participates in the relationship (this table has 

already been identified and written out as part of Steps 1 or 2). If the 

relationship involves total participation, choose the entity that totally 

participates.  

In the chosen table, include as an attribute (or attributes) the primary key of the 

other table.  

If the entities totally participate in each other and neither participates in another 

relationship, consider removing one of the tables and merging the attributes 

into a single table.  

Asusers is the entity that totally participates in customer, the identifier cust_id from 

customer is added to the userstable and defined as the primary key attribute:  

CREATE TABLE users ( 

: cust_id int(4) DEFAULT '0' NOT NULL, 

: user_name varchar(50) DEFAULT '' NOT NULL, 

: password varchar(15) DEFAULT '' NOT NULL, 

: PRIMARY KEY (user_name), 

); 

9.4 Step 4: Regular one-to-many relationships 

For a regular one-to-many relationship, here's the procedure:  

Identify the table representing the many (M or N) side of the relationship.  

Add to the many-side (M or N) table the primary key of the 1-side table. 

Optionally, add NOT NULLto any attributes added.  

In the model, this means adding a winery_id to the wine table:  

CREATE TABLE wine ( 

: wine_id int(5) DEFAULT '0' NOT NULL auto_increment,:   
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: wine_name varchar(50) DEFAULT '' NOT NULL, 

: winery_id int(4), 

: type varchar(10) DEFAULT '' NOT NULL, 

: year int(4) DEFAULT '0' NOT NULL, 

: description blob, 

: PRIMARY KEY (wine_id) 

); 

For the winery table, it means adding a region_id: 

CREATE TABLE winery ( 

: winery_id int(4) DEFAULT '0' NOT NULL auto_increment, 

: winery_name varchar(100) DEFAULT '' NOT NULL, 

: region_id int(4), 

: description blob, 

: phone varchar(15), 

: fax varchar(15), 

: PRIMARY KEY (winery_id) 

); 

The final regular one-to-many relationship is between wine and item. For this, add a 

wine_id to items:  

CREATE TABLE items ( 

: cust_id int(5) DEFAULT '0' NOT NULL, 

: order_id int(5) DEFAULT '0' NOT NULL, 

: item_id int(3) DEFAULT '1' NOT NULL, 

: wine_id int(4) DEFAULT '0' NOT NULL, 

: qty int(3), 

: date timestamp(12), 

: price float(5,2), 

: PRIMARY KEY (cust_id,order_no,item_id) 

); 

In cases where you wish to prevent a row being inserted without a corresponding 

value, you can add a NOT NULL to the attribute added in this step.  
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9.5 Step 5: Many-to-many relationships 

For many-to-many relationshipsthere is one in our model between wine and varietythe 

following procedure is used:  

Create a new table with a composite name made of the two entities that are 

related.  

Add the primary keys of the two related entities to this new table. 

Add an ID attribute if the order of relationship is important. For example, in the 

winestore, a Cabernet Merlot Shiraz is different from a Shiraz Merlot 

Cabernet, so an ID is required.  

Define the primary key of this new table to be all attributes that form part of the 

table.  

In the example, create the following table: 

CREATE TABLE wine_variety ( 

: wine_id int(5) DEFAULT '0' NOT NULL, 

: variety_id int(3) DEFAULT '0' NOT NULL, 

: id int(1) DEFAULT '0' NOT NULL 

: PRIMARY KEY (wine_id, variety_id) 

); 

 

 

Topic : Logical Database Design And The Relational Model 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Design process 

 Understand the Determining data to be stored 

 Understand the Conceptual schema 

 Understand the Logically structuring data 
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 Understand the Physical database design 

 Understand the Logical data base design 

Definition/Overview: 

Determinant: The attribute on the left-hand side of the arrow in a functional dependency. 

Functional dependency: A constraint between two attributes or two sets of attributes. 

Transitive dependency: A functional dependency between two (or more) nonkey attributes. 

Recursive foreign key: A foreign key in a relation that references the primary key values of 

that same relation. 

Normalization: The process of decomposing relations with anomalies to produce smaller, 

well-structured relations. 

Composite key: A primary key that consists of more than one attribute. 

Relation: A named, two-dimensional table of data. 
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Normal form: A state of a relation that results from applying simple rules regarding 

functional dependencies (or relationships between attributes) to that relation. 

Partial functional dependency: A functional dependency in which one or more nonkey 

attributes (such as Name) are functionally dependent on part (but not all) of the primary key. 

Enterprise key: A primary key whose value is unique across all relations. 

Database design is the process of producing a detailed data model of a database. This logical 

data model contains all the needed logical and physical design choices and physical storage 

parameters needed to generate a design in a Data Definition Language, which can then be 

used to create a database. A fully attributed data model contains detailed attributes for each 

entity. The term database design can be used to describe many different parts of the design of 

an overall database system. Principally, and most correctly, it can be thought of as the logical 

design of the base data structures used to store the data. In the relational model these are the 

tables and views. In an object database the entities and relationships map directly to object 

classes and named relationships. However, the term database design could also be used to 

apply to the overall process of designing, not just the base data structures, but also the forms 

and queries used as part of the overall database application within the database management 

system (DBMS). 

Key Points: 

1. Design process 

The process of doing database design generally consists of a number of steps which will be 

carried out by the database designer. Not all of these steps will be necessary in all cases. 

Usually, the designer must: 

 Determine the data to be stored in the database 

 Determine the relationships between the different data elements 

 Superimpose a logical structure upon the data on the basis of these relationships. 

Within the relational model the final step can generally be broken down into two further 

steps, that of determining the grouping of information within the system, generally 

determining what are the basic objects about which information is being stored, and then 
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determining the relationships between these groups of information, or objects. This step is not 

necessary with an Object database. 

The tree structure of data may enforce a hierarchical model organization, with a parent-child 

relationship table. An Object database will simply use a one-to-many relationship between 

instances of an object class. It also introduces the concept of a hierarchical relationship 

between object classes, termed inheritance 

2. Determining data to be stored 

In a majority of cases, the person who is doing the design of a database is a person with 

expertise in the area of database design, rather than expertise in the domain from which the 

data to be stored is drawn e.g. financial information, biological information etc. Therefore the 

data to be stored in the database must be determined in cooperation with a person who does 

have expertise in that domain, and who is aware of what data must be stored within the 

system. 

This process is one which is generally considered part of requirements analysis, and requires 

skill on the part of the database designer to elicit the needed information from those with the 

domain knowledge. This is because those with the necessary domain knowledge frequently 

cannot express clearly what their system requirements for the database are as they are 

unaccustomed to thinking in terms of the discrete data elements which must be stored. Data 

to be stored can be determined by Requirement Specification. 

3. Conceptual schema 

Once a database designer is aware of the data which is to be stored within the database, they 

must then determine how the various pieces of that data relate to one another. When 

performing this step, the designer is generally looking out for the dependencies in the data, 

where one piece of information is dependent upon another i.e. when one piece of information 

changes, the other will also. For example, in a list of names and addresses, assuming the 

normal situation where two people can have the same address, but one person cannot have 

two addresses; the name is dependent upon the address, because if the address is different 

then the associated name is different too. However, the inverse is not necessarily true, i.e. 

when the name changes address may be the same. 

(NOTE: A common misconception is that the relational model is so called because of the 

stating of relationships between data elements therein. This is not true. The relational model 

is so named such because it is based upon the mathematical structures known as relations.) 
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4. Logically structuring data 

Once the relationships and dependencies amongst the various pieces of information have 

been determined, it is possible to arrange the data into a logical structure which can then be 

mapped into the storage objects supported by the database management system. In the case of 

relational databases the storage objects are tables which store data in rows and columns. 

Each table may represent an implementation of either a logical object or a relationship joining 

one or more instances of one or more logical objects. Relationships between tables may then 

be stored as links connecting child tables with parents. Since complex logical relationships 

are themselves tables they will probably have links to more than one parent. 

In an Object database the storage objects correspond directly to the objects used by the 

Object-oriented programming language used to write the applications that will manage and 

access the data. The relationships may be defined as attributes of the object classes involved 

or as methods that operate on the object classes. 

5. Physical database design 

The physical design of the database specifies the physical configuration of the database on 

the storage media. This includes detailed specification of data elements, data types, indexing 

options, and other parameters residing in the DBMS data dictionary. It is the detailed design 

of a system that includes modules & the database's hardware & software specifications of the 

system. 

6. Logical data base design 

Database design is the process of transforming a logical data model into an actual physical 

database. A logical data model is required before you can even begin to design a physical 

database. Assuming that the logical data model is complete, though, what must be done to 

implement a physical database? 

The first step is to create an initial physical data model by transforming the logical data 

model into a physical implementation based on an understanding of the DBMS to be used for 

deployment. To successfully create a physical database design you will need to have a good 

working knowledge of the features of the DBMS including: 

 In-depth knowledge of the database objects supported by the DBMS and the physical 

structures and files required to support those objects.  
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 Details regarding the manner in which the DBMS supports indexing, referential integrity, 

constraints, data types, and other features that augment the functionality of database objects.  

 Detailed knowledge of new and obsolete features for particular versions or releases of the 

DBMS to be used.  

 Knowledge of the DBMS configuration parameters that are in place.  

 Data definition language (DDL) skills to translate the physical design into actual database 

objects. 

Armed with the correct information, you can create an effective and efficient database from a 

logical data model. The first step in transforming a logical data model into a physical model 

is to perform a simple translation from logical terms to physical objects. Of course, this 

simple transformation will not result in a complete and correct physical database design it is 

simply the first step. The transformation consists of the following: 

 Transforming entities into tables  

 Transforming attributes into columns  

 Transforming domains into data types and constraints  

To support the mapping of attributes to table columns you will need to map each logical 

domain of the attribute to a physical data type and perhaps additional constraints. In a 

physical database, each column must be assigned a data type. Certain data types require a 

maximum length to be specified. For example a character data type could be specified as 

CHAR(25), indicating that up to 25 characters can be stored for the column. You may need to 

apply a length to other data types as well, such as graphic, floating point, and decimal (which 

require a length and scale) types. 

But no commercial DBMS product supports relational domains. Therefore the domain 

assigned in the logical data model must be mapped to a data type supported by the DBMS. 

You may need to adjust the data type based on the DBMS you use. For example, what data 

type and length will be used for monetary values if no built-in currency data type exists? 

Many of the major DBMS products support user-defined data types, so you might want to 

consider creating a data type to support the logical domain, if no built-in data type is 

acceptable. 

In addition to a data type and length, you also may need to apply a constraint to the column. 

Consider a domain of integers between 1 and 10 inclusive. Simply assigning the physical 

column to an integer data type is insufficient to match the domain. A constraint must be 
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added to restrict the values that can be stored for the column to the specified range, 1 through 

10. Without a constraint, negative numbers, zero, and values greater than ten could be stored. 

Using check constraints you can place limits on the data values that can be stored in a column 

or set of columns. Specification of a primary key is an integral part of the physical design of 

entities and attributes. A primary key should be assigned for every entity in the logical data 

model. As a first course of action you should try to use the primary key as selected in the 

logical data model. However, multiple candidate keys often are uncovered during the data 

modeling process. You may decide to choose a primary key other than the one selected 

during logical design either one of the candidate keys or another surrogate key for physical 

implementation. But even if the DBMS does not mandate a primary key for each table it is a 

good practice to identify a primary key for each physical table you create. Failure to do so 

will make processing the data in that table more difficult. 

Of course, there are many other decisions that must be made during the transition from 

logical to physical. For example, each of the following must be addressed: 

 The nullability of each column in each table  

 For character columns, should fixed length or variable length be used?  

 Should the DBMS be used to assign values to sequences or identity columns?  

 Implementing logical relationships by assigning referential constraints  

 Building indexes on columns to improve query performance  

 Choosing the type of index to create: b-tree, bit map, reverse key, hash, partitioning, etc.  

 Deciding on the clustering sequence for the data  

 Other physical aspects such as column ordering, buffer pool specification, data files, 

denormalization, and so on.  

A logical data model should be used as the blueprint for designing and creating a physical 

database. But the physical database cannot be created properly with a simple logical to 

physical mapping. Many physical design decisions need to be made by the DBA before 

implementing physical database structures. This may necessitate deviating from the logical 

data model. But such deviation should occur only based on in-depth knowledge of the DBMS 

and the physical environment in which the database will exist. 
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7. Relational model 

The relational model for database management is a database model based on first-order 

predicate logic, first formulated and proposed in 1969 by Edgar Codd.
 
 

 

Its core idea is to describe a database as a collection of predicates over a finite set of predicate 

variables, describing constraints on the possible values and combinations of values. The 

content of the database at any given time is a finite (logical) model of the database, i.e. a set 

of relations, one per predicate variable, such that all predicates are satisfied. A request for 

information from the database (a database query) is also a predicate. 

 

 

The purpose of the relational model is to provide a declarative method for specifying data and 

queries: we directly state what information the database contains and what information we 

want from it, and let the database management system software take care of describing data 

structures for storing the data and retrieval procedures for getting queries answered. IBM 

implemented Codd's ideas with the DB2 database management system; it introduced the SQL 

data definition and query language. Other relational database management systems followed, 

most of them using SQL as well. A table in an SQL database schema corresponds to a 

predicate variable; the contents of a table to a relation; key constraints, other constraints, and 

SQL queries correspond to predicates. However, it must be noted that SQL databases, 

including DB2, deviate from the relational model in many details; Codd fiercely argued 

against deviations that compromise the original principles. Alternatives to the relational 

model Other models are the hierarchical model and network model. Some systems using 

these older architectures are still in use today in data centers with high data volume needs or 

where existing systems are so complex and abstract it would be cost prohibitive to migrate to 

systems employing the relational model; also of note are newer object-oriented databases. 

 

A recent development is the Object-Relation type-Object model, which is based on the 

assumption that any fact can be expressed in the form of one or more binary relationships. 

The model is used in Object Role Modeling (ORM), RDF/Notation 3 (N3) and in Gellish 

English. 
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The relational model was the first formal database model. After it was defined, informal 

models were made to describe hierarchical databases (the hierarchical model) and network 

databases (the network model). Hierarchical and network databases existed before relational 

databases, but were only described as models after the relational model was defined, in order 

to establish a basis for comparison. There have been several attempts to produce a true 

implementation of the relational database model as originally defined by Codd and explained 

by Date, Darwen and others, but none have been popular successes so far. Rel is one of the 

more recent attempts to do this. The relational model was invented by E.F. (Ted) Codd as a 

general model of data, and subsequently maintained and developed by Chris Date and Hugh 

Darwen among others. In The Third Manifesto (first published in 1995) Date and Darwen 

show how the relational model can accommodate certain desired object-oriented features. 

Controversies Codd himself, some years after publication of his 1970 model, proposed a 

three-valued logic (True, False, Missing or NULL) version of it in order to deal with missing 

information, and in his The Relational Model for Database Management Version 2 (1990) he 

went a step further with a four-valued logic (True, False, Missing but Applicable, Missing but 

Inapplicable) version. But these have never been implemented, presumably because of 

attending complexity. SQL's NULL construct was intended to be part of a three-valued logic 

system, but fell short of that due to logical errors in the standard and in its implementations. 

8. Relational model topics 

The fundamental assumption of the relational model is that all data is represented as 

mathematical n-ary relations, an n-ary relation being a subset of the Cartesian product of n 

domains. In the mathematical model, reasoning about such data is done in two-valued 

predicate logic, meaning there are two possible evaluations for each proposition: either true 

or false (and in particular no third value such as unknown, or not applicable, either of which 

are often associated with the concept of NULL). Some think two-valued logic is an important 

part of the relational model, where others think a system that uses a form of three-valued 

logic can still be considered relational.
[who?]

The relational model of data permits the database 

designer to create a consistent, logical representation of information. Consistency is achieved 

by including declared constraints in the database design, which is usually referred to as the 

logical schema. The theory includes a process of database normalization whereby a design 

with certain desirable properties can be selected from a set of logically equivalent 

alternatives. The access plans and other implementation and operation details are handled by 

the DBMS engine, and are not reflected in the logical model. This contrasts with common 
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practice for SQL DBMSs in which performance tuning often requires changes to the logical 

model. The basic relational building block is the domain or data type, usually abbreviated 

nowadays to type. A tuple is an unordered set of attribute values. An attribute is an ordered 

pair of attribute name and type name. An attribute value is a specific valid value for the type 

of the attribute.  

This can be either a scalar value or a more complex type. A relation consists of a heading and 

a body. A heading is a set of attributes. A body (of an n-ary relation) is a set of n-tuples. The 

heading of the relation is also the heading of each of its tuples. A relation is defined as a set 

of n-tuples. In both mathematics and the relational database model, a set is an unordered 

collection of items, although some DBMSs impose an order to their data. In mathematics, a 

tuple has an order, and allows for duplication. E.F. Codd originally defined tuples using this 

mathematical definition.
 
Later, it was one of E.F. Codd's great insights that using attribute 

names instead of an ordering would be so much more convenient (in general) in a computer 

language based on relations. This insight is still being used today. Though the concept has 

changed, the name "tuple" has not. An immediate and important consequence of this 

distinguishing feature is that in the relational model the Cartesian product becomes 

commutative. A table is an accepted visual representation of a relation; a tuple is similar to 

the concept of row, but note that in the database language SQL the columns and the rows of a 

table are ordered. A relvar is a named variable of some specific relation type, to which at all 

times some relation of that type is assigned, though the relation may contain zero tuples. The 

basic principle of the relational model is the Information Principle: all information is 

represented by data values in relations. In accordance with this Principle, a relational 

database is a set of relvars and the result of every query is presented as a relation. The 

consistency of a relational database is enforced, not by rules built into the applications that 

use it, but rather by constraints, declared as part of the logical schema and enforced by the 

DBMS for all applications. In general, constraints are expressed using relational comparison 

operators, of which just one, "is subset of" (⊆), is theoretically sufficient. In practice, several 

useful shorthands are expected to be available, of which the most important are candidate key 

(really, superkey) and foreign key constraints. To fully appreciate the relational model of data 

it is essential to understand the intended interpretation of a relation. The body of a relation is 

sometimes called its extension. This is because it is to be interpreted as a representation of the 

extension of some predicate, this being the set of true propositions that can be formed by 

replacing each free variable in that predicate by a name (a term that designates something). 

There is a one-to-one correspondence between the free variables of the predicate and the 
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attribute names of the relation heading. Each tuple of the relation body provides attribute 

values to instantiate the predicate by substituting each of its free variables. The result is a 

proposition that is deemed, on account of the appearance of the tuple in the relation body, to 

be true. Contrariwise, every tuple whose heading conforms to that of the relation but which 

does not appear in the body is deemed to be false. This assumption is known as the closed 

world assumption. For a formal exposition of these ideas, see the section Set Theory 

Formulation, below.  

A type as used in a typical relational database might be the set of integers, the set of character 

strings, the set of dates, or the two boolean values true and false, and so on. The 

corresponding type names for these types might be the strings "int", "char", "date", 

"boolean", etc. It is important to understand, though, that relational theory does not dictate 

what types are to be supported; indeed, nowadays provisions are expected to be available for 

user-defined types in addition to the built-in ones provided by the system. Attribute is the 

term used in the theory for what is commonly referred to as a column. Similarly, table is 

commonly used in place of the theoretical term relation (though in SQL the term is by no 

means synonymous with relation). A table data structure is specified as a list of column 

definitions, each of which specifies a unique column name and the type of the values that are 

permitted for that column. An attribute value is the entry in a specific column and row, such 

as "John Doe" or "35". A tuple is basically the same thing as a row, except in an SQL DBMS, 

where the column values in a row are ordered. (Tuples are not ordered; instead, each attribute 

value is identified solely by the attribute name and never by its ordinal position within the 

tuple.) An attribute name might be "name" or "age". A relation is a table structure definition 

(a set of column definitions) along with the data appearing in that structure. The structure 

definition is the heading and the data appearing in it is the body, a set of rows. A database 

relvar (relation variable) is commonly known as a base table. The heading of its assigned 

value at any time is as specified in the table declaration and its body is that most recently 

assigned to it by invoking some update operator (typically, INSERT, UPDATE, or 

DELETE). The heading and body of the table resulting from evaluation of some query are 

determined by the definitions of the operators used in the expression of that query. (Note that 

in SQL the heading is not always a set of column definitions as described above, because it is 

possible for a column to have no name and also for two or more columns to have the same 

name. Also, the body is not always a set of rows because in SQL it is possible for the same 

row to appear more than once in the same body.) SQL, initially pushed as the standard 

language for relational databases, deviates from the relational model in several places. The 
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current ISO SQL standard doesn't mention the relational model or use relational terms or 

concepts. However, it is possible to create a database conforming to the relational model 

using SQL if one does not use certain SQL features. 

The following deviations from the relational model have been noted in SQL. Note that few 

database servers implement the entire SQL standard and in particular do not allow some of 

these deviations. Whereas NULL is nearly ubiquitous, for example, allowing duplicate 

column names within a table or anonymous columns is uncommon. 

 Duplicate rows- The same row can appear more than once in an SQL table. The same tuple 

cannot appear more than once in a relation. 

 Anonymous columns- A column in an SQL table can be unnamed and thus unable to be 

referenced in expressions. The relational model requires every attribute to be named and 

referenceable. 

 Duplicate column names- Two or more columns of the same SQL table can have the same 

name and therefore cannot be referenced, on account of the obvious ambiguity. The relational 

model requires every attribute to be referenceable. 

 Column order significance- The order of columns in an SQL table is defined and significant, 

one consequence being that SQL's implementations of Cartesian product and union are both 

noncommutative. The relational model requires there to be no significance to any ordering of 

the attributes of a relation. 

 Views without CHECK OPTION- Updates to a view defined without CHECK OPTION can 

be accepted but the resulting update to the database does not necessarily have the expressed 

effect on its target. For example, an invocation of INSERT can be accepted but the inserted 

rows might not all appear in the view, or an invocation of UPDATE can result in rows 

disappearing from the view. The relational model requires updates to a view to have the same 

effect as if the view were a base relvar. 

 Columnless tables unrecognized- SQL requires every table to have at least one column, but 

there are two relations of degree zero (of cardinality one and zero) and they are needed to 

represent extensions of predicates that contain no free variables. 

 NULL- This special mark can appear instead of a value wherever a value can appear in SQL, 

in particular in place of a column value in some row. The deviation from the relational model 

arises from the fact that the implementation of this ad hoc concept in SQL involves the use of 

three-valued logic, under which the comparison of NULL with itself does not yield true but 

instead yields the third truth value, unknown; similarly the comparison NULL with 
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something other than itself does not yield false but instead yields unknown. It is because of 

this behaviour in comparisons that NULL is described as a mark rather than a value. The 

relational model depends on the law of excluded middle under which anything that is not true 

is false and anything that is not false is true; it also requires every tuple in a relation body to 

have a value for every attribute of that relation. This particular deviation is disputed by some 

if only because E.F. Codd himself eventually advocated the use of special marks and a 4-

valued logic, but this was based on his observation that there are two distinct reasons why 

one might want to use a special mark in place of a value, which led opponents of the use of 

such logics to discover more distinct reasons and at least as many as 19 have been noted, 

which would require a 21-valued logic. SQL itself uses NULL for several purposes other than 

to represent "value unknown". For example, the sum of the empty set is NULL, meaning 

zero, the average of the empty set is NULL, meaning undefined, and NULL appearing in the 

result of a LEFT JOIN can mean "no value because there is no matching row in the right-

hand operand". 

 Concepts- SQL uses concepts "table", "column", "row" instead of "relvar", "attribute", 

"tuple". These are not merely differences in terminology. For example, a "table" may contain 

duplicate rows, whereas the same tuple cannot appear more than once in a relation. 

9. Relational operations 

Users (or programs) request data from a relational database by sending it a query that is 

written in a special language, usually a dialect of SQL. Although SQL was originally 

intended for end-users, it is much more common for SQL queries to be embedded into 

software that provides an easier user interface. Many web sites, such as Wikipedia, perform 

SQL queries when generating pages. In response to a query, the database returns a result set, 

which is just a list of rows containing the answers. The simplest query is just to return all the 

rows from a table, but more often, the rows are filtered in some way to return just the answer 

wanted. Often, data from multiple tables are combined into one, by doing a join. 

Conceptually, this is done by taking all possible combinations of rows (the Cartesian 

product), and then filtering out everything except the answer. In practice, relational database 

management systems rewrite ("optimize") queries to perform faster, using a variety of 

techniques. There are a number of relational operations in addition to join. These include 

project (the process of eliminating some of the columns), restrict (the process of eliminating 

some of the rows), union (a way of combining two tables with similar structures), difference 

(which lists the rows in one table that are not found in the other), intersect (which lists the 
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rows found in both tables), and product (mentioned above, which combines each row of one 

table with each row of the other). Depending on which other sources you consult, there are a 

number of other operators - many of which can be defined in terms of those listed above. 

These include semi-join, outer operators such as outer join and outer union, and various 

forms of division. Then there are operators to rename columns, and summarizing or 

aggregating operators, and if you permit relation values as attributes (RVA - relation-valued 

attribute), then operators such as group and ungroup. The SELECT statement in SQL serves 

to handle all of these except for the group and ungroup operators. The flexibility of relational 

databases allows programmers to write queries that were not anticipated by the database 

designers. As a result, relational databases can be used by multiple applications in ways the 

original designers did not foresee, which is especially important for databases that might be 

used for a long time (perhaps several decades). This has made the idea and implementation of 

relational databases very popular with businesses. 

10. Database normalization 

Relations are classified based upon the types of anomalies to which they're vulnerable. A 

database that's in the first normal form is vulnerable to all types of anomalies, while a 

database that's in the domain/key normal form has no modification anomalies. Normal forms 

are hierarchical in nature. That is, the lowest level is the first normal form, and the database 

cannot meet the requirements for higher level normal forms without first having met all the 

requirements of the lesser normal forms.
 
In this design we have six relvars: Customer, Order, 

Order Line, Invoice, Invoice Line and Product. The bold, underlined attributes are candidate 

keys. The non-bold, underlined attributes are foreign keys. Usually one candidate key is 

arbitrarily chosen to be called the primary key and used in preference over the other 

candidate keys, which are then called alternate keys. A candidate key is a unique identifier 

enforcing that no tuple will be duplicated; this would make the relation into something else, 

namely a bag, by violating the basic definition of a set. Both foreign keys and superkeys 

(which includes candidate keys) can be composite, that is, can be composed of several 

attributes. Below is a tabular depiction of a relation of our example Customer relvar; a 

relation can be thought of as a value that can be attributed to a relvar. 

10.1 Customer relation 

Customer IDTax ID: NameAddress[More fields....] 

=============================================================

===================================== 
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1234567890555-5512222:  Munmun:  323 Broadway... 

2223344556555-5523232:  SS4 Vegeta1200 Main Street: ... 

3334445563555-5533323:  Ekta871 1st Street ... 

4232342432555-5325523:  E. F. Codd123 It Way: ... 

If we attempted to insert a new customer with the ID 1234567890, this would violate 

the design of the relvar since Customer ID is a primary key and we already have a 

customer 1234567890. The DBMS must reject a transaction such as this that would 

render the database inconsistent by a violation of an integrity constraint. 

Foreign keys are integrity constraints enforcing that the value of the attribute set is 

drawn from a candidate key in another relation. For example in the Order relation the 

attribute Customer ID is a foreign key. A join is the operation that draws on 

information from several relations at once. By joining relvars from the example above 

we could query the database for all of the Customers, Orders, and Invoices. If we only 

wanted the tuples for a specific customer, we would specify this using a restriction 

condition. 

If we wanted to retrieve all of the Orders for Customer 1234567890, we could query 

the database to return every row in the Order table with Customer ID1234567890 and 

join the Order table to the Order Line table based on Order No. 

There is a flaw in our database design above. The Invoice relvar contains an Order No 

attribute. So, each tuple in the Invoice relvar will have one Order No, which implies 

that there is precisely one Order for each Invoice. But in reality an invoice can be 

created against many orders, or indeed for no particular order. Additionally the Order 

relvar contains an Invoice No attribute, implying that each Order has a corresponding 

Invoice. But again this is not always true in the real world. An order is sometimes 

paid through several invoices, and sometimes paid without an invoice. In other words 

there can be many Invoices per Order and many Orders per Invoice. This is a many-

to-many relationship between Order and Invoice (also called a non-specific 

relationship). To represent this relationship in the database a new relvar should be 

introduced whose role is to specify the correspondence between Orders and Invoices: 

OrderInvoice(Order No,Invoice No) Now, the Order relvar has a one-to-many 

relationship to the OrderInvoice table, as does the Invoice relvar. If we want to 

retrieve every Invoice for a particular Order, we can query for all orders where Order 

No in the Order relation equals the Order No in OrderInvoice, and where Invoice No 

in OrderInvoice equals the Invoice No in Invoice. 
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Basic notions in the relational model are relation names and attribute names. We will 

represent these as strings such as "Person" and "name" and we will usually use the 

variables and a,b,c to range over them. Another basic notion is the set of 

atomic values that contains values such as numbers and strings. 

Our first definition concerns the notion of tuple, which formalizes the notion of row 

or record in a table: 

Tuple 

A tuple is a partial function from attribute names to atomic values. 

Header 

A header is a finite set of attribute names. 

Projection 

The projection of a tuple t on a finite set of attributes A is 

. 

The next definition defines relation which formalizes the contents of a table as it is 

defined in the relational model. 

Relation 

A relation is a tuple (H,B) with H, the header, and B, the body, a set of tuples 

that all have the domain H. 

Such a relation closely corresponds to what is usually called the extension of a 

predicate in first-order logic except that here we identify the places in the predicate 

with attribute names. Usually in the relational model a database schema is said to 

consist of a set of relation names, the headers that are associated with these names and 

the constraints that should hold for every instance of the database schema. 

Relation universe 
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A relation universe U over a header H is a non-empty set of relations with 

header H. 

Relation schema 

A relation schema (H,C) consists of a header H and a predicate C(R) that is 

defined for all relations R with header H. A relation satisfies a relation schema 

(H,C) if it has header H and satisfies C. 

11. Key constraints and functional dependencies 

One of the simplest and most important types of relation constraints is the key constraint. It 

tells us that in every instance of a certain relational schema the tuples can be identified by 

their values for certain attributes. 

Superkey 

A superkey is written as a finite set of attribute names. 

A superkey K holds in a relation (H,B)if:  

 and 

 there exist no two distinct tuples such that t1[K] = t2[K]. 

A superkey holds in a relation universe U if it holds in all relations in U. 

Theorem: A superkey K holds in a relation universe U over H if and only if 

and holds in U. 

Candidate key 

A superkey K holds as a candidate key for a relation universe U if it holds as a 

superkey for U and there is no proper subset of Kthat also holds as a superkey for U. 

Functional dependency 

A functional dependency (FD for short) is written as for X,Y finite sets of 

attribute names. 
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A functional dependency holds in a relation (H,B) if:  

 and 

 tuples ,  

A functional dependency holds in a relation universe U if it holds in all 

relations in U. 

Trivial functional dependency 

A functional dependency is trivial under a header H if it holds in all relation universes 

over H. 

Theorem: An FD is trivial under a header H if and only if . 

Closure 

Armstrong's axioms: The closure of a set of FDs S under a headerH, written as S 
+
 , is 

the smallest superset of S such that:  

 (reflexivity) 

 (transitivity) and 

 (augmentation) 

Theorem: Armstrong's axioms are sound and complete; given a header Hand a set S 

of FDs that only contain subsets of H, if and only if holds 

in all relation universes over H in which all FDs in S hold. 

Completion 

The completion of a finite set of attributes X under a finite set of FDs S, written as X
+
 

, is the smallest superset of Xsuch that:  

  

The completion of an attribute set can be used to compute if a certain dependency is 

in the closure of a set of FDs. 
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Theorem: Given a set S of FDs, if and only if . 

Irreducible cover 

An irreducible cover of a set S of FDs is a set T of FDs such that:  

 S + = T + 

 there exists no such that S + = U + 

 is a singleton set and 

 . 

'Italic text'Italic text'Italic text' 

Algorithm to derive candidate keys from functional dependencies 

INPUT: a set S of FDs that contain only subsets of a header H 

OUTPUT: the set C of superkeys that hold as candidate keys in 

: all relation universes over H in which all FDs in S hold 

begin 

: C := ∅; // found candidate keys 

: Q := { H };// superkeys that contain candidate keys 

: while Q <> ∅ do 

 let K be some element from Q; 

 Q := Q - { K };:  

 minimal := true; 

 for each X->Y in S do  

K' := (K - Y) ∪ X;:  // derive new superkey 

if K' ⊂ K then 

: minimal := false; 

: Q := Q ∪ { K' }; 

end if 

 end for 

 if minimal and there is not a subset of K in C then 

remove all supersets of K from C; 

C := C ∪ { K }; 
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 end if 

: end while 

end 

 

 

Topic : Physical Database Design And Performance 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Database Fi 

 Understand the Logical and Physical File Names 

 Understand the File Size 

 Understand the Database Snapshot Files  

 Understand the File and Filegroup Example 

Definition/Overview: 

File organization: A technique for physically arranging the records of a file on secondary 

storage devices.  

Sequential file organization: Records in the file are stored in sequence according to a 

primary key value. 

Indexed file organization: Records are either stored sequentially or non-sequentially, and an 

index is created that allows software to locate individual records. 

Hashing file organization: The address for each record is determined using a hashing 

algorithm. 

Denormalization: The process of transforming normalized relations into unnormalized 

physical record specifications. 

Composite key: A key made up of more than one column. 
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Secondary key: One or a combination of fields for which more than one record may have the 

same combination of values. 

Data type: Each unit of a detailed coding scheme recognized by system software, such as a 

DBMS, for representing organizational data. 

Bitmap index: A table of bits in which each row represents the distinct values of a key and 

each column is a bit, which when on indicates that the record for that bit column position has 

the associated field value. 

Redundant Arrays of Inexpensive Disks (RAID): A set, or array, of physical disk drives 

that appear to the database user (and programs) as if they form one large logical storage unit. 

Join index: An index on columns from two or more tables that come from the same domain 

of values. 

Stripe:The set of pages on all disks in a RAID that are the same relative distance from the 

beginning of the disk drive. 

Key Points: 

1. Database Files  

SQL Server 2005 databases have three types of files:  

 Primary data files  

The primary data file is the starting point of the database and points to the other files in the 

database. Every database has one primary data file. The recommended file name extension 

for primary data files is .mdf.  

 Secondary data files  

Secondary data files make up all the data files, other than the primary data file. Some 

databases may not have any secondary data files, while others have several secondary data 

files. The recommended file name extension for secondary data files is .ndf.  

 Log files  

Log files hold all the log information that is used to recover the database. There must be at 
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least one log file for each database, although there can be more than one. The recommended 

file name extension for log files is .ldf.  

SQL Server 2005 does not enforce the .mdf, .ndf, and .ldf file name extensions, but these 

extensions help you identify the different kinds of files and their use. 

In SQL Server 2005, the locations of all the files in a database are recorded in the primary file 

of the database and in the master database. The SQL Server Database Engine uses the file 

location information from the masterdatabase most of the time. However, the Database 

Engine uses the file location information from the primary file to initialize the file location 

entries in themaster database in the following situations:  

 When attaching a database using the CREATE DATABASE statement with either the FOR 

ATTACH or FOR ATTACH_REBUILD_LOG options. 

 When upgrading from SQL Server version 2000 or version 7.0 to SQL Server 2005. 

 When restoring the master database. 

2. Logical and Physical File Names 

SQL Server 2005 files have two names:  

2.1 logical_file_name- The logical_file_nameis the name used to refer to the physical 

file in all Transact-SQL statements. The logical file name must comply with the rules 

for SQL Server identifiers and must be unique among logical file names in the 

database. 

2.2 os_file_name - The os_file_nameis the name of the physical file including the 

directory path. It must follow the rules for the operating system file names.  

The following illustration shows examples of the logical file names and the physical file 

names of a database created on a default instance of SQL Server 2005: 

 

SQL Server data and log files can be put on either FAT or NTFS file systems. We 

recommend using the NTFS file system because the security aspects of NTFS. Read/write 

data filegroups and log files cannot be placed on an NTFS compressed file system. Only 

read-only databases and read-only secondary filegroups can be put on an NTFS compressed 

file system. For more information, see Read-Only Filegroups and Compression. When 

multiple instances of SQL Server are run on a single computer, each instance receives a 

different default directory to hold the files for the databases created in the instance. For more 

information, see File Locations for Default and Named Instances of SQL Server 2005. Pages 
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in a SQL Server 2005 data file are numbered sequentially, starting with zero (0) for the first 

page in the file. Each file in a database has a unique file ID number. To uniquely identify a 

page in a database, both the file ID and the page number are required. The following example 

shows the page numbers in a database that has a 4-MB primary data file and a 1-MB 

secondary data file. 

 

The first page in each file is a file header page that contains information about the attributes 

of the file. Several of the other pages at the start of the file also contain system information, 

such as allocation maps. One of the system pages stored in both the primary data file and the 

first log file is a database boot page that contains information about the attributes of the 

database. For more information about pages and page types, see Pages and Extents. 

3. File Size 

SQL Server 2005 files can grow automatically from their originally specified size. When you 

define a file, you can specify a specific growth increment. Every time the file is filled, it 

increases its size by the growth increment. If there are multiple files in a filegroup, they will 

not autogrow until all the files are full. Growth then occurs in a round-robin fashion. Each file 

can also have a maximum size specified. If a maximum size is not specified, the file can 

continue to grow until it has used all available space on the disk. This feature is especially 

useful when SQL Server is used as a database embedded in an application where the user 

does not have convenient access to a system administrator. The user can let the files autogrow 

as required to reduce the administrative burden of monitoring free space in the database and 

manually allocating additional space.  

4.class="LibC_o"> Database Snapshot Files  

The form of file that is used by a database snapshot to store its copy-on-write data depends on 

whether the snapshot is created by a user or used internally: 

 A database snapshot that is created by a user stores its data in one or more sparse files. Sparse 

file technology is a feature of the NTFS file system. At first, a sparse file contains no user 

data, and disk space for user data has not been allocated to the sparse file. For general 

information about the use of sparse files in database snapshots and how database snapshots 
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grow, see How Database Snapshots Work and Understanding Sparse File Sizes in Database 

Snapshots.  

 Database snapshots are used internally by certain DBCC commands. These commands 

include DBCC CHECKDB, DBCC CHECKTABLE, DBCC CHECKALLOC, and DBCC 

CHECKFILEGROUP. An internal database snapshot uses sparse alternate data streams of the 

original database files. Like sparse files, alternate data streams are a feature of the NTFS file 

system. The use of sparse alternate data streams allows for multiple data allocations to be 

associated with a single file or folder without affecting the file size or volume statistics.  

Database objects and files can be grouped together in filegroups for allocation and 

administration purposes. There are two types of filegroups:  

4.1 Primary  

The primary filegroup contains the primary data file and any other files not 

specifically assigned to another filegroup. All pages for the system tables are 

allocated in the primary filegroup.  

4.2 User-defined  

User-defined filegroups are any filegroups that are specified by using the 

FILEGROUP keyword in a CREATE DATABASE or ALTER DATABASE 

statement.  

Log files are never part of a filegroup. Log space is managed separately from data 

space. 

No file can be a member of more than one filegroup. Tables, indexes, and large object 

data can be associated with a specified filegroup. In this case, all their pages will be 

allocated in that filegroup, or the tables and indexes can be partitioned. The data of 

partitioned tables and indexes is divided into units each of which can be placed in a 

separate filegroup in a database. For more information about partitioned tables and 

indexes, see Partitioned Tables and Indexes. 

One filegroup in each database is designated the default filegroup. When a table or 

index is created without specifying a filegroup, it is assumed all pages will be 

allocated from the default filegroup. Only one filegroup at a time can be the default 

filegroup. Members of the db_owner fixed database role can switch the default 

filegroup from one filegroup to another. If no default filegroup is specified, the 

primary filegroup is the default filegroup. 
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5. File and Filegroup Example 

The following example creates a database on an instance of SQL Server. The database has a 

primary data file, a user-defined filegroup, and a log file. The primary data file is in the 

primary filegroup and the user-defined filegroup has two secondary data files. An ALTER 

DATABASE statement makes the user-defined filegroup the default. A table is then created 

specifying the user-defined filegroup. 

Copy Code 

USE master; 

GO 

-- Create the database with the default data 

-- filegroup and a log file. Specify the 

-- growth increment and the max size for the 

-- primary data file. 

CREATE DATABASE MyDB 

ON PRIMARY 

: ( NAME='MyDB_Primary', 

 FILENAME= 

 'c:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\data\MyDB_Prm.mdf', 

 SIZE=4MB, 

 MAXSIZE=10MB, 

 FILEGROWTH=1MB), 

FILEGROUP MyDB_FG1 

: ( NAME = 'MyDB_FG1_Dat1', 

 FILENAME = 

 'c:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\data\MyDB_FG1_1.ndf', 

 SIZE = 1MB, 

 MAXSIZE=10MB, 

 FILEGROWTH=1MB), 

: ( NAME = 'MyDB_FG1_Dat2', 

 FILENAME = 

 'c:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\data\MyDB_FG1_2.ndf', 

 SIZE = 1MB, 
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 MAXSIZE=10MB, 

 FILEGROWTH=1MB) 

LOG ON 

: ( NAME='MyDB_log', 

 FILENAME = 

 'c:\Program Files\Microsoft SQL Server\MSSQL.1\MSSQL\data\MyDB.ldf', 

 SIZE=1MB, 

 MAXSIZE=10MB, 

 FILEGROWTH=1MB); 

GO 

ALTER DATABASE MyDB  

: MODIFY FILEGROUP MyDB_FG1 DEFAULT; 

GO 

  

-- Create a table in the user-defined filegroup. 

USE MyDB; 

CREATE TABLE MyTable 

: ( cola int PRIMARY KEY, 

 colb char(8) ) 

ON MyDB_FG1; 

GO 

The following illustration summarizes the results of the previous example. 

 

 

In Section 3 of this course you will cover these topics: 
 

Introduction To Sql  
 

Advanced Sql  
 

The Client/Server Database Environment  
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Topic : Introduction To Sql 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Base table 

 Understand the Data definition language 

 Understand the Data manipulation language 

 Understand the Dynamic view 

 Understand the Materialized view 

 Understand the Relational DBMS (RDBMS):  

 Understand the Schema 

Definition/Overview: 

Base table: A table in the relational data model containing the inserted raw data that is likely 

to correspond to one physical file in secondary storage. (The base table is also referred to as 

one of the objects-- such as the base tables, views, constraints, etc.-- which have been defined 

for a particular database by a particular user, who owns the objects in the schema.) 

Data definition language: Those commands used to define a database, including creating, 

altering, and dropping tables and establishing constraints. 

Data manipulation language: Those commands used to maintain and query a database, 

including updating, inserting, modifying, and querying data. 

Dynamic view: A virtual table that is created dynamically upon request by a user.  

Materialized view: Copies or replicas of data based on SQL queries, in the same manner that 

dynamic views are created. However, a materialized view exists as a table, and thus, care 

must be taken to keep it synchronized with its associated base.  

Relational DBMS (RDBMS): A database management system that manages data as a 

collection of tables in which all data relationships are represented by common values (not 

links) in related tables.  
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Schema: A structure that contains descriptions of objects created by a user, such as base 

tables, views, constraints, etc., as part of a database. 

Key Points: 

1. SQL (Structured Query Language  

SQL (Structured Query Language) (pronounced /ɛsk'juːˈɛl /)
 
is a database computer language 

designed for the retrieval and management of data in relational database management systems 

(RDBMS), database schema creation and modification, and database object access control 

management.
 
SQL is a programming language for querying and modifying data and 

managing databases. SQL was standardized first by the ANSI and later by the ISO. Most 

database management systems implement a majority of one of these standards and add their 

proprietary extensions. SQL allows the retrieval, insertion, updating, and deletion of data. A 

database management system also includes management and administrative functions. Most 

if not all implementations also include a command-line interface (SQL/CLI) that allows for 

the entry and execution of the language commands, as opposed to only providing an 

application programming interface (API) intended for access from a graphical user interface 

(GUI). The first version of SQL was developed at IBM by Donald D. Chamberlin and 

Raymond F. Boyce in the early 1970s. This version, initially called SEQUEL, was designed 

to manipulate and retrieve data stored in IBM's original relational database product, System 

R. IBM patented their version of SQL in 1985,
 
while the SQL language was not formally 

standardized until 1986 by the American National Standards Institute (ANSI) as SQL-86. 

Subsequent versions of the SQL standard have been released by ANSI and as International 

Organization for Standardization (ISO) standards. Originally designed as a declarative query 

and data manipulation language, variations of SQL have been created by SQL database 

management system (DBMS) vendors that add procedural constructs, flow-of-control 

statements, user-defined data types, and various other language extensions. With the release 

of the SQL:1999 standard, many such extensions were formally adopted as part of the SQL 

language via the SQL Persistent Stored Modules (SQL/PSM) portion of the standard. 

Common criticisms of SQL include a perceived lack of cross-platform portability between 

vendors, inappropriate handling of missing data (see Null (SQL)), and unnecessarily complex 

and occasionally ambiguous language grammar and semantics. 
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2. History 

During the 1970s, a group at IBM San Jose Research Laboratory developed the System R 

relational database management system, based on the model introduced by Edgar F. Codd in 

his influential paper, "A Relational Model of Data for Large Shared Data Banks".
 
Donald D. 

Chamberlin and Raymond F. Boyce of IBM subsequently created the Structured English 

Query Language (SEQUEL) to manipulate and manage data stored in System R.
 
The 

acronym SEQUEL was later changed to SQL because "SEQUEL" was a trademark of the 

UK-based Hawker Siddeley aircraft company.
 
The first non-commercial non-SQL RDBMS, 

Ingres, was developed in 1974 at U.C. Berkeley. Ingres implemented a query language 

known as QUEL, which was later supplanted in the marketplace by SQL.
 
In the late 1970s, 

Relational Software, Inc. (now Oracle Corporation) saw the potential of the concepts 

described by Codd, Chamberlin, and Boyce and developed their own SQL-based RDBMS 

with aspirations of selling it to the U.S. Navy, Central Intelligence Agency, and other 

U.S.government agencies. In the summer of 1979, Relational Software, Inc. introduced the 

first commercially available implementation of SQL, Oracle V2 (Version2) for VAX 

computers. Oracle V2 beat IBM's release of the System/38 RDBMS to market by a few 

weeks. After testing SQL at customer test sites to determine the usefulness and practicality of 

the system, IBM began developing commercial products based on their System R prototype 

including System/38, SQL/DS, and DB2, which were commercially available in 1979, 1981, 

and 1983, respectively.
 
 

3. Standardization 

SQL was adopted as a standard by ANSI in 1986 and ISO in 1987.
 
In the original SQL 

standard, ANSI declared that the official pronunciation for SQL is "es queue el".
 
However, 

many English-speaking database professionals still use the nonstandard
 

pronunciation/ˈsiːkwəl/ (like the word "sequel"). SEQUEL was an earlier IBM database 

language, a predecessor to the SQL language.
 
Until 1996, the National Institute of Standards 

and Technology (NIST) data management standards program was tasked with certifying SQL 

DBMS compliance with the SQL standard. In 1996, however, the NIST data management 

standards program was dissolved, and vendors are now relied upon to self-certify their 

products for compliance.
 
 

The SQL standard has gone through a number of revisions, as shown below: 
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YEAR NAME ALIAS COMMENTS 

1986 SQL-86 SQL-87 First published by ANSI. Ratified by ISO in 

1987. 

1989 SQL-89 FIPS 127-1 Minor revision, adopted as FIPS 127-1. 

1992 SQL-92 SQL2, FIPS 127-2 Major revision (ISO 9075), Entry Level SQL-92 

adopted as FIPS 127-2. 

1999 SQL:1999 SQL3 Added regular expression matching, recursive 

queries, triggers, support for procedural and 

control-of-flow statements, non-scalar types, and 

some object-oriented features. 

2003 SQL:2003  Introduced XML-related features, window 

functions, standardized sequences, and columns 

with auto-generated values (including identity-

columns). 

2006 SQL:2006  ISO/IEC 9075-14:2006 defines ways in which 

SQL can be used in conjunction with XML. It 

defines ways of importing and storing XML data 

in an SQL database, manipulating it within the 

database and publishing both XML and 

conventional SQL-data in XML form. In addition, 

it provides facilities that permit applications to 

integrate into their SQL code the use of XQuery, 

the XML Query Language published by the 

World Wide Web Consortium (W3C), to 

concurrently access ordinary SQL-data and XML 

documents. 

2008 SQL:2008  Legalizes ORDER BY outside cursor definitions. 

Adds INSTEAD OF triggers. Adds the 

TRUNCATE statement.
 
 

[Table 1] 

The SQL standard is not freely available, but it may be purchased from ISO or ANSI. A draft 

of SQL:2008 is freely available as a zip archive, however.
 
The zip archive contains a number 

of PDF files that define the parts of the SQL:2008 specification. 
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4. Scope and extensions 

SQL is designed for a specific purpose: to query data contained in a relational database. SQL 

is a set-based, declarative query language, not an imperative language such as C or BASIC. 

However, there are extensions to Standard SQL which add procedural programming language 

functionality, such as control-of-flow constructs. These are: 

SOURCE COMMON 

NAME 

FULL NAME 

ANSI/ISO 

Standard 

SQL/PSM SQL/Persistent Stored Modules 

Interbase/ 

Firebird 

PSQL Procedural SQL 

IBM SQL PL SQL Procedural Language (implements SQL/PSM) 

Microsoft/ 

Sybase 

T-SQL Transact-SQL 

MySQL SQL/PSM SQL/Persistent Stored Module (implements SQL/PSM) 

Oracle PL/SQL Procedural Language/SQL (based on Ada) 

PostgreSQL PL/pgSQL Procedural Language/PostgreSQL Structured Query 

Language (based on Oracle PL/SQL) 

PostgreSQL PL/PSM Procedural Language/Persistent Stored Modules 

(implements SQL/PSM) 

[Table 2] 

In addition to the standard SQL/PSM extensions and proprietary SQL extensions, procedural 

and object-oriented programmability is available on many SQL platforms via DBMS 

integration with other languages. The SQL standard defines SQL/JRT extensions (SQL 

Routines and Types for the Java Programming Language) to support Java code in SQL 

databases. SQL Server 2005 uses the SQLCLR (SQL Server Common Language Runtime) to 

host managed .NET assemblies in the database, while prior versions of SQL Server were 

restricted to using unmanaged extended stored procedures which were primarily written in C. 

Other database platforms, like MySQL and Postgres, allow functions to be written in a wide 

variety of languages including Perl, Python, Tcl, and C. 

5. Standard structure 

SQL/Foundation, defined in ISO/IEC 9075, Part 2. This part of the standard contains the 

most central elements of the language. It consists of both mandatory and optional features. 
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The SQL/CLI, or Call-Level Interface, part is defined in ISO/IEC 9075, Part 3. SQL/CLI 

defines common interfacing components (structures and procedures) that can be used to 

execute SQL statements from applications written in other programming languages. SQL/CLI 

is defined in such a way that SQL statements and SQL/CLI procedure calls are treated as 

separate from the calling application's source code. Open Database Connectivity is a well-

known superset of SQL/CLI. This part of the standard consists solely of mandatory features. 

The SQL/PSM, or Persistent Stored Modules, part is defined by ISO/IEC 9075, Part 4. 

SQL/PSM standardizes procedural extensions for SQL, including flow of control, condition 

handling, statement condition signals and resignals, cursors and local variables, and 

assignment of expressions to variables and parameters. In addition, SQL/PSM formalizes 

declaration and maintenance of persistent database language routines (e.g., "stored 

procedures"). This part of the standard consists solely of optional features. The SQL/MED, or 

Management of External Data, part is defined by ISO/IEC 9075, Part 9. SQL/MED provides 

extensions to SQL that define foreign-data wrappers and datalink types to allow SQL to 

manage external data. External data is data that is accessible to, but not managed by, an SQL-

based DBMS. This part of the standard consists solely of optional features. The SQL/OLB, or 

Object Language Bindings, part is defined by ISO/IEC 9075, Part 10. SQL/OLB defines the 

syntax and symantics of SQLJ, which is SQL embedded in Java. The standard also describes 

mechanisms to ensure binary portability of SQLJ applications, and specifies various Java 

packages and their contained classes. This part of the standard consists solely of optional 

features. The SQL/Schemata, or Information and Definition Schemas, part is defined by 

ISO/IEC 9075, Part 11. SQL/Schemata defines the Information Schema and Definition 

Schema, providing a common set of tools to make SQL databases and objects self-describing. 

These tools include the SQL object identifier, structure and integrity constraints, security and 

authorization specifications, features and packages of ISO/IEC 9075, support of features 

provided by SQL-based DBMS implementations, SQL-based DBMS implementation 

information and sizing items, and the values supported by the DBMS implementations.
 
. This 

part of the standard contains both mandatory and optional features. The SQL/JRT, or SQL 

Routines and Types for the Java Programming Language, part is defined by ISO/IEC 9075, 

Part 13. SQL/JRT specifies the ability to invoke static Java methods as routines from within 

SQL applications. It also calls for the ability to use Java classes as SQL structured user-

defined types. This part of the standard consists solely of optional features. The SQL/XML, 

or XML-Related Specifications, part is defined by ISO/IEC 9075, Part 14. SQL/XML 

specifies SQL-based extensions for using XML in conjunction with SQL. The XML data type 
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is introduced, as well as several routines, functions, and XML-to-SQL data type mappings to 

support manipulation and storage of XML in an SQL database. This part of the standard 

consists solely of optional features. 

6. Language elements 

 

The SQL language is sub-divided into several language elements, including: 

 Clauses, which are in some cases optional, constituent components of statements and queries.
 
 

 Expressions which can produce either scalar values or tables consisting of columns and rows 

of data. 

 Predicates which specify conditions that can be evaluated to SQL three-valued logic (3VL) 

Boolean truth values and which are used to limit the effects of statements and queries, or to 

change program flow. 

 Queries which retrieve data based on specific criteria. 

 Statements which may have a persistent effect on schemas and data, or which may control 

transactions, program flow, connections, sessions, or diagnostics.  

o SQL statements also include the semicolon (";") statement terminator. Though not required 

on every platform, it is defined as a standard part of the SQL grammar. 

 Whitespace is generally ignored in SQL statements and queries, making it easier to format 

SQL code for readability. 

The most common operation in SQL databases is the query, which is performed with the 

declarative SELECT keyword. SELECTretrieves data from a specified table, or multiple 

related tables, in a database. While often grouped with Data Manipulation Language (DML) 

statements, the standard SELECT query is considered separate from SQL DML, as it has no 

persistent effects on the data stored in a database. Note that there are some platform-specific 

variations of SELECTthat can persist their effects in a database, such as the SELECT INTO 

syntax that exists in some databases.
 
SQL queries allow the user to specify a description of 

the desired result set, but it is left to the devices of the database management system (DBMS) 

to plan, optimize, and perform the physical operations necessary to produce that result set in 

as efficient a manner as possible. An SQL query includes a list of columns to be included in 

the final result immediately following the SELECTkeyword. An asterisk ("*") can also be 
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used as a "wildcard" indicator to specify that all available columns of a table (or multiple 

tables) are to be returned. SELECTis the most complex statement in SQL, with several 

optional keywords and clauses, including: 

 The FROM clause which indicates the source table or tables from which the data is to be 

retrieved. The FROM clause can include optional JOIN clauses to join related tables to one 

another based on user-specified criteria. 

 The WHERE clause includes a comparison predicate, which is used to restrict the number of 

rows returned by the query. The WHERE clause is applied before the GROUP BY clause. 

The WHERE clause eliminates all rows from the result set where the comparison predicate 

does not evaluate to True. 

 The GROUP BY clause is used to combine, or group, rows with related values into elements 

of a smaller set of rows. GROUP BY is often used in conjunction with SQL aggregate 

functions or to eliminate duplicate rows from a result set. 

 The HAVING clause includes a comparison predicate used to eliminate rows after the 

GROUP BY clause is applied to the result set. Because it acts on the results of the GROUP 

BY clause, aggregate functions can be used in the HAVING clause predicate. 

 The ORDER BY clause is used to identify which columns are used to sort the resulting data, 

and in which order they should be sorted (options are ascending or descending). The order of 

rows returned by an SQL query is never guaranteed unless an ORDER BY clause is 

specified. 

The following is an example of a SELECT query that returns a list of expensive books. The 

query retrieves all rows from the Book table in which the price column contains a value 

greater than 100.00. The result is sorted in ascending order by title. The asterisk (*) in the 

select list indicates that all columns of the Book table should be included in the result set. 

SELECT *  

FROM Book 

WHERE price > 100.00 

ORDER BY title; 

The example below demonstrates the use of multiple tables in a join, grouping, and 

aggregation in an SQL query, by returning a list of books and the number of authors 

associated with each book. 

SELECT Book.title, count(*) AS Authors 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

75
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



FROM Book 

JOIN Book_author ON Book.isbn = Book_author.isbn 

GROUP BY Book.title; 

Example output might resemble the following: 

Title Authors 

----------------------: ------- 

SQL Examples and Guide3 

The Joy of SQL 1 

How to use Wikipedia 2 

Pitfalls of SQL1 

  

Under the precondition that isbn is the only common column name of the two tables and that 

a column named title only exists in the Books table, the above query could be rewritten in the 

following form: 

SELECT title, count(*) AS Authors 

FROM Book  

NATURAL JOIN Book_author  

GROUP BY title; 

However, many vendors either do not support this approach, or it requires certain column 

naming conventions. Thus, it is less common in practice. 

Data retrieval is very often combined with data projection when the user is looking for 

calculated values and not just the verbatim data stored in primitive data types, or when the 

data needs to be expressed in a form that is different from how it's stored. SQL allows the use 

of expressions in the select list to project data, as in the following example which returns a 

list of books that cost more than 100.00 with an additional sales_tax column containing a 

sales tax figure calculated at 6% of the price. 

SELECT isbn, title, price, price * 0.06 AS sales_tax 

FROM Book 

WHERE price > 100.00 

ORDER BY title; 

Some modern day SQL queries may include extra WHERE statements that are conditional to 

each other. They may look like this example: 

SELECT isbn, title, price, date  

FROM Book 
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WHERE price > 100.00 

AND (date = '2004-04-16' OR date = '2005-04-16') 

ORDER BY title; 

Universal quantification is not explicitly supported by sql, and must be worked out as a 

negated existential quantification.
 
 

Data manipulation 

First, there are the standard Data Manipulation Language (DML) elements. DML is the 

subset of the language used to add, update and delete data: 

 insert is used to add rows (formally tuples) to an existing table, e.g.,: 

INSERT INTO My_table (field1, field2, field3) VALUES ('test', 'N', NULL); 

 update is used to modify the values of a set of existing table rows, e.g.,: 

UPDATE My_table SET field1 = 'updated value' WHERE field2 = 'N'; 

 DELETE removes zero or more existing rows from a table, e.g.,: 

DELETE FROM My_table WHERE field2 = 'N'; 

 MERGE is used to combine the data of multiple tables. It is something of a combination of 

the INSERT and UPDATE elements. It is defined in the SQL:2003 standard; prior to that, 

some databases provided similar functionality via different syntax, sometimes called an 

"upsert". 

Transactions, if available, can be used to wrap around the DML operations: 

 START TRANSACTION (or BEGIN WORK, or BEGIN TRANSACTION, depending on 

SQL dialect) can be used to mark the start of a database transaction, which either completes 

entirely or not at all. 

 COMMIT causes all data changes in a transaction to be made permanent. 

 ROLLBACK causes all data changes since the last COMMIT or ROLLBACK to be 

discarded, so that the state of the data is "rolled back" to the way it was prior to those changes 

being requested. 
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Once the COMMITstatement has been executed, the changes cannot be rolled back. In other 

words, its meaningless to have ROLLBACK executed after COMMITstatement and vice 

versa. 

COMMITand ROLLBACKinteract with areas such as transaction control and locking. 

Strictly, both terminate any open transaction and release any locks held on data. In the 

absence of a START TRANSACTION or similar statement, the semantics of SQL are 

implementation-dependent. Example: A classic bank transfer of funds transaction. 

START TRANSACTION; 

: UPDATE Account SET amount=amount-200 WHERE account_number=1234; 

: UPDATE Account SET amount=amount+200 WHERE account_number=2345; 

IF ERRORS=0 COMMIT; 

IF ERRORS<>0 ROLLBACK; 

7. Data definition 

The second group of keywords is the Data Definition Language (DDL). DDL allows the user 

to define new tables and associated elements. Most commercial SQL databases have 

proprietary extensions in their DDL, which allow control over nonstandard features of the 

database system. The most basic items of DDL are the 

CREATE,ALTER,RENAME,TRUNCATEand DROPstatements: 

 CREATE causes an object (a table, for example) to be created within the database. 

 DROP causes an existing object within the database to be deleted, usually irretrievably. 

 TRUNCATE deletes all data from a table in a very fast way. It usually implies a subsequent 

COMMIT operation. 

 ALTER statement permits the user to modify an existing object in various ways -- for 

example, adding a column to an existing table. 

Example: 

CREATE TABLE My_table ( 

: my_field1:  INT, 

: my_field2:  VARCHAR (50), 

: my_field3:  DATE:  NOT NULL, 

: PRIMARY KEY (my_field1, my_field2)  

); 
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8. Data control 

The third group of SQL keywords is the Data Control Language (DCL). DCL handles the 

authorization aspects of data and permits the user to control who has access to see or 

manipulate data within the database. Its two main keywords are: 

 GRANT authorizes one or more users to perform an operation or a set of operations on an 

object. 

 REVOKE removes or restricts the capability of a user to perform an operation or a set of 

operations. 

Example: 

GRANT SELECT, UPDATE ON My_table TO some_user, another_user; 

  

REVOKE SELECT, UPDATE ON My_table FROM some_user, another_user; 

Other 

 The ISO-standard SQL specifies double dash, --, as a single line comment identifier. 

Example: 

SELECT * FROM Inventory WHERE category = 2 -- Category 2 is electronics 

Additionally, the database system may allow for C-style /* ... */multi-line comments, as well. 

 Some database systems allow user-defined functions and stored procedures (collectively 

called user defined routines). Some allow control of the query's execution with hints. 

9. Criticisms of SQL 

Technically, SQL is a declarative computer language for use with "SQL databases". Theorists 

and some practitioners note that many of the original SQL features were inspired by, but 

violated, the relational model for database management and its tuple calculus realization. 

Recent extensions to SQL achieved relational completeness, but have worsened the 

violations, as documented in The Third Manifesto. 

In addition, there are also some criticisms about the practical use of SQL: 
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 Implementations are inconsistent and, usually, incompatible between vendors. In particular 

date and time syntax, string concatenation, nulls, and comparison case sensitivity often vary 

from vendor to vendor. 

 The language makes it too easy to do a Cartesian join (joining all possible combinations), 

which results in "run-away" result sets when WHERE clauses are mistyped. Cartesian joins 

are so rarely used in practice that requiring an explicit CARTESIAN keyword may be 

warranted. 

SQL 1992 introduced the CROSS JOIN keyword that allows the user to make clear that a 

cartesian join is intended, but the shorthand "comma-join" with no predicate is still 

acceptable syntax. 

 It is also possible to misconstruct a WHERE on an update or delete, thereby affecting more 

rows in a table than desired. 

 The grammar of SQL is perhaps unnecessarily complex, borrowing a COBOL-like keyword 

approach, when a function-influenced syntax could result in more re-use of fewer grammar 

and syntax rules. This is perhaps due to IBM's early goal of making the language more 

English-like so that it is more approachable to those without a mathematical or programming 

background. (Predecessors to SQL were more mathematical.)[neutrality disputed
]
 

10. Reasons for lack of portability 

Popular implementations of SQL commonly omit support for basic features of Standard SQL, 

such as the DATE or TIMEdata types, preferring variations of their own. As a result, SQL 

code can rarely be ported between database systems without modifications. 

There are several reasons for this lack of portability between database systems: 

 The complexity and size of the SQL standard means that most databases do not implement 

the entire standard. 

 The standard does not specify database behavior in several important areas (e.g., indexes, file 

storage...), leaving it up to implementations of the database to decide how to behave. 

 The SQL standard precisely specifies the syntax that a conforming database system must 

implement. However, the standard's specification of the semantics of language constructs is 

less well-defined, leading to areas of ambiguity. 

 Many database vendors have large existing customer bases; where the SQL standard conflicts 

with the prior behavior of the vendor's database, the vendor may be unwilling to break 

backward compatibility. 
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 Vendors of closed-source software often desire to create incompatibility with other products, 

as it provides a strong incentive for their existing customers to remain loyal (see vendor lock-

in). 

 

 

Topic : Advanced Sql 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand Beginning SQL the SEQUEL: Working with Advanced SQL Statements 

 Understand Sorting Things Out 

 Understand Alias 

Definition/Overview: 

Dynamic SQL: The process of making an application capable of generating specific SQL 

code on the fly, as the application is processed. 

Correlated subquery: This type of subquery is processed outside in, rather than inside out. 

That is, the inner query is executed for each row in the outer query, and the inner query 

depends in some way on values from the current row in the outer query.  

Embedded SQL: The process of including hard-coded SQL statements in a program written 

in another language, such as C or Java. 

Procedure: A collection of procedural and SQL statements that are assigned a unique name 

within the schema and stored in the database. 

Join: The most frequently used relational operation, which brings together data from two or 

more related tables into one result table. 
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Equi-join:A join in which the joining condition is based on equality between values in the 

common columns. It produces a table of rows composed of columns from two other tables, 

where common columns appear (redundantly) in the result table. 

Natural join: A join that returns all requested results, but values of the common columns are 

included only once. Natural joins are the same as equi-joins except that duplicate columns are 

eliminated. The natural join is the most commonly used form of join operation. 

Outer join: A join in which rows that do not have matching values in common columns are 

nevertheless included in the result table. Outer joins return all the values in one of the tables 

included in the join, regardless of whether a match exists in the other table(s) or not. 

Function: A stored subroutine that returns one value and has only input parameters. 

Persistent Stored Modules (SQL/PSM): Extensions defined in SQL-99 that include the 

capability to create and drop modules of code stored in the database schema across user 

sessions. 

Key Points: 

1. Beginning SQL the SEQUEL: Working with Advanced SQL Statements 

So you made it through the first tutorial and now you are back for more. Well buckle up for 

the ride, because this episode teaches you the glories of advanced SQL statements. By the 

end of this article you'll be able to sort data, join data, you name it. 

That's right, hordes of rows and columns will be at your mercy. You won't only know SQL -- 

you'll be SQL. So slap on your cool shades and trench coat and get ready to dodge bullets in 

slow motion. And prepare to become the one. 

2. Sorting Things Out 

Before I became a big, illustrious writer with oodles of fans, I worked for a boss who liked to 

sort everything. Even if it couldn't be sorted, he wanted me to sort it. Hours on end he would 

call me into his office imploring me to sort by name, date, value. And off I would scurry to 

do his bidding. Then one day he began to ask me to sort things around his office. Like his 

garbage can and the stapler. Last I heard he was in a small room with a white jacket. They 
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say when the nurses come to bring him his pills; he whispers softly, "Can you sort those for 

me?" 

To sort in SQL, you will need a handy little phrase called the ORDER BY statement. 

SELECT FirstName, LastName from EMPLOYEES 

ORDER BY LastName; 

In the above code, we are telling the database to choose and display the columns FirstName 

and LastName from our table, Employees, and to then sort them alphabetically by the last 

name.  

If you wanted to sort the same two columns in reverse alphabetical order, then you would do 

so by adding DESC (descending) to the code. 

SELECT FirstName, LastName from EMPLOYEES 

ORDER BY LastName DESC; 

You can, of course, also sort by more than one column. Say you wanted the first name, last 

name, and salary of every employee, sorted first by last name, then by salary. 

SELECT FirstName, LastName, SALARY from EMPLOYEES 

ORDER BY LastName, SALARY; 

And finally, for a last bit of sorting madness, if you wanted to sort by LastName in 

Ascending order and SALARY in Descending order, you would grab a safety helmet and 

type in the following code: 

SELECT FirstName, LastName, SALARY from EMPLOYEES 

ORDER BY LastName ASC, SALARY DESC; 

If it's any comfort, that title hurt my head typing it as much as it did yours reading it. In the 

previous tutorial we spoke about the WHERE CLAUSE and its uses. Here, we will go a little 

more in-depth and add some power to it using the AND and OR operators. 

3. AND 

Say you wanted to list all the people in our employee database that had the first name Homer 

and the last name Sampson (if you remember in the first tutorial I had you add Homer's twin 

brother, Homer, to the table). One way we could do this is by joining the WHERE clause 

with the AND operator (think Voltron with words). 

SELECT * from EMPLOYEES 

WHERE FirstName='Homer' 

AND LastName='Sampson'; 

The above sample would return the following dataset: 
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FIRST NAME LAST NAME POSITION SALARY 

Homer Sampson CEO $75,000 

Homer Sampson CFO $75,000 

[Table 1] 

So let's say that Homer Sampson has a daughter, we'll call her, and I don't know...Liza (to 

avoid a lawsuit from Matt Groening and Sam Simon). She isn't married yet because she is a 

high-powered business woman, devoted to her job, so her last name is still Sampson. Her 

salary is a little more than her father's, because she is the CTO and daddy's little baby. So let's 

give her $85,000 a year. Go ahead and add her to the employee table. 

4. OR 

Now that we have added Liza Sampson to our employee table, let's do some more coding. In 

this example, we want to list all people with either the first name Liza, or the last name of 

Sampson. 

SELECT * from EMPLOYEES 

WHERE FirstName="Liza' 

OR LastName='Sampson"; 

Here's how that should look in your table: 

FIRST NAME LAST NAME POSITION SALARY 

Homer Sampson CEO $75,000 

Homer Sampson CFO $75,000 

Liza Sampson CTO $85,000 

[Table 2] 

Lastly, you can combine the might of the AND and OR statements. I know -- how can one 

man wield that much power? Well you can -- and will -- with the following code. 

SELECT * from EMPLOYEES WHERE 

(FirstName='Liza' OR FirstName='Homer') 

AND LastName='Sampson'; 

This code will return the same results as above. 

FIRST NAME LAST NAME POSITION SALARY 

Homer Sampson CEO $75,000 

Homer Sampson CFO $75,000 

Liza Sampson CTO $85,000 

[Table 3] 
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By now you may have noticed that there are multiple ways to return the same results in SQL. 

This is true for all languages really. With the IN statement, you can retrieve a specific set of 

data you are seeking. 

SELECT * from EMPLOYEES 

WHERE LastName IN ('Sampson','Lee'); 

With this line of coding, we are asking the database to return all rows that contain the last 

names of Sampson and Lee. I know what you are thinking; we could have done that with the 

OR operator or even the AND operator. Right you are. So why use IN? It's just a matter of 

preference. 

5. BETWEEN AND 

You have probably been between a rock and a hard place before, but that's not really what the 

BETWEEN AND statement is about. If you think about being asked to choose a number 

between 1 and 100, you're much closer to understanding this bit of SQL. The basic function 

of the BETWEEN AND statement is to allow you to choose a range of values. 

Let's say you wanted to list all of the employees who made between $75,000 and $100,000. 

To do so, you would use the following code: 

SELECT * from EMPLOYEES WHERE SALARY 

BETWEEN $75,000 AND $100,000; 

That should bring up the following table: 

FIRST NAME LAST NAME POSITION SALARY 

Homer Sampson CEO $75,000 

Homer Sampson CFO $75,000 

Liza Sampson CTO $85,000 

Larry Smith President $100,000 

[Table 4] 

Note that in some databases, the BETWEEN AND Statement is taken more literally and 

would not find $75,000 or $100,000, but instead any number between them. In that event you 

would change the parameter to between $74,999 and $100,001. 

Likewise, if you wanted to see a list of employees whose salary was NOT between $75,000 

and $100,000, you would use the NOT BETWEEN statement. This would show you any 

value lower than $75,000 and higher than $100,000. 

SELECT * FROM EMPLOYEES WHERE SALARY 

NOT BETWEEN $75,000 AND $100,000; 
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This would show us the following table: 

FIRST 

NAME 

LAST 

NAME 

POSITION SALARY 

Bruce Lee Security $50,000 

Your Name Whipping 

Boy 

$15,000 

[Table 5] 

6. ALIAS 

I know what you are thinking. Hot girls in tight leather pants using high-tech weaponry and 

kick to the face to spoil the plots of evil-doers worldwide and still somehow managing to 

form meaningful relationships. And all within one hour no less. Unfortunately, SQL doesn't 

have any of those. If it did, then every program would be written in SQL. Imagine the 

database version of World of Warcraft. (Hmmm, now where did I put my medication?) The 

ALIAS statement in SQL comes in handy if you want your column names or even your table 

itself to show a different name than you originally gave it, without having to change the name 

of anything. A lot of times you will have other programs that refer to your tables, and if you 

change the table name or the columns, you have to change all that code. Not good. This is 

where ALIAS comes in handy. 

SELECT FirstName AS Ninja_Warrior, SALARY AS Meager_Earnings 

FROM EMPLOYEES; 

This would take the first name and salary columns from your employees table and display 

them with the names Ninja_Warrior and Meager_Earnings, respectively (without actually 

changing them and causing you many hours of headaches). 

NINJA_WARRIOR MEAGER_EARNINGS 

Larry $100,000 

Homer $75,000 

Homer $75,000 

Liza $85,000 

Bruce $50,000 

You $15,000 

[Table 6] 

Again, you can do the same with your table. 

SELECT FirstName, SALARY 
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FROM EMPLOYEES AS EX_EMPLOYEES 

This would return the first name and salary of your employees and show them in a table 

called EX_EMPLOYEES. 

That covers the first part of the more advanced commands contained within SQL. In the next 

and final tutorial we will delve into the rest of the advanced statements and transform you 

into a true SQL Master. 

 

 

Topic : The Client/Server Database Environment 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Managerial issues in introducing client/server 

 Understand the Web effects on client/server database systems 

 Understand the The importance of ODBC: 

 Understand the Movement to client/server databases systems:  

Definition/Overview: 

Application partitioning: The process of assigning portions of application code to client or 

server partitions after it is written in order to achieve better performance and interoperability. 

Application program interface (API): Type of software that allows a specific front-end 

program development platform to communicate with a particular back-end database server, 

even when the front end and back end were not built to be compatible. 

Client/server system: A common solution for hardware and software organization that 

implements the idea of distributed computing. Many client/server environments use a local 

area network (LAN) to support a network of personal computers-- each with its own storage-- 

that are also able to share common devices (such as a hard disk or printer) and software (such 

as a DBMS) attached to the LAN. Several client/server architectures have evolved; they can 
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be distinguished by the distribution of application logic components across clients and 

servers. 

Fat client: A client PC that is responsible for processing, including presentation logic, and 

extensive application logic and business rules logic. A thin client would be responsible for 

much less processing. 

File server: A device that manages file operations and is shared by each of the client PCs 

that are attached to the LAN. 

Middleware:A type of software that allows an application to interoperate with other software 

without requiring the user to understand and code the low-level operations.
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Stored procedure: A module of code, usually written in a proprietary language such as 

Oracle's PL/SQL or Sybase's Transact-SQL. It implements application logic or a business 

rule and is stored on the server, where it runs when it is called. 

Three-tier architecture: A client/server configuration which includes three layers: a client 

layer and two server layers. While the nature of the server layers differs, common 

configurations include an application server or a transaction server. 

JDBC (Java Database Connectivity): JDBC enables Java programs to execute SQL 

statements and connect to database servers. It is similar to ODBC but is designed specifically 

for Java applications. 

Remote procedure call (RPC): A client/server infrastructure that allows an application to be 

distributed over many platforms. The programmer does not have to know the details of the 

operating system or network interfaces, but instead calls procedures on distributed systems 

using function calls. 

Key Points: 

1. The Client/Server Database Environment 

Accurate business problem analysis: Just as is the case with other computing architectures, it 

is critical to develop a sound application design and architecture for a new client/server 

system. Accurately define the scope of the problem and do accurate requirements 

determination; use that information to select the technology. Detailed architecture analysis: It 

is also important to specify the details of the client/server architecture. Building a 

client/server solution involves connecting many components which may not work together 

easily. One of the often touted advantages of client/server computing, the ability to accept an 

open systems approach, can be very detrimental if the heterogeneous components chosen are 

difficult to connect. In addition to specifying the client workstations, server(s), network, and 

DBMS, analysts should also specify network infrastructure, the middleware layer, and the 

application development tools to be used. At each juncture, analysts should take steps to 

assure that the tools will connect with the middleware, database, network, and so forth. 

Avoiding tool-driven architectures: As above, project requirements should be determined 

before software tools are chosen, not the reverse. When a tool is chosen first and then applied 
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to the problem, one runs the risk of a poor fit between problem and tool. Tools used in this 

manner are more likely to have been chosen based on an emotional appeal rather than on the 

appropriate functionality of the tool. Achieving appropriate scalability: Moving to a multi-tier 

solution allows client/server systems to scale to any number of users and handle diverse 

processing loads. However, multi-tiered solutions are significantly more expensive and 

difficult to build. The tools to develop a multi-tier environment are still limited, too. 

Architects should avoid moving to a multi-tier solution when it is not really needed. Usually, 

multi-tier makes sense in environments of more than 100 concurrent users, high-volume 

OLTP systems, or for real-time processing. Smaller, less intense environments can frequently 

run more efficiently on traditional two-tier systems, especially if triggers and procedures are 

used to manage the processing. 

Appropriate placement of services: Again, a careful analysis of the business problem being 

addressed is important when making decisions about the placement of processing services. 

The move toward thin clients and fat servers is not always the appropriate solution. Moving 

the application logic to a server, thus creating a fat server, can affect capacity as end users all 

attempt to use the application now located on the server. Sometimes it is possible to achieve 

better scaling by moving application processing to the client. Fat servers do tend to reduce 

network load because the processing takes place close to the data, and fat servers do lessen 

the need for powerful clients. Understanding the business problem intimately should help the 

architect to distribute the logic appropriately. Network analysis: The most common 

bottleneck in distributed systems is still the network. Therefore, architects ignore the 

bandwidth capabilities of the network that the system must use at their peril. If the network 

cannot handle the amount of information that needs to pass between client and server, 

response time will suffer badly, and the system is likely to fail. Be aware of hidden costs: 

Client/server implementation problems go beyond the analysis, development, and 

architecture problems listed above (Atre, 1995). For example, systems that are intended to 

use existing hardware, networks, operating systems, and DBMSs are often stymied by the 

complexities of integrating these heterogeneous components together to build the 

client/server system. Training is a significant and recurring expense that is often overlooked. 

The complexities of working in a multi-vendor environment can be very costly. 
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2. Managerial issues in introducing client/server: 

A variety of new opportunities and competitive pressures are driving the trend toward these 

database technologies. Corporate restructuring, such as mergers, acquisitions, and 

consolidations, make it necessary to connect, integrate, or replace existing stand-alone 

applications. Similarly, corporate downsizing has given individual managers a broader span 

of control, thus requiring access to a wider range of data. Applications are being downsized 

from expensive mainframes to networked microcomputers and workstations that are much 

more user-friendly and sometimes more cost-effective. Handling network traffic, which may 

become excessive with some architecture, is a key issue in developing successful 

client/server applications, especially as organizations move to place mission-critical 

applications in distributed environments. Establishing a good balance between centralized 

and decentralized systems is a matter of much current discussion as organizations strive to 

gain maximum benefits from both client/server and mainframe-based DBMSs. 

3. Web effects on client/server database systems: 

The Web is changing the distribution patterns of data. The thin clients represented by the 

browser interfaces move application logic to more centralized servers. The Internet backbone 

carries application architectures-- in addition to messaging and mailing-- in place of LANs or 

WANs. Thus on the Web, tasks will have to be implemented in modules that can be 

controlled asynchronously (Panttaja, 1996). While application development and systems 

control may become more centralized, businesses are also beginning to deploy systems that 

reach outside their organization to business partners, customers, and suppliers. 

4. The importance of ODBC: 

Open Database Connectivity (ODBC) is similar to API, but it is designed for Windows-based 

client/server applications. It is most useful for accessing relational data and not well suited 

for accessing other types of data such as ISAM files. ODBC has been well accepted because 

it allows programmers to make connections to almost any vendor's database without learning 

proprietary code specific to that database.  
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5. Movement to client/server databases systems:  

Mission-critical systems that were resident on mainframe systems a decade ago have tended 

to remain on mainframe systems. Less mission-critical, frequently workgroup level, systems 

have been developed using client/server architectures. However, the popularity of 

client/server architectures and the strong desire to achieve more effective computing in more 

distributed environments as business perspectives became broader and more global has led to 

the deployment of mission-critical systems onto client/server architectures. We expect that 

each organization will need to achieve a balance between mainframe and client/server 

platforms, between centralized and distributed solutions, that are closely tailored to the nature 

of their data and location of business users of the data. As Hurwitz (1996) suggests, data that 

do not need to be moved often can be centralized on a mainframe. Data to which users need 

frequent access, complex graphics, and the user interface should be kept close to the users' 

workstations. 

 

 

In Section 4 of this course you will cover these topics: 
 

The Internet Database Environment  
 

Data Warehousing  
 

Data And Database Administration  

 

 

Topic : The Internet Database Environment 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Attaching a database to a Web  

 Understand the The components of an environment needed to establish database-enabled 

connectivity 

 Understand the W3C 

 Understand the Compare and contrast CGI, API and Java servlets:  
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Definition/Overview: 

CGI:API: CGI is a web server interface for specifying the transfer of information from a 

Web server to a CGI Program. An API is a set of procedures that an application uses to direct 

the performance of routines in the operating system. 

Internet; intranet; extranet: Attaching a database to the Internet or an intranet involves the 

same logic and processes. However, the Internet is an external network, while an intranet is 

local, usually safe within an organizational firewall. With an extranet, there is access and 

exchange of data in an external network, but it is not as universal in its access. 

HTML; XML; XHTML: HTML is a scripting language used for documents displayed 

through Web browsers; it is similar to SGML (Standard Generalized Markup Language). 

XML is another scripting language based on SGML that allows the creation of customized 

tags which facilitate transmission and sharing of data across organizations. XHTML is an 

extension of HTML that makes HTML XML-compliant. 

DNS balancing; software and hardware load balancing; reverse proxy: These are different 

approaches to load balancing. With DNS balancing, a server is able to handle more hits by 

placing multiple copies of the site on separate but identical servers. This approach is simple, 

but it doesnt guarantee balancing because the IP addresses chosen may not be balanced. With 

software and hardware load balancing, the requests are distributed more evenly across servers 

by routing requests to a single IP address among multiple servers. This approach is generally 

more successful than DNS balancing. Reverse proxy reduces the load on a Web site by 

storing the responses to a client from a server in its own cache. This means that client 

requests can sometimes be serviced by the information in the cache rather than a return to the 

Web server. 

HTML; XML: HTML is a scripting language based upon SGML, a more comprehensive 

information management standard adopted in 1986 by the International Organization for 

Standardization for scripting documents. While HTML describes the way that data is 

presented, XML describes the data itself. 

Web services; SOA: Web services are a set of standards that define protocols for 

communication between software programs over the WEB using XML. SOA is architecture 
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with services that pass information between one another. While Web services are XML 

based, SOA services are not necessarily. An example of an SOA is Corba. 

Key Points: 

1. Attaching a database to a Web page: 

Attaching a database to a Web page is important in the facilitation of e-business because it 

allows the querying of live data and storage of user input. Customers may determine 

availability of desired products, place orders, and pay for them without requiring a live 

employee. Purchases may be made at any time from an Internet connection. Pages without 

databases or static Web pages are fixed in time and cannot receive user input. 

2. The components of an environment needed to establish database-enabled 

connectivity: 

In order to establish database-enabled connectivity, we need to have a language in which to 

write our application such as HTML; a Web server interface to allow the Web server to 

interact with the external program such as CGI (Common Gateway Interface); a Web server 

on which to store our data and programs; a database to store and serve up answers to user 

queries such as Oracle; a network such as the Internet; and addresses for those Web servers 

on the Internet to identify the site to clients.  

3. W3C: 

The World Wide Web consortium is the chief standards body for HTTP (Hypertext Transfer 

Protocol) and HTML. Founded in 1994, it is an international consortium of companies intent 

on developing open standards that will allow Web documents to be consistently displayed 

across all platforms. Web services are an emerging standard that defines protocols for 

automatic communication between software programs over the Web. They are XML-based 

and run in the background, thus providing transparent communication between companies. 

The benefits of widespread deployment are substantial since businesses would be able to 

exchange information in a much easier way. For example, a developer would not have to 

know the technical details of an application being integrated into a B2B system. Deployment 

would also result in a substantial decrease in development time for integrated systems and 
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would enhance productivity in many sectors. The biggest concerns about adopting Web 

services are transaction speed, security, and reliability. 

4. Compare and contrast CGI, API and Java servlets:  

CGI is a Web server interface that specifies the transfer of information between a Web server 

and a CGI program. CGI programs accept and return data and may be written in C, C++, Perl, 

Java, or Visual Basic. CGI programs can be run under different information servers 

interchangeably. APIs are more efficient than CGI; they are implemented as shared code or 

DLLs (dynamic link libraries). No external code is needed to process a request. An API can 

be used by an application to direct the operating systems performance of procedures. APIs 

use a shared connection to the server, unlike CGI, which establishes a new link each time. 

APIs are specific to an operating system and must be rewritten to run with other systems. 

Java servlets are small programs that execute from within another application rather than the 

operating system. They are stored on the server rather than with the application. Servlets 

allow a client program to upload additional program code to a server where it executes. They 

remain in active memory after execution, unlike CGI scripts that close after execution.  

5. Describe three methods for balancing server loads: 

DNS balancing, software and hardware load balancing, and reverse proxy are different 

approaches to load balancing. With DNS balancing, a server is able to handle more hits by 

placing multiple copies of the site on separate but identical servers. This approach is simple, 

but it doesnt guarantee balancing because the IP addresses chosen may not be balanced. With 

software and hardware load balancing, the requests are distributed more evenly across servers 

by routing requests to a single IP address among multiple servers. This approach is generally 

more successful than DNS balancing. Reverse proxy reduces the load on a Web site by 

storing the responses to a client from a server in its own cache. This means that client 

requests can sometimes be serviced by the information in the cache rather than a return to the 

Web server. A static Web page is fixed in time and cannot receive user input. A dynamic 

page allows the querying of live data and storage of user input. Using dynamic Web pages is 

important in the facilitation of e-business because it allows the conduct of business to take 

place quickly and easily, often without the intervention of costly customer support. There are 

scripting or markup languages such as HTML, XHTML, and XML. These scripting 

languages are intended for handling layout and display of documents, rather than for 
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programming functions. General purpose, object-oriented languages were brought into use 

for these activities. Java is an example of one of these. Small Java programs, called Java 

applets, download from the Web server to the client and run in a Java-compatible Web 

browser. JavaScript is a scripting language based on Java, but it is easier to learn. JavaScript 

can be used to achieve interoperability and dynamic content. VBScript, based upon Visual 

Basic but easier to learn, can be used to create interactive Web pages. Cascading style sheets 

(CSS) have been developed to allow both a developer and a user to create style sheets that 

can define any Web page.  

6. Two other combinations of products: 

One combination is Oracle, Apache Tomcat, and JSP. JSP allows one to embed Java 

code in HTML pages. Tomcat then generates java class files from the JSP and 

executes these on the Tomcat web server. 

Another combination is Internet Information Services (IIS), MS SQL Server, and 

ASP.net. ASP.net is similar to JSP, except that it is Microsoft platform specific. 

2. <!DOCTYPE HTML PUBLIC 

"-//W3C//DTD HTML 4.01 Transitional//EN" 

"http//www.w3.org/TR/html401/loose.dtd"> 

<html> 

<head> 

<meta http-equiv="Content-Type" content="text/html; charset=iso-8859-1"> 

<title>Wine Table Structure</title> 

</head> 

<body><pre> 

<?php 

// Open a connection to the server and USE the winestore 

$connection = mysql_connect("localhost","fred","shhh"); 

mysql_select_db("winestore", $connection); 

 

// Run a query on the wine table in the winestore database to retrieve 

// one row 

$result = mysql_query ("SELECT * FROM wine LIMIT 1", $connection); 

 

// Output a header, with headers spaced by padding 

print str_pad("Field", 20) . 
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str_pad("Type", 14) . 

str_pad("Null", 6) . 

str_pad("Key", 5) . 

str_pad("Extra", 12) . "\n"; 

 

// How many attributes are there? 

$x = mysql_num_fields($result); 

 

// For each of the attributes in the result set 

for($y=0;$y<$x;$y++) 

{ 

// Get the meta-data for the attribute 

$info = mysql_fetch_field ($result); 

 

// Print the attribute name 

print str_pad($info->name, 20); 

 

// Print the data type 

print str_pad($info->type, 6); 

 

// Print the field length in brackets e.g.(2) 

print str_pad("({$info->max_length})", 8); 

 

// Print out YES if attribute can be NULL 

if ($info->not_null != 1) 

print " YES "; 

else 

print " "; 

 

// Print out selected index information 

if ($info->primary_key == 1) 

print " PRI "; 

elseif ($info->multiple_key == 1) 

print " MUL "; 
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elseif ($info->unique_key == 1) 

print " UNI "; 

 

// If zero-filled, print this 

if ($info->zerofill) 

print " Zero filled"; 

 

// Start a new line 

print "\n"; 

} 

?> 

</pre> 

</body> 

</html> 

<?php #gu_byemail.php 

// This script retrieves a record once an email has been specified. 

$page_title = 'Lookup a User'; 

include ('templates/header.inc'); 

require_once ('../mysql_connect.php'); // Connect to the db. 

function escape_data ($data) { 

global $dbc; // Need the connection. 

if (ini_get('magic_quotes_gpc')) { 

$data = stripslashes($data); 

} 

return mysql_real_escape_string($data, $dbc); 

} // End of function. 

// Make the query. 

// Check for an email address. 

if (empty($_POST['email'])) { 

$e = FALSE; 

$message .= '<p>You forgot to enter the email address!</p>'; 

} else { 

$e = escape_data($_POST['email']); 

} 
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$query = "SELECT CONCAT(last_name, ', ', first_name) AS name, 

DATE_FORMAT(registration_date, '%M %d, %Y') AS dr FROM users where email = 

'$e'"; 

$result = @mysql_query ($query); // Run the query. 

$num = mysql_num_rows ($result); // How many users are there? 

if ($num > 0) { // If it ran OK, display the records. 

echo '<table align="center" cellspacing="2" cellpadding="2"> 

< tr><td align="left"><b>Name</b></td><td align="left"><b>Date 

Registered</b></td></tr> 

'; 

// Fetch and print all the records. 

while ($row = mysql_fetch_array($result, MYSQL_NUM)) { 

echo "<tr><td align=\"left\">" . stripslashes($row ) . "</td><td align=\"left\">$row< 

/td></tr>\n"; 

} 

echo '</table>'; 

mysql_free_result ($result); // Free up the resources. 

} else { // If it did not run OK. 

echo '<p>There are currently no registered users with that email address.</p>'; 

} 

mysql_close(); // Close the database connection. 

?> 

<form action="<?php echo $_SERVER['PHP_SELF']; ?>" method="post"> 

<fieldset><legend>Enter the email address to lookup:</legend> 

<p><b>Email Address:</b> <input type="text" name="email" size="40" maxlength="40" 

value="<?php if (isset($_POST['email'])) echo $_POST['email']; ?>" /> </p> 

</fieldset> 

<div align="center"><input type="submit" name="submit" value="Get_User" /></div> 

</form><!-- End of Form --> 

<?php 

include ('templates/footer.inc'); // Include the HTML footer. 

?> 
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Topic : Data Warehousing 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Data warehouse  

 Understand the History of data warehousing 

 Understand the Data warehouse architecture 

 Understand the Normalized versus dimensional approach for storage of  

 Understand the data 

 Understand the Conforming information 

 Understand the Top-down versus bottom-up design methodologies 

Definition/Overview: 

Data warehouse: A subject-oriented, integrated, time-variant, nonvolatile collection of data 

used in support of management decision-making processes. 

Data mart: A data warehouse that is limited in scope, whose data is obtained by selecting 

and (where appropriate) summarizing data from the enterprise data warehouse. 

Reconciled data: Detailed, historical data that are intended to be the single, authoritative 

source for all decision support applications and not generally intended to be accessed directly 

by end users. 

Derived data: Data that have been selected, formatted, and aggregated for end-user decision 

support applications. 

On-line analytical processing (OLAP): The use of a set of graphical tools that provides users 

with multidimensional views of their data and allows them to analyze the data using simple 

windowing techniques. 
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Data mining: Knowledge discovery using a sophisticated blend of techniques from 

traditional statistics, artificial intelligence, and computer graphics. 

Star schema: A simple database design in which dimensional data are separated from fact or 

event data. A dimensional model is another name for star schema. 

Snowflake schema: An expanded version of a star schema in which all of the tables are fully 

normalized. 

Grain:The length of time (or other meaning) associated with each record in the table. 

Static extract: A method of capturing a snapshot of the required source data at a point in 

time. 

Incremental extract: A method of capturing only the changes that have occurred in the 

source data since the last capture. 

Event:A database action (create, update, or delete) that results from a transaction. 

Data warehouse is a repository of an organization's electronically stored data. Data 

warehouses are designed to facilitate reporting and analysis
.
 

This definition of the data warehouse focuses on data storage. However, the means to retrieve 

and analyze data, to extract, transform and load data, and to manage the data dictionary are 

also considered essential components of a data warehousing system. Many references to data 

warehousing use this broader context. Thus, an expanded definition for data warehousing 

includes business intelligence tools, tools to extract, transform, and load data into the 

repository, and tools to manage and retrieve metadata. 

In contrast to data warehouses are operational systems that perform day-to-day transaction 

processing. 

Key Points:  

1. History of data warehousing 

The concept of data warehousing dates back to the late 1980s when IBM researchers Barry 

Devlin and Paul Murphy developed the "business data warehouse". In essence, the data 

warehousing concept was intended to provide an architectural model for the flow of data 
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from operational systems to decision support environments. The concept attempted to address 

the various problems associated with this flow - mainly, the high costs associated with it. In 

the absence of a data warehousing architecture, an enormous amount of redundancy of 

information was required to support the multiple decision support environments that usually 

existed. In larger corporations it was typical for multiple decision support environments to 

operate independently. Each environment served different users but often required much of 

the same data. The process of gathering, cleaning and integrating data from various sources, 

usually long existing operational systems (usually referred to as legacy systems), was 

typically in part replicated for each environment. Moreover, the operational systems were 

frequently reexamined as new decision support requirements emerged. Often new 

requirements necessitated gathering, cleaning and integrating new data from the operational 

systems that were logically related to prior gathered data. Based on analogies with real-life 

warehouses, data warehouses were intended as large-scale collection/storage/staging areas for 

corporate data. Data could be retrieved from one central point or data could be distributed to 

"retail stores" or "data marts" that were tailored for ready access by users. 

Key developments in early years of data warehousing were: 

 1960s - General Mills and Dartmouth College, in a joint research project, develop the terms 

dimensions and facts.
 
 

 1970s - ACNielsen and IRI provide dimensional data marts for retail sales.
 
 

 1983 - Teradata introduces a database management system specifically designed for decision 

support. 

 1988 - Barry Devlin and Paul Murphy publish the article An architecture for a business and 

information systems in IBM Systems Journal where they introduce the term "business data 

warehouse". 

 1990 - Red Brick Systems introduces Red Brick Warehouse, a database management system 

specifically for data warehousing. 

 1991 - Prism Solutions introduces Prism Warehouse Manager, software for developing a data 

warehouse. 

 1991 - Bill Inmon publishes the book Building the Data Warehouse. 

 1995 - The Data Warehousing Institute, a for-profit organization that promotes data 

warehousing, is founded. 

 1996 - Ralph Kimball publishes the book The Data Warehouse Toolkit. 

 1997 - Oracle 8, with support for star queries, is released. 
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2. Data warehouse architecture 

Architecture, in the context of an organization's data warehousing efforts, is a 

conceptualization of how the data warehouse is built. There is no right or wrong architecture. 

The worthiness of the architecture can be judged in how the conceptualization aids in the 

building, maintenance, and usage of the data warehouse. 

One possible simple conceptualization of a data warehouse architecture consists of the 

following interconnected layers: 

Operational database layer 

The source data for the data warehouse - An organization's ERP systems fall into this 

layer. 

Informational access layer 

The data accessed for reporting and analyzing and the tools for reporting and 

analyzing data - Business intelligence tools fall into this layer. And the Inmon-

Kimball differences about design methodology, discussed later in this article, have to 

do with this layer. 

Data access layer 

The interface between the operational and informational access layer - Tools to 

extract, transform, load data into the warehouse fall into this layer. 

Metadata layer 

The data directory - This is usually more detailed than an operational system data 

directory. There are dictionaries for the entire warehouse and sometimes dictionaries 

for the data that can be accessed by a particular reporting and analysis tool. 

3. Normalized versus dimensional approach for storage of data 

There are two leading approaches to storing data in a data warehouse - the dimensional 

approach and the normalized approach. 

In the dimensional approach, transaction data are partitioned into either "facts", which are 

generally numeric transaction data, or "dimensions", which are the reference information that 
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gives context to the facts. For example, a sales transaction can be broken up into facts such as 

the number of products ordered and the price paid for the products, and into dimensions such 

as order date, customer name, product number, order ship-to and bill-to locations, and 

salesperson responsible for receiving the order. A key advantage of a dimensional approach is 

that the data warehouse is easier for the user to understand and to use. Also, the retrieval of 

data from the data warehouse tends to operate very quickly. The main disadvantages of the 

dimensional approach are: 1) In order to maintain the integrity of facts and dimensions, 

loading the data warehouse with data from different operational systems is complicated, and 

2) It is difficult to modify the data warehouse structure if the organization adopting the 

dimensional approach changes the way in which it does business. In the normalized 

approach, the data in the data warehouse are stored following, to a degree, database 

normalization rules. Tables are grouped together by subject areas that reflect general data 

categories (e.g., data on customers, products, finance, etc.) The main advantage of this 

approach is that it is straightforward to add information into the database. A disadvantage of 

this approach is that, because of the number of tables involved, it can be difficult for users 

both to 1) join data from different sources into meaningful information and then 2) access the 

information without a precise understanding of the sources of data and of the data structure of 

the data warehouse. These approaches are not exact opposites of each other. Dimensional 

approaches can involve normalizing data to a degree. 

4. Conforming information 

Another important facet in designing a data warehouse is which data to conform and how to 

conform the data. For example, one operational system feeding data into the data warehouse 

may use "M" and "F" to denote sex of an employee while another operational system may use 

"Male" and "Female". Though this is a simple example, much of the work in implementing a 

data warehouse is devoted to making similar meaning data consistent when they are stored in 

the data warehouse. Typically, extract, transform, load tools are used in this work. 

Master Data Management has the aim of conforming data that could be considered 

"dimensions". 

5. Top-down versus bottom-up design methodologies 

Ralph Kimball, a well-known author on data warehousing, is a proponent of an approach 

frequently considered as bottom-up , to data warehouse design. In the so-called bottom-up 

approach data marts are first created to provide reporting and analytical capabilities for 

specific business processes. Data marts contain atomic data and, if necessary, summarized 
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data. These data marts can eventually be unioned together to create a comprehensive data 

warehouse. The combination of data marts is managed through the implementation of what 

Kimball calls "a data warehouse bus architecture".
 
Business value can be returned as quickly 

as the first data marts can be created. Maintaining tight management over the data warehouse 

bus architecture is fundamental to maintaining the integrity of the data warehouse. The most 

important management task is making sure dimensions among data marts are consistent. In 

Kimball words, this means that the dimensions "conform". Top-down designBill Inmon, one 

of the first authors on the subject of data warehousing, has defined a data warehouse as a 

centralized repository for the entire enterprise.
 
Inmon is one of the leading proponents of the 

top-down approach to data warehouse design, in which the data warehouse is designed using 

a normalized enterprise data model. "Atomic" data, that is, data at the lowest level of detail, 

are stored in the data warehouse. Dimensional data marts containing data needed for specific 

business processes or specific departments are created from the data warehouse. In the Inmon 

vision the data warehouse is at the center of the "Corporate Information Factory" (CIF), 

which provides a logical framework for delivering business intelligence (BI) and business 

management capabilities. The CIF is driven by data provided from business operations 

Inmon states that the data warehouse is: 

 Subject-oriented- The data in the data warehouse is organized so that all the data elements 

relating to the same real-world event or object are linked together. 

 Time-variant - The changes to the data in the data warehouse are tracked and recorded so that 

reports can be produced showing changes over time. 

 Non-volatile - Data in the data warehouse is never over-written or deleted - once committed, 

the data is static, read-only, and retained for future reporting. 

 Integrated -The data warehouse contains data from most or all of an organization's 

operational systems and this data is made consistent. 

The top-down design methodology generates highly consistent dimensional views of data 

across data marts since all data marts are loaded from the centralized repository. Top-down 

design has also proven to be robust against business changes. Generating new dimensional 

data marts against the data stored in the data warehouse is a relatively simple task. The main 

disadvantage to the top-down methodology is that it represents a very large project with a 

very broad scope. The up-front cost for implementing a data warehouse using the top-down 

methodology is significant, and the duration of time from the start of project to the point that 
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end users experience initial benefits can be substantial. In addition, the top-down 

methodology can be inflexible and unresponsive to changing departmental needs during the 

implementation phases. Hybrid design Over time it has become apparent to proponents of 

bottom-up and top-down data warehouse design that both methodologies have benefits and 

risks. Hybrid methodologies have evolved to take advantage of the fast turn-around time of 

bottom-up design and the enterprise-wide data consistency of top-down design. 

6. Data warehouses versus operational systems 

Operational systems are optimized for preservation of data integrity and speed of recording of 

business transactions through use of database normalization and an entity-relationship model. 

Operational system designers generally follow the Codd rules of data normalization in order 

to ensure data integrity. Codd defined five increasingly stringent rules of normalization. Fully 

normalized database designs (that is, those satisfying all five Codd rules) often result in 

information from a business transaction being stored in dozens to hundreds of tables. 

Relational databases are efficient at managing the relationships between these tables. The 

databases have very fast insert/update performance because only a small amount of data in 

those tables is affected each time a transaction is processed. Finally, in order to improve 

performance, older data are usually periodically purged from operational systems. Data 

warehouses are optimized for speed of data retrieval. Frequently data in data warehouses are 

denormalised via a dimension-based model. Also, to speed data retrieval, data warehouse 

data are often stored multiple times - in their most granular form and in summarized forms 

called aggregates. Data warehouse data are gathered from the operational systems and held in 

the data warehouse even after the data has been purged from the operational systems. 

7. Evolution in organization use of data warehouses 

Organizations generally start off with relatively simple use of data warehousing. Over time, 

more sophisticated use of data warehousing evolves. The following general stages of use of 

the data warehouse can be distinguished: 

 Off line Operational Database- Data warehouses in this initial stage are developed by simply 

copying the data of an operational system to another server where the processing load of 

reporting against the copied data does not impact the operational system's performance. 

 Off line Data Warehouse - Data warehouses at this stage are updated from data in the 

operational systems on a regular basis and the data warehouse data is stored in a data 

structure designed to facilitate reporting. 
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 Real Time Data Warehouse - Data warehouses at this stage are updated every time an 

operational system performs a transaction (e.g., an order or a delivery or a booking.) 

 Integrated Data Warehouse - Data warehouses at this stage are updated every time an 

operational system performs a transaction. The data warehouses then generate transactions 

that are passed back into the operational systems. 

8. Benefits of data warehousing 

Some of the benefits that a data warehouse provides are as follows:  

 A data warehouse provides a common data model for all data of interest regardless of the 

data's source. This makes it easier to report and analyze information than it would be if 

multiple data models were used to retrieve information such as sales invoices, order receipts, 

general ledger charges, etc. 

 Prior to loading data into the data warehouse, inconsistencies are identified and resolved. 

This greatly simplifies reporting and analysis. 

 Information in the data warehouse is under the control of data warehouse users so that, even 

if the source system data is purged over time, the information in the warehouse can be stored 

safely for extended periods of time. 

 Because they are separate from operational systems, data warehouses provide retrieval of 

data without slowing down operational systems. 

 Data warehouses can work in conjunction with and, hence, enhance the value of operational 

business applications, notably customer relationship management (CRM) systems. 

 Data warehouses facilitate decision support system applications such as trend reports (e.g., 

the items with the most sales in a particular area within the last two years), exception reports, 

and reports that show actual performance versus goals. 

9. Disadvantages of data warehouses 

There are also disadvantages to using a data warehouse. Some of them are: 

 Over their life, data warehouses can have high costs. The data warehouse is usually not static. 

Maintenance costs are high. 

 Data warehouses can get outdated relatively quickly. There is a cost of delivering suboptimal 

information to the organization. 

 There is often a fine line between data warehouses and operational systems. Duplicate, 

expensive functionality may be developed. Or, functionality may be developed in the data 
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warehouse that, in retrospect, should have been developed in the operational systems and vice 

versa.. 

10. Sample Applications 

Some of the applications data warehousing can be used for are: 

 Credit card churn analysis 

 Insurance fraud analysis 

 Call record analysis 

 Logistics management. 

 

 

Topic : Data And Database Administration 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the Data steward functions:  

 Understand the The changing roles of the data administrator and database administrator:  

 Understand the Integrity controls in database security: 

 Understand the The difference between an authentication scheme and an authorization 

scheme: 

 Understand the Information Resource Dictionary System (IRDS): 

 Understand the The ACID properties of a transaction: 

 Understand the Two common forms of encryption: 

Definition/Overview: 

Data administration: A high-level function that is responsible for the overall management of 

data resources in an organization, including maintaining corporate-wide definitions and 

standards. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

108
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Database administration: A technical function that is responsible for physical database 

design and for dealing with technical issues such as security enforcement, database 

performance, and backup and recovery. 

Data steward: A person assigned the responsibility of ensuring that organizational 

applications properly support the organization's enterprise goals. 

Information repository: Stores metadata that describe an organization's data and data 

processing resources. Manages the total information-processing environment. Combines 

information about an organization's business information and its application portfolio. 

Locking: Concurrency control mechanisms that deny access to other users in a multi-user 

environment while an update is completed or aborted.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

109
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Versioning: Concurrency control mechanism that doesn't use record locking. Each 

transaction is restricted to a view of the database as of the time that transaction started, and 

when a transaction modifies a record, the DBMS creates a new record version instead of 

overwriting the old record. 

Deadlock: An impasse that results when two or more transactions have locked a common 

resource, and each waits for the other to unlock that resource. 

Transaction: A discrete unit of work that must be completely processed or not processed at 

all within a computer system. 

Encryption: The coding (or scrambling) of data so that humans cannot read them. 

Dataavailability: The concept of data being available to users when needed. Ensuring data 

availability is of utmost importance to the DBA.  

Dataarchiving: The process of moving inactive data to another location where it can be 

accessed when needed. 

Heartbeatquery: A query submitted by the DBA to test the current performance of the 

database. A heartbeat query is also called a canary query. 

Key Points: 

1. Data steward functions:  

A data steward manages a specific logical data resource or entity (e.g., customer, product, or 

facility) for all business functions and data processing systems that originate or use data about 

the assigned entity. A data steward coordinates all data definitions, quality controls, and 

improvement programs, access authorization, and planning for the data entity, for which he or 

she is responsible. Data stewards have the responsibility to ensure that organizational 

applications are properly supporting the organization's enterprise goals. They must also 

ensure that the data captured are accurate and consistent throughout the organization so that 

users can rely on them. 
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2. The changing roles of the data administrator and database administrator:  

Data administration is a high-level function that is responsible for the overall management of 

data resources in an organization, including maintaining corporate-wide data definitions and 

standards. Typically, the role of database administration is taken to be a more hands-on, 

physical involvement with the management of a database or databases. Database 

administration is a technical function that is responsible for physical database design and for 

dealing with technical issues such as security enforcement, database performance, and 

backup and recovery. As business practices change, the roles are also changing within 

organizations. There are, however, a core set of database administration functions which must 

be met in every organization, regardless of the database administration chosen. On one hand, 

these functions may be spread across data administrators and database administrators. At the 

other extreme, all of these functions may be handled by a single DBA. 

3. Integrity controls in database security: 

Integrity controls protect data from unauthorized use and update. Integrity controls limit the 

values a field may hold, limit the actions that can be performed, or trigger the execution of 

some procedure (such as placing an entry into a log to record which users have performed 

which actions on which data). A domain is an example of an integrity constraint that can be 

used to define a user-defined data type. If this type ever needs to be changed, it can be 

changed in only one place, and all fields using this domain will be updated automatically. 

Assertion constraints enforce desirable database conditions and check automatically 

whenever transactions are run. Triggers can be used for events or conditions, and actions 

needed to be tracked against a database. Triggers cannot be circumvented. 

4. The difference between an authentication scheme and an authorization scheme: 

Authorization rules are primarily concerned with protection of the data themselves. They are 

controls incorporated in the data management system that restrict access to data and also 

restrict the actions that people may take when they access data. For example, a person who 

can supply a particular password may be authorized to read any record in a database but 

cannot necessarily modify any of those records. Authentication schemes establish operating 

procedures that positively identify a person attempting to gain access to a computer or its 

resources. Hence their primary concentration is the user's identification. A user may gain 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

111
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



access to the database through an authentication procedure, but the actions he or she may 

undertake later will depend further on the authorization rules. 

5. Information Resource Dictionary System (IRDS): 

IRDS is a computer software tool that is used to manage and control access to the information 

repository. It provides facilities for recording, storing, and processing descriptions of an 

organization's significant data and data processing resources (Lefkovitz, 1985). When 

systems are IRDS compliant, it is possible to transfer data definitions among the data 

dictionaries generated by the various products. IRDS has been adopted as a standard by the 

International Standards Organization (1990), and it includes a set of rules for storing data 

dictionary information and for accessing it. 

6. The ACID properties of a transaction: 

Atomic: meaning it cannot be further subdivided. This means a transaction must be 

completed in its entirety or not at all. If the transaction fails at any point, the whole 

transaction must be rolled back. Once the whole transaction executes, all changes are 

committed to the database. Consistent: meaning that any constraints true before the 

transaction was applied are true after the transaction is committed. Isolated: meaning that 

changes to the database are not revealed to users until the whole transaction is committed. No 

intermediate values are allowed to be shown. Durable: meaning that changes are permanent. 

No subsequent failure of the database can reverse the effect of the transaction. 

7. Two common forms of encryption: 

One key: or data encryption standard (DES). Both the sender and the receiver know the key 

that is used to scramble the message being transmitted.  

Two key: or dual key, public key or asymmetric encryption. This uses both a private key and 

a public key. All users will know each others public keys, but only each individual knows 

their private key. 

A database administrator (DBA) is a person who is responsible for the environmental aspects 

of a database. The role of a database administrator has changed according to the technology 

of database management systems (DBMSs) as well as the needs of the owners of the 
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databases. For example, although logical and physical database design are traditionally the 

duties of a database analyst or database designer, a DBA may be tasked to perform those 

duties. 

8. Duties 

The duties of a database administrator vary and depend on the job description, corporate and 

Information Technology (IT) policies and the technical features and capabilities of the DBMS 

being administered. They nearly always include disaster recovery (backups and testing of 

backups), performance analysis and tuning, data dictionary maintenance, and some database 

design. 

Some of the roles of the DBA may include 

 Installation of new software It is primarily the job of the DBA to install new versions of 

DBMS software, application software, and other software related to DBMS administration. It 

is important that the DBA or other IS staff members test this new software before it is moved 

into a production environment. 

 Configuration of hardware and software with the system administrator In many cases the 

system software can only be accessed by the system administrator. In this case, the DBA 

must work closely with the system administrator to perform software installations, and to 

configure hardware and software so that it functions optimally with the DBMS. 

 Security administration One of the main duties of the DBA is to monitor and administer 

DBMS security. This involves adding and removing users, administering quotas, auditing, 

and checking for security problems. 

 Data analysis The DBA will frequently be called on to analyze the data stored in the database 

and to make recommendations relating to performance and efficiency of that data storage. 

This might relate to the more effective use of indexes, enabling "Parallel Query" execution, 

or other DBMS specific features. 

 Database design (preliminary) The DBA is often involved at the preliminary database-design 

stages. Through the involvement of the DBA, many problems that might occur can be 

eliminated. The DBA knows the DBMS and system, can point out potential problems, and 

can help the development team with special performance considerations. 

 Data modeling and optimization By modeling the data, it is possible to optimize the system 

layouts to take the most advantage of the I/O subsystem. 
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 Responsible for the administration of existing enterprise databases and the analysis, design, 

and creation of new databases.  

 Data modeling, database optimization, understanding and implementation of schemas, and 

the ability to interpret and write complex SQL queries 

 Proactively monitor systems for optimum performance and capacity constraints 

 Establish standards and best practices for SQL 

 Interact with and coach developers in Structured mark up language scripting   
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In Section 5 of this course you will cover these topics: 
 

Distributed Databases  
 

Object-Oriented Data Modeling  
 

Object-Oriented Database Development  

 

 

Topic : Distributed Databases 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Understand the distributed database  

 Understand the Basic architecture 

 Understand the Important considerations 

 Understand the Advantages of distributed databases 

 Understand the Disadvantages of distributed databases 

Definition/Overview: 

Distributed database: A single logical database that is spread physically across computers in 

multiple locations that are connected by a data communications link. 

Location transparency: A design goal for a distributed database that says that a user (or a 

user program) using data need not know the location of the data. 

Two-phase commit: An algorithm for coordinating updates in a distributed database. 

Global transaction: A transaction that requires reference to data at one or more nonlocal 

sites to satisfy the request. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

115
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Localautonomy: A design goal for a distributed database which says that a site can 

independently administer and operate its database when connections to other nodes have 

failed.  

Timestamping: A concurrency control mechanism that assigns a globally unique timestamp 

(date and time) to each transaction. Timestamping is an alternative to the use of locks in 

distributed databases. 

Transaction manager: A software module that maintains a log of all transactions and 

maintains an appropriate concurrency control scheme. 

Key Points: 

1. A distributed database  

A distributed database is a database that is under the control of a central database 

management system (DBMS) in which storage devices are not all attached to a common 

CPU. It may be stored in multiple computers located in the same physical location, or may be 

dispersed over a network of interconnected computers. 

Collections of data (eg. in a database) can be distributed across multiple physical locations. A 

distributed database is distributed into separate partitions/fragments. Each partition/fragment 

of a distributed database may be replicated (ie. redundant fail-overs, RAID like). Besides 

distributed database replication and fragmentation, there are many other distributed database 

design technologies. For example, local autonomy, synchronous and asynchronous 

distributed database technologies. These technologies' implementation can and does depend 

on the needs of the business and the sensitivity/confidentiality of the data to be stored in the 

database, and hence the price the business is willing to spend on ensuring data security, 

consistency and integrity. 

2. Basic architecture 

A database Users access the distributed database through: 

 Local applications- applications which do not require data from other sites. 

 Global applications - applications which do require data from other sites. 

3. Important considerations 

Care with a distributed database must be taken to ensure the following: 
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 The distribution is transparent users must be able to interact with the system as if it were one 

logical system. This applies to the system's performance, and methods of access among other 

things. 

 Transactions are transparent each transaction must maintain database integrity across multiple 

databases. Transactions must also be divided into subtransactions, each subtransaction 

affecting one database system... 

4. Advantages of distributed databases 

 Reflects organizational structure database fragments are located in the departments they 

relate to. 

 Local autonomy a department can control the data about them (as they are the ones familiar 

with it.) 

 Improved availability a fault in one database system will only affect one fragment, instead of 

the entire database. 

 Improved performance data is located near the site of greatest demand, and the database 

systems themselves are parallelized, allowing load on the databases to be balanced among 

servers. (A high load on one module of the database won't affect other modules of the 

database in a distributed database.) 

 Economics it costs less to create a network of smaller computers with the power of a single 

large computer. 

 Modularity systems can be modified, added and removed from the distributed database 

without affecting other modules (systems). 

5. Disadvantages of distributed databases 

 Complexity extra work must be done by the DBAs to ensure that the distributed nature of the 

system is transparent. Extra work must also be done to maintain multiple disparate systems, 

instead of one big one. Extra database design work must also be done to account for the 

disconnected nature of the database for example, joins become prohibitively expensive when 

performed across multiple systems. 

 Economics increased complexity and a more extensive infrastructure means extra labour 

costs. 
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 Security remote database fragments must be secured, and they are not centralized so the 

remote sites must be secured as well. The infrastructure must also be secured (e.g., by 

encrypting the network links between remote sites). 

 Difficult to maintain integrity in a distributed database, enforcing integrity over a network 

may require too much of the network's resources to be feasible. 

 Inexperience distributed databases are difficult to work with, and as a young field there is not 

much readily available experience on proper practice. 

 Lack of standards there are no tools or methodologies yet to help users convert a centralized 

DBMS into a distributed DBMS. 

 Database design more complex besides of the normal difficulties, the design of a distributed 

database has to consider fragmentation of data, allocation of fragments to specific sites and 

data replication. 

 

 

Topic : Object-Oriented Data Modeling 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Object Containment 

 Object Identity 

 Multiple Inheritance 

 Inheritance 

 Object Classes 

 Object Structure 

 Object-Oriented Data Modeling 

Definition/Overview: 

Class: An entity that has a well-defined role in the application domain about which the 

organization wishes to maintain state, behavior, and identity. 
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State:Encompasses an objects properties (attributes and relationships) and the values those 

properties have. 

Behavior: Represents how an object acts and reacts. 

Encapsulation:The technique of hiding the internal implementation details of an object from 

its external view. 

Operation: A function or a service that is provided by all the instances of a class. 

Method: The implementation of an operation. 

Constructor operation: An operation that creates a new instance of a class. 

Query operation: An operation that accesses the state of an object but does not alter the 

state. 

Update operation: An operation that alters the state of an object. 

Abstract class: A class that has no direct instances, but whose descendants may have direct 

instances. 

Concrete class: A class that can have direct instances. 
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Abstract operation: Defines the form or protocol of the operation, but not its 

implementation. 

Multiplicity: Indicates how many objects participate in a given relationship. 

Class-scope attribute: An attribute of a class that specifies a value common to an entire 

class rather than a specific value of an instance. 

Association class: An association that has attributes or operations of its own or participates in 

relationships with other classes. 

Polymorphism: The same operation may apply to two or more classes in different ways. 

Overriding: The process of replacing a method inherited from a superclass by a more 

specific implementation of that method in a subclass. 

Multiple classification: An object is an instance of more than one class. 

Composition: A part object which belongs to only one whole object and which lives and dies 

with the whole object. 

Recursive aggregation: A part-of relationship between a component object and itself, 

treating itself as the aggregate object. 

Key Points: 

1. Object-Oriented Data Modeling 

A data model is a logic organization of the real world objects (entities), constraints on them, 

and the relationships among objects. A DB language is a concrete syntax for a data model. A 

DB system implements a data model. 

A core object-oriented data model consists of the following basic object-oriented concepts:  

 Object and object identifier: Any real world entity is uniformly modeled as an object 

(associated with a unique id: used to pinpoint an object to retrieve).  

 Attributes and methods: every object has a state (the set of values for the attributes of the 

object) and a behavior (the set of methods - program code - which operate on the state of the 
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object). The state and behavior encapsulated in an object are accessed or invoked from 

outside the object only through explicit message passing.  

 An attribute is an instance variable, whose domain may be any class: user-defined or 

primitive. A class composition hierarchy (aggregation relationship) is orthogonal to the 

concept of a class hierarchy. The link in a class composition hierarchy may form cycles. ]  

 Class: a means of grouping all the objects which share the same set of attributes and methods. 

An object must belong to only one class as an instance of that class (instance-of relationship). 

A class is similar to an abstract data type. A class may also be primitive (no attributes), e.g., 

integer, string, Boolean.  

 Class hierarchy and inheritance: derive a new class (subclass) from an existing class 

(superclass). The subclass inherits all the attributes and methods of the existing class and may 

have additional attributes and methods. single inheritance (class hierarchy) vs. multiple 

inheritance (class lattice).  

2. Object Structure 

 The object-oriented paradigm is based on encapsulating code and data into a single unit. 

Conceptually, all interactions between an object and the rest of the system are via messages. 

Thus, the interface between an object and the rest of the system is defined by a set of allowed 

messages. 

 In general, an object has associated with it:  

1. A set of variables that contain the data for the object. The value of each 

variable is itself an object. 

2. A set of messages to which the object responds. 

3. A set of methods, each of which is a body of code to implement each message; 

a method returns a value as the response to the message.  

 Motivation of using messages and methods.  

 All employee objects respond to the annual-salary message but in different computations for 

managers, tellers, etc. By encapsulation within the employee object itself the information 

about how to compute the annual salary, all employee objects present the same interface.  

 Since the only external interface presented by an object is the set of messages to which it 

responds, it is possible to (i) modify the definition of methods and variables without affecting 
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the rest of the system, and (ii) replace a variable with the method that computes a value, e.g., 

age from birth_date.  

 The ability to modify the definition of an object without affecting the rest of the system is 

considered to be one of the major advantages of the OO programming paradigm. 

 Methods of an object may be classified as either read-only or update. Message can also be 

classified as read-only or update. Derived attributes of an entity in the ER model can be 

expressed as read-only messages.  

3. Object Classes 

Usually, there are many similar objects in a DB. By ``similar'', it means that they respond to 

the same messages, use the same methods, and have variables of the same name and type. We 

group similar objects to form a class. Each such object is called an instance of its class. E.g., 

in a bank DB, customers, accounts and loans are classes. 

The definition of the class employee, written in pseudo-code. The definition shows the 

variables and the messages to which the objects of the class respond, but not the methods that 

handle the messages.  

  

                                class employee { 

/* Variables */ 

string name; 

string address; 

date start-date; 

int salary; 

/* Messages */ 

int annual-salary(); 

string get-name(); 

string get-address(); 

int set-address(string new-address); 

int employment-length(); 

}; 

Class: (i) captures the instance-of relationship, (ii) the basis on which a query may be 

formulated, (iii) enhance the integrity of OO systems by introducing type checking, and (iv) 
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reducing replications of names and integrity-related specifications among objects in the same 

class. The concept of classes is similar to the concept of abstract data types. There are several 

additional aspects to the class concept beyond those of ADTs. To represent these properties, 

we treat each class as itself being an object. Metaclass: the class of a class. Most OODB 

systems do not support the strict notion of metaclass. In ORION, CLASS is the root of the 

class hierarchy (the metaclass of all other classes). A class object includes a set-valued 

variable whose value is the set of all objects that are instances of the class, implementation of 

a method for the message new, which creates a new instance of the class.  

4.Inheritance 

An object-oriented database schema typically requires a large number of classes. Often, 

however, several classes are similar. For example, bank employees are similar to customers. 

In order to allow the direct representation of similarities among classes, we need to place 

classes in a specialization hierarchy.  

:  

 

:  

 

 The keyword isa is used to indicate that a class is a specialization of another class. The 

specialization of a class is called subclasses. E.g., employee is a subclass of person; teller is a 

subclass of employee. Conversely, employee is a superclass of teller. 

 Class hierarchy and inheritance of properties from more general classes. E.g., an object 

representing an officer contains all the variables of classes officer, employee, and person. 

Methods are inherited in a manner identical to inheritance of variables. 

 An important benefit of inheritance in OO systems is the notion of substitutability: Any 

method of a class, A, can be equally well be invoked with an object belonging to any subclass 

B of A. This characteristic leads to code-reuse: methods and functions in class A (such as get-

name() in class person) do not have to be rewritten again for objects of class B). 

 Two plausible ways of associating objects with nonleaf classes:  

 Associate with the employee class all employee objects including those that are instances of 

officer, teller, and secretary. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

123
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 Associate with the employee class only those employee objects that are instances neither 

officer, nor teller, nor secretary.  

 Typically, the latter choice is made in OO systems. It is possible to determine the set of all 

employee objects in this case by taking the union of those objects associated with all classes 

in the subtree rooted at employee. 

 Most OO systems allow specialization to be partial, i.e., they allow objects that belong to a 

class such as employee that do not belong to any of that class's subclasses.  

5. Multiple Inheritance 

In most cases, tree-structured organization of classes is adequate to describe applications. 

In such cases, all superclasses of a class are ancestors of descendants of another in the 

hierarchy. However, there are situations that cannot be represented well in a tree-

structured class hierarchy. 

 Multiple inheritances: the ability of class to inherit variables and methods from multiple 

superclasses. 

 The class/subclass relationship is represented by a rooted directed acyclic graph (DAG) in 

which a class may have more than one superclass.  

 

 

 Handling name conflicts: When multiple inheritances are used, there is potential ambiguity if 

the same variable or method can be inherited from more than one superclass. 

 Example. In our banking example, we may define a variable pay for each full-time, part-time, 

teller and secretary as follows:  

1. Full-time: pay is an integer from 0 to 100,000 containing annual salary. 

2. Part-time: pay is an integer from 0 to 20 containing an hourly rate of pay. 

3. Teller: pay is an integer from 0 to 20,000 containing the annual salary. 

4. Secretary: pay is an integer from 0 to 25,000 containing the annual salary.  

 For part-time-secretary, it could inherit the definition of pay from either part-time or 

secretary. We have the following options:  
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1. Include both variables, renaming them to part-time-pay and secretary-pay. 

2. Choose one or the other based on the order of creation. 

3. Force the user the make a choice at the time of class definition. 

4. Treat the situation as an error.  

No single solution has been accepted as best, and different systems make different 

choices. 

 Not all cases of multiple inheritance lead to ambiguity. If, instead of defining pay, we retain 

the definition of variable salary in class employee, and define it nowhere else, then all the 

subclasses inherit salary from employee (no ambiguity). 

 We can use multiple inheritances to model the concept of roles. For example, for subclasses, 

student, teacher and footballPlayer, an object can belong to several categories at once and 

each of these categories is called a role. We can use multiple inheritances to create 

subclasses, such as student-teacher, student-footballPlayer, and so on to model the possibility 

of an object simultaneously having multiple roles.  

6. Object Identity 

 Object identity: An object retains its identity even if some or all of the values of variables or 

definitions of methods change over time.  

 This concept of object identity is necessary in applications but doe not apply to tuples of a 

relational database. 

 Object identity is a stronger notion of identity than typically found in programming languages 

or in data models not based on object orientation. 

Several forms of identity:  

1. Value: A data value is used for identity (e.g., the primary key of a tuple in a 

relational database). 

2. Name: A user-supplied name is used for identity (e.g., file name in a file 

system). 

3. Built-in: A notion of identity is built-into the data model or programming 

languages, and no user-supplied identifier is required (e.g., in OO systems).  
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 Object identity is typically implemented via a unique, system-generated OID. The value of 

the OID is not visible to the external user, but is used internally by the system to identify each 

object uniquely and to create and manage inter-object references. 

 There are many situations where having the system generate identifiers automatically is a 

benefit, since it frees humans from performing that task. However, this ability should be used 

with care. System-generated identifiers are usually specific to the system, and have to be 

translated if data are moved to a different database system. System-generated identifiers may 

be redundant if the entities being modeled already have unique identifiers external to the 

system, e.g., SIN#.  

7. Object Containment 

 Objects that contain other objects are called complex or composite objects. There can be 

multiple levels of containment, forming a containment hierarchy among objects. 

 Example: A bicycle design database:  

: 

 Containment allows data to be viewed at different granularities by different users. E.g., wheel 

by wheel designer but bicycle by a sales-person.  

The containment hierarchy is used to find all objects contained in a bicycle object. 

 In certain applications, an object may be contained in several objects. In such cases, the 

containment relationship is represented by a DAG rather than by a hierarchy. 
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Topic : Object-Oriented Database Development 

 

Topic Objective: 

At the end of this topic student will be able to: 

 Extensibility 

 Encapsulation 

 Classes and Objects 

 Abstraction and Modeling 

 Inheritance and Polymorphism 

Definition/Overview: 

Object class: A set of objects that share a common structure and a common behavior. 

Atomic literal: A constant that cannot be decomposed into any further components. 

Relationship: An association between object classes. 

Structured literal: A fixed number of named elements, each of which can be of literal or 

object type. 

Extent: The set of all instances of a class within the database. 

The use of object-oriented programming is widespread and growing. Most modern user 

interface code is object based and a large amount of new business logic is also being 

implemented as objects. Where there is a lag is within the database layer of applications. 

Most databases rely on older methodologies (such as the ISAM and relational models). Cach 

brings the power of object-oriented programming to the database. In this chapter we will 

briefly discuss some of the key concepts of object-oriented programming and how they relate 

to database application development. 
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Key Points: 

1. Classes and Objects 

A class is a template that describes the data and behavior of a specific entity within an 

application. For example, your application may define a Car class that specifies the 

characteristics shared by all cars within the application. An object is a specific instance of a 

class. For example, a 1972 Dodge Dart is a specific instance of a Car. Objects may exist in 

the memory of a specific process or session (similar to variables) where they can be 

manipulated (data values changed, methods invoked). Objects can also be stored in and 

retrieved from a database. Classes provide structure and organization to applications. In 

particular, classes make it possible to divide the implementation of large applications among 

developers or teams of developers with reasonable assurance that their work will function 

when later integrated. An important feature of Cach is that new classes can be defined at 

runtime; that is, an application can extend itself by creating and using new classes as it runs. 

2. Abstraction and Modeling 

Data abstraction is the process of taking the essential details of real-world entities (such as 

employees, invoices, documents) and defining from them representations that can be used 

within a software application. Object modeling is the process of taking a data abstraction and 

representing it as a set of classes, where each class defines the properties and behaviors of a 

specific entity. A set of behaviors defined for a class is typically referred to as an interface. 

Abstraction and modeling are at the heart of object-oriented programming. Using an object 

model, you can define application components that are analogs of the real-world entities your 

application works with. The beauty of an object model is that it is rich enough to model 

complex entities in a natural way: a book with a set of related chapters, for example. Contrast 

this with traditional relational database design where the data representation of real-world 

entities must be constrained to fit into 2dimensional tables and there is no mechanism for 

associating behavior with data. 

3. Inheritance and Polymorphism 

Inheritance is the process of taking an existing class and specializing it (changing aspects of 

its behavior) for new circumstances. Specifically this is done by specifying one or more super 
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classes when creating a new class. The new class will inherit all of the data and behavior of 

its superclass. In addition the new class can add additional data and behavior or selectively 

replace (override) the behaviors inherited from its super class. Polymorphism is the ability to 

invoke the same method on objects of different types (but with a common superclass). Each 

object executes its own specific implementation of the method. This allows you to use new 

object types within existing applications without having to modify the applications. 

Cach exploits inheritance in several ways, including: 

 Extentspersistent classes derived a common superclass are stored within a common extent in 

the database. For example, you can store instances of Person as well as its subclass, Student, 

in the same extent. When an application asks for a list of all persons, it will get the persons as 

well as the students (since a student is a person). If the application asks for students, then 

only student (with any additional properties they define) are returned. This automatic 

behavior is difficult to achieve using the relational model.  

 Method GeneratorsCach includes the concept of method generators: methods that are, in fact, 

programs that create method implementations. Using method generators it is possible to 

create classes that automatically generate application-specific code for different 

circumstances. 

4. Encapsulation 

Encapsulation refers to the process of keeping the external representation of an 

entityproperties and methodsindependent from the entity's actual implementation. The idea is 

that users of an entity (such as other parts of an application) can make use of it without 

knowledge of its internal workings and are immune from changes in its implementation. 

Object-oriented programming simplifies the process of encapsulation through the use of 

classes which, by definition, encapsulate behavior. 

 Properties encapsulate data: it is possible to change the database while maintaining the same 

property interface. For example, a property may be redefined to be no longer stored but to be 

the result of a calculation performed on other properties. Users of such a property would see 

no difference. 
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 Methods encapsulate behavior: when a persistent object is loaded from the database it is 

automatically associated with the methods defined for its class. You can change the 

implementation of such methods independently of both the data in the database and any users 

of these methods. 

5. Extensibility 

One of the key features of object-oriented systems is that they are extensible: it is possible to 

tailor their behavior for specific applications. 

 Type definition: You can define new data types that represent application-specific data. 

 Event handling: An application can define a set of methods that are called when certain 

events occur. By providing such methods, the behavior of an application can be modified 

without having to change its core implementation. 

 Subclassing: An application can adapt previously developed components for new uses by 

creating subclasses of existing classes. 

6. Object Persistence 

Object persistence refers to the ability to store object instances within a database. Cach is 

unique in that such object can be fully queried using native (i.e., direct against the data) SQL 

queries. 

Cach can store objects natively; that is, objects are not first converted into a relational 

representation. Instead each persistent object has methods (generated automatically) that 

directly store and load objects into the Cach data engine. The persistence model automatically 

manages concurrency, transactions, and validation. In addition, Cach supports the idea of 

Schema Evolution: if you change your data model, it is still possible to use previously stored 

objects. 

7. Object Binding 

An object binding is a mechanism by which a Cach object can project itself as a native object 

in a different environment. For example, Cach support a Java binding by which any Cach 

object can be used within a Java environment as if it were a native Java class. Similar 

bindings exist for ActiveX and C++. 
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