
DATA STRUCTURES

Topic Objective:

At the end of this topic student will be able to:

 At the end of this topic student will be able to: Learn about software engineering principles

 Discover what an algorithm is and explore problem-solving techniques

 Become aware of structured design and object-oriented design programming methodologies

 Learn about classes

 Learn about private, protected, and public members of a class

 Explore how classes are implemented

 Become aware of Unified Modeling Language (UML) notation

 Examine constructors and destructors

 Learn about the abstract data type (ADT)

 Explore how classes are used to implement ADT

Definition/Overview:

Software engineering is the application of a systematic, disciplined, quantifiable approach to

the development, operation, and maintenance of software, and the study of these approaches.

That is the application of engineering to software.

The term software engineering first appeared in the 1968 NATO Software Engineering

Conference and was meant to provoke thought regarding the current "software crisis" at the

time. Since then, it has continued as a profession and field of study dedicated to creating

software that is of higher quality, cheaper, maintainable, and quicker to build. Since the field

is still relatively young compared to its sister fields of engineering, there is still much work

and debate around what software engineering actually is, and if it deserves the title

engineering. It has grown organically out of the limitations of viewing software as just

programming. Software development is a term sometimes preferred by practitioners in the

industry who view software engineering as too heavy-handed and constrictive to the

malleable process of creating software. Yet, in spite of its youth as a profession, the field's

future looks bright as Money Magazine and Salary.com rated software engineering as the best

job in America in 2006.
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Key Points:

1. History

While the term software engineering was coined at a conference in 1968, the problems that it

tried to address started much earlier. The history of software engineering is inextricably

intertwined with the dueling histories of computer hardware and computer software.

When the modern digital computer first appeared in 1941, the instructions to make it operate

were wired into the machine. Practitioners quickly realized that this design was not flexible

and came up with the "stored program architecture" or von Neumann architecture. Thus the

first division between "hardware" and "software" began with abstraction being used to deal

with the complexity of computing.

Programming languages started to appear in the 1950s and this was also another major step in

abstraction. Major languages such as FORTRAN, Algol, and COBOL were released in the

late 1950s to deal with scientific, algorithmic, and business problems respectively. E. W.

Dijsktra wrote his seminal paper, "Go to Statement Considered Harmful", in 1968 and David

Parnas introduced the key concept of modularity and information hiding in 1972 to help

programmers deal with the ever increasing complexity of software systems. A software

system for managing the hardware called an operating system was also introduced, most

notably by UNIX in 1969. In 1967, the Simula language introduced the object-oriented

programming paradigm.

These advances in software were met with more advances in computer hardware. In the mid

1970s, the microcomputer was introduced, making it economical for hobbyists to obtain a

computer and write software for it. This in turn led to the now famous Personal Computer or

PC and Microsoft Windows. The Software Development Life Cycle or SDLC was also

starting to appear as a consensus for centralized construction of software in the mid 1980s.

The late 1970s and early 1980s saw the introduction of several new Simula-inspired object-

oriented programming languages, including C++, Smalltalk, and Objective C.

Open-source software started to appear in the early 90s in the form of Linux and other

software introducing the "bazaar" or decentralized style of constructing software. Then the

Internet and World Wide Web hit in the mid 90s changing the engineering of software once

again. Distributed Systems gained sway as a way to design systems and the Java

programming language was introduced as another step in abstraction having its own virtual

machine. Programmers collaborated and wrote the Agile Manifesto that favored more light

weight processes to create cheaper and timelier software. The current definition of software
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engineering is still being debated by practitioners today as they struggle to come up with

ways to produce software that is "cheaper, bigger, and quicker".

2. Profession

While some areas, such as Ontario, Canada, license software engineers; most places in the

world have no laws regarding the profession of software engineers. Yet there are some guides

from the IEEE Computer Society and the ACM, the two main professional organizations of

software engineering. The Guide to the Software Engineering Body of Knowledge - 2004

Version or SWEBOK defines the field and gives coverage of the knowledge practicing

software engineers should know. There is also a "Software Engineering Code of Ethics".

2.1. Employment

In 2004, the U. S. Bureau of Labor Statistics counted 760,840 software engineers

holding jobs in the U.S.; in the same time period there were some 1.4 million

practitioners employed in the U.S.in all other engineering disciplines combined. Due

to its relative newness as a field of study, formal education in software engineering is

often taught as part of a computer science curriculum, and as a result most software

engineers hold computer science degrees.

Most software engineers work as employees or contractors. Software engineers work

with businesses, government agencies (civilian or military), and non-profit

organizations. Some software engineers work for themselves as freelancers. Some

organizations have specialists to perform each of the tasks in the software

development process. Other organizations require software engineers to do many or

all of them. In large projects, people may specialize in only one role. In small

projects, people may fill several or all roles at the same time. Specializations include:

in industry (analysts, architects, developers, testers, technical support, managers) and

in academia (educators, researchers). There is considerable debate over the future

employment prospects for Software Engineers and other IT Professionals. For

example, an online futures market called the "ITJOBS Future of IT Jobs in America"

attempts to answer whether there will be more IT jobs, including software engineers,

in 2012 than there were in 2002.

2.2. Certification

Professional certification of software engineers is a contentious issue. Some see it as a

tool to improve professional practice.Most successful certification programs in the

software industry are oriented toward specific technologies, and are managed by the
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vendors of these technologies. These certification programs are tailored to the

institutions that would employ people who use these technologies.

The ACM had a professional certification program in the early 1980s, which was

discontinued due to lack of interest. . As of 2006, the IEEE had certified over 575

software professionals. In Canada the Canadian Information Processing Society has

developed a legally recognized professional certification called Information Systems

Professional (ISP).

2.3. Impact of globalization

Many students in the developed world have avoided degrees related to software

engineering because of the fear of offshore outsourcing (importing software products

or services from other countries) and of being displaced by foreign visa workers.

Although government statistics do not currently show a threat to software engineering

itself; a related career, computer programming does appear to have been affected.

Often one is expected to start out as a computer programmer before being promoted to

software engineer. Thus, the career path to software engineering may be rough,

especially during recessions.

Some career counselors suggest a student also focus on "people skills" and business

skills rather than purely technical skills because such "soft skills" are allegedly more

difficult to offshore. It is the quasi-management aspects of software engineering that

appear to be what has kept it from being impacted by globalization.

3.Education

Knowledge of programming is the main pre-requisite to becoming a software engineer, but it

is not sufficient. Many software engineers have degrees in Computer Science due to the lack

of software engineering programs in higher education. However, this has started to change

with the introduction of new software engineering degrees, especially in post-graduate

education. A standard international curriculum for undergraduate software engineering

degrees was defined by the CCSE.

In 1998, the US Naval Postgraduate School (NPS) established the first doctorate program in

Software Engineering in the world. Steve McConnell opines that because most universities

teach computer science rather than software engineering, there is a shortage of true software

engineers. In 2004 the IEEE Computer Society produced the SWEBOK, which has become

an ISO standard describing the body of knowledge covered by a software engineer.
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4. Sub-disciplines

They are:

 Software requirements: The elicitation, analysis, specification, and validation of requirements

for software.

 Software design: The design of software is usually done with Computer-Aided Software

Engineering (CASE) tools and use standards for the format, such as the Unified Modeling

Language (UML).

 Software development: The construction of software through the use of programming

languages.

 Software testing

 Software maintenance: Software systems often have problems and need enhancements for a

long time after they are first completed. This subfield deals with those problems.

 Software configuration management: Since software systems are very complex, their

configuration (such as versioning and source control) has to be managed in a standardized

and structured method.

 Software engineering management: The management of software systems borrows heavily

from project management, but there are nuances encountered in software not seen in other

management disciplines.

 Software development process: The process of building software is hotly debated among

practitioners with the main paradigms being agile or waterfall.

 Software engineering tools, see Computer Aided Software Engineering

 Software quality

5. Related disciplines

Software engineering is related to the disciplines of computer science, project

management, and systems engineering.

5.1. Computer science

 Software engineering is considered a subfield of computer science by many academics. Many

of the foundations of software engineering come from computer science.
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5.2. Project management

 The building of a software system is usually considered a project and the management of it

borrows many principles from the field of Project management.

5.3. Systems engineering

 Systems engineers have been dealing with the complexity of large systems for many decades

and their knowledge is applied to many software engineering problems.

o Fluency

6.Engineering

 Engineering is

o The application of scientific principles and methods

o To the construction of useful structures & machines

 Examples

o Mechanical engineering

o Civil engineering

o Chemical engineering

o Electrical engineering

o Nuclear engineering

o Aeronautical engineering

7. Software Engineering

 The term is 35 years old: NATO Conferences

o Garmisch, Germany, October 7-11, 1968

o Rome, Italy, October 27-31, 1969

 The reality is finally beginning to arrive

o Computer science as the scientific basis
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o Other scientific bases?

o Many aspects have been made systematic

▪ Methods/methodologies/techniques

▪ Languages

▪ Tools

▪ Processes

8. Software Engineering in a Nutshell

 Development of software systems whose size/complexity warrants team(s) of engineers

o multi-person construction of multi-version software [Parnas 1987]

 Scope

o study of software process, development principles, techniques, and notations

o Goal

▪ Production of quality software, delivered on time, within budget,

satisfying customers requirements and users needs

9. Ever-Present Difficulties

 Few guiding scientific principles

 Few universally applicable methods

 As much

managerial / psychological / sociological

as technological

10. Why These Difficulties?

 SE is a unique brand of engineering

o Software is malleable

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

7
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



o Software construction is human-intensive

o Software is intangible

o Software problems are unprecedentedly complex

o Software directly depends upon the hardware

▪ It is at the top of the system engineering food chain

o Software solutions require unusual rigor

o Software has discontinuous operational nature

11. Software Engineering ≠ Software Programming

 Software programming

o Single developer

o Toy applications

o Short lifespan

o Single or few stakeholders

▪ Architect = Developer = Manager = Tester = Customer = User

o One-of-a-kind systems

o Built from scratch

o Minimal maintenance

 Software engineering

o Teams of developers with multiple roles

o Complex systems

o Indefinite lifespan

o Numerous stakeholders

▪ Architect ≠ Developer ≠ Manager ≠ Tester ≠ Customer ≠ User

o System families

o Reuse to amortize costs

o Maintenance accounts for over 60% of overall development costs

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

8
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



12. Economic and Management Aspects of SE

 Software production = development + maintenance (evolution)

 Maintenance costs > 60% of all development costs

o 20% corrective

o 30% adaptive

o 50% perfective

 Quicker development is not always preferable

o higher up-front costs may defray downstream costs

o poorly designed/implemented software is a critical cost factor

13. Relative Costs of Fixing Software Faults

 Published in 1975, republished in 1995

o Experience managing development of OS/360 in 1964-65

 Central argument

o Large projects suffer management problems different in kind than small ones, due to division

in labor

o Critical need is the preservation of the conceptual integrity of the product itself

 Central conclusions

o Conceptual integrity achieved through chief architect

o Implementation achieved through well-managed effort

 Brookss Law

o Adding personnel to a late project makes it later
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14. Software Development Lifecycle

 Spiral Model

 Requirements

 Problem Definition → Requirements Specification

o determine exactly what the customer and user want

o develop a contract with the customer

o specifies what the software product is to do

 Difficulties

o client asks for wrong product

o client is computer/software illiterate

o specifications are ambiguous, inconsistent, incomplete

15. Architecture/Design

 Requirements Specification → Architecture/Design

o architecture: decompose software into modules with interfaces

o design: develop module specifications (algorithms, data types)

o maintain a record of design decisions and traceability

o specifies how the software product is to do its tasks

 Difficulties

o miscommunication between module designers

o design may be inconsistent, incomplete, ambiguous

16. Architecture vs. Design [Perry & Wolf 1992]

 Architecture is concerned with the selection of architectural elements, their interactions, and

the constraints on those elements and their interactions necessary to provide a framework in

which to satisfy the requirements and serve as a basis for the design.
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 Design is concerned with the modularization and detailed interfaces of the design elements,

their algorithms and procedures, and the data types needed to support the architecture and to

satisfy the requirements.

17. Implementation & Integration

 Design → Implementation

o implement modules; verify that they meet their specifications

o combine modules according to the design

o specifies how the software product does its tasks

 Difficulties

o module interaction errors

o order of integration may influence quality and productivity

18. Component-Based Development

 Develop generally applicable components of a reasonable size and reuse them across systems

 Make sure they are adaptable to varying contexts

 Extend the idea beyond code to other development artifacts

 Question: what comes first?

o Integration, then deployment

o Deployment, then integration

19. Different Flavors of Components

 Third-party software pieces

 Plug-ins / add-ins

 Applets

 Frameworks

 Open Systems

 Distributed object infrastructures

 Compound documents

 Legacy systems
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20. Verification and Validation

 Analysis

o Static

o Science

o Formal verification

o Informal reviews and walkthroughs

 Testing

o Dynamic

o Engineering

o White box vs. black box

o Structural vs. behavioral

o Issues of test adequacy

21. Deployment & Evolution

 Operation → Change

o maintain software during/after user operation

o determine whether the product still functions correctly

 Difficulties

o rigid design

o lack of documentation

o personnel turnover

22. Configuration Management (CM) [Tichy 1988]

 CM is a discipline whose goal is to control changes to large software through the functions of

o Component identification

o Change tracking

o Version selection and baselining
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o Software manufacture

o Managing simultaneous updates (team work)

23. Software Engineering Principles

 Rigor and formality

 Separation of concerns

o Modularity and decomposition

o Abstraction

 Anticipation of change

 Generality

 Incrementality

 Scalability

 Compositionality

 Heterogeneity

24. From Principles to Tools

25. Software Qualities

 Qualities (a.k.a. ilities) are goals in the practice of software engineering

 External vs. Internal qualities

 Product vs. Process qualities

26. External vs. Internal Qualities

 External qualities are visible to the user

o reliability, efficiency, usability

 Internal qualities are the concern of developers

o they help developers achieve external qualities

▪ verifiability, maintainability, extensibility, evolvability, adaptability
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27. Product vs. Process Qualities

 Product qualities concern the developed artifacts

o maintainability, understandability, performance

 Process qualities deal with the development activity

o products are developed through process

n maintainability, productivity, timeliness

28. Some Software Qualities

 Correctness

o ideal quality

o established w.r.t. the requirements specification

o absolute

 Reliability

o statistical property

o probability that software will operate as expected over a given period of time

o relative

29. Some Software Qualities (cont.)

 Robustness

o reasonable behavior in unforeseen circumstances

o subjective

o a specified requirement is an issue of correctness;

an unspecified requirement is an issue of robustness

 Usability

o ability of end-users to easily use software

o extremely subjective
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30. Some Software Qualities (cont.)

 Understandability

o ability of developers to easily understand produced artifacts

o internal product quality

o subjective

 Verifiability

o ease of establishing desired properties

o performed by formal analysis or testing

o internal quality

31. Some Software Qualities (cont.)

 Performance

o equated with efficiency

o assessable by measurement, analysis, and simulation

 Evolvability

o ability to add or modify functionality

o addresses adaptive and perfective maintenance

o problem: evolution of implementation is too easy

o evolution should start at requirements or design

32. Some Software Qualities (cont.)

 Reusability

o ability to construct new software from existing pieces

o must be planned for

o occurs at all levels: from people to process, from requirements to code

 Interoperability
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o ability of software (sub)systems to cooperate with others

o easily integratable into larger systems

o common techniques include APIs, plug-in protocols, etc.

33. Some Software Qualities (cont.)

 Scalability

o ability of a software system to grow in size while maintaining its properties and qualities

o assumes maintainability and evolvability

o goal of component-based development

34. Some Software Qualities (cont.)

 Heterogeneity

o ability to compose a system from pieces developed in multiple programming languages, on

multiple platforms, by multiple developers, etc.

o necessitated by reuse

o goal of component-based development

 Portability

o ability to execute in new environments with minimal effort

o may be planned for by isolating environment-dependent components

o necessitated by the emergence of highly-distributed systems (e.g., the Internet)

o an aspect of heterogeneity

35. Software Process Qualities

 Process is reliable if it consistently leads to high-quality products

 Process is robust if it can accommodate unanticipated changes in tools and environments

 Process performance is productivity

 Process is evolvable if it can accommodate new management and organizational techniques

 Process is reusable if it can be applied across projects and organizations
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36. Assessing Software Qualities

 Qualities must be measurable

 Measurement requires that qualities be precisely defined

 Improvement requires accurate measurement

 Currently most qualities are informally defined and are difficult to assess

37. Software Engineering Axioms

 Adding developers to a project will likely result in further delays and accumulated costs

 Basic tension of software engineering

o better, cheaper, faster pick any two!

o functionality, scalability, performance picks any two!

 The longer a fault exists in software

o the more costly it is to detect and correct

o the less likely it is to be properly corrected

 Up to 70% of all faults detected in large-scale software projects are introduced in

requirements and design

o detecting the causes of those faults early may reduce their resulting costs by a factor of 100 or

more

Topic : Inheritance And Exception Handling

Topic Objective:

At the end of this topic student will be able to:

 Learn about inheritance

 Learn about sub- and superclasses
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 Explore how to override the methods of a superclass

 Examine how the constructors of super- and subclasses work

 Examine abstract classes

 Learn about composition

 Learn about exceptions

 Become aware of exception classes and their hierarchy

 Learn about checked and unchecked exceptions

 Learn how to handle exceptions within a program

 Examine try/catch blocks

 Discover how to throw and rethrow an exception

Definition/Overview:

In addition to implementing encapsulation, classes have other capabilities. For instance, you

can create new classes from existing classes (inheritance). This important feature encourages

code reuse and saves programmers an enormous amount of time. In Java, you can relate two

or more classes in more than one way. This chapter examines two common ways to relate

classes: Inheritance (is-a relationship) and Composition (has-a relationship).

Key Points:

1. Reasons for using classes

Classes, when used properly, can accelerate development by reducing redundant code entry,

testing and bug fixing. If a class has been thoroughly tested and is known to be a solid work,

it is typically the case that using or extending the well-tested class will reduce the number of

bugs - as compared to the use of freshly-developed or ad hoc code - in the final output. In

addition, efficient class reuse means that many bugs need be fixed in only one place when

problems are discovered.

Another reason for using classes is to simplify the relationships of interrelated data. Rather

than writing code to repeatedly call a GUI window drawing subroutine on the terminal screen

(as would be typical for structured programming), it is more intuitive to represent the window

as an object and tell it to draw itself as necessary. With classes, GUI items that are similar to

windows (such as dialog boxes) can simply inherit most of their functionality and data

structures from the window class. The programmer then need only add code to the dialog
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class that is unique to its operation. Indeed, GUIs are a very common and useful application

of classes, and GUI programming is generally much easier with a good class framework.

2. Instantiation

Instances of a class share the same set of attributes yet may differ in what those attributes

contain. For example, a class "Person" would describe the attributes common to all instances

of the Person class. Each person is generally alike, but varies in such attributes as "height"

and "weight". The class would list types of such attributes and also define the actions which a

person can perform: "run", "jump", "sleep", "walk", etc. One of the benefits of programming

with classes is that all instances of a particular class will follow the defined behavior of the

class they instantiate.

In most languages, the structures as defined by the class determine how the memory used by

its instances will be laid out. This technique is known as the cookie-cutter model. The

alternative to the cookie-cutter model is the model of Python, wherein objects are structured

as associative key-value containers. In such models, objects that are instances of the same

class could contain different instance variables, as state can be dynamically added to the

object. This may resemble prototype-based languages in some ways, but it is not equivalent.

3. Interfaces and methods

Note: the term "interface" here isn't referring to a Java interface, although the two are closely

related. Objects define their interaction with the outside world through the methods that they

expose. A method, or instance method, is a subroutine (function) with a special property that

it has access to data stored in an object (instance). Methods that manipulate the data of the

object and perform tasks are sometimes described as behavior.

Methods form the object's interface with the outside world; the buttons on the front of your

television set, for example, are the interface between you and the electrical wiring on the

other side of its plastic casing. You press the "power" button to toggle the television on and

off. In this example, the television is the instance, each method is represented by a button,

and all the buttons together comprise the interface. In its most common form, an interface is a

specification of a group of related methods without any associated implementation of the

methods.

Every class implements (or realizes) an interface by providing structure (i.e. data and state)

and method implementations (i.e. providing code that specifies how methods work). There is

a distinction between the definition of an interface and the implementation of that interface.

In most languages, this line is usually blurred, because a class declaration both defines and

implements an interface. Some languages, however, provide features that help separate
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interface and implementation. For example, an abstract class can define an interface without

providing implementation, and in the Dylan language, class definitions do not even define

interfaces.

Interfaces may also be defined to include a set of auxiliary functions called static methods or

class methods. Static methods, like instance methods, are exclusively associated with the

class. They differ from instance methods in that they do not work with instances of the class;

that is, static methods neither require an instance of the class nor can they access the data of

such an instance. For example, getting the total number of televisions in existence could be a

static method of the television class. This method is clearly associated with the class, yet is

outside the domain of each individual instance of the class. Another example is a static

method that finds a particular instance out of the set of all television sets.

Languages that support class inheritance also allow classes to inherit interfaces from the

classes that they are derived from. In languages that support access specifiers, the interface of

a class is considered to be the set of public members of the class, including both methods and

attributes (via implicit getter and setter methods); any private members or internal data

structures are not intended to be depended on by client code and thus are not part of the

interface.

The object-oriented programming methodology is designed in such a way that the operations

of any interface of a class are usually chosen to be independent of each other. It results in a

client-server (or layered) design where servers do not depend in any way on the clients. An

interface places no requirements for clients to invoke the operations of one interface in any

particular order. This approach has the benefit that client code can assume that the operations

of an interface are available for use whenever the client holds a valid reference to the object.

4. Structure of a class

Along with having an interface, a class contains a description of structure of data stored in the

instances of the class. The data is partitioned into attributes (or properties, fields,data

members). Going back to the television set example, the myriad attributes, such as size and

whether it supports color, together comprise its structure. A class represents the full

description of a television, including its attributes (structure) and buttons (interface).

The state of an instance's data is stored in some resource, such as memory or a file. The

storage is assumed to be located in a specific location, such that it is possible to access the

instance through references to the identity of the instances. However, the actual storage

location associated with an instance may change with time. In such situations, the identity of
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the object does not change. The state is encapsulated and every access to the state occurs

through methods of the class.

A class also describes a set of invariants that are preserved by every method in the class. An

invariant is a constraint on the state of an object that should be satisfied by every object of the

class. The main purpose of the invariants is to establish what objects belong to the class. An

invariant is what distinguishes data types and classes from each other; that is, a class does not

allow use of all possible values for the state of the object, and instead allows only those

values that are well-defined by the semantics of the intended use of the data type. The set of

supported (public) methods often implicitly establishes an invariant. Some programming

languages support specification of invariants as part of the definition of the class, and enforce

them through the type system. Encapsulation of state is necessary for being able to enforce

the invariants of the class.

Some languages allow an implementation of a class to specify constructor (or initializer) and

destructor (or finalizer) methods that specify how instances of the class are created and

destroyed, respectively. A constructor that takes arguments can be used to create an instance

from passed-in data. The main purpose of a constructor is to establish the invariant of the

class, failing if the invariant isn't valid. The main purpose of a destructor is to destroy the

identity of the instance, invalidating any references in the process. Constructors and

destructors are often used to reserve and release, respectively, resources associated with the

object. In some languages, a destructor can return a value which can then be used to obtain a

public representation (transfer encoding) of an instance of a class and simultaneously destroy

the copy of the instance stored in current thread's memory. A class may also contain static

attributes or class attributes, which contain data that are specific to the class yet are common

to all instances of the class. If the class itself is treated as an instance of a hypothetical

metaclass, static attributes and static methods would be instance attributes and instance

methods of that metaclass.

5. Run-time representation of classes

As a data type, a class is usually considered as a compile-time construct. A language may

also support prototype or factory metaobjects that represent run-time information about

classes, or even represent metadata that provides access to reflection facilities and ability to

manipulate data structure formats at run-time. Many languages distinguish this kind of run-

time type information about classes from a class on the basis that the information is not

needed at run-time. Some dynamic languages do not make strict distinctions between run-
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time and compile-time constructs, and therefore may not distinguish between metaobjects and

classes.

For example: if Human is a metaobject representing the class Person, then instances of class

Person can be created by using the facilities of the Human metaobject.

6. Information hiding and encapsulation

Many languages support the concept of information hiding and encapsulation, typically with

access specifiers for class members. Access specifiers specify constraints on who can access

which class members. Some access specifiers may also control how classes inherit such

constraints. Their primary purpose is to separate the interface of a class with its

implementation.

A common set of access specifiers that many object-oriented languages support is:

 Private (or class-private) restricts the access to the class itself. Only methods that are part of

the same class can access private members.

 Protected (or class-protected) allows the class itself and all its subclasses to access the

member.

 Public means that any code can access the member by its name.

Note that although many languages support the above access specifiers, the semantics of

them may subtly differ in each.

A common usage of access specifiers is to separate the internal data structures of a class from

its interface; that is, the internal data structures are private. Public accessor methods can be

used to inspect or alter such private data. The various object-oriented programming languages

enforce this to various degrees. For example, the Java language does not allow client code to

access the private data of a class at all, whereas in languages like Objective-C or Perl client

code can do whatever it wants. In C++ language, private methods are visible but not

accessible in the interface; however, they are commonly made invisible by explicitly

declaring fully abstract classes that represent the interfaces of the class.

Access specifiers do not necessarily control visibility, in that even private members may be

visible to client code. In some languages, an inaccessible but visible member may be referred

to at run-time (e.g. pointer to it can be returned from member functions), but all attempts to

use it by referring to the name of the member from client code will be prevented by the type

checker. Object-oriented design uses the access specifiers in conjunction with careful design

of public method implementations to enforce class invariants. Access specifiers are intended
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to protect against accidental use of members by clients, but are not suitable for run-time

protection of object's data.

Some languages, such as Ruby, support instance-private and instance-protected access

specifiers in lieu of (or in addition to) class-private and class-protected, respectively. They

differ in that they restrict access based on the instance itself, rather than the instance's class.

In addition, some languages, such as C++, support a mechanism where a function explicitly

declared as friend of the class may access the members designated as private or protected.

7. Associations between classes

In object-oriented design and in UML, an association between two classes is a type of a link

between the corresponding objects. A (two-way) association between classes A and B

describes a relationship between each object of class A and some objects of class B, and vice

versa. Associations are often named with a verb, such as "subscribes-to".

An association role type describes the role type of an instance of a class when the instance

participates in an association. An association role type is related to each end of the

association. A role describes an instance of a class from the point of view of a situation in

which the instance participates in the association. Role types are collections of role (instance)

s grouped by their similar properties. For example, a "subscriber" role type describes the

property common to instances of the class "Person" when they participate in a "subscribes-to"

relationship with the class "Magazine". Also, a "Magazine" has the "subscribed magazine"

role type when the subscribers subscribe-to it.

Association role multiplicity describes how many instances correspond to each instance of

the other class (es) of the association. Common multiplicities are "0...1", "1...1", "1...*" and

"0...*", where the "*" specifies any number of instances. There are some special kinds of

associations between classes.

8. Composition

Composition between class A and class B describes a has-a relationship where instances of

class B have shorter or same lifetime than the lifetime of the corresponding instances of the

enclosing class. Class B is said to be a part of class A. This is often implemented in

programming languages by allocating the data storage of instances of class A to contain a

representation of instances of class B.

Aggregation is a variation of composition that describes that instances of a class are part of

instances of the other class, but the constraint on lifetime of the instances is not required. The

implementation of aggregation is often via a pointer or reference to the contained instance. In

both cases, method implementations of the enclosing class can invoke methods of the part
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class. A common example of aggregation is a list class. When a list's lifetime is over, it does

not necessarily mean the lifetimes of the objects within the list are also over.

9. Inheritance

Another type of class association is inheritance, which involves subclasses and superclasses,

also known respectively as child classes (or derived classes) and parent classes (or base

classes). If [car] was a class, then [station wagon] and [mini-van] might be two subclasses. If

[Button] is a subclass of [Control], then all buttons are controls. In other words, inheritance is

an is-a relationship between two classes. Subclasses usually consist of several kinds of

modifications (customizations) to their respective superclasses: addition of new instance

variables, addition of new methods and overriding of existing methods to support the new

instance variables.

Conceptually, a superclass should be considered as a common part of its subclasses. This

factoring of commonality is one mechanism for providing reuse. Thus, extending a superclass

by modifying the existing class is also likely to narrow its applicability in various situations.

In object-oriented design, careful balance between applicability and functionality of

superclasses should be considered. Subclassing is different from subtyping in that subtyping

deals with common behaviour whereas subclassing is concerned with common structure.

Some programming languages (for example C++) allow multiple inheritance - they allow a

child class to have more than one parent class. This technique has been criticized by some for

its unnecessary complexity and being difficult to implement efficiently, though some projects

have certainly benefited from its use. Java, for example has no multiple inheritance, as its

designers felt that it would add unnecessary complexity. Java instead allows inheriting from

multiple pure abstract classes (called interfaces in Java).

Sub- and superclasses are considered to exist within a hierarchy defined by the inheritance

relationship. If multiple inheritance is allowed, this hierarchy is a directed acyclic graph (or

DAG for short), otherwise it is a tree. The hierarchy has classes as nodes and inheritance

relationships as links. The levels of this hierarchy are called layers or levels of abstraction.

Classes in the same level are more likely to be associated than classes in different levels.

There are two slightly different points of view as to whether subclasses of the same class are

required to be disjoint. Sometimes, subclasses of a particular class are considered to be

completely disjoint. That is, every instance of a class has exactly one most-derived class,

which is a subclass of every class that the instance has. This view does not allow dynamic

change of object's class, as objects are assumed to be created with a fixed most-derived class.

The basis for not allowing changes to object's class is that the class is a compile-time type,
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which does not usually change at runtime, and polymorphism is utilized for any dynamic

change to the object's behavior, so this ability is not necessary. And design that does not need

to perform changes to object's type will be more robust and easy-to-use from the point of

view of the users of the class.

From another point of view, subclasses are not required to be disjoint. Then there is no

concept of a most-derived class, and all types in the inheritance hierarchy that are types of the

instance are considered to be equally types of the instance. This view is based on a dynamic

classification of objects, such that an object may change its class at runtime. Then object's

class is considered to be its currentstructure, but changes to it are allowed. The basis for

allowing changes to object's class is a perceived inconvenience caused by replacing an

instance with another instance of a different type, since this would require change of all

references to the original instance to be changed to refer to the new instance. When changing

the object's class, references to the existing instances do not need to be replaced with

references to new instances when the class of the object changes. However, this ability is not

readily available in all programming languages. This analysis depends on the proposition that

dynamic changes to object structure are common. This may or may not be the case in

practice.

10. Languages without inheritance

Although class-based languages are commonly assumed to support inheritance, inheritance is

not an intrinsic aspect of the concept of classes. There are languages that support classes yet

do not support inheritance. Examples are earlier versions of Visual Basic. These languages,

sometimes called "object-based languages", do not provide the structural benefits of statically

type-checked interfaces for objects. This is because in object-based languages, it is possible

to use and extend data structures and attach methods to them at run-time. This precludes the

compiler or interpreter from being able to check the type information specified in the source

code as the type is built dynamically and not defined statically. Most of these languages allow

for instance behaviour and complex operational polymorphism (see dynamic dispatch and

polymorphism).

11. Categories of classes

There are many categories of classes depending on modifiers. Note that these categories do

not necessarily categorize classes into distinct partitions. For example, while it is impossible

to have a class that is both abstract and concrete, a sealed class is implicitly a concrete class,

and it may be possible to have an abstract partial class.
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12.Concrete classes

A concrete class is a class that can be instantiated. This contrasts with abstract classes as

described below.

13.Abstract classes

An abstract class, or abstract base class (ABC), is a class that cannot be instantiated. Such a

class is only meaningful if the language supports inheritance. An abstract class is designed

only as a parent class from which child classes may be derived. Abstract classes are often

used to represent abstract concepts or entities. The incomplete features of the abstract class

are then shared by a group of subclasses which add different variations of the missing pieces.

Abstract classes are superclasses which contain abstract methods and are defined such that

concrete subclasses are to extend them by implementing the methods. The behaviors defined

by such a class are "generic" and much of the class will be undefined and unimplemented.

Before a class derived from an abstract class can become concrete, i.e. a class that can be

instantiated, it must implement particular methods for all the abstract methods of its parent

classes.

When specifying an abstract class, the programmer is referring to a class which has elements

that are meant to be implemented by inheritance. The abstraction of the class methods to be

implemented by the subclasses is meant to simplify software development. This also enables

the programmer to focus on planning and design.

Most object oriented programming languages allow the programmer to specify which classes

are considered abstract and will not allow these to be instantiated. For example, in Java, the

keyword abstractis used. In C++, an abstract class is a class having at least one abstract

method (a pure virtual function in C++ parlance).

Some languages, notably Java and C#, additionally support a variant of abstract classes called

an interface. Such a class can only contain abstract publicly-accessible methods. In this way,

they are closely related - but not equivalent - to the abstract concept of interfaces described in

this article.

14.Sealed classes

Some languages also support sealed classes. A sealed class cannot be used as a base class.

For this reason, it cannot also be an abstract class. Sealed classes are primarily used to

prevent derivation. They add another level of strictness during compile-time, improve

memory usage, and trigger certain optimizations that improve run-time efficiency.
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15.Local and inner classes

In some languages, classes can be declared in scopes other than the global scope. There are

various types of such classes. One common type is an inner class or nested class, which is a

class defined within another class. Since it involves two classes, this can also be treated as

another type of class association. The methods of an inner class can access static methods of

the enclosing class (es). An inner class is typically not associated with instances of the

enclosing class, i.e. an inner class is not instantiated along with its enclosing class. Depending

on language, it may or may not be possible to refer to the class from outside the enclosing

class. A related concept is inner types (a.k.a. inner data type, nested type), which is a

generalization of the concept of inner classes. C++ is an example of a language that supports

both inner classes and inner types (via typedef declarations).

Another type is a local class, which is a class defined within a procedure or function. This

limits references to the class name to within the scope where the class is declared. Depending

on the semantic rules of the language, there may be additional restrictions on local classes

compared non-local ones. One common restriction is to disallow local class methods to

access local variables of the enclosing function. For example, in C++, a local class may refer

to static variables declared within its enclosing function, but may not access the function's

automatic variables.

16. Named vs. anonymous classes

In most languages, a class is bound to a name or identifier upon definition. However, some

languages allow classes to be defined without names. Such a class is called an anonymous

class (analogous to name vs. anonymous functions).

17. Metaclasses

Metaclasses are classes whose instances are classes. A metaclass describes a common

structure of a collection of classes. A metaclass can implement a design pattern or describe a

shorthand for particular kinds of classes. Metaclasses are often used to describe frameworks.

In some languages such as Python, Ruby, Java, and Smalltalk, a class is also an object; thus

each class is an instance of the unique metaclass, which is built in the language. For example,

in Objective-C, each object and class is an instance of NSObject. The Common Lisp Object

System (CLOS) provides metaobject protocols (MOPs) to implement those classes and

metaclasses.

18.Partial classes

Partial classes are classes that can be split over multiple definitions (typically over multiple

files), making it easier to deal with large quantities of code. At compile time the partial
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classes are grouped together, thus logically make no difference to the output. An example of

the use of partial classes may be the separation of user interface logic and processing logic. A

primary benefit of partial classes is allowing different programmers to work on different parts

of the same class at the same time. They also make automatically generated code easier to

interpret, as it is separated from other code into a partial class. Partial classes have been

around in Smalltalk under the name of Class Extensions for considerable time. With the

arrival of the .NET framework 2, Microsoft introduced partial classes, supported in both C#

2.0 and Visual Basic 2005.

19. Non-class-based object-oriented programming

To the surprise of some familiar with the use of classes, classes are not the only way to

approach object-oriented programming. Another common approach is prototype-based

programming. Languages that support non-class-based programming are usually designed

with the motive to address the problem of tight-coupling between implementations and

interfaces due to the use of classes. For example, the Self language, a prototype-based

language, was designed to show that the role of a class can be substituted by using an extant

object which serves as a prototype to a new object, and the resulting language is as expressive

as Smalltalk with more generality in creating objects.

Topic : Array-Based Lists

Topic Objective:

At the end of this topic student will be able to:

 Distinguish between an array and a list

 Insert an item into a list

 Delete an item from a list

 Search for an item in a list

 Sort the items in a list into ascending or descending order

 Build a list in sorted order

 Search for an item using a binary search

 Use the Visual Basic Comparable interface
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Definition/Overview:

This topic introduced the array, a structured data type that holds a collection of components

of the same type or class given a single name. In general, a one-dimensional array is a

structure used to hold a list of items. We all know intuitively what a "list" is; in our everyday

lives we use lists all the time-grocery lists, lists of things to do, lists of addresses, lists of

party guests. In computer programs, lists are very useful and common ways to organize the

data. In this chapter, we examine algorithms that build and manipulate lists implemented

using a one-dimensional array to hold the items.

Key Points:

1. Lists

From a logical point of view, a list is a homogenous collection of elements, with a linear

relationship between elements. Linear means that, at the logical level, each element in the list

except the first one has a unique predecessor, and each element except the last one has a

unique successor.1 The number of items in the list, which we call the length of the list, is a

property of a list. That is, every list has a length. Lists can be unsorted-their elements may be

placed into the list in no particular order-or they can be sorted in a variety of ways. For

instance, a list of numbers can be sorted by value, a list of strings can be sorted

alphabetically, and a list of addresses can be sorted by zip code. When the elements in a

sorted list are composite types, their logical (and often physical) order is determined by one

of the members of the structure, the key member. For example, a list of students on a class

roll can be sorted alphabetically by name or numerically by student identification number.

In the first case, the name is the key; in the second case, the identification number is the key

(see Figure 1). If a list cannot contain items with duplicate keys, it is said to have unique keys

(see Figure 2). This chapter deals with both unsorted lists and lists of elements with unique

keys, sorted from smallest to largest key value. The items on the list can be of any type,

atomic or composite. In the following discussion,

"item," "element," and "component" are synonyms; they are what is stored in the list.
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2. List Class

In this section, we design and implement a general-purpose class that represents a list of

items. Let's think in terms of a to-do list. But before we begin to brainstorm, we must ask an

important question: For whom are we designing the class? We may be designing it for

ourselves to keep in our library of classes. We may be designing it for others to use in a team

project. When we design a class, the software that uses it is called the client of the class. In

our discussion, we use the terms client and user interchangeably, thinking of the client as

referring to the people writing the software that uses the class, rather than the software itself.

3. Brainstorming the List Class

Because we are designing a general-purpose class, our brainstorming must be more

speculative. We don't have a specific problem to solve; we have to think in terms of what we

do with our to-do lists and what other things we might like to do if we could.

Hopefully, we start with an empty list each morning and add things to it. As we accomplish a

task on the list, we cross it off. We check to see if an item is on the list. We check to see if the

list is empty (we wish!). We go through the list one item at a time. Let's translate these

observations into responsibilities for the list with their responsibility type.

Although we have designed our CRC card for a to-do list, the responsibilities are valid for

any kind of list. For example, if we are creating a list of people to invite to a wedding, all of

these operations are valid. We add names to the list, check whether a name is on the list,

count names on the list, check to see if the list if full (i.e., the length is equal to the number of

invitations bought), delete names, and review the names one at a time. To make the rest of the

discussion more concrete, let's assume that the items on the list are strings. We then show

how the items can be made even more general.

4. Refining the Responsibilities

Let's go back through the responsibilities, refining them and converting them into method

headings. Because we are designing a general-purpose class, we do not have any specific

scenarios that we can use. Instead, we consider a variety of simplified scenarios that are

examples of how we believe the class might be employed. Because the class is intended for

widespread use, we should pay special attention to the documentation right from the design
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stage. The observers, testing for full and empty, returning the number of items, and checking

to see if an item is in the list, need no further discussion. Here are their method headings.

 Public Function isFull() As Boolean

o ' Returns True if no room to add a component, False otherwise

 Public Function isEmpty() As Boolean

o ' Returns True if no components in the list, False otherwise

 Public Function Length() As Integer

o ' Returns the number of components in the list

 Public isThere(item As String) As Boolean

o ' Returns True if item is in the list, False otherwise

In designing the transformers, we have to make some decisions. For example, do we allow

duplicates in our list? This has implications for deleting items as well as inserting items. If we

allow duplicates, what do we mean by removing an item? Do we delete just one or all of

them? Because the focus of this chapter is on algorithms, we just make a decision and design

our algorithms to fit. We examine the effect of other choices in the exercises. Let's allow only

one copy of an item in the list. This decision means that delete just removes one copy.

However, do we assume that the item to be removed is in the list? Is it an error if it is not? Or

does the delete operation mean "Delete, if there"? Let's use the last meaning. We now

incorporate these decisions into the documentation for the method headings.

 Public Sub insert(item As String)

o ' Adds item to the list

o ' Assumption: item is not already in the list

 Public Sub delete(item As String)

o ' Item is removed from the list if it is in the list
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The iterator allows the user to see each item in the list one at a time. Let's call the method that

implements the Know Each Item responsibility getNextItem. The list must keep track of the

next item to return when the iterator is called so it uses a state variable to record the position.

The constructor initializes this position to 0, and it is incremented in getNextItem. A client

can use the length of the list to control a loop that asks to see each item in turn. As a

precaution, the current position should be reset to 0 after the last item has been accessed. In

an application, we might need a transformer iterator that goes through the list applying an

operation to each item; however, for our general discussion we provide only an observer

iterator.

What happens if a user inserts or deletes an item in the middle of an iteration? Nothing good

you can be sure! Adding and deleting items changes the length of the list, making the

termination condition of our iteration-counting loop invalid. Depending on whether an

addition or deletion occurs before or after the iteration point, our iteration loop could end up

skipping or repeating items.

We have several choices of how to handle this possibly dangerous situation. The list can

throw an exception, the list can reset the current position when inserting or deleting, or the

list can disallow transformer operations while an iteration is taking place.

We choose the latter here by way of an assumption in the documentation. In case the user

wants to restart an iteration, let's provide a resetMethod that reinitializes the current position.

 Public Sub resetList()

o ' The current position is reset

 Public Sub getNextItem() As String

o ' Assumption: No transformers have been called since the iteration began

Before we go to the implementation phase, let's look at how we might use get NextItem.

Suppose the client program wants to print out the items in the list. The client program cannot

directly access the list items, but it can use getNextItem to iterate through the list. The

following code fragment prints the string values in list.
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Now is also the time to look back over the list and see if we need to add any responsibilities.

For example, do we need to provide an equals test? If we want to perform a deep comparison

of two lists, we must provide equals; however, comparing lists is not a particularly useful

operation, and we provide the client the tools to write a comparison operation if necessary. If

fact, here is the client code to compare two lists. The algorithm determines if the lengths are

the same and, if so, iterates through the lists checking to see if corresponding items are the

same.

5. Internal Data Representation

How are we going to represent the items in the list? An array of strings is the obvious answer.

What other data fields do we need? We have to keep track of the number of items in our list,

and we need a state variable that tells us where we are in the list during an iteration.

Public Class List Protected listItems ()

As String Protected numItems As Integer Protected currentPos

As Integer

...

End Class

We introduced the concept of subarray processing in the last chapter and pointed out that

every Visual Basic array object has a field called length that contains the number of

components defined for the array object. The literature for lists uses the identifier

"length" to refer to the number of items that have been put into the list. Faced with this

ambiguity in terminology, we still talk about the length of the list, but we refer to the field

that contains the number of items in the list as numItems.

It is very important to understand the distinction between the array object that contains the

list items and the list itself. The array object is listItems (0)..
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listItems(listItems.Length-1); the items in the list are listItems(0)..list Items(numItems-1).

This distinction is illustrated in Figure 4. Six items have been stored into the list, which is

instantiated with the following statement:

Dim myList = new List(10)

6. Responsibility Algorithms for Class List

As Figure 4 shows, the list exists in the array elements listItems(0) through listItems(

numItems-1). To create an empty list, it is sufficient to set the numItems field to 0. We do not

need to store any special values into the data array to make the list empty, because only those

values in listItems(0) through listItems(numItems-1)

are processed by the list algorithms. We explain why currentPos is set to 0 when we look

more closely at the interator.

We have one more observer to implement: isThere. Because isThere is an instance method, it

has direct access to the items in the list. We just loop through the items in the list looking for

the one specified on the parameter list. The loop ends when we find the matching item or

have looked at all the items in the list. Our loop expression has two conditions: (1) the index

is within the list and (2) the corresponding list item is not equal to the one for which we are

searching. After the loop is exited, we return the assertion that the index is still within the list.

If this assertion is true, then the search item was found.

This algorithm can be coded directly into Visual Basic, using the compareTo

method of String.

This algorithm is called a sequential or linear search because we start at the beginning of the

list and look at each item in sequence. We stop the search as soon as we find the item we are

looking for (or when we reach the end of the list, concluding that the desired item is not

present in the list).

We can use this algorithm in any program requiring a list search. In the form shown, it

searches a list of String components, but the algorithm works for any class that has a

compareTo method.
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Let's look again at the heading for the operation that puts an item into the list.

Is there anything in the documentation that says where each new item should go? No, this is

an unsorted list. Where we put each new item is up to the implementer. In this case, let's put

each new item in the easiest place to reach: the next free slot in the array.

Therefore, we can store a new item into listItems(numItems)-and then increment

numItems.

This algorithm brings up a question: Do we need to check that there is no room in the list for

the new item? We have two choices. The insert method can test numItems

against listItems.Length and throw an exception if there isn't room, or we can let the client

code makes the test before calling insert. Our documentation is incomplete because it does

not specify what occurs in this situation. Let's make the client code responsible for checking

the isFull operation before an insertion. If the client attempts to insert an item into a full list,

the operation fails and the list is unchanged. This algorithm is so simple, we just go directly

to code.

If (Not listItems.IsFull()) listItems(numItems) = item numItems += 1 End If End Sub

Deleting a component from a list consists of two parts: finding the item and removing it from

the list. We can use the same algorithm we used for isThere to look for the item. We know

from the documentation that the item may or may not be in the list. If we find it, how do we

remove it? We shift every item after it up one array slot.

We can implement this algorithm using a For loop.

The resetList method is analogous to the open operation for a file in which the file pointer is

positioned at the beginning of the file, so that the first input operation accesses the first

component of the file. Each successive call to an input operation gets the next item in the file.

Therefore, resetList must initialize currentPos to the first item in the list. Where is the first

item in an array-based list? In the 0th position. The getNextItem

operation is analogous to an input operation; it accesses the current item and then increments
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currentPos. When currentPos reaches numItems, we reset it to 0.

Both of the methods change currentPos. Shouldn't we consider them transformers? We could

certainly argue that they are, but their intention is to set up an iteration through the items in

the list, returning one item at a time to the client.

7. Test Plan

The documentation for the methods in class List helps us identify the tests necessary for a

black-box testing strategy. The code of the methods determines a clear-box testing

strategy. To test the List class implementation, we use a combination of black-box and clear-

box strategies. We first test the constructor by testing to see if the list is empty (a call to

Length returns 0).

The methods Length, Insert, and Delete must be tested together. That is, we insert several

items and delete several items. How do we know that the Insert and

Delete work correctly? We must write an auxiliary method printList that iterates through the

list using Length and getNextItem to print out the values. We call

printList to check the status of the list after a series of insertions and deletions.

To test the isFull operation, we must test it when the list is full and when it is not.

We must also call Insert when the list is full to see that the list is returned unchanged.

Are there any special cases that we need to test for Delete and isThere? We look at the end

cases. What are the end cases in a list? The item is in the first position in the list, the item is

in the last position in the list, and the item is the only one in the list. So we must be sure that

our Delete can correctly delete items in these positions. We must check that isThere can find

items in these same positions and correctly determine that values are not in the list.

These operations are summarized in the following test plan. The tests are shown in the order

in which they should be performed.
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But what about testing reset List and gets Next Item? They do not appear explicitly in the test

plan, but they are tested each time the auxiliary method print List is called to print the

contents of the list. We do however have to add one additional test involving the iterator. We

must print out length plus 1 item to test whether the current position is reset after the last item

is returned.

To implement this test plan, we must construct a test driver that carries out the tasks outlined

in the first column of the plan. We can make the test plan a document separate from the

driver, with the last column filled in and initialed by a person running the program and

observing the screen output. Or we can incorporate the test plan into the driver as comments

and have the output go to a file. The key to properly testing any software is in the plan: It

must be carefully thought out and it must be written.

8. Sorting the List Items

Get Next Item presents the items to the user in the order in which they were inserted.

Depending on what we are using the list for, there might be times when we want to rearrange

the list components into a certain order before an iteration. For example, if we are using the

list for wedding invitations, we might want to see the names in alphabetical order. Arranging

list items in order is a very common operation and is known in software terminology as

sorting.

If you were given a sheet of paper with a column of 20 names on it and asked to write the

numbers in ascending order, you would probably do the following:

 Make a pass through the list, looking for the lowest name (the one that comes first

alphabetically).

 Write it on the paper in a second column.

 Cross the name off the original list.

 Repeat the process, always looking for the lowest name remaining in the original list.

 Stop when all the names have been crossed off.

We could implement this algorithm as a client code, using getNextItem to go through the list

searching for the lowest. When we find it, we could insert it into another list and delete it

from the original. However, we would need two lists-one for the original list and a second for
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the sorted list. In addition, the client would have destroyed the original list. If the list is large,

we might not have enough memory for two copies even if one is empty. A better solution is

to derive a class from List that adds a method that sorts the values in the list. Because the data

fields in List are protected, we can inherit them and access them directly. By accessing the

values directly, we can keep from having to have two lists.

9. Responsibility Algorithms for Class ListWithSort

The constructor takes the maximum number of items and calls the list's constructor.

None of the other methods need to be overridden.

Going back to our by-hand algorithm, we can search listItems for the smallest value, but how

do we "cross off" a list component? We could simulate crossing off a value by replacing it

with an empty string. We thus set the value of the crossed-off item to something that doesn't

interfere with the processing of the rest of the components.

However, a slight variation of our hand-done algorithm allows us to sort the components in

place. We do not have to use a second list; we can put a value into its proper place in the list

by having it swap places with the component currently in that list position.

We can state the algorithm as follows. We search for the smallest value in the array and

exchange it with the component in the first position in the array. We search for the next-

smallest value in the array and exchange it with the component in the second position in the

array. This process continues until all the components are in their proper places. Figure 5

illustrates how this algorithm works.

Observe that we perform numItems-1 passes through the list because count runs from 0

through numItems-2. The loop does not need to be executed when count

equals numItems-1 because the last value, listItems(numItems-1), is in its proper place after

the preceding components have been sorted.

This sort, known as the straight selection sort, belongs to a class of sorts called
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selection sorts. There are many types of sorting algorithms. Selection sorts are characterized

by finding the smallest (or largest) value left in the unsorted portion at each iteration and

swapping it with the value indexed by the iteration counter. Swapping the contents of two

variables requires a temporary variable so that no values are lost.

10. Class ListWithSort

Note that with each pass through the outer loop in selectSort, we are looking for the

minimum value in the rest of the array (listItems(passCount) through list Items(numItems-1)).

Therefore, minIndex is initialized to passCount and the inner loop runs from searchIndex

equal to passCount+1 through numItems-1. Upon exit from the inner loop, minIndex contains

the position of the smallest value. (Note that the If statement is the only statement in the

loop.) This method may swap a component with itself, which occurs if no value in the

remaining list is smaller than listItems(passCount). We could avoid this unnecessary swap by

checking to see if minIndex is equal to passCount. Because this comparison is made in each

iteration of the outer loop, it is more efficient not to check for this possibility and just to swap

something with itself occasionally.

This algorithm sorts the components into ascending order. To sort them into descending

order, we must scan for the maximum value instead of the minimum value. Simply changing

the test in the inner loop from less than to greater than can accomplished this. Of course,

minIndex would no longer be an appropriate identifier and should be changed to maxIndex.

11. Sorted List

It is important to note that ListWithSort does not provide the user with a sorted list class. The

Insert and Delete algorithms do not preserve ordering by value. The Insert operation places a

new item at the end of the list, regardless of its value. After selectSort has been executed, the

list items remain in sorted order only until the next insertion or deletion takes place. Of

course, the client could sort the list after every insertion, but this is inefficient. Let's now look

at a sorted list design in which all the list operations cooperate to preserve the sorted order of

the list components.
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12. Brainstorming Sorted List

There is nothing about order in the design for class List. If we want the list items kept in

sorted order, we need to specify this. Let's go back to the CRC card design for class

List and indicate that we want the list to be sorted.

The first thing to notice is that the observers do not change. They are the same whether the

list sorted by value or not. The transformers Insert and Delete and the iterator now have

additional constraints. Rather than designing an entirely new class, we can derive SortedList

from class List, overriding those methods whose implementations need changing.

In Section 2 of this course you will cover these topics:
Linked Lists

Recursion

Topic : Linked Lists

Topic Objective:

At the end of this topic student will be able to:

 Learn about linked lists

 Become aware of basic properties of linked lists

 Explore the insertion and deletion operations on linked lists

 Discover how to build and manipulate a linked list

 Learn how to construct a doubly linked list

 Learn about linked lists with header and trailer nodes

 Become aware of circular linked lists
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Definition/Overview:

In computer science, a linked list is one of the fundamental data structures, and can be used to

implement other data structures. It consists of a sequence of nodes, each containing arbitrary

data fields and one or two references ("links") pointing to the next and/or previous nodes. The

principal benefit of a linked list over a conventional array is that the order of the linked items

may be different from the order that the data items are stored in memory or on disk, allowing

the list of items to be traversed in a different order. A linked list is a self-referential datatype

because it contains a pointer or link to another datum of the same type. Linked lists permit

insertion and removal of nodes at any point in the list in constant time, but do not allow

random access. Several different types of linked list exist: singly-linked lists, doubly-linked

lists, and circularly-linked lists.

Linked lists can be implemented in most languages. Languages such as Lisp and Scheme

have the data structure built in, along with operations to access the linked list. Procedural or

object-oriented languages such as C, C++, and Java typically rely on mutable references to

create linked lists.

Key Points:

1. History

Linked lists were developed in 1955-56 by Allen Newell, Cliff Shaw and Herbert Simon at

RAND Corporation as the primary data structure for their Information Processing Language.

IPL was used by the authors to develop several early artificial intelligence programs,

including the Logic Theory Machine, the General Problem Solver, and a computer chess

program. Reports on their work appeared in IRE Transactions on Information Theory in

1956, and several conference proceedings from 1957-1959, including Proceedings of the

Western Joint Computer Conferencein 1957 and 1958, and Information Processing

(Proceedings of the first UNESCO International Conference on Information Processing) in

1959. The now-classic diagram consisting of blocks representing list nodes with arrows

pointing to successive list nodes appears in "Programming the Logic Theory Machine" by

Newell and Shaw in Proc. WJCC, February 1957. Newell and Simon were recognized with

the ACM Turing Award in 1975 for having "made basic contributions to artificial

intelligence, the psychology of human cognition, and list processing".
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The problem of machine translation for natural language processing led Victor Yngve at

Massachusetts Institute of Technology (MIT) to use linked lists as data structures in his

COMIT programming language for computer research in the field of linguistics. A report on

this language entitled "A programming language for mechanical translation" appeared in

Mechanical Translation in 1958.

LISP, standing for list processor, was created by John McCarthy in 1958 while he was at

MIT and in 1960 he published its design in a paper in the Communications of the ACM,

entitled "Recursive Functions of Symbolic Expressions and Their Computation by Machine,

Part I". One of LISP's major data structures is the linked list.

By the early 1960s, the utility of both linked lists and languages which use these structures as

their primary data representation was well established. Bert Green of the MIT Lincoln

Laboratory published a review article entitled "Computer languages for symbol

manipulation" in IRE Transactions on Human Factors in Electronics in March 1961 which

summarized the advantages of the linked list approach. A later review article, "A Comparison

of list-processing computer languages" by Bobrow and Raphael, appeared in

Communications of the ACM in April 1964.

Several operating systems developed by Technical Systems Consultants (originally of West

Lafayette Indiana, and later of Chapel Hill, North Carolina) used singly linked lists as file

structures. A directory entry pointed to the first sector of a file, and succeeding portions of the

file were located by traversing pointers. Systems using this technique included Flex (for the

Motorola 6800 CPU), mini-Flex (same CPU), and Flex9 (for the Motorola 6809 CPU). A

variant developed by TSC for and marketed by Smoke Signal Broadcasting in California,

used doubly linked lists in the same manner.

The TSS operating system, developed by IBM for the System 360/370 machines, used a

double linked list for their file system catalog. The directory structure was similar to Unix,

where a directory could contain files and/or other directories and extend to any depth. A

utility flea was created to fix file system problems after a crash, since modified portions of

the file catalog were sometimes in memory when a crash occurred. Problems were detected

by comparing the forward and backward links for consistency. If a forward link was corrupt,

then if a backward link to the infected node was found, the forward link was set to the node

with the backward link. A humorous comment in the source code where this utility was

invoked stated "Everyone knows a flea collar gets rid of bugs in cats".

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

42
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



2. Types of linked lists

2.1. Linearly linked list

2.1.1. Singly-linked list

The simplest kind of linked list is a singly-linked list(or slist for short), which

contains a node having two fields, one is information field and another is link

field. This link points to the next node in the list, and last node points to a null

value

A singly linked list's node is divided into two parts. The first part holds or

points to information about the node, and second part holds the address of next

node. A singly linked list travels one way.

2.1.2. Doubly-linked list

A more sophisticated kind of linked list is a doubly-linked list or two-way

linked list. Each node has two links: one points to the previous node, or points

to a null value or empty list if it is the first node; and one points to the next, or

points to a null value or empty list if it is the final node.

[Fig 2: A doubly-linked list containing three integer values: the value, the link

forward to the next node, and the link backward to the previous node]

In some very low level languages, XOR-linking offers a way to implement

doubly-linked lists using a single word for both links, although the use of this

technique is usually discouraged.

2.2. Circularly-linked list

In a circularly-linked list, the first and final nodes are linked together. This can be

done for both singly and doubly linked lists. To traverse a circular linked list, you

begin at any node and follow the list in either direction until you return to the original

node. Viewed another way, circularly-linked lists can be seen as having no beginning

or end. This type of list is most useful for managing buffers for data ingest, and in
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cases where you have one object in a list and wish to iterate through all other objects

in the list in no particular order.

The pointer pointing to the whole list may be called the access pointer.

2.3. Sentinel nodes

Linked lists sometimes have a special dummy or sentinel node at the beginning and/or

at the end of the list, which is not used to store data. Its purpose is to simplify or speed

up some operations, by ensuring that every data node always has a previous and/or

next node, and that every list (even one that contains no data elements) always has a

"first" and "last" node. Lisp has such a design - the special value nil is used to mark

the end of a 'proper' singly-linked list, or chain of cons cells as they are called. A list

does not have to end in nil, but a list that did not would be termed 'improper'.

3. Applications of linked lists

Linked lists are used as a building block for many other data structures, such as stacks,

queues and their variations. The "data" field of a node can be another linked list. By this

device, one can construct many linked data structures with lists; this practice originated in the

Lisp programming language, where linked lists are a primary (though by no means the only)

data structure, and is now a common feature of the functional programming style.

Sometimes, linked lists are used to implement associative arrays, and are in this context

called association lists. This use of linked lists is easily outperformed by other data structures

such as self-balancing binary search trees even on small data sets (see the discussion in

associative array). However, sometimes a linked list is dynamically created out of a subset of

nodes in such a tree, and used to more efficiently traverse that set.

4.Tradeoffs

As with most choices in computer programming and design, no method is well suited to all

circumstances. A linked list data structure might work well in one case, but cause problems in

another. This is a list of some of the common tradeoffs involving linked list structures. In

general, if you have a dynamic collection, where elements are frequently being added and

deleted, and the location of new elements added to the list is significant, then benefits of a

linked list increase.
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4.1. Linked lists vs. arrays

Array Linked list

Indexing O(1) O(n)

Inserting / Deleting at end O(1) O(1) or O(n)

Inserting / Deleting in middle (with iterator) O(n) O(1)

Persistent No Singly yes

Locality Great Bad

[Table 1]

Linked lists have several advantages over arrays. Elements can be inserted into linked

lists indefinitely, while an array will eventually either fill up or need to be resized, an

expensive operation that may not even be possible if memory is fragmented.

Similarly, an array from which many elements are removed may become wastefully

empty or need to be made smaller.

Further memory savings can be achieved, in certain cases, by sharing the same "tail"

of elements among two or more lists that is, the lists end in the same sequence of

elements. In this way, one can add new elements to the front of the list while keeping

a reference to both the new and the old versions a simple example of a persistent data

structure.

On the other hand, arrays allow random access, while linked lists allow only

sequential access to elements. Singly-linked lists, in fact, can only be traversed in one

direction. This makes linked lists unsuitable for applications where it's useful to look

up an element by its index quickly, such as heapsort. Sequential access on arrays is

also faster than on linked lists on many machines due to locality of reference and data

caches. Linked lists receive almost no benefit from the cache.

Another disadvantage of linked lists is the extra storage needed for references, which

often makes them impractical for lists of small data items such as characters or

boolean values. It can also be slow, and with a nave allocator, wasteful, to allocate

memory separately for each new element, a problem generally solved using memory

pools.

A number of linked list variants exist that aim to ameliorate some of the above

problems. Unrolled linked lists store several elements in each list node, increasing

cache performance while decreasing memory overhead for references. CDR coding
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does both these as well, by replacing references with the actual data referenced, which

extends off the end of the referencing record.

A good example that highlights the pros and cons of using arrays vs. linked lists is by

implementing a program that resolves the Josephus problem. The Josephus problem is

an election method that works by having a group of people stand in a circle. Starting

at a predetermined person, you count around the circle n times. Once you reach the

nth person, take them out of the circle and have the members close the circle. Then

count around the circle the same n times and repeat the process, until only one person

is left. That person wins the election. This shows the strengths and weaknesses of a

linked list vs. an array, because if you view the people as connected nodes in a

circular linked list then it shows how easily the linked list is able to delete nodes (as it

only has to rearrange the links to the different nodes). However, the linked list will be

poor at finding the next person to remove and will need to recurse through the list

until it finds that person. An array, on the other hand, will be poor at deleting nodes

(or elements) as it cannot remove one node without individually shifting all the

elements up the list by one. However, it is exceptionally easy to find the nth person in

the circle by directly referencing them by their position in the array.

The list ranking problem concerns the efficient conversion of a linked list

representation into an array. Although trivial for a conventional computer, solving this

problem by a parallel algorithm is complicated and has been the subject of much

research.

4.2. Doubly-linked vs. singly-linked

Double-linked lists require more space per node (unless one uses xor-linking), and

their elementary operations are more expensive; but they are often easier to

manipulate because they allow sequential access to the list in both directions. In

particular, one can insert or delete a node in a constant number of operations given

only that node's address. Comparing with singly-linked lists, it requires the previous

node's address in order to correctly insert or delete. Some algorithms require access in

both directions. On the other hand, they do not allow tail-sharing, and cannot be used

as persistent data structures.

4.3. Circularly-linked vs. linearly-linked

Circular linked lists are most useful for describing naturally circular structures, and

have the advantage of regular structure and being able to traverse the list starting at

any point. They also allow quick access to the first and last records through a single
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pointer (the address of the last element). Their main disadvantage is the complexity of

iteration, which has subtle special cases.

4.4. Sentinel nodes (header nodes, starter nodes)

Doubly linked lists can be structured without using a front and NULL pointer to the

ends of the list. Instead, a node of object type T set with specified default values is

used to indicate the "beginning" of the list. This node is known as a Sentinel node and

is commonly referred to as a "header" node. Common searching and sorting

algorithms are made less complicated through the use of a header node, as every

element now points to another element, and never to NULL. The header node, like

any other, contains a "next" pointer that points to what is considered by the linked list

to be the first element. It also contains a "previous" pointer which points to the last

element in the linked list. In this way, a doubly linked list structured around a Sentinel

Node is circular.

The Sentinel node is defined as another node in a doubly linked list would be, but the

allocation of a front pointer is unnecessary as the next and previous pointers of the

Sentinel node will point to itself. This is defined in the default constructor of the list.

next == this; prev == this;

If the previous and next pointers point to the Sentinel node, the list is considered

empty. Otherwise, if one or more elements is added, both pointers will point to

another node, and the list will contain those elements.

Sentinel node may simplify certain list operations, by ensuring that the next and/or

previous nodes exist for every element. However sentinel nodes use up extra space

(especially in applications that use many short lists), and they may complicate other

operations. To avoid the extra space requirement the sentinel nodes can often be

reused as references to the first and/or last node of the list.

The Sentinel node eliminates the need to keep track of a pointer to the beginning of

the list, and also eliminates any errors that could result in the deletion of the first

pointer, or any accidental relocation.'

5. Linked list operations

When manipulating linked lists in-place, care must be taken to not use values that you have

invalidated in previous assignments. This makes algorithms for inserting or deleting linked

list nodes somewhat subtle. This section gives pseudocode for adding or removing nodes

from singly, doubly, and circularly linked lists in-place. Throughout we will use null to refer

to an end-of-list marker or sentinel, which may be implemented in a number of ways.
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5.1. Linearly-linked lists

5.1.1. Singly-linked lists

Our node data structure will have two fields. We also keep a variable firstNode

which always points to the first node in the list, or is null for an empty list.

record Node {

data // The data being stored in the node

next // A reference to the next node, null for last node

}

record List {

Node firstNode // points to first node of list; null for empty list

}

Traversal of a singly-linked list is simple, beginning at the first node and

following each next link until we come to the end:

node := list.firstNode

while node not null {

(do something with node.data)

node := node.next

}

The following code inserts a node after an existing node in a singly linked list.

The diagram shows how it works. Inserting a node before an existing one

cannot be done; instead, you have to locate it while keeping track of the

previous node.

newNode.next := node.next

node.next := newNode

}

Inserting at the beginning of the list requires a separate function. This requires

updating firstNode.

function insertBeginning(List list, Node newNode) { // insert node before

current first node

newNode.next := list.firstNode

list.firstNode := newNode

}
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Similarly, we have functions for removing the node after a given node, and for

removing a node from the beginning of the list. The diagram demonstrates the

former. To find and remove a particular node, one must again keep track of the

previous element.

obsoleteNode := node.next

node.next := node.next.next

destroy obsoleteNode

}

function removeBeginning(List list) { // remove first node

obsoleteNode := list.firstNode

list.firstNode := list.firstNode.next // point past deleted node

destroy obsoleteNode

}

Notice that removeBeginning() sets list.firstNodeto null when removing the

last node in the list.

Since we can't iterate backwards, efficient "insertBefore" or "removeBefore"

operations are not possible.

Appending one linked list to another can be inefficient unless a reference to

the tail is kept as part of the List structure, because we must traverse the entire

first list in order to find the tail, and then append the second list to this. Thus,

if two linearly-linked lists are each of length n, list appending has asymptotic

time complexity of O(n). In the Lisp family of languages, list appending is

provided by the append procedure.

Many of the special cases of linked list operations can be eliminated by

including a dummy element at the front of the list. This ensures that there are

no special cases for the beginning of the list and renders both

insertBeginning() and removeBeginning() unnecessary. In this case, the first

useful data in the list will be found at list.firstNode.next.
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5.1.2. Doubly-linked lists

With doubly-linked lists there are even more pointers to update, but also less

information is needed, since we can use backwards pointers to observe

preceding elements in the list. This enables new operations, and eliminates

special-case functions. We will add a prevfield to our nodes, pointing to the

previous element, and a lastNodefield to our list structure which always points

to the last node in the list. Both list.firstNode and list.lastNode are null for an

empty list.

record Node {

data // The data being stored in the node

next // A reference to the next node; null for last node

prev // A reference to the previous node; null for first node

}

record List {

Node firstNode // points to first node of list; null for empty list

Node lastNode // points to last node of list; null for empty list

}

Iterating through a doubly linked list can be done in either direction. In fact,

direction can change many times, if desired.

Forwards

node := list.firstNode

while node ≠ null

<do something with node.data>

node := node.next

Backwards

node := list.lastNode

while node ≠ null

<do something with node.data>

node := node.prev

These symmetric functions add a node either after or before a given node, with

the diagram demonstrating after:
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newNode.prev := node

newNode.next := node.next

if node.next = null

list.lastNode := newNode

else

node.next.prev := newNode

node.next := newNode

function insertBefore(List list, Node node, Node newNode)

newNode.prev := node.prev

newNode.next := node

if node.prev is null

list.firstNode := newNode

else

node.prev.next := newNode

node.prev := newNode

We also need a function to insert a node at the beginning of a possibly-empty

list:

function insertBeginning(List list, Node newNode)

if list.firstNode = null

list.firstNode := newNode

list.lastNode := newNode

newNode.prev := null

newNode.next := null

else

insertBefore(list, list.firstNode, newNode)

A symmetric function inserts at the end:

function insertEnd(List list, Node newNode)

if list.lastNode = null

insertBeginning(list, newNode)

else

insertAfter(list, list.lastNode, newNode)

Removing a node is easier, only requiring care with the firstNode and

lastNode:

function remove(List list, Node node)
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if node.prev = null

list.firstNode := node.next

else

node.prev.next := node.next

if node.next = null

list.lastNode := node.prev

else

node.next.prev := node.prev

destroy node

One subtle consequence of this procedure is that deleting the last element of a

list sets both firstNodeand lastNode to null, and so it handles removing the last

node from a one-element list correctly. Notice that we also don't need separate

"removeBefore" or "removeAfter" methods, because in a doubly-linked list we

can just use "remove(node.prev)" or "remove(node.next)" where these are

valid.

5.2. Circularly-linked list

Circularly-linked lists can be either singly or doubly linked. In a circularly linked list,

all nodes are linked in a continuous circle, without using null. For lists with a front

and a back (such as a queue), one stores a reference to the last node in the list. The

nextnode after the last node is the first node. Elements can be added to the back of the

list and removed from the front in constant time.

Both types of circularly-linked lists benefit from the ability to traverse the full list

beginning at any given node. This often allows us to avoid storing firstNode and

lastNode, although if the list may be empty we need a special representation for the

empty list, such as a lastNode variable which points to some node in the list or is null

if it's empty; we use such a lastNode here. This representation significantly simplifies

adding and removing nodes with a non-empty list, but empty lists are then a special

case.

5.2.1. Doubly-circularly-linked lists

Assuming that someNode is some node in a non-empty list, this code iterates

through that list starting with someNode(any node will do):

Forwards

node := someNode
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do

do something with node.value

node := node.next

while node ≠ someNode

Backwards

node := someNode

do

do something with node.value

node := node.prev

while node ≠ someNode

Notice the postponing of the test to the end of the loop. This is important for

the case where the list contains only the single node someNode.

This simple function inserts a node into a doubly-linked circularly-linked list

after a given element:

function insertAfter(Node node, Node newNode)

newNode.next := node.next

newNode.prev := node

node.next.prev := newNode

node.next := newNode

To do an "insertBefore", we can simply "insertAfter(node.prev, newNode)".

Inserting an element in a possibly empty list requires a special function:

function insertEnd(List list, Node node)

if list.lastNode = null

node.prev := node

node.next := node

else

insertAfter(list.lastNode, node)

list.lastNode := node

To insert at the beginning we simply "insertAfter(list.lastNode, node)".

Finally, removing a node must deal with the case where the list empties:

function remove(List list, Node node)

if node.next = node

list.lastNode := null

else
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node.next.prev := node.prev

node.prev.next := node.next

if node = list.lastNode

list.lastNode := node.prev;

destroy node

As in doubly-linked lists, "removeAfter" and "removeBefore" can be

implemented with "remove(list, node.prev)" and "remove(list, node.next)".

examole: node 'tom' next pointing to node 'jerry'...till the last point at node

'fix'.. data in node 'fix' previous to node 'tom'...looping instruction..

6. Linked lists using arrays of nodes

Languages that do not support any type of reference can still create links by replacing

pointers with array indices. The approach is to keep an array of records, where each record

has integer fields indicating the index of the next (and possibly previous) node in the array.

Not all nodes in the array need be used. If records are not supported as well, parallel arrays

can often be used instead.

As an example, consider the following linked list record that uses arrays instead of pointers:

record Entry {

integer next; // index of next entry in array

integer prev; // previous entry (if double-linked)

string name;

real balance; }

By creating an array of these structures, and an integer variable to store the index of the first

element, a linked list can be built:

integer listHead;

Entry Records[1000];

Links between elements are formed by placing the array index of the next (or previous) cell

into the Next or Prev field within a given element. For example:
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Index Next Prev Name Balance

0 1 4 Jones, John 123.45

1 -1 0 Smith, Joseph 234.56

2 (listHead) 4 -1 Adams, Adam 0.00

3 Ignore, Ignatius 999.99

4 0 2 Another, Anita 876.54

5

6

7

[Table 2]

In the above example, ListHead would be set to 2, the location of the first entry in the list.

Notice that entry 3 and 5 through 7 are not part of the list. These cells are available for any

additions to the list. By creating a ListFreeinteger variable, a free list could be created to keep

track of what cells are available. If all entries are in use, the size of the array would have to be

increased or some elements would have to be deleted before new entries could be stored in

the list.

The following code would traverse the list and display names and account balance:

i := listHead;

while i >= 0 { '// loop through the list

print i, Records[i].name, Records[i].balance // print entry

i = Records[i].next;

}

When faced with a choice, the advantages of this approach include:

 The linked list is relocatable, meaning it can be moved about in memory at will, and it can

also be quickly and directly serialized for storage on disk or transfer over a network.

 Especially for a small list, array indexes can occupy significantly less space than a full

pointer on many architectures.

 Locality of reference can be improved by keeping the nodes together in memory and by

periodically rearranging them, although this can also be done in a general store.

 Nave dynamic memory allocators can produce an excessive amount of overhead storage for

each node allocated; almost no allocation overhead is incurred per node in this approach.
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 Seizing an entry from a pre-allocated array is faster than using dynamic memory allocation

for each node, since dynamic memory allocation typically requires a search for a free

memory block of the desired size.

This approach has one main disadvantage, however: it creates and manages a private memory

space for its nodes. This leads to the following issues:

 It increase complexity of the implementation.

 Growing a large array when it is full may be difficult or impossible, whereas finding space

for a new linked list node in a large, general memory pool may be easier.

 Adding elements to a dynamic array will occasionally (when it is full) unexpectedly take

linear (O(n)) instead of constant time (although it's still an amortized constant).

 Using a general memory pool leaves more memory for other data if the list is smaller than

expected or if many nodes are freed.

For these reasons, this approach is mainly used for languages that do not support dynamic

memory allocation. These disadvantages are also mitigated if the maximum size of the list is

known at the time the array is created.

7. Language support

Many programming languages such as Lisp and Scheme have singly linked lists built in. In

many functional languages, these lists are constructed from nodes, each called a cons orcons

cell. The cons has two fields: the car, a reference to the data for that node, and the cdr, a

reference to the next node. Although cons cells can be used to build other data structures, this

is their primary purpose.

In languages that support Abstract data types or templates, linked list ADTs or templates are

available for building linked lists. In other languages, linked lists are typically built using

references together with records. Here is a complete example in C:

#include <stdio.h> /* for printf */

#include <stdlib.h> /* for malloc */

struct node

{

int data;

struct node *next; /* pointer to next element in list */

};
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struct node *list_add(struct node **p, int i)

{

struct node *n = malloc(sizeof(struct node));

if (n == NULL)

return NULL;

n->next = *p; /* the previous element (*p) now becomes the "next" element */

*p = n; /* add new empty element to the front (head) of the list */

n->data = i;

return *p;

}

void list_remove(struct node **p) /* remove head */

{

if (*p != NULL)

{

struct node *n = *p;

*p = (*p)->next;

free(n);

}

}

struct node **list_search(struct node **n, int i)

{

while (*n != NULL)

{

if ((*n)->data == i)

{

return n;

}

n = &(*n)->next;

}
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return NULL;

}

void list_print(struct node *n)

{

if (n == NULL)

{

printf("list is empty\n");

}

while (n != NULL)

{

printf("print %p %p %d\n", n, n->next, n->data);

n = n->next;

}

}

int main(void)

{

struct node *n = NULL;

list_add(&n, 0); /* list: 0 */

list_add(&n, 1); /* list: 1 0 */

list_add(&n, 2); /* list: 2 1 0 */

list_add(&n, 3); /* list: 3 2 1 0 */

list_add(&n, 4); /* list: 4 3 2 1 0 */

list_print(n);

list_remove(&n); /* remove first (4) */

list_remove(&n->next); /* remove new second (2) */

list_remove(list_search(&n, 1)); /* remove cell containing 1 (first) */

list_remove(&n->next); /* remove second to last node (0) */

list_remove(&n); /* remove last (3) */

list_print(n);

return 0;
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}

8. Internal and external storage

When constructing a linked list, one is faced with the choice of whether to store the data of

the list directly in the linked list nodes, called internal storage, or merely to store a reference

to the data, called external storage. Internal storage has the advantage of making access to the

data more efficient, requiring less storage overall, having better locality of reference, and

simplifying memory management for the list (its data is allocated and deallocated at the same

time as the list nodes).

External storage, on the other hand, has the advantage of being more generic, in that the same

data structure and machine code can be used for a linked list no matter what the size of the

data is. It also makes it easy to place the same data in multiple linked lists. Although with

internal storage the same data can be placed in multiple lists by including multiple next

references in the node data structure, it would then be necessary to create separate routines to

add or delete cells based on each field. It is possible to create additional linked lists of

elements that use internal storage by using external storage, and having the cells of the

additional linked lists store references to the nodes of the linked list containing the data.

In general, if a set of data structures needs to be included in multiple linked lists, external

storage is the best approach. If a set of data structures need to be included in only one linked

list, then internal storage is slightly better, unless a generic linked list package using external

storage is available. Likewise, if different sets of data that can be stored in the same data

structure are to be included in a single linked list, then internal storage would be fine.

Another approach that can be used with some languages involves having different data

structures, but all have the initial fields, including the next (and prev if double linked list)

references in the same location. After defining separate structures for each type of data, a

generic structure can be defined that contains the minimum amount of data shared by all the

other structures and contained at the top (beginning) of the structures. Then generic routines

can be created that use the minimal structure to perform linked list type operations, but

separate routines can then handle the specific data. This approach is often used in message

parsing routines, where several types of messages are received, but all start with the same set

of fields, usually including a field for message type. The generic routines are used to add new

messages to a queue when they are received, and remove them from the queue in order to

process the message. The message type field is then used to call the correct routine to process

the specific type of message.
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8.1. Example of internal and external storage

Suppose you wanted to create a linked list of families and their members. Using

internal storage, the structure might look like the following:

record member { // member of a family

member next

string firstName

integer age

}

record family { // the family itself

family next

string lastName

string address

member members // head of list of members of this family

}

To print a complete list of families and their members using internal storage, we could

write:

aFamily := Families // start at head of families list

while aFamily ≠ null { // loop through list of families

print information about family

aMember := aFamily.members // get head of list of this family's members

while aMember ≠ null { // loop through list of members

print information about member

aMember := aMember.next

}

aFamily := aFamily.next

}

Using external storage, we would create the following structures:

record node { // generic link structure

node next

pointer data // generic pointer for data at node

}

record member { // structure for family member

string firstName

integer age
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}

record family { // structure for family

string lastName

string address

node members // head of list of members of this family

}

To print a complete list of families and their members using external storage, we

could write:

famNode := Families // start at head of families list

while famNode ≠ null { // loop through list of families

aFamily = (family)famNode.data // extract family from node

print information about family

memNode := aFamily.members // get list of family members

while memNode ≠ null { // loop through list of members

aMember := (member)memNode.data // extract member from node

print information about member

memNode := memNode.next

}

famNode := famNode.next

}

Notice that when using external storage, an extra step is needed to extract the record

from the node and cast it into the proper data type. This is because both the list of

families and the list of members within the family are stored in two linked lists using

the same data structure (node), and this language does not have parametric types.

As long as the number of families that a member can belong to is known at compile

time, internal storage works fine. If, however, a member needed to be included in an

arbitrary number of families, with the specific number known only at run time,

external storage would be necessary.

9. Speeding up search

Finding a specific element in a linked list, even if it is sorted, normally requires O(n) time

(linear search). This is one of the primary disadvantages of linked lists over other data

structures. In addition to the variants discussed above, below are two simple ways to improve

search time.
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In an unordered list, one simple heuristic for decreasing average search time is the move-to-

front heuristic, which simply moves an element to the beginning of the list once it is found.

This scheme, handy for creating simple caches, ensures that the most recently used items are

also the quickest to find again.

Another common approach is to "index" a linked list using a more efficient external data

structure. For example, one can build a red-black tree or hash table whose elements are

references to the linked list nodes. Multiple such indexes can be built on a single list. The

disadvantage is that these indexes may need to be updated each time a node is added or

removed (or at least, before that index is used again).

10. Related data structures

Both stacks and queues are often implemented using linked lists, and simply restrict the type

of operations which are supported. The skip list is a linked list augmented with layers of

pointers for quickly jumping over large numbers of elements, and then descending to the next

layer. This process continues down to the bottom layer, which is the actual list.

A binary tree can be seen as a type of linked list where the elements are themselves linked

lists of the same nature. The result is that each node may include a reference to the first node

of one or two other linked lists, which, together with their contents, form the subtrees below

that node.

An unrolled linked list is a linked list in which each node contains an array of data values.

This leads toimproved cache performance, since more list elements are contiguous in

memory, and reduced memory overhead, because less metadata needs to be stored for each

element of the list. A hash table may use linked lists to store the chains of items that hash to

the same position in the hash table.

A heap shares some of the ordering properties of a linked list, but is almost always

implemented using an array. Instead of references from node to node, the next and previous

data indexes are calculated using the current data's index.

Topic : Recursion

Topic Objective:

At the end of this topic student will be able to:
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 Learn Recursive algorithms

 Learn Recursive programming

 Learn Examples of recursively defined procedures (generative recursion)

 Learn Tail-recursive functions

 Learn Order of function calling

 Learn Direct and indirect recursion

Definition/Overview:

Recursion (computer science) is a way of thinking about and solving problems. In fact,

recursion is one of the central ideas of computer science. Solving a problem using recursion

means the solution depends on solutions to smaller instances of the same problem.

"The power of recursion evidently lies in the possibility of defining an infinite set of objects

by a finite statement. In the same manner, an infinite number of computations can be

described by a finite recursive program, even if this program contains no explicit repetitions."

Most high-level computer programming languages support recursion by allowing a function

to call itself within the program text. Imperative languages define looping constructs like

while and for loops that are used to perform repetitive actions. Some functional programming

languages do not define any looping constructs but rely solely on recursion to repeatedly call

code. Computability theory has proven that these recursive only languages are

mathematically equivalent to the imperative languages, meaning they can solve the same

kinds of problems even without the typical control structures like while and for.

Key Points:

1.Recursive algorithms

A common method of simplification is to divide a problem into sub-problems of the same

type. This is known as dialecting. As a computer programming technique, this is called divide

and conquer, and it is key to the design of many important algorithms, as well as a

fundamental part of dynamic programming.

Virtually all programming languages in use today allow the direct specification of recursive

functions and procedures. When such a function is called, the computer (for most languages

on most stack-based architectures) or the language implementation keeps track of the various
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instances of the function (on many architectures, by using a call stack, although other

methods may be used). Conversely, every recursive function can be transformed into an

iterative function by using a stack.

Most (but not all) functions and procedures that can be evaluated by a computer can be

expressed in terms of a recursive function (without having to use pure iteration), in

continuation-passing style; conversely any recursive function can be expressed in terms of

(pure) iteration, since recursion in itself is iterative too. In order to evaluate a function by

means of recursion, it has to be defined as a function of itself (e.g. the factorial n! = n * (n -

1)! , where 0! is defined as 1). Clearly thus, not all function evaluations lend itself for a

recursive approach. In general, all non-infinite functions can be described recursively

directly; infinite functions (e.g. the series for e = 1/1! + 2/2! + 3/3!...) need an extra 'stopping

criterium', e.g. the number of iterations, or the number of significant digits, because otherwise

recursive iteration would result in an endless loop.

To make a very literal example out of this: If an unknown word is seen in a book, the reader

can make a note of the current page number and put the note on a stack (which is empty so

far). The reader can then look the new word up and, while reading on the subject, may find

yet another unknown word. The page number of this word is also written down and put on

top of the stack. At some point an article is read that does not require any explanation. The

reader then returns to the previous page number and continues reading from there. This is

repeated, sequentially removing the topmost note from the stack. Finally, the reader returns to

the original book. This is a recursive approach.

Some languages designed for logic programming and functional programming provide

recursion as the only means of repetition directly available to the programmer. Such

languages generally make tail recursion as efficient as iteration, letting programmers express

other repetition structures (such as Scheme's mapand for) in terms of recursion.

Recursion is deeply embedded in the theory of computation, with the theoretical equivalence

of μ-recursive functions and Turing machines at the foundation of ideas about the

universality of the modern computer.

2. Recursive programming

Creating a recursive procedure essentially requires defining a "base case", and then defining

rules to break down more complex cases into the base case. Key to a recursive procedure is

that with each recursive call, the problem domain must be reduced in such a way that

eventually the base case is arrived at.
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Some authors classify recursion as either "generative" or "structural". The distinction is made

based on where the procedure gets the data that it works on. If the data comes from a data

structure like a list, then the procedure is "structurally recursive"; otherwise, it is

"generatively recursive".

Many well-known recursive algorithms generate an entirely new piece of data from the given

data and recur on it. HTDP (How To Design Programs) refers to this kind as generative

recursion. Examples of generative recursion include: gcd, quicksort, binary search,

mergesort, Newton's method, fractals, and adaptive integration.

2.1. Examples of recursively defined procedures (generative recursion)

2.1.1. Factorial

A classic example of a recursive procedure is the function used to calculate the

factorial of an integer.

Function definition:

Pseudocode (recursive):

function factorial is:

input: integer n such that n >= 0

output: [n (n-1)  (n-2)    1]
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1. if n is 0, return 1

2. otherwise, return [ n factorial(n-1) ]

end factorial

[Table 1: Pseudocode]

A recurrence relation is an equation that relates later terms in the sequence to

earlier terms.

Recurrence relation for factorial:

bn = n * bn-1

b0 = 1

Computing the recurrence relation for n = 4:

b4 = 4 * b3

= 4 * 3 * b2

= 4 * 3 * 2 * b1

= 4 * 3 * 2 * 1 * b0

= 4 * 3 * 2 * 1 * 1

= 4 * 3 * 2 * 1

= 4 * 3 * 2

= 4 * 6

= 24
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[Table 2: Computing the recurrence relation for n ]

Example Implementations:

Scheme (recursive) C (recursive)

;; Input: Integer n such that n >=

0

(define (fact n)

(if (= n 0)

1

(* n (fact (- n 1)))))

//INPUT: n is an integer such that n >=

0

int fact(int n)

{

if (n == 0)

return 1;

else

return n * fact(n - 1);

}

[Table 3: Examples ]

This factorial function can also be described without using recursion by

making use of the typical looping constructs found in imperative programming

languages:

Pseudocode (iterative):

function factorial is:

input: integer n such that n >= 0

output: [n (n-1)  (n-2)    1]
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1. create new variable called running_total with a value of 1

2. begin loop

1. if n is 0, exit loop

2. set running_total to (running_total n)

3. decrement n

4. repeat loop

3. return running_total

end factorial

[Table 4]

Scheme, however, is a functional programming language and does not define

any looping constructs. It relies solely upon recursion to perform all looping.

Because Scheme is tail-recursive, a recursive procedure can be defined that
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implements the factorial procedure as an iterative process meaning that it uses

constant space but linear time.

Example implementations:

Scheme (iterative) C (iterative)

;; Input: Integer n such that n >= 0

(define (fact n)

(fact-iter 1 n))

(define (fact-iter running_total n)

(if (= n 0)

running_total

(fact-iter (* running_total n) (- n 1))))

int fact(int n)

{

int running_total;

for (running_total = 1; n != 0; --n)

running_total *= n;

return running_total;

}

[Table 5:]

2.1.2. Fibonacci

Another well known recursive sequence is the Fibonacci numbers. The first

few elements of this sequence are: 0, 1, 1, 2, 3, 5, 8, 13, 21...

Function definition:

Pseudocode

function fib is:

input: integer n such that n >= 0

1. if n is 0, return 0

2. if n is 1, return 1

3. otherwise, return [ fib(n-1) + fib(n-2) ]
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end fib

[Table 5]

Recurrence relation for Fibonacci:

bn = bn-1 + bn-2

b1 = 1, b0 = 0

Computing the recurrence relation for n = 4:

b4 = b3 + b2

= b2 + b1 + b1 + b0

= b1 + b0 + 1 + 1 + 0

= 1 + 0 + 1 + 1 + 0

= 3

[Table 6]

Example Implementations:

Scheme C Python

;; n is an integer such that n >= 0

(define (fib n)

(cond ((= n 0) 0)

((= n 1) 1)

(else

(+ (fib (- n 1))

(fib (- n 2))))))

int fib(int n)

{

if (n == 0)

return 0;

else if (n == 1)

return 1;

else

return fib(n-1) + fib(n-2);

}

def fib(n):

if n == 0:

return 0

elif n == 1:

return 1

else:

return fib(n-1) + fib(n-2)

[Table 7]
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These implementations are especially bad because each time the function is

executed, it will make two function calls to itself each of which in turn makes

two more function calls and so on until they "bottom out" at 1 or 0. This is an

example of "tree recursion", and grows exponentially in time and linearly in

space requirements.

2.1.3. Greatest common divisor

Another famous recursive function is the Euclidean algorithm, used to

compute the greatest common divisor of two integers.

Function definition:

Pseudocode (recursive):

function gcd is:

input: integer x, integer y such that x >= y and y > 0

1. if y is 0, return x

2. otherwise, return [ gcd( y, (remainder of x/y) ) ]

end gcd

[Table 8]

Recurrence relation for greatest common divisor, where "x % y" expresses the

remainder of x / y:
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gcd(x,y) = gcd(y, x % y)

gcd(x,0) = x

Computing the recurrence relation for x = 27 and y = 9:

gcd(27, 9) = gcd(9, 27 % 9)

= gcd(9, 0)

= 9

Computing the recurrence relation for x = 259 and y = 111:

gcd(259, 111) = gcd(111, 259 % 111)

= gcd(111, 37)

= gcd(37, 0)

= 37

[Table 9]

Example Implementations:

Scheme (recursive) C (recursive)

;; Input: Integers x, y such that x >= y and y > 0

(define (gcd x y)

(if (= y 0)

x

(gcd y (remainder x y))))

int gcd(int x, int y)

{

if (y == 0)

return x;

else

return gcd(y, x % y);

}

[Table 10]

Notice that both "recursive" examples above are in fact merely tail-recursive,

which means they are equivalent to an iterative algorithm. Below is the same

algorithm using explicit iteration. It does not accumulate a chain of deferred

operations; rather, its state is maintained entirely in the variables x and y. Its

"number of steps grows the as the logarithm of the numbers involved."

Pseudocode (iterative): C (iterative)

function gcd is: int gcd(int x, int y)

{

while (y != 0) {
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input: integer x, integer y such that x >= y and y > 0

1. create new variable called remainder

2. begin loop

1. if y is zero, exit loop

2. set remainder to the remainder of x/y

3. set x to y

4. set y to remainder

5. repeat loop

3. return x

int remainder = x % y;

x = y;

y = remainder;

}

return x;

}
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end gcd

[Table 11]

The iterative algorithm requires a temporary variable, and even given

knowledge of the Euclidean algorithm it is more difficult to understand the

process by simple inspection, although the two algorithms are very similar in

their steps.

2.1.4. Towers of Hanoi

For a full discussion of this problem's description, history and solution see the

main article or one of the many references. Simply put the problem is this:

given three pegs, one with a set of N disks of increasing size, determine the

minimum (optimal) number of steps it take to move all the disks from their

initial position to another peg without placing a larger disk on top of a smaller

one.

Function definition:

Recurrence relation for hanoi:

hn = 2*hn-1+1

h1 = 1

Computing the recurrence relation for n = 4:

hanoi(4) = 2*hanoi(3) + 1

= 2*(2*hanoi(2) + 1) + 1

= 2*(2*(2*hanoi(1) + 1) + 1) + 1

= 2*(2*(2*1 + 1) + 1) + 1

= 2*(2*(3) + 1) + 1

= 2*(7) + 1

= 15

[Table 12]

Example Implementations:
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Scheme (programming language): C (programming language):

;; Input: Integer n such that n >= 1

(define (hanoi n)

(if (= n 1)

1

(+ (* 2 (hanoi (- n 1)))

1)))

/* Input: Integer n such that n >= 1 */

int hanoi(int n)

{

if (n == 1)

return 1;

else

return 2*hanoi(n-1) + 1;

}

[Table 13]

Although not all recursive functions have an explicit solution, the Tower of

Hanoi sequence can be reduced to an explicit formula.

An explicit formula for Towers of Hanoi:

h1 = 1 = 21 - 1

h2 = 3 = 22 - 1

h3 = 7 = 23 - 1

h4 = 15 = 24 - 1

h5 = 31 = 25 - 1

h6 = 63 = 26 - 1

h7 = 127 = 27 - 1

In general:

hn = 2n - 1, for all n >= 1

[Table 14]

2.1.5. Binary search

The binary search algorithm is a method of searching an ordered array for a

single element by cutting the array in half with each pass. The trick is to pick a

midpoint near the center of the array, compare the data at that point with the

data being searched and then responding to one of three possible conditions:

the data is found, the data at the midpoint is greater than the data being

searched for, or the data at the midpoint is less than the data being searched

for.
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Recursion is used in this algorithm because with each pass a new array is

created by cutting the old one in half. The binary search procedure is then

called recursively, this time on the new (and smaller) array. Typically the

array's size is adjusted by manipulating a beginning and ending index. The

algorithm exhibits a logarithmic order of growth because it essentially divides

the problem domain in half with each pass.

Example Implementation of Binary Search:

/*

Call binary_search with proper initial conditions.

INPUT:

data is a array of integers SORTED in ASCENDING order,

toFind is the integer to search for,

count is the total number of elements in the array

OUTPUT:

result of binary_search

*/

int search(int *data, int toFind, int count)

{

// Start = 0 (beginning index)

// End = count - 1 (top index)

return binary_search(data, toFind, 0, count-1);

}

/*

Binary Search Algorithm.

INPUT:

data is a array of integers SORTED in ASCENDING order,

toFind is the integer to search for,

start is the minimum array index,

end is the maximum array index
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OUTPUT:

position of the integer toFind within array data,

-1 if not found

*/

int binary_search(int *data, int toFind, int start, int end)

{

//Get the midpoint.

int mid = start + (end - start)/2; //Integer division

//Stop condition.

if (start > end)

return -1;

else if (data[mid] == toFind) //Found?

return mid;

else if (data[mid] > toFind) //Data is greater than toFind, search lower half

return binary_search(data, toFind, start, mid-1);

else //Data is less than toFind, search upper half

return binary_search(data, toFind, mid+1, end);

}

2.2. Recursive data structures (structural recursion)

An important application of recursion in computer science is in defining dynamic data

structures such as Lists and Trees. Recursive data structures can dynamically grow to

a theoretically infinite size in response to runtime requirements; in contrast, a static

array's size requirements must be set at compile time.

"Recursive algorithms are particularly appropriate when the underlying problem or

the data to be treated are defined in recursive terms."

The examples in this section illustrate what is known as "structural recursion". This

term refers to the fact that the recursive procedures are acting on data that is defined

recursively.

As long as a programmer derives the template from a data definition, functions

employ structural recursion. That is, the recursions in a function's body consume

some immediate piece of a given compound value.
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2.2.1. Linked lists

Below is a simple definition of a linked list node. Notice especially how the

node is defined in terms of itself. The "next" element of struct node is a

pointer to a struct node.

struct node

{

int n; // some data

struct node *next; // pointer to another struct node

};

// LIST is simply a synonym for struct node * (aka syntactic sugar).

typedef struct node *LIST;

Procedures that operate on the LIST data structure can be implemented

naturally as a recursive procedure because the data structure it operates on

(LIST) is defined recursively. The printList procedure defined below walks

down the list until the list is empty (NULL), for each node it prints the data

element (an integer). In the C implementation, the list remains unchanged by

the printList procedure.

void printList(LIST lst)

{

if (!isEmpty(lst)) // base case

{

printf("%d ", lst->n); // print integer followed by a space

printList(lst->next); // recursive call

}

}

2.2.2. Binary trees

Below is a simple definition for a binary tree node. Like the node for Linked

Lists, it is defined in terms of itself (recursively). There are two self-referential

pointers - left (pointing to the left sub-tree) and right (pointing to the right sub-

tree).

struct node

{
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int n; // some data

struct node *left; // pointer to the left subtree

struct node *right; // point to the right subtree

};

// TREE is simply a synonym for struct node * (aka syntactic sugar).

typedef struct node *TREE;

Operations on the tree can be implemented using recursion. Note that because

there are two self-referencing pointers (left and right), that tree operations will

require two recursive calls. For a similar example see the Fibonacci function

and explanation above.

void printTree(TREE t) {

if (!isEmpty(t)) { // base case

printTree(t->left); // go left

printf("%d ", t->n); // print the integer followed by a space

printTree(t->right); // go right

}

}

The above example illustrates an in-order traversal of the binary tree. A

Binary search tree is a special case of the binary tree where the data elements

of each node are in order.

2.3. Recursion versus iteration

In the "factorial" example the iterative implementation is likely to be slightly faster in

practice than the recursive one. This is almost definite for the Euclidean Algorithm

implementation. This result is typical, because iterative functions do not pay the

"function-call overhead" as many times as recursive functions, and that overhead is

relatively high in many languages. (Note that an even faster implementation for the

factorial function on small integers is to use a lookup table.)

There are other types of problems whose solutions are inherently recursive, because

they need to keep track of prior state. One example is tree traversal; others include the

Ackermann function and divide-and-conquer algorithms such as Quicksort. All of

these algorithms can be implemented iteratively with the help of a stack, but the need

for the stack arguably nullifies the advantages of the iterative solution.
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Another possible reason for choosing an iterative rather than a recursive algorithm is

that in today's programming languages, the stack space available to a thread is often

much less than the space available in the heap, and recursive algorithms tend to

require more stack space than iterative algorithms. However, see the caveat below

regarding the special case of tail recursion.

3.Tail-recursive functions

Tail-recursive functions are functions ending in a recursive call that does not build-up any

deferred operations. For example, the gcd function (re-shown below) is tail-recursive;

however, the factorial function (also re-shown below) is "augmenting recursive" because it

builds up deferred operations that must be performed even after the final recursive call

completes. With a compiler that automatically optimizes tail-recursive calls, a tail-recursive

function such as gcd will execute using constant space. Thus the process it generates is

iterative and equivalent to using imperative language control structures like the "for" and

"while" loops.

Tail recursion: Augmenting recursion:

//INPUT: Integers x, y such that x >= y and y > 0

int gcd(int x, int y)

{

if (y == 0)

return x;

else

return gcd(y, x % y);

}

//INPUT: n is an Integer such that n >= 1

int fact(int n)

{

if (n == 1)

return 1;

else

return n * fact(n - 1);

}

[Table 15]

The significance of tail recursion is that when making a tail-recursive call, the caller's return

position need not be saved on the call stack; when the recursive call returns, it will branch

directly on the previously saved return position. Therefore, on compilers which support tail-

recursion optimization, tail recursion saves both space and time.

4.Order of function calling

The order of calling a function may change the execution of a function, see this example in C

language:
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4.1. Function 1

void recursiveFunction(int num) {

if (num < 5) {

printf("%d\n", num);

recursiveFunction(num + 1);

}

}

4.2. Function 2 with swapped lines

void recursiveFunction(int num) {

if (num < 5) {

recursiveFunction(num + 1);

printf("%d\n", num);

}

}

5.Direct and indirect recursion

Direct recursion is when function calls itself. Indirect recursion is when (for example)

function A calls function B, function B calls function C, and then function C calls function A.

Long chains and branches are possible, see Recursive descent parser.

In Section 3 of this course you will cover these topics:
Stacks

Queues

Topic : Stacks

Topic Objective:

At the end of this topic student will be able to:

 Learn about stacks
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 Examine various stack operations

 Learn how to implement a stack as an array

 Learn how to implement a stack as a linked list

 Discover stack applications

 Learn how to use a stack to remove recursion

Definition/Overview:

In computer science, a stack is an abstract data type and data structure based on the principle

of Last In First Out (LIFO). Stacks are used extensively at every level of a modern computer

system. For example, a modern PC uses stacks at the architecture level, which are used in the

basic design of an operating system for interrupt handling and operating system function

calls. Among other uses, stacks are used to run a Java Virtual Machine, and the Java language

itself has a class called "Stack", which can be used by the programmer. The stack is

ubiquitous. A stack-based computer system is one that stores temporary information

primarily in stacks, rather than hardware CPU registers (a register-based computer system).

Key Points:

1. History

The stack method of expression evaluation was first proposed in 1955 and then patented in

1957 by early German computer scientist Friedrich L. Bauer, who received the IEEE

Computer Society Pioneer Award in 1988 for his work on Computer Stacks. Apparently the

same concept was introduced independently by the Australian scientist Charles Leonard

Hamblin.

2. Abstract data type

As an abstract data type, the stack is a container of nodes and has two basic operations: push

and pop. Push adds a given node to the top of the stack leaving previous nodes below. Pop

removes and returns the current top node of the stack. A frequently used metaphor is the idea

of a stack of plates in a spring loaded cafeteria stack. In such a stack, only the top plate is

visible and accessible to the user, all other plates remain hidden. As new plates are added,

each new plate becomes the top of the stack, hiding each plate below, pushing the stack of

plates down. As the top plate is removed from the stack, they can be used, the plates pop back
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up, and the second plate becomes the top of the stack. Two important principles are

illustrated by this metaphor: the Last In First Out principle is one; the second is that the

contents of the stack are hidden. Only the top plate is visible, so to see what is on the third

plate, the first and second plates will have to be removed. This can also be written as FILO-

First In Last Out, i.e. the record inserted first will be popped out at last.

2.1. Operations

In modern computer languages, the stack is usually implemented with more

operations than just "push" and "pop". The length of a stack can often be returned as a

parameter. Another helper operation top (also known as peek) can return the current

top element of the stack without removing it from the stack.

This section gives pseudocode for adding or removing nodes from a stack, as well as

the length and top functions. Throughout we will use null to refer to an end-of-list

marker or sentinel value, which may be implemented in a number of ways using

pointers.

record Node {

data // The data being stored in the node

next // A reference to the next node; null for last node

}

record Stack {

Node stackPointer // points to the 'top' node; null for an empty stack

}

function push(Stack stack, Element element) { // push element onto stack

new(newNode) // Allocate memory to hold new node

newNode.data := element

newNode.next := stack.stackPointer

stack.stackPointer := newNode

}

function pop(Stack stack) { // increase the stack pointer and return 'top' node data

// You could check if stack.stackPointer is null here.

// If so, you may wish to error, citing the stack underflow.

node := stack.stackPointer

stack.stackPointer := node.next

element := node.data
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return element

}

function top(Stack stack) { // return 'top' node

return stack.stackPointer.data

}

function length(Stack stack) { // return the amount of nodes in the stack

length := 0

node := stack.stackPointer

while node not null {

length := length + 1

node := node.next

}

return length

}

As you can see, these functions pass the stack and the data elements as parameters and

return values, not the data nodes that, in this implementation, include pointers. A

stack may also be implemented as a linear section of memory (i.e. an array), in which

case the function headers would not change, just the internals of the functions.

2.2. Implementation

A typical storage requirement for a stack of n elements is O(n). The typical time

requirement of O(1) operations is also easy to satisfy with a dynamic array or (singly)

linked list implementation.

C++'s Standard Template Library provides a "stack" templated class which is

restricted to only push/pop operations. Java's library contains a Stackclass that is a

specialization of Vector. This could be considered a design flaw because the inherited

get() method from Vector ignores the LIFO constraint of the Stack.

Here is a simple example of a stack with the operations described above (but no error

checking) in Python.

class Stack(object):

def __init__(self):

self.stack_pointer = None

def push(self, element):

self.stack_pointer = Node(element, self.stack_pointer)
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def pop(self):

e = self.stack_pointer.element

self.stack_pointer = self.stack_pointer.next

return e

def peek(self):

return self.stack_pointer.element

def __len__(self):

i = 0

sp = self.stack_pointer

while sp:

i += 1

sp = sp.next

return i

class Node(object):

def __init__(self, element=None, next=None):

self.element = element

self.next = next

if __name__ == '__main__':

# small use example

s = Stack()

[s.push(i) for i in xrange(10)]

print [s.pop() for i in xrange(len(s))]

The above is admittedly redundant as Python supports the 'pop' and 'append' functions

to lists.

2.3. Related data structures

The abstract data type and data structure of the First In First Out (FIFO) principle is

the queue, and the combination of stack and queue operations is provided by the

deque. For example, changing a stack into a queue in a search algorithm can change
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the algorithm from depth-first search (DFS) into a breadth-first search (BFS). A

bounded stack is a stack limited to a fixed size.

3.Hardware stacks: Basic architecture of a stack

This stack grows downward from its origin. The stack pointer points to the current topmost

datum on the stack. A push operation decrements the pointer and copies the data to the stack;

a pop operation copies data from the stack and then increments the pointer. Each procedure

called in the program stores procedure return information (in yellow) and local data (in other

colors) by pushing them onto the stack. This type of stack implementation is extremely

common, but it is vulnerable to buffer overflow attacks (see the text).

A typical stack is an area of computer memory with a fixed origin and a variable size.

Initially the size of the stack is zero. A stack pointer, usually in the form of a hardware

register, points to the most recently referenced location on the stack; when the stack has a

size of zero, the stack pointer points to the origin of the stack.

The two operations applicable to all stacks are:

 a push operation, in which a data item is placed at the location pointed to by the stack pointer,

and the address in the stack pointer is adjusted by the size of the data item;

 a pop or pull operation: a data item at the current location pointed to by the stack pointer is

removed, and the stack pointer is adjusted by the size of the data item.

There are many variations on the basic principle of stack operations. Every stack has a fixed

location in memory at which it begins. As data items are added to the stack, the stack pointer

is displaced to indicate the current extent of the stack, which expands away from the origin

(either up or down, depending on the specific implementation).

For example, a stack might start at a memory location of one thousand, and expand towards

lower addresses, in which case new data items are stored at locations ranging below 1000,

and the stack pointer is decremented each time a new item is added. When an item is

removed from the stack, the stack pointer is incremented.

Stack pointers may point to the origin of a stack or to a limited range of addresses either

above or below the origin (depending on the direction in which the stack grows); however,

the stack pointer cannot cross the origin of the stack. In other words, if the origin of the stack

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

86
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



is at address 1000 and the stack grows downwards (towards addresses 999, 998, and so on),

the stack pointer must never be incremented beyond 1000 (to 1001, 1002, etc.). If a pop

operation on the stack causes the stack pointer to move past the origin of the stack, a stack

underflowoccurs. If a push operation causes the stack pointer to increment or decrement

beyond the maximum extent of the stack, a stack overflow occurs.

Some environments that rely heavily on stacks may provide additional operations, for

example:

 Dup(licate): the top item is popped and pushed again so that an additional copy of the former

top item is now on top, with the original below it.

 Peek: the topmost item is popped, but the stack pointer is not changed, and the stack size does

not change (meaning that the item remains on the stack). This is also called top operation in

many articles.

 Swap or exchange: the two topmost items on the stack exchange places.

 Rotate: the n topmost items are moved on the stack in a rotating fashion. For example, if n=3,

items 1, 2, and 3 on the stack are moved to positions 2, 3, and 1 on the stack, respectively.

Many variants of this operation are possible, with the most common being called left rotate

and right rotate.

Stacks are either visualized growing from the bottom up (like real-world stacks), or, with the

top of the stack in a fixed position (see image), a coin holder () or growing from left to right,

so that "topmost" becomes "rightmost". This visualization may be independent of the actual

structure of the stack in memory. This means that a right rotate will move the first element to

the third position, the second to the first and the third to the second. Here are two equivalent

visualisations of this process:

 apple banana

 banana ==right rotate==> cucumber

 cucumber apple

 cucumber apple

 banana ==left rotate==> cucumber

 apple banana

A stack is usually represented in computers by a block of memory cells, with the "bottom" at

a fixed location, and the stack pointer holding the address of the current "top" cell in the

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

87
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



stack. The top and bottom terminology are used irrespective of whether the stack actually

grows towards lower memory addresses or towards higher memory addresses.

Pushing an item on to the stack adjusts the stack pointer by the size of the item (either

decrementing or incrementing, depending on the direction in which the stack grows in

memory), pointing it to the next cell, and copies the new top item to the stack area.

Depending again on the exact implementation, at the end of a push operation, the stack

pointer may point to the next unused location in the stack, or it may point to the topmost item

in the stack. If the stack points to the current topmost item, the stack pointer will be updated

before a new item is pushed onto the stack; if it points to the next available location in the

stack, it will be updated after the new item is pushed onto the stack. Popping the stack is

simply the inverse of pushing. The topmost item in the stack is removed and the stack pointer

is updated, in the opposite order of that used in the push operation.

Topic : Queues

Topic Objective:

At the end of this topic student will be able to:I

 Learn about queues

 Examine various queue operations

 Learn how to implement a queue as an array

 Learn how to implement a queue as a linked list

 Discover priority queues

 Discover queue applications

Definition/Overview:

A queue (pronounced /kjuː/) is a particular kind of collection in which the entities in the

collection are kept in order and the principal (or only) operations on the collection are the

addition of entities to the rear terminal position and removal of entities from the front

terminal position. This makes the queue a First-In-First-Out (FIFO) data structure. In a FIFO

data structure, the first element added to the queue will be the first one to be removed. This is
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equivalent to the requirement that whenever an element is added, all elements that were

added before have to be removed before the new element can be invoked. A queue is an

example of a linear data structure.

Queues provide services in computer science, transport and operations research where

various entities such as data, objects, persons, or events are stored and held to be processed

later. In these contexts, the queue performs the function of a buffer.

Queues are common in computer programs, where they are implemented as data structures

coupled with access routines, as an abstract data structure or in object-oriented languages as

classes. Common implementations are circular buffers and linked lists.

Key Points:

1. Operations

Common operations from the C++ Standard Template Library include the following:

 bool empty()

 Returns True if the queue is empty, and False otherwise.

 T& front()

 Returns a reference to the value at the front of a non-empty queue. There is also a constant

version of this function, const T& front().

 void pop()

 Removes the item at the front of a non-empty queue.

 void push(const T& foo)

 Inserts the argument foo at the back of the queue.

 int size()

 Returns the total number of elements in the queue

2. Example C++ Program

Based on an example in Ford and Topp Data Structures with C++ page 387.

queue< char > theQueue; // creates a queue of chars named "theQueue"

theQueue.push('a'); // theQueue now contains "a"
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theQueue.push('b'); // theQueue now contains "a b"

theQueue.push('c'); // theQueue now contains "a b c"

cout<< "theQueue contains: a b c" << endl << endl;

while( !theQueue.empty() ) // while the queue is not empty...

{

cout << "Size = " << theQueue.size() << endl; // ...output queue size

cout << "Value at front = "<< theQueue.front() << endl << endl; // ...and output the first

element value

theQueue.pop(); // ...and remove it

}

3. Representing a Queue

The defining attribute of a queue data structure is the fact that allows access to only the front

and back of the structure. Furthermore, elements can only be removed from the front and can

only be added to the back. In this way, an appropriate metaphor often used to represent

queues is the idea of a checkout line. Other examples of queues are people traveling up an

escalator, machine parts on an assembly line, or cars in line at a gas station. The recurring

theme is clear: queues are essentially the same as a queue you would get in a shop waiting to

pay.

In each of the cases, the customer or object at the front of the line was the first one to enter,

while at the end of the line is the last to have entered. Every time a customer finishes paying

for their items (or a person steps off the escalator, or the machine part is removed from the

assembly line, etc.) that object leaves the queue from the front. This represents the queue

dequeue function. Every time another object or customer enters the line to wait, they join the

end of the line and represent the enqueue function. The queue size function would return the

length of the line, and the empty function would return true only if there was nothing in the

line.
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4. Additional Information

Theoretically, one characteristic of a queue is that it does not have a specific capacity.

Regardless of how many elements are already contained, a new element can always be added.

It can also be empty, at which point removing an element will be impossible until a new

element has been added again.

A practical implementation of a queue e.g. with pointers of course does have some capacity

limit, that depends on the concrete situation it is used in. For a data structure the executing

computer will eventually run out of memory, thus limiting the queue size. Queue overflow

results from trying to add an element onto a full queue and queue underflow happens when

trying to remove an element from an empty queue.

In Section 4 of this course you will cover these topics:
Search Algorithms

Sorting Algorithms

Topic : Search Algorithms

Topic Objective:

At the end of this topic student will be able to:

 Learn about various search algorithms

 Explore how to implement the sequential and binary search algorithms

 Discover how the sequential and binary search algorithms perform

 Become aware of the lower bound on comparison-based search algorithms

 Learn about hashing
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Definition/Overview:

In computer science, a search algorithm, broadly speaking, is an algorithm that takes a

problem as input and returns a solution to the problem, usually after evaluating a number of

possible solutions. Most of the algorithms studied by computer scientists that solve problems

are kinds of search algorithms. The set of all possible solutions to a problem is called the

search space. Brute-force search, otherwise known as nave or uninformed, algorithms use the

simplest method of the searching through the search space, whereas informed search

algorithms use heuristic functions to apply knowledge about the structure of the search space

to try to reduce the amount of time spent searching.

Key Points:

1. Uninformed search

An uninformed search algorithm is one that does not take into account the specific nature of

the problem. As such, they can be implemented in general, and then the same implementation

can be used in a wide range of problems due to abstraction. The drawback is that most search

spaces are extremely large, and an uninformed search (especially of a tree or graph) will take

a reasonable amount of time only for small examples. As such, to speed up the process,

sometimes only an informed search will do.

2. List search

List search algorithms are perhaps the most basic kind of search algorithm. The goal is to find

one element of a set by some key (perhaps containing other information related to the key).

As this is a common problem in computer science, the computational complexity of these

algorithms has been well studied. The simplest such algorithm is linear search, which simply

examines each element of the list in order. It has expensive O(n) running time, where nis the

number of items in the list, but can be used directly on any unprocessed list. A more

sophisticated list search algorithm is binary search; it runs in O(log n) time. This is

significantly better than linear search for large lists of data, but it requires that the list be

sorted before searching (see sorting algorithm) and also be random access. Interpolation

search is better than binary search for large sorted lists with fairly even distributions, but has

a worst-case running time of O(n).
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Grover's algorithm is a quantum algorithm that offers quadratic speedup over the classical

linear search for unsorted lists. However, it requires a currently non-existent quantum

computer on which to run. Hash tables are also used for list search, requiring only constant

time for search in the average case, but more space overhead and terrible O(n) worst-case

search time. Another search based on specialized data structures uses self-balancing binary

search trees and requires O(log n) time to search; these can be seen as extending the main

ideas of binary search to allow fast insertion and removal. See associative array for more

discussion of list search data structures.

Most list search algorithms, such as linear search, binary search, and self-balancing binary

search trees, can be extended with little additional cost to find all values less than or greater

than a given key, an operation called range search. The glaring exception is hash tables,

which cannot perform such a search efficiently.

3. Tree search

Tree search algorithms are the heart of searching techniques for structured data. These search

trees of nodes, whether that tree is explicit or implicit (generated on the go). The basic

principle is that a node is taken from a data structure, its successors examined and added to

the data structure. By manipulating the data structure, the tree is explored in different orders -

for instance, level by level (breadth-first search) or reaching a leaf node first and

backtracking (depth-first search). Other examples of tree-searches include iterative-deepening

search, depth-limited search, bidirectional search, and uniform-cost search.

It should be realized that the efficiency of a tree search (compared to other search methods) is

highly dependent upon the number and structure of nodes in relation to the number of items

on that node. If there are a large number of items on one or more nodes, there may well be a

requirement to utilize a specific different search technique for locating items within that

particular set. In other words, a tree search is not mutually exclusive with any other search

technique that may be used for specific sets. It is simply a method of reducing the number of

relevant items to be searched (by whatever method) to those within certain branches of the

tree. For example, the Greater London telephone directory may still contain entries for

20,000+ people whose surname is 'SMITH' belonging on a tree branch 'surnames beginning

S'. The list of names may, or may not be, further subdivided by subscribers initials. A binary
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search may be appropriate to locate a particular person with forename 'Alias' and perhaps

thereafter a linear search to locate a particular address.

4. Graph search

Many of the problems in graph theory can be solved using graph traversal algorithms, such as

Dijkstra's algorithm, Kruskal's algorithm, the nearest neighbour algorithm, and Prim's

algorithm. These can be seen as extensions of the tree-search algorithms.

5. Informed search

In an informed search, a heuristic that is specific to the problem is used as a guide. A good

heuristic will make an informed search dramatically out-perform any uninformed search.

There are few prominent informed list-search algorithms. A possible member of that category

is a hash table with a hashing function that is a heuristic based on the problem at hand. Most

informed search algorithms explore trees. These include best-first search, and A*. Like the

uninformed algorithms, they can be extended to work for graphs as well.

6. Adversarial search

In games such as chess, there is a game tree of all possible moves by both players and the

resulting board configurations, and we can search this tree to find an effective playing

strategy. This type of problem has the unique characteristic that we must account for any

possible move our opponent might make. To account for this, game-playing computer

programs, as well as other forms of artificial intelligence like machine planning, often use

search algorithms like the minimax algorithm, search tree pruning, and alpha-beta pruning.

7. Constraint satisfaction

This is a type of search which solves constraint satisfaction problems where, rather than

looking for a path, the solution is simply a set of values assigned to a set of variables.

Because the variables can be processed in any order, the usual tree search algorithms are too

inefficient. Methods of solving constraint problems include combinatorial search and

backtracking, both of which take advantage of the freedom associated with constraint

problems. Common tricks or techniques involved in backtracking is Constraint propagation,
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which is a general form of Forward checking. Other local search algorithms, such as generic

algorithm, which minimize the conflicts, also do a good job.

In minmax algorithm first take all the minimum value then among of them take the maximum

value. It's for vice versa for maxmin algorithm.

8. Other types

 String searching algorithms search for patterns within strings; one popular data structure that

makes this more efficient is the suffix tree

 Genetic algorithms and Genetic programming use ideas from evolution as heuristics for

reducing the search space

 Sorting algorithms necessary for executing certain search algorithms

 Simulated annealing is a probabilistic search algorithm

 Recommender systems also use statistical methods to rank results in very large data sets

 Tabu search is a technique to avoid discrete searches getting stuck in local minima

 Minimax which can be highly optimized using alpha-beta pruning is an algorithm to search

for good moves in zero-sum games

 Ternary search

Topic : Sorting Algorithms

Topic Objective:

At the end of this topic student will be able to:

 Learn the various sorting algorithms

 Explore how to implement the selection, insertion, quick, merge, and heap sorting algorithms

 Discover how the sorting algorithms discussed in this chapter perform

 Learn how priority queues are implemented
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Definition/Overview:

In computer science and mathematics, a sorting algorithm is an algorithm that puts elements

of a list in a certain order. The most-used orders are numerical order and lexicographical

order. Efficient sorting is important to optimizing the use of other algorithms (such as search

and merge algorithms) that require sorted lists to work correctly; it is also often useful for

canonicalizing data and for producing human-readable output. More formally, the output

must satisfy two conditions:

 The output is in nondecreasing order (each element is no smaller than the previous element

according to the desired total order);

 The output is a permutation, or reordering, of the input.

Since the dawn of computing, the sorting problem has attracted a great deal of research,

perhaps due to the complexity of solving it efficiently despite its simple, familiar statement.

For example, bubble sort was analyzed as early as 1956. Although many consider it a solved

problem, useful new sorting algorithms are still being invented (for example, library sort was

first published in 2004). Sorting algorithms are prevalent in introductory computer science

classes, where the abundance of algorithms for the problem provides a gentle introduction to

a variety of core algorithm concepts, such as big O notation, divide and conquer algorithms,

data structures, randomized algorithms, best, worst and average case analysis, time-space

tradeoffs, and lower bounds.

Key Points:

1.Classification

Sorting algorithms used in computer science are often classified by:

 Computational complexity (worst, average and best behaviour) of element comparisons in

terms of the size of the list . For typical sorting algorithms good behavior is

and bad behavior is . (See Big O notation) Ideal behavior for a sort is .

Comparison sorts, sort algorithms which only access the list via an abstract key comparison

operation, always need comparisons in the worst case.

 Computational complexity of swaps (for "in place" algorithms).
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 Memory usage (and use of other computer resources). In particular, some sorting algorithms

are "in place", such that only or memory is needed beyond the items being

sorted, while others need to create auxiliary locations for data to be temporarily stored.

 Recursion. Some algorithms are either recursive or non recursive, while others may be both

(e.g., merge sort).

 Stability: stable sorting algorithms maintain the relative order of records with equal keys

(i.e., values). See below for more information.

 Whether or not they are a comparison sort. A comparison sort examines the data only by

comparing two elements with a comparison operator.

 General method: insertion, exchange, selection, merging, etc. Exchange sorts include bubble

sort and quicksort. Selection sorts include shaker sort and heapsort.

1.1. Stability

Stable sorting algorithms maintain the relative order of records with equal keys(i.e., sort

key values). That is, a sorting algorithm is stable if whenever there are two records R and

S with the same key and withR appearing before S in the original list, R will appear before

S in the sorted list.

When equal elements are indistinguishable, such as with integers, or more generally, any

data where the entire element is the key, stability is not an issue. However, assume that

the following pairs of numbers are to be sorted by their first component:

(4, 2) (3, 7) (3, 1) (5, 6)

In this case, two different results are possible, one which maintains the relative order of

records with equal keys, and one which does not:

(3, 7) (3, 1) (4, 2) (5, 6) (order maintained)

(3, 1) (3, 7) (4, 2) (5, 6) (order changed)

Unstable sorting algorithms may change the relative order of records with equal keys, but

stable sorting algorithms never do so. Unstable sorting algorithms can be specially

implemented to be stable. One way of doing this is to artificially extend the key

comparison, so that comparisons between two objects with otherwise equal keys are

decided using the order of the entries in the original data order as a tie-breaker.

Remembering this order, however, often involves an additional computational cost.

Sorting based on a primary, secondary, tertiary, etc. sort key can be done by any sorting

method, taking all sort keys into account in comparisons (in other words, using a single

composite sort key). If a sorting method is stable, it is also possible to sort multiple times,
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each time with one sort key. In that case the keys need to be applied in order of increasing

priority.

Example: sorting pairs of numbers as above by first, then second component:

(4, 2) (3, 7) (3, 1) (4, 6) (original)

(3, 1) (4, 2) (4, 6) (3, 7) (after sorting by second component)

(3, 1) (3, 7) (4, 2) (4, 6) (after sorting by first component)

On the other hand:

(3, 7) (3, 1) (4, 2) (4, 6) (after sorting by first component)

(3, 1) (4, 2) (4, 6) (3, 7) (after sorting by second component,

order by first component is disrupted).

2. List of sorting algorithms

In this table, n is the number of records to be sorted. The columns "Average" and "Worst"

give the time complexity in each case, under the assumption that the length of each key is

constant, and that therefore all comparisons, swaps, and other needed operations can proceed

in constant time. "Memory" denotes the amount of auxiliary storage needed beyond that used

by the list itself, under the same assumption. These are all comparison sorts.
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Name Avera

ge

Worst Me

mor

y

St

ab

le

Meth

od

Other notes

Bubble

sort

Ye

s

Exch

angin

g

Cocktail

sort

Ye

s

Exch

angin

g

Comb

sort

No Exch

angin

g

Small code size

Gnome

sort

Ye

s

Exch

angin

g

Tiny code size

Selection

sort

No Selec

tion

Can be implemented as a stable sort

Insertion

sort

Ye

s

Insert

ion
Average case is also , where

d is the number of inversions

Shell

sort

No Insert

ion

Binary

tree sort

Ye

s

Insert

ion

When using a self-balancing binary

search tree

Library

sort

Ye

s

Insert

ion

Merge

sort

Ye

s

Merg

ing

In-place

merge

sort

No Merg

ing

Example implementation here:
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Heapsort No Selec

tion

Smooths

ort

No Selec

tion

Quicksor

t

No Partit

ionin

g

Nave variants use space; can be

worst case if median pivot is

used

Introsort No Hybri

d

Used in SGI STL implementations

Patience

sorting

No Insert

ion &

Selec

tion

Finds all the longest increasing

subsequences within O(n log n)

Strand

sort

Ye

s

Selec

tion

[Table 1]

The following table describes sorting algorithms that are not comparison sorts. As such, they

are not limited by a lower bound. Complexities below are in terms of n, the

number of items to be sorted, k, the size of each key, and s, the chunk size used by the

implementation. Many of them are based on the assumption that the key size is large enough

that all entries have unique key values, and hence that n << 2k, where << means "much less

than."

Name Average Worst Memory Stabl

e

n

<<

2k

Notes

Pigeonho

le sort

Yes Ye

s

Bucket

sort

Yes No Assumes

uniform

distributio
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n of

elements

from the

domain in

the array.

Counting

sort

Yes Ye

s

LSD

Radix

sort

Yes No

MSD

Radix

sort

No No

Spreadsor

t

No No Asymptoti

cs are

based on

the

assumptio

n that n <<

2k, but the

algorithm

does not

require

this.

[Table 2]

The following table describes some sorting algorithms that are impractical for real-life use

due to extremely poor performance or a requirement for specialized hardware.

Nam

e

Averag

e

Worst Memory
Sta

ble
Compa

rison
Other notes

Bogo

sort

Unbou

nded
No Yes

Average time using Fisher-Yates

shuffle

Bozo Unbou No Yes Average time is asymptotically
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sort nded half that of bogosort

Stoog

e sort
No Yes

Bead

sort
N/A N/A N/A No Requires specialized hardware

Simpl

e

panca

ke

sort

No Yes Count is number of flips.

Sortin

g

netwo

rks

Yes No
Requires a custom circuit of size

[Table 3]

Additionally, theoretical computer scientists have detailed other sorting algorithms that

provide better than time complexity with additional constraints, including:

 Han's algorithm, a deterministic algorithm for sorting keys from a domain of finite size,

taking time and space.

 Thorup's algorithm, a randomized algorithm for sorting keys from a domain of finite size,

taking time and space.

 An integer sorting algorithm taking time and space.

While theoretically interesting, to date these algorithms have seen little use in practice.

3. Summaries of popular sorting algorithms

3.1. Bubble sort

Bubble sort is a straightforward and simplistic method of sorting data that is used in

computer science education. The algorithm starts at the beginning of the data set. It

compares the first two elements, and if the first is greater than the second, it swaps them.

It continues doing this for each pair of adjacent elements to the end of the data set. It then

starts again with the first two elements, repeating until no swaps have occurred on the last
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pass. While simple, this algorithm is highly inefficient and is rarely used except in

education. For example, if we have 100 elements then the total number of comparisons

will be 10000. A slightly better variant, cocktail sort, works by inverting the ordering

criteria and the pass direction on alternating passes. Its average case and worst case are

both O(n).

3.2. Insertion sort

Insertion sort is a simple sorting algorithm that is relatively efficient for small lists and

mostly-sorted lists, and often is used as part of more sophisticated algorithms. It works by

taking elements from the list one by one and inserting them in their correct position into a

new sorted list. In arrays, the new list and the remaining elements can share the array's

space, but insertion is expensive, requiring shifting all following elements over by one.

Shell sort (see below) is a variant of insertion sort that is more efficient for larger lists.

3.3. Shell sort

Shell sort was invented by Donald Shell in 1959. It improves upon bubble sort and

insertion sort by moving out of order elements more than one position at a time. One

implementation can be described as arranging the data sequence in a two-dimensional

array and then sorting the columns of the array using insertion sort. Although this method

is inefficient for large data sets, it is one of the fastest algorithms for sorting small

numbers of elements (sets with fewer than 1000 or so elements). Another advantage of

this algorithm is that it requires relatively small amounts of memory.

3.4. Merge sort

Merge sort takes advantage of the ease of merging already sorted lists into a new sorted

list. It starts by comparing every two elements (i.e., 1 with 2, then 3 with 4...) and

swapping them if the first should come after the second. It then merges each of the

resulting lists of two into lists of four, then merges those lists of four, and so on; until at

last two lists are merged into the final sorted list. Of the algorithms described here, this is

the first that scales well to very large lists, because its worst-case running time is O(n log

n).

3.5. Heapsort

Heapsort is a much more efficient version of selection sort. It also works by determining

the largest (or smallest) element of the list, placing that at the end (or beginning) of the

list, then continuing with the rest of the list, but accomplishes this task efficiently by

using a data structure called a heap, a special type of binary tree. Once the data list has

been made into a heap, the root node is guaranteed to be the largest element. When it is
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removed and placed at the end of the list, the heap is rearranged so the largest element

remaining moves to the root. Using the heap, finding the next largest element takes O(log

n) time, instead of O(n)for a linear scan as in simple selection sort. This allows Heapsort

to run in O(n log n) time.

3.6. Quicksort

Quicksort is a divide and conquer algorithm which relies on a partition operation: to

partition an array, we choose an element, called a pivot, move all smaller elements before

the pivot, and move all greater elements after it. This can be done efficiently in linear

time and in-place. We then recursively sort the lesser and greater sublists. Efficient

implementations of quicksort (with in-place partitioning) are typically unstable sorts and

somewhat complex, but are among the fastest sorting algorithms in practice. Together

with its modest O(log n) space usage, this makes quicksort one of the most popular

sorting algorithms, available in many standard libraries. The most complex issue in

quicksort is choosing a good pivot element; consistently poor choices of pivots can result

in drastically slower O(n) performance, but if at each step we choose the median as the

pivot then it works in O(n log n).

3.7. Bucket sort

Bucket sort is a sorting algorithm that works by partitioning an array into a finite number

of buckets. Each bucket is then sorted individually, either using a different sorting

algorithm, or by recursively applying the bucket sorting algorithm. A variation of this

method called the single buffered count sort is faster than the quick sort and takes about

the same time to run on any set of data.

3.8. Radix sort

Radix sort is an algorithm that sorts a list of fixed-size numbers of length k in O(nk) time

by treating them as bit strings. We first sort the list by the least significant bit while

preserving their relative order using a stable sort. Then we sort them by the next bit, and

so on from right to left, and the list will end up sorted. Most often, the counting sort

algorithm is used to accomplish the bitwise sorting, since the number of values a bit can

have is small.

4.Memory usage patterns and index sorting

When the size of the array to be sorted approaches or exceeds the available primary memory,

so that (much slower) disk or swap space must be employed, the memory usage pattern of a

sorting algorithm becomes important, and an algorithm that might have been fairly efficient

when the array fit easily in RAM may become impractical. In this scenario, the total number
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of comparisons becomes (relatively) less important, and the number of times sections of

memory must be copied or swapped to and from the disk can dominate the performance

characteristics of an algorithm. Thus, the number of passes and the localization of

comparisons can be more important than the raw number of comparisons, since comparisons

of nearby elements to one another happen at system bus speed (or, with caching, even at CPU

speed), which, compared to disk speed, is virtually instantaneous.

For example, the popular recursive quicksort algorithm provides quite reasonable

performance with adequate RAM, but due to the recursive way that it copies portions of the

array it becomes much less practical when the array does not fit in RAM, because it may

cause a number of slow copy or move operations to and from disk. In that scenario, another

algorithm may be preferable even if it requires more total comparisons.

One way to work around this problem, which works well when complex records (such as in a

relational database) are being sorted by a relatively small key field, is to create an index into

the array and then sort the index, rather than the entire array. (A sorted version of the entire

array can then be produced with one pass, reading from the index, but often even that is

unnecessary, as having the sorted index is adequate.) Because the index is much smaller than

the entire array, it may fit easily in memory where the entire array would not, effectively

eliminating the disk-swapping problem. This procedure is sometimes called "tag sort".

Another technique for overcoming the memory-size problem is to combine two algorithms in

a way that takes advantages of the strength of each to improve overall performance. For

instance, the array might be subdivided into chunks of a size that will fit easily in RAM (say,

a few thousand elements), the chunks sorted using an efficient algorithm (such as quicksort or

heapsort), and the results merged as per mergesort. This is less efficient than just doing

mergesort in the first place, but it requires less physical RAM (to be practical) than a full

quicksort on the whole array. Techniques can also be combined. For sorting very large sets of

data that vastly exceed system memory, even the index may need to be sorted using an

algorithm or combination of algorithms designed to perform reasonably with virtual memory,

i.e., to reduce the amount of swapping required.

In Section 5 of this course you will cover these topics:
Binary Trees

Graphs
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Topic : Binary Trees

Topic Objective:

At the end of this topic student will be able to:

 Learn about binary trees

 Explore various binary tree traversal algorithms

 Discover how to insert and delete items in a binary search tree

 Explore nonrecursive binary tree traversal algorithms

 Learn about AVL (height-balanced) trees

Definition/Overview:

In computer science, a binary tree is a tree data structure in which each node has at most two

children. Typically the child nodes are called left and right. Binary trees are commonly used

to implement binary search trees and binary heaps. In this topic, students will learn about

binary trees. A binary tree can be empty or it can have one or more nodes such that each node

can have at most two children. Binary tree traversal algorithms are examined and key

operations are discussed. Binary search trees, their operations and the time complexity of

their operations are also studied. AVL, or height-balanced trees are discussed. The various

traversals, rotations and operations are explained detail.

Key Points:

1.Definitions for rooted trees

 A directed edge refers to the link from the parent to the child (the arrows in the picture of the

tree).

 The root node of a tree is the node with no parents. There is at most one root node in a rooted

tree.

 A leaf node has no children.

 The depth of a node n is the length of the path from the root to the node. The set of all nodes

at a given depth is sometimes called a level of the tree. The root node is at depth zero.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

106
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 The height of a tree is the length of the path from the root to the deepest node in the tree. A

(rooted) tree with only a node (the root) has a height of zero.

 Siblings are nodes that share the same parent node.

 If a path exists from node p to node q, where node p is closer to the root node than q, then p is

an ancestor of q and q is a descendant of p.

 The size of a node is the number of descendants it has including itself.

 In-degree of a node is the number of edges arriving at that node.

 Out-degree of a node is the number of edges leaving that node.

 Root is the only node in the tree with In-degree = 0

2. Types of binary trees

 A rooted binary tree is a rooted tree in which every node has at most two children.

 A full binary tree (sometimes proper binary tree or 2-tree) is a tree in which every node

other than the leaves has two children.

 A perfect binary tree is a full binary tree in which all leaves are at the same depth or same

Level. (This is ambiguously also called a complete binary tree.)

 A complete binary tree is a binary tree in which every level, except possibly the last, is

completely filled, and all nodes are as far left as possible.

 An infinite complete binary tree is a tree with levels, where for each level d the number

of existing nodes at level d is equal to 2d. The cardinal number of the set of all nodes is .

The cardinal number of the set of all paths is .

 A balanced binary tree is where the depth of all the leaves differs by at most 1. Balanced

trees have a predictable depth (how many nodes are traversed from the root to a leaf, root

counting as node 0 and subsequent as 1, 2, ..., depth). This depth is equal to the integer part of

log2(n) where n is the number of nodes on the balanced tree. Example 1: balanced tree with 1

node, log2(1) = 0 (depth = 0). Example 2: balanced tree with 3 nodes, log2(3) = 1.59

(depth=1). Example 3: balanced tree with 5 nodes, log2(5) = 2.32 (depth of tree is 2 nodes).

 A rooted complete binary tree can be identified with a free magma.

 An almost complete binary tree is a tree in which each node that has a right child also has a

left child. Having a left child does not require a node to have a right child. Stated alternately,

an almost complete binary tree is a tree where for a right child, there is always a left child,

but for a left child there may not be a right child.
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 A degenerate tree is a tree where for each parent node, there is only one associated child

node. This means that in a performance measurement, the tree will behave like a linked list

data structure.

 The number of nodes n in a perfect binary tree can be found using this formula: n = 2h + 1 − 1

where h is the height of the tree.

 The number of leaf nodes n in a perfect binary tree can be found using this formula: n = 2h

where h is the height of the tree.

 The number of nodes n in a complete binary tree is minimum: n = 2h and maximum: n = 2h +

1 − 1 where h is the height of the tree.

 The number of NULL links in a Complete Binary Tree of n-node is (n+1).

 The number of leaf node in a Complete Binary Tree of n-node is UpperBound(n / 2).

- Note that this terminology often varies in the literature, especially with respect to the

meaning "complete" and "full".

-

3. Definition in graph theory

Graph theorists use the following definition: A binary tree is a connected acyclic graph such

that the degree of each vertex is no more than 3. It can be shown that in any binary tree, there

are exactly two more nodes of degree one than there are of degree three, but there can be any

number of nodes of degree two. A rooted binary tree is such a graph that has one of its

vertices of degree no more than 2 singled out as the root.

With the root thus chosen, each vertex will have a uniquely defined parent, and up to two

children; however, so far there is insufficient information to distinguish a left or right child. If

we drop the connectedness requirement, allowing multiple connected components in the

graph, we call such a structure a forest.

Another way of defining binary trees is a recursive definition on directed graphs. A binary

tree is either:

 A single vertex.

 A graph formed by taking two binary trees, adding a vertex, and adding an edge directed

from the new vertex to the root of each binary tree.

This also does not establish the order of children, but does fix a specific root node.
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4. Combinatorics

The groupings of pairs of nodes in a tree can be represented as pairs of letters, surrounded by

parenthesis. Thus, (a b) denotes the binary tree whose left subtree is a and whose right

subtree is b. Strings of balanced pairs of parenthesis may therefore be used to denote binary

trees in general. The set of all possible strings consisting entirely of balanced parentheses is

known as the Dyck language.

Given n nodes, the total number of ways in which these nodes can be arranged into a binary

tree is given by the Catalan number Cn. For example, C2 = 2 declares that (a 0) and (0 a) are

the only binary trees possible that have two nodes, and C3 = 5 declares that ((a 0) 0), (0 a) 0),

(0 (a 0)), (0 (0 a)), and (a b)are the only five binary trees possible that have 3 nodes. Here

0represents a subtree that is not present. The ability to represent binary trees as strings of

symbols and parentheses implies that binary trees can represent the elements of a magma.

Conversely, the set of all possible binary trees, together with the natural operation of

attaching trees to one-another, forms a magma, the free magma.

Given a string representing a binary tree, the operators to obtain the left and right subtrees are

sometimes referred to as car and cdr.

5. Methods for storing binary trees

Binary trees can be constructed from programming language primitives in several ways. In a

language with records and references, binary trees are typically constructed by having a tree

node structure which contains some data and references to its left child and its right child.

Sometimes it also contains a reference to its unique parent. If a node has fewer than two

children, some of the child pointers may be set to a special null value, or to a special sentinel

node.

Binary trees can also be stored as an implicit data structure in arrays, and if the tree is a

complete binary tree, this method wastes no space. In this compact arrangement, if a node has

an index i, its children are found at indices 2i+ 1(for the left child) and 2i + 2(for the right),

while its parent (if any) is found at index (assuming the root has index zero). This

method benefits from more compact storage and better locality of reference, particularly

during a preorder traversal. However, it is expensive to grow and wastes space proportional

to 2h - n for a tree of height h with n nodes.
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In languages with tagged unions such as ML, a tree node is often a tagged union of two types

of nodes, one of which is a 3-tuple of data, left child, and right child, and the other of which

is a "leaf" node, which contains no data and functions much like the null value in a language

with pointers.

6. Methods of iterating over binary trees

Often, one wishes to visit each of the nodes in a tree and examine the value there. There are

several common orders in which the nodes can be visited, and each has useful properties that

are exploited in algorithms based on binary trees.

6.1. Pre-order, in-order, and post-order traversal

Pre-order, in-order, and post-order traversal visit each node in a tree by recursively

visiting each node in the left and right subtrees of the root. If the root node is visited

before its subtrees, this is pre-order; if after, post-order; if between, in-order. In-order

traversal is useful in binary search trees, where this traversal visits the nodes in

increasing order.

6.2. Depth-first order

In depth-first order, we always attempt to visit the node farthest from the root that we

can, but with the caveat that it must be a child of a node we have already visited.

Unlike a depth-first search on graphs, there is no need to remember all the nodes we

have visited, because a tree cannot contain cycles. Pre-order is a special case of this.

See depth-first search for more information.

6.3. Breadth-first order

Contrasting with depth-first order is breadth-first order, which always attempts to visit

the node closest to the root that it has not already visited. See Breadth-first search for

more information. Also called a level-order traversal.

7. Encodings

7.1. Succinct encodings

A succinct data structure is one which takes the absolute minimum possible space, as

established by information theoretical lower bounds. The number of different binary

trees on n nodes is Cn, the nth Catalan number (assuming we view trees with identical

structure as identical). For large n, this is about 4n; thus we need at least about log24
n=
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2n bits to encode it. A succinct binary tree therefore would occupy only 2 bits per

node.

7.2. Encoding n-ary trees as binary trees

There is a one-to-one mapping between general ordered trees and binary trees, which

in particular is used by Lisp to represent general ordered trees as binary trees. Each

node N in the ordered tree corresponds to a node N' in the binary tree; the leftchild of

N' is the node corresponding to the first child of N, and the right child of N' is the

node corresponding to N's next sibling --- that is, the next node in order among the

children of the parent of N. This binary tree representation of a general order tree, is

sometimes also referred to as a First-Child/Next-Sibling binary tree, or a Doubly-

Chained Tree, or a Filial-Heir chain.

One way of thinking about this is that each node's children are in a linked list, chained

together with their rightfields, and the node only has a pointer to the beginning or

head of this list, through its left field.

For example, in the tree on the left, A has the 6 children {B,C,D,E,F,G}. It can be

converted into the binary tree on the right.

The binary tree can be thought of as the original tree tilted sideways, with the black

left edges representing first child and the blue right edges representing next sibling.

The leaves of the tree on the left would be written in Lisp as:

(((N O) I J) C D ((P) (Q)) F (M))

which would be implemented in memory as the binary tree on the right, without any

letters on those nodes that have a left child

Topic : Graphs

Topic Objective:

At the end of this topic student will be able to:

 Learn about graphs
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 Become familiar with the basic terminology of graph theory

 Discover how to represent graphs in computer memory

 Explore graphs as ADTs

 Examine and implement various graph traversal algorithms

 Learn how to implement the shortest path algorithm

 Examine and implement the minimal spanning tree algorithm

 Explore the topological sort

Definition/Overview:

Computer graphics are graphics created by computers and, more generally, the representation

and manipulation of pictorial data by a computer. In this topic students will learn about graph

theory and how it is applied to a variety of applications. A graph G is a pair, G = (V, E),

where V is a finite nonempty set, called the set of vertices of G, and E Vx V. That is, the

elements of E are the pair of elements of V.E is called the set of edges. A graph can be shown

pictorially. The vertices are drawn as circles, and a label inside the circle represents the

vertex. In an undirected graph, the edges are drawn using lines. In a directed graph, the edges

are drawn using arrows. Adjacency lists and adjacency matrices can be used to represent

graphs in computer memory. The common operations on graphs and graph traversal

algorithms are studied. Shortest path algorithms and minimal spanning tree algorithms are

discussed in detail as well.

Key Points:

1.Overview

The term computer graphics includes almost everything on computers that is not text or

sound. Today nearly all computers use some graphics and users expect to control their

computer through icons and pictures rather than just by typing. The term Computer Graphics

has several meanings:

 the representation and manipulation of pictorial data by a computer

 the various technologies used to create and manipulate such pictorial data

 the images so produced, and

 the sub-field of computer science which studies methods for digitally synthesizing and

manipulating visual content.
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Today computers and computer-generated images touch many aspects of our daily life.

Computer imagery is found on television, in newspapers, in weather reports, and during

surgical procedures. A well-constructed graph can present complex statistics in a form that is

easier to understand and interpret. Such graphs are used to illustrate papers, reports, theses,

and other presentation material. A range of tools and facilities are available to enable users to

visualize their data, and computer graphics are used in many disciplines.

2. History

In 1960 William Fetter, a graphic designer for Boeing Aircraft Co., was credited with coining

the phrase "Computer Graphics" to describe his research at Boeing. Fetter has said that the

terms were actually given to him by Verne Hudson at Boeing. In a 1978 interview, Fetter

stated that there had been a long-standing need in many applications for a simulation of the

human figure that both accurately describes the human body and is adaptable to different user

environments. His early work at Boeing focused on the development of such ergonomic

descriptions. One of the most memorable and iconic images in the early history of computer

graphics was a human figure, often referred to as the "Boeing Man", but referred to by Fetter

as the "First Man".

The field of computer graphics developed with the emergence of computer graphics

hardware. Early projects like the Whirlwind and SAGE Projects helped develop the computer

graphics discipline by providing the CRT as a viable display and interaction interface, and

introduced the light pen as an input device. Further advances in the development of the digital

computer such as the TX-2 computer in 1959 at MIT's Lincoln Laboratory led to the further

developments in interactive computer graphics. The first interactive computer graphics

system used a display, a light pen, and a bank of switches as the interface. The TX-2

integrated a number of new man-machine interfaces. A light pen could be used to draw

sketches on the computer and both the Sketchpad interactive computer graphics were born. In

the Lincoln Labs on their TX-2 computer Ivan Sutherland's PhD work made him the

"grandfather" of interactive computer graphics and graphical user interfaces.

The research at MIT would help shape the early computer and computer graphics industries.

Soon major corporations became interested in the technology. TRW, Lockheed-Georgia,

General Electric and Sperry Rand are a few of the many computer graphics companies that

began in the mid 1960's. IBM quickly responded to this interest by releasing the IBM 2250

graphics terminal, the first commercially available graphics computer.
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The organizations, conferences, graphics standards, and publications in the field of computer

graphics emerged since the end of the 1960s. In 1969, the ACM initiated a A Special Interest

Group in Graphics (SIGGRAPH) devoted to simulation and modeling, to text editing and

composition, to computer generated art, cartography and mapping, computer aided design

and, computer graphics software and hardware. In 1973, the first annual SIGGRAPH

conference was held, which has become one of the focuses of the organization. Over the

years, SIGGRAPH grew adding Panels and Courses, an Art Show, and venues for emerging

technologies. Several related conferences have occasionally co-located with SIGGRAPH, and

an Education track became part of the overall conference offerings.

During the late 1970s, personal computers became more powerful, capable of drawing both

basic and complex shapes and designs. In the 1980s, artists and graphic designers began to

see the personal computer, particularly the Commodore Amiga and Macintosh, as a serious

design tool, one that could save time and draw more accurately than other methods. 3D

computer graphics became possible in the late 1980s with the powerful SGI computers,

which were later used to create some of the first fully computer-generated short films at

Pixar. The Macintosh remains one of the most popular tools for computer graphics in graphic

design studios and businesses.

Modern computer systems, dating from the 1980s and onwards, often use a graphical user

interface (GUI) to present data and information with symbols, icons and pictures, rather than

text. Graphics are one of the five key elements of multimedia technology.

3D graphics became more popular in the 1990s in gaming, multimedia and animation. In

1996, Quake, one of the first fully 3D games, was released. In 1995, Toy Story, the first full-

length computer-generated animation film, was released in cinemas worldwide. Since then,

computer graphics have become more accurate and detailed, due to more advanced

computers and better 3D modelling software applications, such as Cinema 4D.

3. Image types

3.1. 2D computer graphics

2D computer graphics are the computer-based generation of digital imagesmostly from

two-dimensional models, such as 2D geometric models, text, and digital images, and by

techniques specific to them. The word may stand for the branch of computer science that

comprises such techniques, or for the models themselves.
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2D computer graphics are mainly used in applications that were originally developed

upon traditional printing and drawing technologies, such as typography, cartography,

technical drawing, advertising, etc.. In those applications, the two-dimensional image is

not just a representation of a real-world object, but an independent artifact with added

semantic value; two-dimensional models are therefore preferred, because they give more

direct control of the image than 3D computer graphics, whose approach is more akin to

photography than to typography.

3.1.1. Pixel art

Pixel art is a form of digital art, created through the use of raster graphics software,

where images are edited on the pixel level. Graphics in most old (or relatively limited)

computer and video games, graphing calculator games, and many mobile phone

games are mostly pixel art.

3.1.2. Vector graphics

Vector graphics formats are complementary to raster graphics, which is the

representation of images as an array of pixels, as it is typically used for the

representation of photographic images. There are instances when working with vector

tools and formats is best practice, and instances when working with raster tools and

formats is best practice. There are times when both formats come together. An

understanding of the advantages and limitations of each technology and the

relationship between them is most likely to result in efficient and effective use of

tools.

3.2. 3D computer graphics

3D computer graphics in contrast to 2D computer graphics are graphics that use a three-

dimensional representation of geometric data that is stored in the computer for the

purposes of performing calculations and rendering 2D images. Such images may be for

later display or for real-time viewing.

Despite these differences, 3D computer graphics rely on many of the same algorithms as

2D computer vector graphics in the wire frame model and 2D computer raster graphics in

the final rendered display. In computer graphics software, the distinction between 2D and
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3D is occasionally blurred; 2D applications may use 3D techniques to achieve effects

such as lighting, and primarily 3D may use 2D rendering techniques.

3D computer graphics are often referred to as 3D models. Apart from the rendered

graphic, the model is contained within the graphical data file. However, there are

differences. A 3D model is the mathematical representation of any three-dimensional

object (either inanimate or living). A model is not technically a graphic until it is visually

displayed. Due to 3D printing, 3D models are not confined to virtual space. A model can

be displayed visually as a two-dimensional image through a process called 3D rendering,

or used in non-graphical computer simulations and calculations.

3.3. Computer animation

Computer animation is the art of creating moving images via the use of computers. It is a

subfield of computer graphics and animation. Increasingly it is created by means of 3D

computer graphics, though 2D computer graphics are still widely used for stylistic, low

bandwidth, and faster real-time rendering needs. Sometimes the target of the animation is

the computer itself, but sometimes the target is another medium, such as film. It is also

referred to as CGI (Computer-generated imagery or computer-generated imaging),

especially when used in films.

To create the illusion of movement, an image is displayed on the computer screen then

quickly replaced by a new image that is similar to the previous image, but shifted slightly.

This technique is identical to the illusion of movement in television and motion pictures.

4. Concepts and Principles

4.1. Image

In common usage, an image or picture is an artifact, usually two-dimensional, that has a

similar appearance to some subjectusually a physical object or a person. Images may be

two-dimensional, such as a photograph, screen display, and as well as a three-

dimensional, such as a statue. They may be captured by optical devicessuch as cameras,

mirrors, lenses, telescopes, microscopes, etc. and natural objects and phenomena, such as

the human eye or water surfaces.

A digital image is a representation of a two-dimensional image using ones and zeros

(binary). Depending on whether or not the image resolution is fixed, it may be of vector

or raster type. Without qualifications, the term "digital image" usually refers to raster

images.
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4.2. Pixel

In digital imaging, a pixel is the smallest piece of information in an image.) Pixels are

normally arranged in a regular 2-dimensional grid, and are often represented using dots or

squares. Each pixel is a sample of an original image, where more samples typically

provide a more accurate representation of the original. The intensity of each pixel is

variable; in color systems, each pixel has typically three or four components such as red,

green, and blue, or cyan, magenta, yellow, and black.

4.3. Graphics

Graphics are visual presentations on some surface, such as a wall, canvas, computer

screen, paper, or stone to brand, inform, illustrate, or entertain. Examples are

photographs, drawings, line art, graphs, diagrams, typography, numbers, symbols,

geometric designs, maps, engineering drawings, or other images. Graphics often combine

text, illustration, and color. Graphic design may consist of the deliberate selection,

creation, or arrangement of typography alone, as in a brochure, flier, poster, web site, or

book without any other element. Clarity or effective communication may be the objective,

association with other cultural elements may be sought, or merely, the creation of a

distinctive style.

4.4. Rendering

Rendering is the process of generating an image from a model, by means of computer

programs. The model is a description of three dimensional objects in a strictly defined

language or data structure. It would contain geometry, viewpoint, texture, lighting, and

shading information. The image is a digital image or raster graphics image. The term may

be by analogy with an "artist's rendering" of a scene. 'Rendering' is also used to describe

the process of calculating effects in a video editing file to produce final video output.

4.4.1. 3D projection

3D projection is a method of mapping three dimensional points to a two

dimensional plane. As most current methods for displaying graphical data are

based on planar two dimensional media, the use of this type of projection is

widespread, especially in computer graphics, engineering and drafting.
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4.4.2. Ray tracing

Ray tracing is a technique for generating an image by tracing the path of light

through pixels in an image plane. The technique is capable of producing a very

high degree of photorealism; usually higher than that of typical scanline

rendering methods, but at a greater computational cost.

4.4.3. Shading

Shading refers to depicting depth in 3D models or illustrations by varying

levels of darkness.

In computer graphics, Shading refers to the process of altering a color based

on its angle to lights and its distance from lights to create a photorealistic

effect. Shading is performed during the rendering process.

4.4.4. Example of shading.

Shading refers to depicting depth in 3D models or illustrations by varying

levels of darkness. It is a process used in drawing for depicting levels of

darkness on paper by applying media more densely or with a darker shade for

darker areas, and less densely or with a lighter shade for lighter areas. There

are various techniques of shading including cross hatching where

perpendicular lines of varying closeness are drawn in a grid pattern to shade

an area. The closer the lines are together, the darker the area appears.

Likewise, the farther apart the lines are, the lighter the area appears. The term

has been recently generalized to mean that shaders are applied.

4.4.5. Texture mapping

Texture mapping is a method for adding detail, surface texture, or colour to a

computer-generated graphic or 3D model. Its application to 3D graphics was

pioneered by Dr Edwin Catmull in 1974. A texture map is applied (mapped) to

the surface of a shape, or polygon. This process is akin to applying patterned

paper to a plain white box. Multitexturing is the use of more than one texture

at a time on a polygon.
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4.5. Volume rendering

Volume rendering is a technique used to display a 2D projection of a 3D discretely

sampled data set. A typical 3D data set is a group of 2D slice images acquired by a CT or

MRI scanner.

Usually these are acquired in a regular pattern (e.g., one slice every millimeter) and

usually have a regular number of image pixels in a regular pattern. This is an example of

a regular volumetric grid, with each volume element, or voxel represented by a single

value that is obtained by sampling the immediate area surrounding the voxel.

4.6. 3D modeling

3D modeling is the process of developing a mathematical, wireframe representation of

any three-dimensional object via specialized software. The product is called a "3D

model". It can be displayed as a two-dimensional image through a process called 3D

rendering or used in a computer simulation of physical phenomena. The model can also

be physically created using 3D Printing devices. Models may be created automatically or

manually. The manual modeling process of preparing geometric data for 3D computer

graphics is similar to plastic arts such as sculpting.

5. Pioneers in graphic design

Charles Csuri

Charles Csuri is best known for pioneering the field of computer graphics, computer

animation and digital fine art, creating the first computer art in 1964. Csuri has been

recognized as the father of digital art and computer animation by Smithsonian, and as

a leading pioneer of computer animation by the Museum of Modern Art(MoMA) and

The Association for Computing Machinery Special Interest Group Graphics (ACM-

SIGGRAPH).

Donald P. Greenberg

Donald P. Greenberg is an internationally recognized pioneer in computer graphics,

Greenberg has authored hundreds of articles and served as a teacher and mentor to

many prominent computer graphic artists and animators. Five former students have
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won Academy Awards for Scientific or Technical Achievements, five have won the

SIGGRAPH Achievement Award, and many now work for Pixar Animation Studios.

Greenberg was the founding director of the National Science Foundation Science and

Technology Center for Computer Graphics and Scientific Visualization when it was

created in 1991. His former students include Robert L. Cook, Marc Levoy, and

Wayne Lytle.

A. Michael Noll

Noll was one of the first researchers to use a digital computer to create artistic

patterns and to formalize the use of random processes in the creation of visual arts.

His initial digital computer art was programmed in the summer of 1962 at Bell

Telephone Laboratories in Murray Hill, NJ, making him one of the earliest digital

computer artists. In 1965 Noll along with two other pioneers within the field of early

computer art, Frieder Nake and Georg Nees inGermany, were the first to exhibit

publicly their computer art. During April 1965, the Howard Wise Gallery in New

York Cityexhibited Noll's computer art along with random-dot patterns by Bela

Julesz.

Other pioneers

 Benot B. Mandelbrot

 Henri Gouraud

 Bui Tuong Phong

 Pierre Bzier

 Paul de Casteljau

 Daniel J. Sandin

 Alvy Ray Smith

 Ivan Sutherland

 Steve Russell
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6. The study of computer graphics

6.1. Computer graphics

The study of computer graphics is a sub-field of computer science which studies methods

for digitally synthesizing and manipulating visual content. Although the term often refers

to three-dimensional computer graphics, it also encompasses two-dimensional graphics

and image processing.

As an academic discipline, computer graphics studies the manipulation of visual and

geometric information using computational techniques. It focuses on the mathematical

and computationalfoundations of image generation and processing rather than purely

aesthetic issues. Computer graphics is often differentiated from the field of visualization,

although the two fields have many similarities.

6.2. Connected studies

Connected studies include:

Scientific visualization

Information visualization

Computer vision

Image processing

Computational Geometry

Computational Topology

Applied mathematics

7. Applications

 Computational biology

 Computational physics

 Computer-aided design

 Computer simulation
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 Digital art

 Education

 Graphic design

 Infographics

 Information visualization

 Scientific visualization

 Video Games

 Virtual reality

 Web design
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