
PRINCIPLES OF COMPUTER ARCHITECTURES 

Topic Objective: 

At the end of this topic student would be able to: 

 Understand Discrete transistor and IC CPUs 

 Understand Early CPU Design 

 Learn about CPU composed of only four LSI integrated circuits 

 Learn about CPU operation 

 Learn about CPU Integer range 

 Understand Clock rate 

 Learn about Parallelism 

 Learn about Instruction level parallelism 

 Learn about Thread level parallelism 

 Learn about Data parallelism 

Definition/Overview: 

Central Processing Unit (CPU): A central processing unit (CPU) is an electronic circuit that 

can execute computer programs. This broad definition can easily be applied to many early 

computers that existed long before the term "CPU" ever came into widespread usage. The 

term itself and its initialism have been in use in the computer industry at least since the early 

1960s. The form, design and implementation of CPUs have changed dramatically since the 

earliest examples, but their fundamental operation has remained much the same. 

Key Points: 

1. Early CPU Design 

Early CPUs were custom-designed as a part of a larger, sometimes one-of-a-kind, computer. 

However, this costly method of designing custom CPUs for a particular application has 

largely given way to the development of mass-produced processors that are suited for one or 

many purposes. This standardization trend generally began in the era of discrete transistor 

mainframes and minicomputers and has rapidly accelerated with the popularization of the 

integrated circuit (IC). The IC has allowed increasingly complex CPUs to be designed and 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

1
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



manufactured to tolerances on the order of nanometers. Both the miniaturization and 

standardization of CPUs have increased the presence of these digital devices in modern life 

far beyond the limited application of dedicated computing machines. Modern 

microprocessors appear in everything from automobiles to cell phones to children's toys. 

Prior to the advent of machines that resemble today's CPUs, computers such as the ENIAC 

had to be physically rewired in order to perform different tasks. These machines are often 

referred to as "fixed-program computers," since they had to be physically reconfigured in 

order to run a different program. Since the term "CPU" is generally defined as a software 

(computer program) execution device, the earliest devices that could rightly be called CPUs 

came with the advent of the stored-program computer.  

 

 

The idea of a stored-program computer was already present during ENIAC's design, but was 

initially omitted so the machine could be finished sooner. On June 30, 1945, before ENIAC 

was even completed, mathematician John von Neumann distributed the paper entitled "First 

Draft of a Report on the EDVAC." It outlined the design of a stored-program computer that 

would eventually be completed in August 1949 (von Neumann 1945). EDVAC was designed 

to perform a certain number of instructions (or operations) of various types. These 

instructions could be combined to create useful programs for the EDVAC to run. 

Significantly, the programs written for EDVAC were stored in high-speed computer memory 

rather than specified by the physical wiring of the computer. This overcame a severe 

limitation of ENIAC, which was the large amount of time and effort it took to reconfigure the 

computer to perform a new task. With von Neumann's design, the program, or software, that 

EDVAC ran could be changed simply by changing the contents of the computer's memory. 

While von Neumann is most often credited with the design of the stored-program computer 

because of his design of EDVAC, others before him such as Konrad Zuse had suggested 

similar ideas. Additionally, the so-called Harvard architecture of the Harvard Mark I, which 

was completed before EDVAC, also utilized a stored-program design using punched paper 

tape rather than electronic memory. The key difference between the von Neumann and 

Harvard architectures is that the latter separates the storage and treatment of CPU instructions 

and data, while the former uses the same memory space for both. Most modern CPUs are 

primarily von Neumann in design, but elements of the Harvard architecture are commonly 
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seen as well. Being digital devices, all CPUs deal with discrete states and therefore require 

some kind of switching elements to differentiate between and change these states. Prior to 

commercial acceptance of the transistor, electrical relays and vacuum tubes (thermionic 

valves) were commonly used as switching elements. Although these had distinct speed 

advantages over earlier, purely mechanical designs, they were unreliable for various reasons. 

For example, building direct current sequential logic circuits out of relays requires additional 

hardware to cope with the problem of contact bounce. While vacuum tubes do not suffer from 

contact bounce, they must heat up before becoming fully operational and eventually stop 

functioning altogether. Usually, when a tube failed, the CPU would have to be diagnosed to 

locate the failing component so it could be replaced. Therefore, early electronic (vacuum tube 

based) computers were generally faster but less reliable than electromechanical (relay based) 

computers. 

Tube computers like EDVAC tended to average eight hours between failures, whereas relay 

computers like the (slower, but earlier) Harvard Mark I failed very rarely (Weik 1961:238). 

In the end, tube based CPUs became dominant because the significant speed advantages 

afforded generally outweighed the reliability problems. Most of these early synchronous 

CPUs ran at low clock rates compared to modern microelectronic designs. Clock signal 

frequencies ranging from 100 kHz to 4 MHz were very common at this time, limited largely 

by the speed of the switching devices they were built with. 

2. Discrete transistor and IC CPUs 

The design complexity of CPUs increased as various technologies facilitated building smaller 

and more reliable electronic devices. The first such improvement came with the advent of the 

transistor. Transistorized CPUs during the 1950s and 1960s no longer had to be built out of 

bulky, unreliable, and fragile switching elements like vacuum tubes and electrical relays. 

With this improvement more complex and reliable CPUs were built onto one or several 

printed circuit boards containing discrete (individual) components. During this period, a 

method of manufacturing many transistors in a compact space gained popularity. The 

integrated circuit (IC) allowed a large number of transistors to be manufactured on a single 

semiconductor-based die, or "chip." At first only very basic non-specialized digital circuits 

such as NOR gates were miniaturized into ICs. CPUs based upon these "building block" ICs 

are generally referred to as "small-scale integration" (SSI) devices. SSI ICs, such as the ones 

used in the Apollo guidance computer, usually contained transistor counts numbering in 
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multiples of ten. To build an entire CPU out of SSI ICs required thousands of individual 

chips, but still consumed much less space and power than earlier discrete transistor designs. 

As microelectronic technology advanced, an increasing number of transistors were placed on 

ICs, thus decreasing the quantity of individual ICs needed for a complete CPU. MSI and LSI 

(medium- and large-scale integration) ICs increased transistor counts to hundreds, and then 

thousands. In 1964 IBM introduced its System/360 computer architecture which was used in 

a series of computers that could run the same programs with different speed and performance. 

This was significant at a time when most electronic computers were incompatible with one 

another, even those made by the same manufacturer.  

To facilitate this improvement, IBM utilized the concept of a microprogram (often called 

"microcode"), which still sees widespread usage in modern CPUs (Amdahl et al. 1964). The 

System/360 architecture was so popular that it dominated the mainframe computer market for 

the decades and left a legacy that is still continued by similar modern computers like the IBM 

zSeries. In the same year (1964), Digital Equipment Corporation (DEC) introduced another 

influential computer aimed at the scientific and research markets, the PDP-8. DEC would 

later introduce the extremely popular PDP-11 line that originally was built with SSI ICs but 

was eventually implemented with LSI components once these became practical. In stark 

contrast with its SSI and MSI predecessors, the first LSI implementation of the PDP-11 

contained a  

3. CPU composed of only four LSI integrated circuits 

Transistor-based computers had several distinct advantages over their predecessors. Aside 

from facilitating increased reliability and lower power consumption, transistors also allowed 

CPUs to operate at much higher speeds because of the short switching time of a transistor in 

comparison to a tube or relay. Thanks to both the increased reliability as well as the 

dramatically increased speed of the switching elements (which were almost exclusively 

transistors by this time), CPU clock rates in the tens of megahertz were obtained during this 

period. Additionally while discrete transistor and IC CPUs were in heavy usage, new high-

performance designs like SIMD (Single Instruction Multiple Data) vector processors began to 

appear. These early experimental designs later gave rise to the era of specialized 

supercomputers like those made by Cray Inc. 
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4. CPU operation 

The fundamental operation of most CPUs, regardless of the physical form they take, is to 

execute a sequence of stored instructions called a program. The program is represented by a 

series of numbers that are kept in some kind of computer memory. There are four steps that 

nearly all CPUs use in their operation: fetch, decode, execute, and writeback. The first step, 

fetch, involves retrieving an instruction (which is represented by a number or sequence of 

numbers) from program memory. The location in program memory is determined by a 

program counter (PC), which stores a number that identifies the current position in the 

program. In other words, the program counter keeps track of the CPU's place in the current 

program. After an instruction is fetched, the PC is incremented by the length of the 

instruction word in terms of memory units. Often the instruction to be fetched must be 

retrieved from relatively slow memory, causing the CPU to stall while waiting for the 

instruction to be returned. This issue is largely addressed in modern processors by caches and 

pipeline architectures. The instruction that the CPU fetches from memory is used to 

determine what the CPU is to do. In the decode step, the instruction is broken up into parts 

that have significance to other portions of the CPU. The way in which the numerical 

instruction value is interpreted is defined by the CPU's instruction set architecture(ISA). 

Often, one group of numbers in the instruction, called the opcode, indicates which operation 

to perform. The remaining parts of the number usually provide information required for that 

instruction, such as operands for an addition operation. Such operands may be given as a 

constant value (called an immediate value), or as a place to locate a value: a register or a 

memory address, as determined by some addressing mode. In older designs the portions of 

the CPU responsible for instruction decoding were unchangeable hardware devices.  

However, in more abstract and complicated CPUs and ISAs, a microprogram is often used to 

assist in translating instructions into various configuration signals for the CPU. This 

microprogram is sometimes rewritable so that it can be modified to change the way the CPU 

decodes instructions even after it has been manufactured. After the fetch and decode steps, 

the execute step is performed. During this step, various portions of the CPU are connected so 

they can perform the desired operation. If, for instance, an addition operation was requested, 

an arithmetic logic unit (ALU) will be connected to a set of inputs and a set of outputs. The 

inputs provide the numbers to be added, and the outputs will contain the final sum. The ALU 

contains the circuitry to perform simple arithmetic and logical operations on the inputs (like 
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addition and bitwise operations). If the addition operation produces a result too large for the 

CPU to handle, an arithmetic overflow flag in a flags register may also be set. The final step, 

writeback, simply "writes back" the results of the execute step to some form of memory. 

Very often the results are written to some internal CPU register for quick access by 

subsequent instructions. In other cases results may be written to slower, but cheaper and 

larger, main memory. Some types of instructions manipulate the program counter rather than 

directly produce result data.  

These are generally called "jumps" and facilitate behavior like loops, conditional program 

execution (through the use of a conditional jump), and functions in programs. Many 

instructions will also change the state of digits in a "flags" register. These flags can be used to 

influence how a program behaves, since they often indicate the outcome of various 

operations. For example, one type of "compare" instruction considers two values and sets a 

number in the flags register according to which one is greater. This flag could then be used by 

a later jump instruction to determine program flow. After the execution of the instruction and 

writeback of the resulting data, the entire process repeats, with the next instruction cycle 

normally fetching the next-in-sequence instruction because of the incremented value in the 

program counter. If the completed instruction was a jump, the program counter will be 

modified to contain the address of the instruction that was jumped to, and program execution 

continues normally. In more complex CPUs than the one described here, multiple instructions 

can be fetched, decoded, and executed simultaneously. This section describes what is 

generally referred to as the "Classic RISC pipeline," which in fact is quite common among 

the simple CPUs used in many electronic devices (often called microcontroller). It largely 

ignores the important role of CPU cache, and therefore the access stage of the pipeline. 

5. CPU Integer range 

The way a CPU represents numbers is a design choice that affects the most basic ways in 

which the device functions. Some early digital computers used an electrical model of the 

common decimal (base ten) numeral system to represent numbers internally. A few other 

computers have used more exotic numeral systems like ternary (base three). Nearly all 

modern CPUs represent numbers in binary form, with each digit being represented by some 

two-valued physical quantity such as a "high" or "low" voltage. Related to number 

representation is the size and precision of numbers that a CPU can represent. In the case of a 

binary CPU, a bit refers to one significant place in the numbers a CPU deals with. The 
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number of bits (or numeral places) a CPU uses to represent numbers is often called "word 

size", "bit width", "data path width", or "integer precision" when dealing with strictly integer 

numbers (as opposed to floating point). This number differs between architectures, and often 

within different parts of the very same CPU.For example, an 8-bit CPU deals with a range of 

numbers that can be represented by eight binary digits (each digit having two possible 

values), that is, 28 or 256 discrete numbers. In effect, integer size sets a hardware limit on the 

range of integers the software run by the CPU can utilize. 

Integer range can also affect the number of locations in memory the CPU can address 

(locate). For example, if a binary CPU uses 32 bits to represent a memory address, and each 

memory address represents one octet (8 bits), the maximum quantity of memory that CPU 

can address is 232 octets, or 4 GiB. This is a very simple view of CPU address space, and 

many designs use more complex addressing methods like paging in order to locate more 

memory than their integer range would allow with a flat address space. 

Higher levels of integer range require more structures to deal with the additional digits, and 

therefore more complexity, size, power usage, and general expense. It is not at all 

uncommon, therefore, to see 4- or 8-bit microcontrollers used in modern applications, even 

though CPUs with much higher range (such as 16, 32, 64, even 128-bit) are available. The 

simpler microcontrollers are usually cheaper, use less power, and therefore dissipate less 

heat, all of which can be major design considerations for electronic devices. However, in 

higher-end applications, the benefits afforded by the extra range (most often the additional 

address space) are more significant and often affect design choices. To gain some of the 

advantages afforded by both lower and higher bit lengths, many CPUs are designed with 

different bit widths for different portions of the device. For example, the IBM System/370 

used a CPU that was primarily 32 bit, but it used 128-bit precision inside its floating point 

units to facilitate greater accuracy and range in floating point numbers. Many later CPU 

designs use similar mixed bit width, especially when the processor is meant for general-

purpose usage where a reasonable balance of integer and floating point capability is required. 

6. Clock rate 

Most CPUs and sequential logic devices are synchronous in nature. That is, they are designed 

and operate on assumptions about a synchronization signal. This signal, known as a clock 

signal, usually takes the form of a periodic square wave. By calculating the maximum time 
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that electrical signals can move in various branches of a CPU's many circuits, the designers 

can select an appropriate period for the clock signal. This period must be longer than the 

amount of time it takes for a signal to move, or propagate, in the worst-case scenario. In 

setting the clock period to a value well above the worst-case propagation delay, it is possible 

to design the entire CPU and the way it moves data around the "edges" of the rising and 

falling clock signal. This has the advantage of simplifying the CPU significantly, both from a 

design perspective and a component-count perspective. However, it also carries the 

disadvantage that the entire CPU must wait on its slowest elements, even though some 

portions of it are much faster.  

This limitation has largely been compensated for by various methods of increasing CPU 

parallelism. However architectural improvements alone do not solve all of the drawbacks of 

globally synchronous CPUs. For example, a clock signal is subject to the delays of any other 

electrical signal. Higher clock rates in increasingly complex CPUs make it more difficult to 

keep the clock signal in phase (synchronized) throughout the entire unit. This has led many 

modern CPUs to require multiple identical clock signals to be provided in order to avoid 

delaying a single signal significantly enough to cause the CPU to malfunction. Another major 

issue as clock rates increase dramatically is the amount of heat that is dissipated by the CPU. 

The constantly changing clock causes many components to switch regardless of whether they 

are being used at that time. In general, a component that is switching uses more energy than 

an element in a static state. Therefore, as clock rate increases, so does heat dissipation, 

causing the CPU to require more effective cooling solutions. 

One method of dealing with the switching of unneeded components is called clock gating, 

which involves turning off the clock signal to unneeded components (effectively disabling 

them). However, this is often regarded as difficult to implement and therefore does not see 

common usage outside of very low-power designs. Another method of addressing some of 

the problems with a global clock signal is the removal of the clock signal altogether. While 

removing the global clock signal makes the design process considerably more complex in 

many ways, asynchronous (or clockless) designs carry marked advantages in power 

consumption and heat dissipation in comparison with similar synchronous designs. While 

somewhat uncommon, entire asynchronous CPUs have been built without utilizing a global 

clock signal. Two notable examples of this are the ARM compliant AMULET and the MIPS 

R3000 compatible MiniMIPS. Rather than totally removing the clock signal, some CPU 
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designs allow certain portions of the device to be asynchronous, such as using asynchronous 

ALUs in conjunction with superscalar pipelining to achieve some arithmetic performance 

gains. While it is not altogether clear whether totally asynchronous designs can perform at a 

comparable or better level than their synchronous counterparts, it is evident that they do at 

least excel in simpler math operations. This, combined with their excellent power 

consumption and heat dissipation properties, makes them very suitable for embedded 

computers. 

7. Parallelism 

The description of the basic operation of a CPU offered in the previous section describes the 

simplest form that a CPU can take. This type of CPU, usually referred to as subscalar, 

operates on and executes one instruction on one or two pieces of data at a time. This process 

gives rise to an inherent inefficiency in subscalar CPUs. Since only one instruction is 

executed at a time, the entire CPU must wait for that instruction to complete before 

proceeding to the next instruction. As a result the subscalar CPU gets "hung up" on 

instructions which take more than one clock cycle to complete execution. Even adding a 

second execution unit does not improve performance much; rather than one pathway being 

hung up, now two pathways are hung up and the number of unused transistors is increased. 

This design, wherein the CPU's execution resources can operate on only one instruction at a 

time, can only possibly reach scalar performance (one instruction per clock). However, the 

performance is nearly always subscalar (less than one instruction per cycle). Attempts to 

achieve scalar and better performance have resulted in a variety of design methodologies that 

cause the CPU to behave less linearly and more in parallel. When referring to parallelism in 

CPUs, two terms are generally used to classify these design techniques. Instruction level 

parallelism (ILP) seeks to increase the rate at which instructions are executed within a CPU 

(that is, to increase the utilization of on-die execution resources), and thread level parallelism 

(TLP) purposes to increase the number of threads (effectively individual programs) that a 

CPU can execute simultaneously. Each methodology differs both in the ways in which they 

are implemented, as well as the relative effectiveness they afford in increasing the CPU's 

performance for an application. 
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8. Instruction level parallelism 

One of the simplest methods used to accomplish increased parallelism is to begin the first 

steps of instruction fetching and decoding before the prior instruction finishes executing. This 

is the simplest form of a technique known as instruction pipelining, and is utilized in almost 

all modern general-purpose CPUs. Pipelining allows more than one instruction to be executed 

at any given time by breaking down the execution pathway into discrete stages. This 

separation can be compared to an assembly line, in which an instruction is made more 

complete at each stage until it exits the execution pipeline and is retired. Pipelining does, 

however, introduce the possibility for a situation where the result of the previous operation is 

needed to complete the next operation; a condition often termed data dependency conflict. To 

cope with this, additional care must be taken to check for these sorts of conditions and delay a 

portion of the instruction pipeline if this occurs. Naturally, accomplishing this requires 

additional circuitry, so pipelined processors are more complex than subscalar ones (though 

not very significantly so). A pipelined processor can become very nearly scalar, inhibited 

only by pipeline stalls (an instruction spending more than one clock cycle in a stage). 

 

Further improvement upon the idea of instruction pipelining led to the development of a 

method that decreases the idle time of CPU components even further. Designs that are said to 

be superscalar include a long instruction pipeline and multiple identical execution units. In a 

superscalar pipeline, multiple instructions are read and passed to a dispatcher, which decides 

whether or not the instructions can be executed in parallel (simultaneously). If so they are 

dispatched to available execution units, resulting in the ability for several instructions to be 

executed simultaneously. In general, the more instructions a superscalar CPU is able to 

dispatch simultaneously to waiting execution units, the more instructions will be completed 

in a given cycle. 

Most of the difficulty in the design of a superscalar CPU architecture lies in creating an 

effective dispatcher. The dispatcher needs to be able to quickly and correctly determine 

whether instructions can be executed in parallel, as well as dispatch them in such a way as to 

keep as many execution units busy as possible. This requires that the instruction pipeline is 

filled as often as possible and gives rise to the need in superscalar architectures for significant 

amounts of CPU cache. It also makes hazard-avoiding techniques like branch prediction, 
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speculative execution, and out-of-order execution crucial to maintaining high levels of 

performance. By attempting to predict which branch (or path) a conditional instruction will 

take, the CPU can minimize the number of times that the entire pipeline must wait until a 

conditional instruction is completed. Speculative execution often provides modest 

performance increases by executing portions of code that may or may not be needed after a 

conditional operation completes. Out-of-order execution somewhat rearranges the order in 

which instructions are executed to reduce delays due to data dependencies. 

In the case where a portion of the CPU is superscalar and part is not, the part which is not 

suffers a performance penalty due to scheduling stalls. The original Intel Pentium (P5) had 

two superscalar ALUs which could accept one instruction per clock each, but its FPU could 

not accept one instruction per clock. Thus the P5 was integer superscalar but not floating 

point superscalar. Intel's successor to the Pentium architecture, P6, added superscalar 

capabilities to its floating point features, and therefore afforded a significant increase in 

floating point instruction performance. 

Both simple pipelining and superscalar design increase a CPU's ILP by allowing a single 

processor to complete execution of instructions at rates surpassing one instruction per cycle 

(IPC). Most modern CPU designs are at least somewhat superscalar, and nearly all general 

purpose CPUs designed in the last decade are superscalar. In later years some of the emphasis 

in designing high-ILP computers has been moved out of the CPU's hardware and into its 

software interface, or ISA. The strategy of the very long instruction word (VLIW) causes 

some ILP to become implied directly by the software, reducing the amount of work the CPU 

must perform to boost ILP and thereby reducing the design's complexity. 

9. Thread level parallelism 

Another strategy of achieving performance is to execute multiple programs or threads in 

parallel. This area of research is known as parallel computing. In Flynn's taxonomy, strategy 

of achieving performance by executing multiple programs or threads in parallel is known as 

Multiple Instructions-Multiple Data or MIMD. The initial flavor of this technology is known 

as symmetric multiprocessing (SMP), where a small number of CPUs share a coherent view 

of their memory system. In this scheme, each CPU has additional hardware to maintain a 

constantly up-to-date view of memory. By avoiding stale views of memory, the CPUs can 

cooperate on the same program and programs can migrate from one CPU to another.  
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To increase the number of cooperating CPUs beyond a handful, schemes such as non-uniform 

memory access (NUMA) and directory-based coherence protocols were introduced in the 

1990s. SMP systems are limited to a small number of CPUs while NUMA systems have been 

built with thousands of processors. Initially, multiprocessing was built using multiple discrete 

CPUs and boards to implement the interconnect between the processors. When the processors 

and their interconnect are all implemented on a single silicon chip, the technology is known 

as a multi-core microprocessor. It was later recognized that finer-grain parallelism existed 

with a single program.  

A single program might have several threads (or functions) that could be executed separately 

or in parallel. Some of earliest examples of this technology implemented input/output 

processing such as direct memory access as a separate thread from the computation thread. A 

more general approach to this technology was introduced in the 1970s when systems were 

designed to run multiple computation threads in parallel. This technology is known as multi-

threading (MT). This approach is considered more cost-effective than multiprocessing, as 

only a small number of components within a CPU is replicated in order to support MT as 

opposed to the entire CPU in the case of MP. In MT, the execution units and the memory 

system including the caches are shared among multiple threads. The downside of MT is that 

the hardware support for multithreading is more visible to software than that of MP and thus 

supervisor software like operating systems have to undergo larger changes to support MT. 

One type of MT that was implemented is known as block multithreading, where one thread is 

executed until it is stalled waiting for data to return from external memory. In this scheme, 

the CPU would then quickly switch to another thread which is ready to run, the switch often 

done in one CPU clock cycle. Another type of MT is known as simultaneous multithreading, 

where instructions of multiple threads are executed in parallel within one CPU clock cycle. 

For several decades from the 1970s to early 2000s, the focus in designing high performance 

general purpose CPUs was largely on achieving high ILP through technologies such as 

pipelining, caches, superscalar execution, Out-of-order execution, etc. This trend culminated 

in large, power-hungry CPUs such as the Intel Pentium 4. By the early 2000s, CPU designers 

were thwarted from achieving higher performance from ILP techniques due to the growing 

disparity between CPU operating frequencies and main memory operating frequencies as 

well as escalating  

 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

12
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



10. Data parallelism 

A less common but increasingly important paradigm of CPUs (and indeed, computing in 

general) deals with data parallelism. The processors discussed earlier are all referred to as 

some type of scalar device. As the name implies, vector processors deal with multiple pieces 

of data in the context of one instruction. This contrasts with scalar processors, which deal 

with one piece of data for every instruction. Using Flynn's taxonomy, these two schemes of 

dealing with data are generally referred to as SISD (single instruction, single data) and SIMD 

(single instruction, multiple data), respectively. The great utility in creating CPUs that deal 

with vectors of data lies in optimizing tasks that tend to require the same operation (for 

example, a sum or a dot product) to be performed on a large set of data. Some classic 

examples of these types of tasks are multimedia applications (images, video, and sound), as 

well as many types of scientific and engineering tasks. Whereas a scalar CPU must complete 

the entire process of fetching, decoding, and executing each instruction and value in a set of 

data, a vector CPU can perform a single operation on a comparatively large set of data with 

one instruction. Of course, this is only possible when the application tends to require many 

steps which apply one operation to a large set of data. 

Most early vector CPUs, such as the Cray-1, were associated almost exclusively with 

scientific research and cryptography applications. However, as multimedia has largely shifted 

to digital media, the need for some form of SIMD in general-purpose CPUs has become 

significant. Shortly after floating point execution units started to become commonplace to 

include in general-purpose processors, specifications for and implementations of SIMD 

execution units also began to appear for general-purpose CPUs. Some of these early SIMD 

specifications like Intel's MMX were integer-only. This proved to be a significant 

impediment for some software developers, since many of the applications that benefit from 

SIMD primarily deal with floating point numbers. Progressively, these early designs were 

refined and remade into some of the common, modern SIMD specifications, which are 

usually associated with one ISA. Some notable modern examples are Intel's SSE and the 

PowerPC-related AltiVec also known as VMX. 
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Topic : Processors 

 

Topic Objective: 

At the end of this topic student would be able to: 

 First types of Microprocessor 

 Notable 8-bit designs 

 16-bit designs of microprocessors 

 32-bit designs of microprocessors 

 bit designs of microprocessors  

 Multicore designs  

 Advantages of Multicore Processor  

 Disadvantages of Multicore Processors 

Definition/Overview: 

Microprocessor: A microprocessor incorporates most or all of the functions of a central 

processing unit (CPU) on a single integrated circuit (IC). The first microprocessors emerged 

in the early 1970s and were used for electronic calculators, using Binary-coded decimal 

(BCD) arithmetic on 4-bit words. Other embedded uses of 4 and 8-bit microprocessors, such 

as terminals, printers, various kinds of automation etc, followed rather quickly. Affordable 8-

bit microprocessors with 16-bit addressing also led to the first general purpose 

microcomputers in the mid-1970s. 

Key Points: 

1. First types of Microprocessor 

Three projects arguably delivered a complete microprocessor at about the same time, namely 

Intel's 4004, the Texas Instruments (TI) TMS 1000, and Garrett AiResearch's Central Air 

Data Computer (CADC). In 1968, Garrett AiResearch, with designer Ray Holt and Steve 

Geller, were invited to produce a digital computer to compete with electromechanical 

systems then under development for the main flight control computer in the US Navy's new 

F-14 Tomcat fighter. The design was complete by 1970, and used a MOS-based chipset as 

the core CPU. The design was significantly (approximately 20 times) smaller and much more 
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reliable than the mechanical systems it competed against, and was used in all of the early 

Tomcat models. This system contained a "a 20-bit, pipelined, parallel multi-microprocessor". 

However, the system was considered so advanced that the Navy refused to allow publication 

of the design until 1997. For this reason the CADC, and the MP944 chipset it used, are fairly 

unknown even today. TI developed the 4-bit TMS 1000, and stressed pre-programmed 

embedded applications, introducing a version called the TMS1802NC on September 17, 

1971, which implemented a calculator on a chip. The Intel chip was the 4-bit 4004, released 

on November 15, 1971, developed by Federico Faggin and Marcian Hoff, the manager of the 

designing team was Leslie L. Vadsz. 

 

TI filed for the patent on the microprocessor. Gary Boone was awarded U.S. Patent 3,757,306 

for the single-chip microprocessor architecture on September 4, 1973. It may never be known 

which company actually had the first working microprocessor running on the lab bench. In 

both 1971 and 1976, Intel and TI entered into broad patent cross-licensing agreements, with 

Intel paying royalties to TI for the microprocessor patent. A nice history of these events is 

contained in court documentation from a legal dispute between Cyrix and Intel, with TI as 

intervenor and owner of the microprocessor patent. Interestingly, a third party (Gilbert Hyatt) 

was awarded a patent which might cov r the "microprocessor". According to a rebuttal and a 

commentary, the patent was later invalidated, but not before substantial royalties were paid 

out. A computer-on-a-chip is a variation of a microprocessor which combines the 

microprocessor core (CPU), some memory, and I/O (input/output) lines, all on one chip. The 

computer-on-a-chip patent, called the "microcomputer patent" at the time, U.S. Patent 

4,074,351 , was awarded to Gary Boone and Michael J. Cochran of TI. Aside from this 

patent, the standard meaning of microcomputer is a computer using one or more 

microprocessors as its CPU(s), while the concept defined in the patent is perhaps more akin 

to a microcontroller. According to A History of Modern Computing, (MIT Press), pp. 22021, 

Intel entered into a contract with Computer Terminals Corporation, later called Datapoint, of 

San Antonio TX, for a chip for a terminal they were designing. Datapoint later decided to use 

the chip, and Intel marketed it as the 8008 in April, 1972. This was the world's first 8-bit 

microprocessor. It was the basis for the famous "Mark-8" computer kit advertised in the 

magazine Radio-Electronics in 1974. The 8008 and its successor, the world-famous 8080, 

opened up the microprocessor component marketplace. 
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2. Notable 8-bit designs 

The 4004 was later followed in 1972 by the 8008, the world's first 8-bit microprocessor. 

These processors are the precursors to the very successful Intel 8080 (1974), Zilog Z80 

(1976), and derivative Intel 8-bit processors. The competing Motorola 6800 was released 

August 1974 and the similar MOS Technology 6502 in 1975 (designed largely by the same 

people). The 6502 rivaled the Z80 in popularity during the 1980s. A low overall cost, small 

packaging, simple computer bus requirements, and sometimes circuitry otherwise provided 

by external hardware (the Z80 had a built in memory refresh) allowed the home computer 

"revolution" to accelerate sharply in the early 1980s, eventually delivering such inexpensive 

machines as the Sinclair ZX-81, which sold for US$99. The Western Design Center, Inc. 

(WDC) introduced the CMOS 65C02 in 1982 and licensed the design to several firms. It 

became the core of the Apple IIc and IIe personal computers, medical implantable grade 

pacemakers and defibrilators, automotive, industrial and consumer devices. WDC pioneered 

the licensing of microprocessor technology which was later followed by ARM and other 

microprocessor Intellectual Property (IP) providers in the 1990s. Motorola introduced the 

MC6809 in 1978, an ambitious and thought through 8-bit design source compatible with the 

6800 and implemented using purely hard-wired logic. (Subsequent 16-bit microprocessors 

typically used microcode to some extent, as design requirements were getting too complex 

for hard-wired logic only.) Another early 8-bit microprocessor was the Signetics 2650, which 

enjoyed a brief surge of interest due to its innovative and powerful instruction set 

architecture. 

A seminal microprocessor in the world of spaceflight was RCA's RCA 1802 (aka CDP1802, 

RCA COSMAC) (introduced in 1976) which was used in NASA's Voyager and Viking 

spaceprobes of the 1970s, and onboard the Galileo probe to Jupiter (launched 1989, arrived 

1995). RCA COSMAC was the first to implement C-MOS technology. The CDP1802 was 

used because it could be run at very low power, and because its production process (Silicon 

on Sapphire) ensured much better protection against cosmic radiation and electrostatic 

discharges than that of any other processor of the era. Thus, the 1802 is said to be the first 

radiation-hardened microprocessor. The RCA 1802 had what is called a static design, 

meaning that the clock frequency could be made arbitrarily low, even to 0 Hz, a total stop 

condition. This let the Voyager/Viking/Galileo spacecraft use minimum electric power for 

long uneventful stretches of a voyage. Timers and/or sensors would awaken/improve the 

performance of the processor in time for important tasks, such as navigation updates, attitude 

control, data acquisition, and radio communication. 
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3. 16-bit designs of microprocessors 

The first multi-chip 16-bit microprocessor was the National Semiconductor IMP-16, 

introduced in early 1973. An 8-bit version of the chipset was introduced in 1974 as the IMP-

8. During the same year, National introduced the first 16-bit single-chip microprocessor, the 

National Semiconductor PACE, which was later followed by an NMOS version, the 

INS8900. 

Other early multi-chip 16-bit microprocessors include one used by Digital Equipment 

Corporation (DEC) in the LSI-11 OEM board set and the packaged PDP 11/03 minicomputer, 

and the Fairchild Semiconductor MicroFlame 9440, both of which were introduced in the 

1975 to 1976 timeframe. The first single-chip 16-bit microprocessor was TI's TMS 9900, 

which was also compatible with their TI-990 line of minicomputers. The 9900 was used in 

the TI 990/4 minicomputer, the TI-99/4 a home computer, and the TM990 line of OEM 

microcomputer boards. The chip was packaged in a large ceramic 64-pin DIP package, while 

most 8-bit microprocessors such as the Intel 8080 used the more common, smaller, and less 

expensive plastic 40-pin DIP. A follow-on chip, the TMS 9980, was designed to compete 

with the Intel 8080, had the full TI 990 16-bit instruction set, used a plastic 40-pin package, 

moved data 8 bits at a time, but could only address 16 KB. A third chip, the TMS 9995, was a 

new design. The family later expanded to include the 99105 and 99110. The Western Design 

Center, Inc. (WDC) introduced the CMOS 65816 16-bit upgrade of the WDC CMOS 65C02 

in 1984. The 65816 16-bit microprocessor was the core of the Apple IIgs and later the Super 

Nintendo Entertainment System, making it one of the most popular 16-bit designs of all time. 

Intel followed a different path, having no minicomputers to emulate, and instead "upsized" 

their 8080 design into the 16-bit Intel 8086, the first member of the x86 family which powers 

most modern PC type computers. Intel introduced the 8086 as a cost effective way of porting 

software from the 8080 lines, and succeeded in winning much business on that premise. The 

8088, a version of the 8086 that used an external 8-bit data bus, was the microprocessor in the 

first IBM PC, the model 5150. Following up their 8086 and 8088, Intel released the 80186, 

80286 and, in 1985, the 32-bit 80386, cementing their PC market dominance with the 

processor family's backwards compatibility. The integrated microprocessor memory 

management unit (MMU) was developed by Childs et al. of Intel, and awarded USpatent 

number 4,442,484. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

17
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4. 32-bit designs of microprocessors 

The most significant of the 32-bit designs is the MC68000, introduced in 1979. The 68K, as it 

was widely known, had 32-bit registers but used 16-bit internal data paths, and a 16-bit 

external data bus to reduce pin count, and supported only 24-bit addresses. Motorola 

generally described it as a 16-bit processor, though it clearly has 32-bit architecture. The 

combination of high performance, large (16 megabytes (2^24)) memory space and fairly low 

costs made it the most popular CPU design of its class. The Apple Lisa and Macintosh 

designs made use of the 68000, as did a host of other designs in the mid-1980s, including the 

Atari ST and Commodore Amiga. The world's first single-chip fully-32-bit microprocessor, 

with 32-bit data paths, 32-bit buses, and 32-bit addresses, was the AT&T Bell Labs 

BELLMAC-32A, with first samples in 1980, and general production in 1982. After the 

divestiture of AT&T in 1984, it was renamed the WE 32000 (WE for Western Electric), and 

had two follow-on generations, the WE 32100 and WE 32200. These microprocessors were 

used in the AT&T 3B5 and 3B15 minicomputers; in the 3B2, the world's first desktop 

supermicrocomputer; in the "Companion", the world's first 32-bit laptop computer; and in 

"Alexander", the world's first book-sized supermicrocomputer, featuring ROM-pack memory 

cartridges similar to today's gaming consoles. All these systems ran the UNIX System V 

operating system. Intel's first 32-bit microprocessor was the iAPX 432, which was introduced 

in 1981 but was not a commercial success. It had an advanced capability-based object-

oriented architecture, but poor performance compared to other competing architectures such 

as the Motorola 68000. Motorola's success with the 68000 led to the MC68010, which added 

virtual memory support. The MC68020, introduced in 1985 added full 32-bit data and 

address busses. The 68020 became hugely popular in the Unix supermicrocomputer market, 

and many small companies (e.g., Altos, Charles River Data Systems) produced desktop-size 

systems. Following this with the MC68030, which added the MMU into the chip, the 68K 

family became theprocessor for everything that wasn't running DOS. The continued success 

led to the MC68040, which included an FPU for better math performance. A 68050 failed to 

achieve its performance goals and was not released, and the follow-up MC68060 was 

released into a market saturated by much faster RISC designs. The 68K family faded from the 

desktop in the early 1990s. Other large companies designed the 68020 and follow-ons into 

embedded equipment. At one point, there were more 68020s in embedded equipment than 

there were Intel Pentiums in PCs. The ColdFire processor cores are derivatives of the 

venerable 68020. During this time (early to mid 1980s), National Semiconductor introduced a 

very similar 16-bit pinout, 32-bit internal microprocessor called the NS 16032 (later renamed 
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32016), the full 32-bit version named the NS 32032, and a line of 32-bit industrial OEM 

microcomputers. By the mid-1980s, Sequent introduced the first symmetric multiprocessor 

(SMP) server-class computer using the NS 32032. This was one of the design's few wins, and 

it disappeared in the late 1980s. The MIPS R2000 (1984) and R3000 (1989) were highly 

successful 32-bit RISC microprocessors. They were used in high-end workstations and 

servers by SGI, among others. Other designs included the interesting Zilog Z8000, which 

arrived too late to market to stand a chance and disappeared quickly.  

5.64-bit designs of microprocessors 

While 64-bit microprocessor designs have been in use in several markets since the early 

1990s, the early 2000s saw the introduction of 64-bit microchips targeted at the PC market. 

With AMD's introduction of a 64-bit architecture backwards-compatible with x86, x86-64 

(now called AMD64), in September 2003, followed by Intel's near fully compatible 64-bit 

extensions (first called IA-32e or EM64T, later renamed Intel 64), the 64-bit desktop era 

began. Both versions can run 32-bit legacy applications without any performance penalty as 

well as new 64-bit software. With operating systems Windows XP x64, Windows Vista x64, 

Linux, BSD and Mac OS X that run 64-bit native, the software is also geared to fully utilize 

the capabilities of such processors. The move to 64 bits is more than just an increase in 

register size from the IA-32 as it also doubles the number of general-purpose registers. 

The move to 64 bits by PowerPC processors had been intended since the processors' design in 

the early 90s and was not a major cause of incompatibility. Existing integer registers are 

extended as are all related data pathways, but, as was the case with IA-32, both floating point 

and vector units had been operating at or above 64 bits for several years. Unlike what 

happened when IA-32 was extended to x86-64, no new general purpose registers were added 

in 64-bit PowerPC, so any performance gained when using the 64-bit mode for applications 

making no use of the larger address space is minimal. 

6. Multicore designs 

A different approach to improving a computer's performance is to add extra processors, as in 

symmetric multiprocessing designs which have been popular in servers and workstations 

since the early 1990s. Keeping up with Moore's Law is becoming increasingly challenging as 

chip-making technologies approach the physical limits of the technology. In response, the 

microprocessor manufacturers look for other ways to improve performance, in order to hold 

on to the momentum of constant upgrades in the market. A multi-core processor is simply a 

single chip containing more than one microprocessor core, effectively multiplying the 
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potential performance with the number of cores (as long as the operating system and software 

is designed to take advantage of more than one processor). Some components, such as bus 

interface and second level cache, may be shared between cores. Because the cores are 

physically very close they interface at much faster clock rates compared to discrete 

multiprocessor systems, improving overall system performance. In 2005, the first mass-

market dual-core processors were announced and as of 2007 dual-core processors are widely 

used in servers, workstations and PCs while quad-core processors are now available for high-

end applications in both the home and professional environments. 

 

Sun Microsystems has released the Niagara and Niagara 2 chips, both of which feature an 

eight-core design. The Niagara 2 supports more threads and operates at 1.6 GHz. 

High-end Intel Xeon processors that are on the LGA771 socket are DP (dual processor) 

capable, as well as the new Intel Core 2 Extreme QX9775 also used in the Mac Pro by Apple 

and the Intel Skulltrail motherboard. 

7. Advantages of Multicore Processor 

The proximity of multiple CPU cores on the same die allows the cache coherency circuitry to 

operate at a much higher clock rate than is possible if the signals have to travel off-chip. 

Combining equivalent CPUs on a single die significantly improves the performance of cache 

snoop (alternative: Bus snooping) operations. Put simply, this means that signals between 

different CPUs travel shorter distances, and therefore those signals degrade less. These higher 

quality signals allow more data to be sent in a given time period since individual signals can 

be shorter and do not need to be repeated as often. 

The largest boost in performance will likely be noticed in improved response time while 

running CPU-intensive processes, like antivirus scans, ripping/burning media (requiring file 

conversion), or searching for folders. For example, if the automatic virus scan initiates while 

a movie is being watched, the application running the movie is far less likely to be starved of 

processor power, as the antivirus program will be assigned to a different processor core than 

the one running the movie playback. 

Assuming that the die can fit into the package, physically, the multi-core CPU designs require 

much less Printed Circuit Board (PCB) space than multi-chip SMP designs. Also, a dual-core 

processor uses slightly less power than two coupled single-core processors, principally 

because of the decreased power required to drive signals external to the chip. Furthermore, 

the cores share some circuitry, like the L2 cache and the interface to the front side bus (FSB). 
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In terms of competing technologies for the available silicon die area, multi-core design can 

make use of proven CPU core library designs and produce a product with lower risk of design 

error than devising a new wider core design. Also, adding more cache suffers from 

diminishing returns. 

8. Disadvantages of Multicore Processors 

In addition to operating system (OS) support, adjustments to existing software are required to 

maximize utilization of the computing resources provided by multi-core processors. Also, the 

ability of multi-core processors to increase application performance depends on the use of 

multiple threads within applications. The situation is improving: for example the American 

PC game developer Valve Corporation has stated that it will use multi core optimizations for 

the next version of its Source engine, shipped with Half-Life 2: Episode Two, the next 

installment of its Half-Life series., and Crytek is developing similar technologies for 

CryEngine 2, which powers their game, Crysis. Emergent Game Technologies' Gamebryo 

engine includes their Floodgate technology which simplifies multicore development across 

game platforms. Integration of a multi-core chip drives production yields down and they are 

more difficult to manage thermally than lower-density single-chip designs. Intel has partially 

countered this first problem by creating its quad-core designs by combining two dual-core on 

a single die with a unified cache, hence any two working dual-core dies can be used, as 

opposed to producing four cores on a single die and requiring all four to work to produce a 

quad-core. From an architectural point of view, ultimately, single CPU designs may make 

better use of the silicon surface area than multiprocessing cores, so a development 

commitment to this architecture may carry the risk of obsolescence. Finally, raw processing 

power is not the only constraint on system performance. Two processing cores sharing the 

same system bus and memory bandwidth limits the real-world performance advantage. If a 

single core is close to being memory bandwidth limited, going to dual-core might only give 

30% to 70% improvement. If memory bandwidth is not a problem, a 90% improvement can 

be expected. It would be possible for an application that used two CPUs to end up running 

faster on one dual-core if communication between the CPUs was the limiting factor, which 

would count as more than 100% improvement. 

 

 

In Section 2 of this course you will cover these topics: 
 

Gates And Boolean Algebra  
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An Example Microarchitecture  

 

 

Topic : Gates And Boolean Algebra 

 

Topic Objective: 

At the end of this topic student would be able to: 

 Learn about Basic operations in Boolean Algebra 

 Identify Laws of Boolean Algebra 

 Understand Venn diagrams and Boolean Operation 

 Learn about Digital logic gates 

 Learn about Concrete Boolean algebras 

 Learn about Subsets as bit vectors 

 Understand The prototypical Boolean algebra 

 Learn about Axiomatizing Boolean algebra 

 Understand Propositional logic 

 Learn about Applications of Boolean Algebra 

 Learn about Two-valued logic in Boolean Algebra 

 UnderstandBoolean operations and Mathematical logic 

Definition/Overview: 

Boolean algebra: Boolean algebra, developed in 1854 by George Boole in his book An 

Investigation of the Laws of Thought, is a variant of ordinary algebra as taught in high 

school. Boolean algebra differs from ordinary algebra in three ways: in the values that 

variables may assume, which are of a logical instead of a numeric character, prototypically 0 

and 1; in the operations applicable to those values; and in the properties of those operations, 

that is, the laws they obey. 
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Key Points: 

1. Basic operations in Boolean Algebra 

Some operations of ordinary algebra, in particular addition x+y, multiplication xy, and 

negation -x, have their counterparts in Boolean algebra, namely the Boolean operations OR, 

AND, and NOT respectively, also called disjunction x∨y, conjunction x∧y, and negation or 

complement x or sometimes !x. Some authors use instead the same arithmetic operations as 

ordinary algebra reinterpreted for Boolean algebra, treating x+y as synonymous with x∨y and 

xy with x∧y. 

Conjunction x∧y behaves on 0 and 1 exactly as multiplication does for ordinary algebra: if 

either x or y is 0 then so is x∧y, but if both are 1 then so is x∧y. Disjunction x∨y works 

almost like addition, with 0∨0 = 0 and 1∨0 = 0∨1 = 1. However there is a difference: 1∨1 is 

not 2 but 1. This difference can be captured by defining x∨y to be x+y-xy rather than simply 

x+y. 

Complement resembles ordinary negation in that it exchanges values. But whereas in 

ordinary algebra negation interchanges 1 and -1, 2 and -2, etc. while leaving 0 fixed, in 

Boolean algebra complement interchanges 0 and 1. One can think of ordinary negation as 

reflecting about 0, and Boolean complement as reflecting about the midpoint of 0 and 1. 

Complement can be defined arithmetically as x = 1−x. In summary the three basic Boolean 

operations can be defined arithmetically as follows. 

 
x∧y = xy 

 
x∨y = x + y - xy 

 
x = 1 - x 

[Figure 1:Boolean Values] 

Alternatively the values of x∧y, x∨y, and x can be expressed without reference to arithmetic 

operations by tabulating their values with truth tables as follows. 

 x y 
 

x∧y x∨y 

0 0 
 

0 0 

  x 
 

x 

0 
 

1 
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1 0 
 

0 1 

0 1 
 

0 1 

1 1 
 

1 1 
 

1 
 

0 
 

[Figure 2.Truth tables] 

For the two binary operations ∧and ∨the truth tables list all four possible combinations of 

values for x and y, one per line. For each combination the truth tables tabulate the values of 

x∧y and x∨y. The truth values of x are tabulated similarly except that only two lines are 

needed because there is only one variable. 

Yet another way of specifying these operations is with equations explicitly giving their 

values. 

0∧0 = 0 0∨0 = 0 

0∧1 = 0 0∨1 = 1 

1∧0 = 0 1∨0 = 1 

1∧1 = 1 1∨1 = 1 

0 = 1 1 = 0 

[Figure 3.Binary Equations] 

2. Laws of Boolean Algebra 

A law of Boolean algebra is an equation such as x∨(y∨z) = (x∨y)∨z between two Boolean 

terms, where a Boolean term is defined as an expression built up from variables and the 

constants 0 and 1 using the operations ∧,∨, and . The concept can be extended to terms 

involving other Boolean operations such as ⊕, →, and ≡, but such extensions are 

unnecessary for the purposes to which the laws are put. Such purposes include the definition 

of a Boolean algebra as any model of the Boolean laws, and as a means for deriving new laws 

from old as in the derivation of x∨(y∧z) = x∨(z∧y) from y∧z = z∧y as treated in the section 

on axiomatization. 
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2.1 Completeness 

The laws Complementation 1 and 2, together with the monotone laws form a 

complete set of laws, or axiomatization, in two senses, semantic and syntactic, treated 

in the sections below on respectively Boolean algebras and their axiomatization. In 

the semantic sense, every set with operations ∧, ∨, and satisfying these laws, called a 

model of the laws, is a Boolean algebra. A set of laws would be incomplete in this 

sense when it has models that are not Boolean algebras. In the syntactic sense, every 

equation between Boolean terms that holds for all ways of assigning 0 or 1 to the 

variables in the terms, called a tautology, is a logical consequence of the laws. If a 

tautology does not follow from a set of laws, that set is incomplete in this second 

sense. The two senses coincide with regard to which sets of laws they define as being 

complete. This correspondence between syntax and semantics is not specific to 

Boolean algebra but holds of any equational theory. 

2.2 Duality principle 

There is nothing magic about the choice of symbols for the values of Boolean algebra. 

We could rename 0 and 1 to say α and β, and as long as we did so consistently 

throughout it would still be Boolean algebra, albeit with some obvious cosmetic 

differences. But suppose we rename 0 and 1 to 1 and 0 respectively. Then it would 

still be Boolean algebra, and moreover operating on the same values. However it 

would not be identical to our original Boolean algebra because now we find ∨ 

behaving the way ∧ used to do and vice versa. So there are still some cosmetic 

differences to show that we've been fiddling with the notation, despite the fact that 

we're still using 0's and 1's. But if in addition to interchanging the names of the values 

we also interchange the names of the two binary operations, now there is no trace of 

what we have done. The end product is completely indistinguishable from what we 

started with. We might notice that the columns for x∧y and x∨y in the truth tables had 

changed places, but that switch is immaterial. When values and operations can be 

paired up in a way that leaves everything important unchanged when all pairs are 

switched simultaneously, we call the members of each pair dual to each other. Thus 0 

and 1 are dual, and ∧and ∨are dual. The Duality Principle, also called De Morgan 

duality, asserts that Boolean algebra is unchanged when all dual pairs are 
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interchanged. One change we did not need to make as part of this interchange was to 

complement. We say that complement is a self-dual operation. The identity or do-

nothing operation x (copy the input to the output) is also self-dual. A more 

complicated example of a self-dual operation is (x∧y) ∨ (y∧z)∨(z∧x). It can be shown 

that self-dual operations must take an odd number of arguments; thus there can be no 

self-dual binary operation. 

3. Venn diagrams and Boolean Operation 

A Venn diagram is a representation of a Boolean operation using shaded overlapping regions. 

There is one region for each variable, all circular in the examples here. The interior and 

exterior of region x corresponds respectively to the values 1 (true) and 0 (false) for variable x. 

The shading indicates the value of the operation for each combination of regions, with dark 

denoting 1 and light 0 (some authors use the opposite convention). The three Venn diagrams 

below represent respectively conjunction x∧y, disjunction x∨y, and complement x. 

For conjunction, the region inside both circles is shaded to indicate that x∧y is 1 when both 

variables are 1. The other regions are left unshaded to indicate that x∧y is 0 for the other three 

combinations. The second diagram represents disjunction x∨y by shading those regions that 

lie inside either or both circles. The third diagram represents complement x by shading the 

region not inside the circle. While we have not shown the Venn diagrams for the constants 0 

and 1, they are trivial, being respectively a white box and a dark box, neither one containing a 

circle. However we could put a circle for x in those boxes, in which case each would denote a 

function of one argument, x, which returns the same value independently of x, called a 

constant function. As far as their outputs are concerned, constants and constant functions are 

indistinguishable; the difference is that a constant takes no arguments, called a zeroary or 

nullary operation, while a constant function takes one argument, which it ignores, and is a 

unary operation. Venn diagrams are helpful in visualizing laws. The commutativity laws for 

∧ and ∨ can be seen from the symmetry of the diagrams: a binary operation that was not 

commutative would not have a symmetric diagram. Idempotence of ∧and ∨can be visualized 

by sliding the two circles together and noting that the shaded area then becomes the whole 

circle, for both ∧ and ∨. To see the first absorption law, x∧(x∨y) = x, start with the diagram 

in the middle for x∨y and note that the portion of the shaded area in common with the x circle 

is the whole of the x circle. For the second absorption law, x∨(x∧y) = x, start with the left 
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diagram for x∧y and note that shading the whole of the x circle results in just the x circle 

being shaded, since the previous shading was inside the x circle. The double negation law can 

be seen by complementing the shading in the third diagram for x, which shades the x circle. 

To visualize the first De Morgan's law, (x)∧(y) = (x∨y), start with the middle diagram for 

x∨y and complement its shading so that only the region outside both circles is shaded, which 

is what the right hand side of the law describes. The result is the same as if we shaded that 

region which is both outside the x circle and outside the y circle, i.e. the conjunction of their 

exteriors, which is what the left hand side of the law describes. The second De Morgan's law, 

(x)∨(y) = (x∧y), works the same way with the two diagrams interchanged. 

The first complement law, x∧x = 0, says that the interior and exterior of the x circle have no 

overlap. The second complement law, x∨x = 1, says that everything is either inside or outside 

the x circle. 

4. Digital logic gates 

Digital logic is the application of the Boolean algebra of 0 and 1 to electronic hardware 

comprised of logic gates connected to form a circuit diagram. Each gate implements a 

Boolean operation, and is depicted schematically by a shape indicating the operation. The 

shapes associated with the gates for conjunction (AND-gates), disjunction (OR-gates), and 

complement (inverters) are as follows. 

 

The lines on the left of each gate represent input wires or ports. The value of the input is 

represented by a voltage on the lead. For so-called "active-high" logic 0 is represented by a 

voltage close to zero or "ground" while 1 is represented by a voltage close to the supply 

voltage; active-low reverses this. The line on the right of each gate represents the output port, 

which normally follows the same voltage conventions as the input ports. Complement is 

implemented with an inverter gate. The triangle denotes the operation that simply copies the 

input to the output; the small circle on the output denotes the actual inversion complementing 

the input. The convention of putting such a circle on any port means that the signal passing 

through this port is complemented on the way through, whether it is an input or output port. 

There being eight ways of labeling the three ports of an AND-gate or OR-gate with inverters, 

this convention gives a wide range of possible Boolean operations realized as such gates so 
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decorated. Not all combinations are distinct however: any labeling of AND-gate ports with 

inverters realizes the same Boolean operation as the opposite labeling of OR-gate ports (a 

given port of the AND-gate is labeled with an inverter if and only if the corresponding port of 

the OR-gate is not so labeled). This follows from De Morgan's laws. If we complement all 

ports on every gate, and interchange AND-gates and OR-gates, we end up with the same 

operations as we started with, illustrating both De Morgan's laws and the Duality Principle. 

Note that we did not need to change the triangle part of the inverter, illustrating self-duality 

for complement. 

 

Because of the pair wise identification of gates via the Duality Principle, even though 16 

schematic symbols can be manufactured from the two basic binary gates AND and OR by 

furnishing their ports with inverters (circles), they only represent eight Boolean operations, 

namely those operations with an odd number of ones in their truth table. Altogether there are 

16 binary Boolean operations, the other eight being those with an even number of ones in 

their truth table, namely the following. The constant 0, viewed as a binary operation that 

ignores both its inputs, has no ones, the six operations x, y, x, y (as binary operations that 

ignore one input), x⊕y, and x≡y have two ones, and the constant 1 has four ones. 

5. Concrete Boolean algebras 

A concrete Boolean algebra, also called a field of sets, is any nonempty set of subsets of a 

given set X closed under the set operations of union, intersection, and complement relative to 

X. (As an aside, historically X itself was required to be nonempty as well to exclude the 

degenerate or one-element Boolean algebra, which is the one exception to the rule that all 

Boolean algebras satisfy the same equations since the degenerate algebra satisfies every 

equation. However this exclusion conflicts with the preferred purely equational definition of 

"Boolean algebra," there being no way to rule out the one-element algebra using only 

equations---0 ≠ 1 does not count, being a negated equation. Hence modern authors allow the 

degenerate Boolean algebra and let X be empty.) 
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6. Subsets as bit vectors 

A subset Y of X can be identified with an indexed family of bits with index set X, with the bit 

indexed by x ∈X being 1 or 0 according to whether or not x ∈ Y. (This is the so-called 

characteristic function notion of a subset.) For example a 32-bit computer word consists of 32 

bits indexed by the set {0,1,2,,31}, with 0 and 31 indexing the low and high order bits 

respectively. For a smaller example, if X = {a,b,c} where a, b, c are viewed as bit positions in 

that order, the eight subsets {}, {c}, {b}, {b,c}, {a}, {a,c}, {a,b}, and {a,b,c} of X can be 

identified with the respective bit vectors 000, 001, 010, 011, 100, 101, 110, and 111. Bit 

vectors indexed by the set of natural numbers are infinite sequences of bits, while those 

indexed by the reals in the unit interval are packed too densely to be able to write 

conventionally but nonetheless form well-defined indexed families. 

From this bit vector viewpoint, a concrete Boolean algebra can be defined equivalently as a 

nonempty set of bit vectors all of the same length (more generally, indexed by the same set) 

and closed under the bit vector operations of bitwise ∧, ∨, and , as in 1010∧0110 = 0010, 

1010∨0110 = 1110, and 1010 = 0101, the bit vector realizations of intersection, union, and 

complement respectively. 

7. The prototypical Boolean algebra 

The set {0,1} and its Boolean operations as treated above can be understood as the special 

case of bit vectors of length one, which by the identification of bit vectors with subsets can 

also be understood as the two subsets of a one-element set. We call this the protypical 

Boolean algebra, justified by the following observation. The laws satisfied by all concrete 

Boolean algebras coincide with those satisfied by the prototypical Boolean algebra. This 

observation is easily proved as follows. Certainly any law satisfied by all concrete Boolean 

algebras is satisfied by the prototypical one since it is concrete. Conversely any law that fails 

for some concrete Boolean algebra must have failed at a particular bit position, in which case 

that position by itself furnishes a one-bit counterexample to that law. The final goal of the 

next section can be understood as eliminating "concrete" from the above observation. We 

shall however reach that goal via the surprisingly stronger observation that, up to 

isomorphism, all Boolean algebras are concrete. 
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8. Axiomatizing Boolean algebra 

The above definition of an abstract Boolean algebra as a set and operations satisfying "the" 

Boolean laws raises the question, what are those laws? A simple-minded answer is "all 

Boolean laws" can be defined as all equations that hold for the Boolean algebra of 0 and 1. 

Since there are infinitely many such laws this is not a terribly satisfactory answer in practice, 

leading to the next question: does it suffice to require only finitely many laws to hold?. In the 

case of Boolean algebras the answer is yes. In particular the finitely many equations we have 

listed above suffice. We say that Boolean algebra is finitely axiomatizable or finitely based. 

Can this list be made shorter yet? Again the answer is yes. To begin with, some of the above 

laws are implied by some of the others. A sufficient subset of the above laws consists of the 

pairs of associativity, commutativity, and absorption laws, distributivity of ∧ over ∨(or the 

other distributivity lawone suffices), and the two complement laws. In fact this is the 

traditional axiomatization of Boolean algebra as a complemented distributive lattice. By 

introducing additional laws not listed above it becomes possible to shorten the list yet further. 

In 1933 Edward Huntington showed that if the basic operations are taken to be x∨y and x, 

with x∧y considered a derived operation (e.g. via De Morgan's law in the form x∧y = (x∨y)), 

then the equation (x∨y)∨(x∨y) = x along with the two equations expressing associativity and 

commutativity of ∨completely axiomatized Boolean algebra. When the only basic operation 

is the binary NAND operation (x∧y), Stephen Wolfram has proposed in his book A New 

Kind of Science the single axiom (((xy)z)(x((xz)x))) = z as a one-equation axiomatization of 

Boolean algebra, where for convenience here xy denotes the NAND rather than the AND of x 

and y. 

9. Propositional logic 

Propositional logic is a logical system that is intimately connected to Boolean algebra. Many 

syntactic concepts of Boolean algebra carry over to propositional logic with only minor 

changes in notation and terminology, while the semantics of propositional logic are defined 

via Boolean algebras in a way that the tautologies (theorems) of propositional logic 

correspond to equational theorems of Boolean algebra. Syntactically, every Boolean term 

corresponds to a propositional formula of propositional logic. In this translation between 

Boolean algebra and propositional logic, Boolean variables x,y become propositional 

variables (or atoms) P,Q,, Boolean terms such as x∨y become propositional formulas P∨Q, 0 
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becomes false or ⊥, and 1 becomes true or T. It is convenient when referring to generic 

propositions to use Greek letters Φ, Ψ, as metavariables (variables outside the language of 

propositional calculus, used when talking about propositional calculus) to denote 

propositions. The semantics of propositional logic rely on truth assignments. The essential 

idea of a truth assignment is that the propositional variables are mapped to elements of a 

fixed Boolean algebra, and then the truth value of a propositional formula using these letters 

is the element of the Boolean algebra that is obtained by computing the value of the Boolean 

term corresponding to the formula. In classical semantics, only the two-element Boolean 

algebra is used, while in Boolean valued semantics arbitrary Boolean algebras are considered. 

A tautology is a propositional formula that is assigned truth value 1 by every truth assignment 

of its propositional variables to an arbitrary Boolean algebra (or, equivalently, every truth 

assignment to the two element Boolean algebra). These semantics permit a translation 

between tautologies of propositional logic and equational theorems of Boolean algebra. Every 

tautology Φ of propositional logic can be expressed as the Boolean equation Φ = 1, which 

will be a theorem of Boolean algebra. Conversely every theorem Φ = Ψ of Boolean algebra 

corresponds to the tautologies (Φ∨Ψ) ∧(Φ∨Ψ) and (Φ∧Ψ) ∨(Φ∧Ψ). If → is in the language 

these last tautologies can also be written as (Φ→Ψ) ∧(Ψ→Φ), or as two separate theorems 

Φ→Ψ andΨ→Φ; if ≡ is available then the single tautology Φ ≡Ψ can be used. 

10. Applications of Boolean Algebra 

One motivating application of propositional calculus is the analysis of propositions and 

deductive arguments in natural language. Whereas the proposition "if x = 3 then x+1 = 4" 

depends on the meanings of such symbols as + and 1, the proposition "if x = 3 then x = 3" 

does not; it is true merely by virtue of its structure, and remains true whether "x = 3" is 

replaced by "x = 4" or "the moon is made of green cheese." The generic or abstract form of 

this tautology is "if P then P", or in the language of Boolean algebra, "P → P". Replacing P 

by x = 3 or any other proposition is called instantiation of P by that proposition. The result of 

instantiating P in an abstract proposition is called an instance of the proposition. Thus "x = 3 

→ x = 3" is a tautology by virtue of being an instance of the abstract tautology "P → P". All 

occurrences of the instantiated variable must be instantiated with the same proposition, to 

avoid such nonsense as P → x = 3 or x = 3 → x = 4. 
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Propositional calculus restricts attention to abstract propositions, those built up from 

propositional variables using Boolean operations. Instantiation is still possible within 

propositional calculus, but only by instantiating propositional variables by abstract 

propositions, such as instantiating Q by Q→P in P→(Q→P) to yield the instance 

P→((Q→P)→P). (The availability of instantiation as part of the machinery of propositional 

calculus avoids the need for metavariables within the language of propositional calculus, 

since ordinary propositional variables can be considered within the language to denote 

arbitrary propositions. The metavariables themselves are outside the reach of instantiation, 

not being part of the language of propositional calculus but rather part of the same language 

for talking about it that this sentence is written in, where we need to be able to distinguish 

propositional variables and their instantiations as being distinct syntactic entities.) 

11. Two-valued logic in Boolean Algebra 

Boolean algebra as the calculus of two values is fundamental to digital logic, computer 

programming, and mathematical logic, and is also used in other areas of mathematics such as 

set theory and statistics. Digital logic codes its symbols in various ways: as voltages on wires 

in high-speed circuits and capacitive storage devices, as orientations of a magnetic domain in 

ferromagnetic storage devices, as holes in punched cards or paper tape, and so on. Now it is 

possible to code more than two symbols in any given medium. For example one might use 

respectively 0, 1, 2, and 3 volts to code a four-symbol alphabet on a wire, or holes of different 

sizes in a punched card. In practice however the tight constraints of high speed, small size, 

and low power combine to make noise a major factor. This makes it hard to distinguish 

between symbols when there are many of them at a single site. Rather than attempting to 

distinguish between four voltages on one wire, digital designers have settled on two voltages 

per wire, high and low. To obtain four symbols one uses two wires, and so on. Programmers 

programming in machine code, assembly language, and other programming languages that 

expose the low-level digital structure of the data registers operate on whatever symbols were 

chosen for the hardware, invariably bit vectors in modern computers for the above reasons. 

Such languages support both the numeric operations of addition, multiplication, etc. 

performed on words interpreted as integers, as well as the logical operations of disjunction, 

conjunction, etc. performed bit-wise on words interpreted as bit vectors. Programmers 

therefore have the option of working in and applying the laws of either numeric algebra or 

Boolean algebra as needed. A core differentiating feature is carry propagation with the former 
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but not the latter. Other areas where two values is a good choice are the law and mathematics. 

In everyday relaxed conversation, nuanced or complex answers such as "maybe" or "only on 

the weekend" are acceptable. In more focused situations such as a court of law or theorem-

based mathematics however it is deemed advantageous to frame questions so as to admit a 

simple yes-or-no answeris the defendant guilty or not guilty, is the proposition true or 

falseand to disallow any other answer. However much of a straitjacket this might prove in 

practice for the respondent, the principle of the simple yes-no question has become a central 

feature of both judicial and mathematical logic, making two-valued logic deserving of 

organization and study in its own right. A central concept of set theory is membership. Now 

an organization may permit multiple degrees of membership, such as novice, associate, and 

full. With sets however an element is either in or out. The candidates for membership in a set 

work just like the wires in a digital computer: each candidate is either a member or a 

nonmember, just as each wire is either high or low. Algebra being a fundamental tool in any 

area amenable to mathematical treatment, these considerations combine to make the algebra 

of two values of fundamental importance to computer hardware, mathematical logic, and set 

theory. 

12. Boolean operations and Mathematical logic 

The original application for Boolean operations was mathematical logic, where it combines 

the truth values, true or false, of individual formulas. Natural languages such as English have 

words for several Boolean operations, in particular conjunction (and), disjunction (or), 

negation (not), and implication (implies). But not is synonymous with and not. When used to 

combine situational assertions such as "the block is on the table" and "cats drink milk," which 

naively are either true or false, the meanings of these logical connectives often have the 

meaning of their logical counterparts. However with descriptions of behavior such as "Jim 

walked through the door", one starts to notice differences such as failure of commutativity, 

for example the conjunction of "Jim opened the door" with "Jim walked through the door" in 

that order is not equivalent to their conjunction in the other order, since and usually means 

and then in such cases. Questions can be similar: the order "Is the sky blue, and why is the 

sky blue?" makes more sense than the reverse order. Conjunctive commands about behavior 

are like behavioral assertions, as in get dressed and go to school. Disjunctive commands such 

love me or leave me or fish or cut bait tend to be asymmetric via the implication that one 

alternative is less preferable. Conjoined nouns such as tea and milk generally describe 
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aggregation as with set union while tea or milk is a choice. However context can reverse 

these senses, as in your choices are coffee and tea which usually means the same as your 

choices are coffee or tea (alternatives). Double negation as in "I don't not like milk" rarely 

mean literally "I do like milk" but rather convey some sort of hedging, as though to imply 

that there is a third possibility. "Not not P" can be loosely interpreted as "surely P", and 

although P necessarily implies "not not P" the converse is suspect in English, much as with 

intuitionistic logic. In view of the highly idiosyncratic usage of conjunctions in natural 

languages, Boolean algebra cannot be considered a reliable framework for interpreting them. 

Boolean operations are used in digital logic to combine the bits carried on individual wires, 

thereby interpreting them over {0,1}. When a vector of n identical binary gates are used to 

combine two bit vectors each of n bits, the individual bit operations can be understood 

collectively as a single operation on values from a Boolean algebra with 2n elements.  

Naive set theory interprets Boolean operations as acting on subsets of a given set X. As we 

saw earlier this behavior exactly parallels the coordinate-wise combinations of bit vectors, 

with the union of two sets corresponding to the disjunction of two bit vectors and so on. The 

256-element free Boolean algebra on three generators is deployed in computer displays based 

on raster graphics, which use bit blit to manipulate whole regions consisting of pixels, relying 

on Boolean operations to specify how the source region should be combined with the 

destination, typically with the help of a third region called the mask. Modern video cards 

offer all 223 = 256 ternary operations for this purpose, with the choice of operation being a 

one-byte (8-bit) parameter. The constants SRC = 0xaa or 10101010, DST = 0xcc or 

11001100, and MSK = 0xf0 or 11110000 allow Boolean operations such as 

(SRC^DST)&MSK (meaning XOR the source and destination and then AND the result with 

the mask) to be written directly as a constant denoting a byte calculated at compile time, 0x60 

in the (SRC^DST)&MSK example, 0x66 if just SRC^DST, etc. At run time the video card 

interprets the byte as the raster operation indicated by the original expression in a uniform 

way that requires remarkably little hardware and which takes time completely independent of 

the complexity of the expression. 

Solid modeling systems for computer aided design offer a variety of methods for building 

objects from other objects, combination by Boolean operations being one of them. In this 

method the space in which objects exist is understood as a set S of voxels (the three-

dimensional analogue of pixels in two-dimensional graphics) and shapes are defined as 
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subsets of S, allowing objects to be combined as sets via union, intersection, etc. One obvious 

use is in building a complex shape from simple shapes simply as the union of the latter. 

Another use is in sculpting understood as removal of material: any grinding, milling, routing, 

or drilling operation that can be performed with physical machinery on physical materials can 

be simulated on the computer with the Boolean operation x∧y or x-y, which in set theory is 

set difference, remove the elements of y from those of x. Thus given two shapes one to be 

machined and the other the material to be removed, the result of machining the former to 

remove the latter is described simply as their set difference. 

 

Topic : An Example Microarchitecture 

 

Topic Objective: 

At the end of this topic student would be able to: 

 Learn about Microarchitecture 

 Understand Simplified descriptions 

 Learn about Aspects of microarchitecture 

 Learn about Microarchitectural concepts 

 Understand Instruction set choice 

 Understand Instruction pipelining 

 Learn about Cache 

 Learn about Branch prediction 

 Identify Multiprocessing and multithreading 

Definition/Overview: 

Microarchitecture: In computer engineering, microarchitecture (sometime abbreviated to 

arch or uarch) is a description of the electrical circuitry of a computer, central processing 

unit, or digital signal processor that is sufficient for completely describing the operation of 

the hardware. 
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Key Points: 

1. Relation to instruction set architecture 

The microarchitecture is related to, but not the same as, the instruction set architecture. The 

instruction set architecture is roughly the same as the programming model of a processor as 

seen by an assembly language programmer or compiler writer, which includes the execution 

model, processor registers, address and data formats etc. The microarchitecture (or computer 

organization) is mainly a lower level structure and therefore governs a large number of details 

that are hidden in the programming model. It describes the constituent parts of the processor 

and how these interconnect and interoperate to implement the architectural specification. The 

microarchitecture of a machine is usually represented as (more or less detailed) diagrams that 

describe the interconnections of the various microarchitectual elements of the machine, which 

may be everything from single gates and latches, via registers, LUTs, multiplexers and 

counters, to complete ALUs and even larger elements. The actual electronic circuitry that 

implements these elements is called the implementation of that microarchitecture (also 

including layout, packaging, and other physical details). This implementation-level can, in 

turn, be further subdivided into the important transistor-level foundation on which the actual 

logic design is built at - mainly - the gate-level and up. This may govern what kinds of 

transistors are used as well as which basic gate and latch-building structures and logic 

implementation types are chosen. Transistors (if used, this includes older designs) may be 

bipolar, pMOS, enhancement/depletion mode nMOS, or pMOS+nMOS (CMOS), all in 

several manufacturing variants and connected in various ways: Basic logic implementation 

structures may use fully static and/or complementary gates only, or it may employ pass-

transistors or various forms of dynamic or clocked logic, such as domino logic, or other 

dynamic circuitry types using two or four phases; pseudo nMOS may be included in ordinary 

CMOS topologies to save space, differential and/or low level signaling may be used, etc. 

2. Simplified descriptions 

A very simplified high level description common in marketing may show only fairly basic 

characteristics, such as bus-widths, along with various types of execution units and other 

large systems, such as branch prediction and cache memories, pictured as simple blocks 

perhaps with some important attributes or characteristics noted. Some details regarding 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

36
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



pipeline structure (like fetch, decode, assign, execute, write-back) may sometimes also be 

included. 

3. Aspects of microarchitecture 

The pipelined datapath is the most commonly used datapath design in micro architecture 

today. This technique is used in most modern microprocessors, microcontrollers, and DSPs. 

The pipelined architecture allows multiple instructions to overlap in execution, much like an 

assembly line. The pipeline includes several different stages which are fundamental in 

microarchitecture designs. Some of these stages include instruction fetch, instruction decode, 

execute, and write back. Some architectures include other stages such as memory access. The 

design of pipelines is one of the central microarchitectural tasks. Execution units are also 

essential to microarchitecture. Execution units include arithmetic logic units (ALU), floating 

point units (FPU), load/store units, branch prediction, and SIMD. These units perform the 

operations or calculations of the processor. The choice of the number of execution units, their 

latency and throughput is a central microarchitectural design task. The size, latency, 

throughput and connectivity of memories within the system are also microarchitectural 

decisions.System-level design decisions such as whether or not to include peripherals, such as 

memory controllers, can be considered part of the microarchitectural design process. This 

includes decisions on the performance-level and connectivity of these peripherals. 

4. Microarchitectural concepts 

Complicating this simple-looking series of steps is the fact that the memory hierarchy, which 

includes caching, main memory and non-volatile storage like hard disks, (where the program 

instructions and data reside) has always been slower than the processor itself. Step (2) often 

introduces a lengthy (in CPU terms) delay while the data arrives over the computer bus. A 

considerable amount of research has been put into designs that avoid these delays as much as 

possible. Over the years, a central goal was to execute more instructions in parallel, thus 

increasing the effective execution speed of a program. These efforts introduced complicated 

logic and circuit structures. Initially these techniques could only be implemented on 

expensive mainframes or supercomputers due to the amount of circuitry needed for these 

techniques. As semiconductor manufacturing progressed, more and more of these techniques 

could be implemented on a single semiconductor chip. 
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5. Instruction set choice 

Instruction sets have shifted over the years, from originally very simple to sometimes very 

complex (in various respects). In recent years, load-store architectures, VLIW and EPIC 

types have been in fashion. Architectures that are dealing with data parallelism include SIMD 

and Vectors. Some labels used to denote classes of CPU architectures are not pariculary 

descriptive, especially so the CISC label; many early designs, retroactively denoted "CISC" 

are in fact significantly simpler than modern RISC processors (in several respects). 

 

The choice of instruction set architecture may greatly affect the complexity of implementing 

high performance devices. The prominent strategy, used to develop the first RISC processors, 

was to simplify instructions to a minimum of individual semantic complexity combined with 

high encoding regularity and simplicity. Such uniform instructions was easily feched, 

decoded and executed in a pipelined fashion and a simple strategy to reduce the number of 

logic levels in order to reach high operating frequencies; instruction cache-memories 

compensated for the higher operating frequency and inherently low code density while large 

register sets were used to factor out as much of the (slow) memory accesses as possible. 

6. Instruction pipelining 

One of the first, and most powerful, techniques to improve performance is the use of the 

instruction pipeline. Early processor designs would carry out all of the steps above for one 

instruction before moving onto the next. Large portions of the circuitry were left idle at any 

one step; for instance, the instruction decoding circuitry would be idle during execution and 

so on. Pipelines improve performance by allowing a number of instructions to work their way 

through the processor at the same time. In the same basic example, the processor would start 

to decode (step 1) a new instruction while the last one was waiting for results. This would 

allow up to four instructions to be "in flight" at one time, making the processor look four 

times as fast. Although any one instruction takes just as long to complete (there are still four 

steps) the CPU as a whole "retires" instructions much faster and can be run at a much higher 

clock speed. RISC make pipelines smaller and much easier to construct by cleanly separating 

each stage of the instruction process and making them take the same amount of time one 
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cycle. The processor as a whole operates in an assembly line fashion, with instructions 

coming in one side and results out the other.  

Due to the reduced complexity of the Classic RISC pipeline, the pipelined core and an 

instruction cache could be placed on the same size die that would otherwise fit the core alone 

on a CISC design. This was the real reason that RISC was faster. Early designs like the 

SPARC and MIPS often ran over 10 times as fast as Intel and Motorola CISC solutions at the 

same clock speed and price. Pipelines are by no means limited to RISC designs. By 1986 the 

top-of-the-line VAX implementation (VAX 8800) was a heavily pipelined design, slightly 

predating the first commercial MIPS and SPARC designs. Most modern CPUs (even 

embedded CPUs) are now pipelined, and microcoded CPUs with no pipelining are seen only 

in the most area-constrained embedded processors. Large CISC machines, from the VAX 

8800 to the modern Pentium 4 and Athlon, are implemented with both microcode and 

pipelines. Improvements in pipelining and caching are the two major microarchitectural 

advances that have enabled processor performance to keep pace with the circuit technology 

on which they are based. 

7. Cache 

It was not long before improvements in chip manufacturing allowed for even more circuitry 

to be placed on the die, and designers started looking for ways to use it. One of the most 

common was to add an ever-increasing amount of cache memory on-die. Cache is simply 

very fast memory, memory that can be accessed in a few cycles as opposed to "many" needed 

to talk to main memory. The CPU includes a cache controller which automates reading and 

writing from the cache, if the data is already in the cache it simply "appears," whereas if it is 

not the processor is "stalled" while the cache controller reads it in. RISC designs started 

adding cache in the mid-to-late 1980s, often only 4 KB in total. This number grew over time, 

and typical CPUs now have about 512 KB, while more powerful CPUs come with 1 or 2 or 

even 4, 6, 8 or 12 MB, organized in multiple levels of a memory hierarchy. Generally 

speaking, more cache means more speed. Caches and pipelines were a perfect match for each 

other. Previously, it didn't make much sense to build a pipeline that could run faster than the 

access latency of off-chip memory. Using on-chip cache memory instead, meant that a 

pipeline could run at the speed of the cache access latency, a much smaller length of time. 

This allowed the operating frequencies of processors to increase at a much faster rate than 

that of off-chip memory. 
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8. Branch prediction 

One barrier to achieving higher performance through instruction-level parallelism stems from 

pipeline stalls and flushes due to branches. Normally, whether a conditional branch will be 

taken isn't known until late in the pipeline as conditional branches depend on results coming 

from a register. From the time that the processor's instruction decoder has figured out that it 

has encountered a conditional branch instruction to the time that the deciding register value 

can be read out, the pipeline might be stalled for several cycles. On average, every fifth 

instruction executed is a branch, so that's a high amount of stalling. If the branch is taken, its 

even worse, as then all of the subsequent instructions which were in the pipeline needs to be 

flushed. Techniques such as branch prediction and speculative execution are used to lessen 

these branch penalties. Branch prediction is where the hardware makes educated guesses on 

whether a particular branch will be taken. The guess allows the hardware to prefetch 

instructions without waiting for the register read. Speculative execution is a further 

enhancement in which the code along the predicted path is executed before it is known 

whether the branch should be taken or not. 

9. Multiprocessing and multithreading 

Computer architects have become stymied by the growing mismatch in CPU operating 

frequencies and DRAM access times. None of the techniques that exploited instruction-level 

parallelism within one program could make up for the long stalls that occurred when data had 

to be fetched from main memory. Additionally, the large transistor counts and high operating 

frequencies needed for the more advanced ILP techniques required power dissipation levels 

that could no longer be cheaply cooled. For these reasons, newer generations of computers 

have started to exploit higher levels of parallelism that exist outside of a single program or 

program thread. This trend is sometimes known as throughput computing. This idea 

originated in the mainframe market where online transaction processing emphasized not just 

the execution speed of one transaction, but the capacity to deal with massive numbers of 

transactions. With transaction-based applications such as network routing and web-site 

serving greatly increasing in the last decade, the computer industry has re-emphasized 

capacity and throughput issues. One technique of how this parallelism is achieved is through 

multiprocessing systems, computer systems with multiple CPUs. Once reserved for high-end 

mainframes and supercomputers, small scale (2-8) multiprocessors servers have become 

commonplace for the small business market.  
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For large corporations, large scale (16-256) multiprocessors are common. Even personal 

computers with multiple CPUs have appeared since the 1990s. With further transistor size 

reductions made available with semiconductor technology advances, multicore CPUs have 

appeared where multiple CPUs are implemented on the same silicon chip. Initially used in 

chips targeting embedded markets, where simpler and smaller CPUs would allow multiple 

instantiations to fit on one piece of silicon. By 2005, semiconductor technology allowed dual 

high-end desktop CPUs CMP chips to be manufactured in volume. Some designs, such as 

Sun Microsystems' UltraSPARC T1 have reverted back to simpler (scalar, in-order) designs 

in order to fit more processors on one piece of silicon. Another technique that has become 

more popular recently is multithreading. In multithreading, when the processor has to fetch 

data from slow system memory, instead of stalling for the data to arrive, the processor 

switches to another program or program thread which is ready to execute. Though this does 

not speed up a particular program/thread, it increases the overall system throughput by 

reducing the time the CPU is idle. Conceptually, multithreading is equivalent to a context 

switch at the operating system level. The difference is that a multithreaded CPU can do a 

thread switch in one CPU cycle instead of the hundreds or thousands of CPU cycles a context 

switch normally requires. This is achieved by replicating the state hardware (such as the 

register file and program counter) for each active thread. A further enhancement is 

simultaneous multithreading. This technique allows superscalar CPUs to execute instructions 

from different programs/threads simultaneously in the same cycle. 

 

In Section 3 of this course you will cover these topics: 
 

Overview Of The Isa Level  
 

Virtual Memory  

 

 

Topic : Overview Of The Isa Level 

 

Topic Objective: 

At the end of this topic student would be able to: 

 Learn about ISA Instruction set implementation 
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 Learn about ISA design 

 Learn about ISA Code density 

 Learn about Number of operands 

 Identify List of ISAs 

Definition/Overview: 

ISA: An instruction set, or instruction set architecture (ISA), is the part of the computer 

architecture related to programming, including the native data types, instructions, registers, 

addressing modes, memory architecture, interrupt and exception handling, and external I/O. 

An ISA includes a specification of the set of opcodes (machine language), the native 

commands implemented by a particular CPU design. 

Key Points: 

1. ISA Instruction set implementation 

Any given instruction set can be implemented in a variety of ways. All ways of implementing 

an instruction set give the same programming model, and they all are able to run the same 

binary executables. The various ways of implementing an instruction set give different 

tradeoffs between cost, performance, power consumption, size, etc. 

When designing microarchitectures, engineers use blocks of "hard-wired" electronic circuitry 

(often designed separately) such as adders, multiplexers, counters, registers, ALUs etc. Some 

kind of register transfer language is then often used to describe the decoding and sequencing 

of each instruction of an ISA using this physical microarchitecture. There are two basic ways 

to build a control unit to implement this description (although many designs use middle ways 

or compromises) 

Other designs employ microcode routines and/or tables to do thistypically as on chip ROMs 

and/or PLAs (although separate RAMs have been used historically). There are also some new 

CPU designs which compile the instruction set to a writable RAM or FLASH inside the CPU 

(such as the Rekursiv processor and the Imsys Cjip), or an FPGA (reconfigurable 

computing). The Western Digital MCP-1600 is an older example, using a dedicated, separate 

ROM for microcode. An ISA can also be emulated in software by an interpreter. Naturally, 

due to the interpretation overhead, this is slower than directly running programs on the 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

42
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



emulated hardware, unless the hardware running the emulator is an order of magnitude faster. 

Today, it is common practice for vendors of new ISAs or micro architectures to make 

software emulators available to software developers before the hardware implementation is 

ready. Often the details of the implementation have a strong influence on the particular 

instructions selected for the instruction set. For example, many implementations of the 

instruction pipeline only allow a single memory load or memory store per instruction, leading 

to a load-store architecture (RISC). For another example, some early ways of implementing 

the instruction pipeline led to a delay slot. The demands of high-speed digital signal 

processing have pushed in the opposite direction, forcing instructions to be implemented in a 

particular way. For example, in order to perform digital filters fast enough, the MAC 

instruction in a typical digital signal processor (DSP) must be implemented using a kind of 

Harvard architecture that can fetch an instruction and two data words simultaneously, and it 

requires a single-cycle multiply-accumulate multiplier. 

2. ISA design 

Some instruction set designers reserve one or more opcodes for some kind of software 

interrupt. For example, MOS Technology 6502 uses 00H, Zilog Z80 uses the eight codes 

C7,CF,D7,DF,E7,EF,F7,FFH while Motorola 68000 use codes in the range A000..AFFFH. 

Fast virtual machines are much easier to implement if an instruction set meets the Popek and 

Goldberg virtualization requirements. The NOP slide used in Immunity Aware Programming 

is much easier to implement if the "unprogrammed" state of the memory is interpreted as a 

NOP. On systems with multiple processors, non-blocking synchronization algorithms are 

much easier to implement if the instruction set includes support for something like "fetch-

and-increment" or "load linked/store conditional (LL/SC)" or "atomic compare and swap". 

3. ISA Code density 

In early computers, program memory was expensive, so minimizing the size of a program to 

make sure it would fit in the limited memory was often central. Thus the combined size of all 

the instructions needed to perform a particular task, the code density, was an important 

characteristic of any instruction set. Computers with high code density also often had (and 

have still) complex instructions for procedure entry, parameterized returns, loops etc 

(therefore retroactively named Complex Instruction Set Computers, CISC). However, more 

typical, or frequent, "CISC" instructions merely combine a basic ALU operation, such as 
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"add", with the access of one or more operands in memory (using addressing modes such as 

direct, indirect, indexed etc). Certain architectures may allow two or three operands 

(including the result) directly in memory or may be able to perform functions such as 

automatic pointer increment etc. Software-implemented instruction sets may have even more 

complex and powerful instructions. 

Reduced instruction-set computers, RISC, were first widely implemented during a period of 

rapidly-growing memory subsystems and sacrifice code density in order to simplify 

implementation circuitry and thereby try to increase performance via higher clock 

frequencies and more registers. RISC instructions typically perform only a single operation, 

such as an "add" of registers or a "load" from a memory location into a register; they also 

normally use a fixed instruction width, whereas a typical CISC instruction set has many 

instructions shorter than this fixed length. Fixed-width instructions are less complicated to 

handle than variable-width instructions for several reasons (not having to check whether an 

instruction straddles a cache line or virtual memory page boundary for instance), and are 

therefore somewhat easier to optimize for speed. However, as RISC computers normally 

require more and often longer instructions to implement a given task, they inherently make 

less optimal use of bus bandwidth and cache memories. Minimal instruction set computers 

(MISC) are a form of stack machine, where there are few separate instructions (16-64), so 

that multiple instructions can be fit into a single machine word. These type of cores often take 

little silicon to implement, so they can be easily realized in an FPGA or in a multi-core form. 

Code density is similar to RISC; the increased instruction density is offset by requiring more 

of the primitive instructions to do a task. There has been research into executable 

compression as a mechanism for improving code density. The mathematics of Kolmogorov 

complexity describes the challenges and limits of this. 

4. Number of operands 

Instruction sets may be categorized by the number of operands (registers, memory locations, 

or immediate values) in their most complex instructions. This does not refer to the arity of the 

operators, but to the number of operands explicitly specified as part of the instruction. Thus, 

implicit operands stored in a special-purpose register or on top of the stack are not counted. 
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 0-operand ("zero address machines") -- these are also called stack machines, and all 

operations take place using the top one or two positions on the stack. Add two numbers in 

five instructions: #a, load, #b, load, add, #c, store;  

 1-operand ("one address machines") -- often called accumulator machines -- include most 

early computers. Each instruction performs its operation using a single operand specifier. The 

single accumulator register is implicit -- source, destination, or often both -- in almost every 

instruction: load a, add b, store c;  

 2-operand -- many RISC machines fall into this category, though many CISC machines also 

fall here as well. For a RISC machine (requiring explicit memory loads), the instructions 

would be: load a, reg1; load b, reg2; add reg1,reg2; store reg2,c;  

 3-operand CISC -- some CISC machines fall into this category. The above example here 

might be performed in a single instruction in a machine with memory operands: add a, b,c, or 

more typically (most machines permit a maximum of two memory operations even in three-

operand instructions): move a, reg1; add reg1,b, c;  

 3-operand RISC -- most RISC machines fall into this category, because it allows "better reuse 

of data". In a typical three-operand RISC machines, all three operands must be registers, so 

explicit load/store instructions are needed. An instruction set with 32 registers requires 15 bits 

to encode three register operands, so this scheme is typically limited to instructions sets with 

32-bit instructions or longer. Example: load a, reg1; load b, reg2; add reg1+reg2->reg3; store 

reg3,c 

5. List of ISAs 

This list is far from comprehensive as old architectures are abandoned and new ones invented 

on a continual basis. There are many commercially available microprocessors and 

microcontrollers implementing ISAs. Customised ISAs are also quite common in some 

applications, e.g. application-specific integrated circuit, FPGA, and reconfigurable 

computing. Following are some of the ISA types:  

 Alpha  

 ARM  

 Burroughs B5000/B6000/B7000 series  

 IA-64 (Itanium)  

 MIPS  

 Motorola 68k  
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 PA-RISC  

 IBM 700/7000 series  

 System/360  

 System/370  

 System/390  

 z/Architecture  

 Power Architecture  

 POWER  

 PowerPC  

 PDP-11  

 VAX  

 SPARC  

 SuperH  

 Tricore  

 Transputer  

 UNIVAC 1100/2200 series  

 x86  

 IA-32 (i386, Pentium, Athlon)  

 x86-64 (64-bit superset of IA-32)  

 EISC (AE32K) 

 

 

Topic : Virtual Memory 

 

Topic Objective: 

At the end of this topic student would be able to: 

 Learn about History of Virtual Memory 

 Learn about Development of Virtual Memory 

 Learn about Paged virtual memory 

 Understand Paging 
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 Understand Dynamic address translation 

 Understand Paging supervisor 

 Understand Permanently resident pages 

 Learn about Segmented virtual memory 

Definition/Overview: 

Virtual memory: Virtual memory is a computer system technique which gives an 

application program the impression that it has contiguous working memory (an address 

space), while in fact it may be physically fragmented and may even overflow on to disk 

storage. Systems that use this technique make programming of large applications easier and 

use real physical memory (e.g. RAM) more efficiently than those without virtual memory. 

Key Points: 

1. History of Virtual Memory 

In the 1940s and 1950s, before the development of a virtual memory, all larger programs had 

to contain logic for managing two-level storage (primary and secondary, today's analogies 

being RAM and hard disk), such as overlaying techniques. Programs were responsible for 

moving overlays back and forth from secondary storage to primary. 

The main reason for introducing virtual memory was therefore not simply to extend primary 

memory, but to make such an extension as easy to use for programmers as possible. 

Many systems already had the ability to divide the memory between multiple programs 

(required for multiprogramming and multiprocessing), provided for example by "base and 

bounds registers" on early models of the PDP-10, without providing virtual memory. That 

gave each application a private address space starting at an address of 0, with an address in 

the private address space being checked against a bounds register to make sure it's within the 

section of memory allocated to the application and, if it is, having the contents of the 

corresponding base register being added to it to give an address in main memory. This is a 

simple form of segmentation without virtual memory. 
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2. Development of Virtual Memory 

Virtual memory was developed in approximately 19591962, at the University of Manchester 

for the Atlas Computer, completed in 1962. However, Fritz-Rudolf Gntsch, one of Germany's 

pioneering computer scientists and later the developer of the Telefunken TR 440 mainframe, 

claims to have invented the concept in 1957 in his doctoral dissertation Logischer Entwurf 

eines digitalen Rechengertes mit mehreren asynchron laufenden Trommeln und 

automatischem Schnellspeicherbetrieb (Logic Concept of a Digital Computing Device with 

Multiple Asynchronous Drum Storage and Automatic Fast Memory Mode). In 1961, 

Burroughs released the B5000, the first commercial computer with virtual memory. It used 

segmentation rather than paging. Like many technologies in the history of computing, virtual 

memory was not accepted without challenge. Before it could be implemented in mainstream 

operating systems, many models, experiments, and theories had to be developed to overcome 

the numerous problems. Dynamic address translation required a specialized, expensive, and 

hard to build hardware, moreover initially it slightly slowed down the access to memory. 

There were also worries that new system-wide algorithms of utilizing secondary storage 

would be far less effective than previously used application-specific ones. By 1969 the debate 

over virtual memory for commercial computers was over. An IBM research team led by 

David Sayre showed that the virtual memory overlay system consistently worked better than 

the best manually controlled systems. Possibly the first minicomputer to introduce virtual 

memory was the Norwegian NORD-1. During the 1970s, other minicomputers implemented 

virtual memory, notably VAX models running VMS. Virtual memory was introduced to the 

x86 architecture with the protected mode of the Intel 80286 processor. At first it was done 

with segment swapping, which became inefficient with larger segments. The Intel 80386 

introduced support for paging underneath the existing segmentation layer. The page fault 

exception could be chained with other exceptions without causing a double fault. As shown 

in the figure below The program thinks it has a large range of contiguous addresses; but in 

reality the parts it is currently using are scattered around RAM, and the inactive parts are 

saved in a disk file. 

 

3. Paged virtual memory 
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Almost all implementations of virtual memory divide the virtual address space of an 

application program into pages; a page is a block of contiguous virtual memory addresses. 

Pages are usually at least 4K bytes in size, and systems with large virtual address ranges or 

large amounts of real memory (e.g. RAM) generally use larger page sizes. Almost all 

implementations use page tables to translate the virtual addresses seen by the application 

program into physical addresses (also referred to as "real addresses") used by the hardware to 

process instructions. Each entry in a page table contains the starting virtual address of the 

page--either the real memory address at which the page is actually stored, or an indicator that 

the page is currently held in a disk file (if the system uses disk files to let applications use 

amounts of virtual memory which exceed real memory). Systems can have one page table for 

the whole system or a separate page table for each application. If there is only one, different 

applications which are running at the same time share a single virtual address space, i.e. they 

use different parts of a single range of virtual addresses. Systems which use multiple page 

tables provide multiple virtual address spaces - concurrent applications think they are using 

the same range of virtual addresses, but their separate page tables redirect to different real 

addresses. 

4. Paging 

Paging is the process of saving inactive virtual memory pages to disk and restoring them to 

real memory when required. Most virtual memory systems enable programs to use virtual 

address ranges which in total exceed the amount of real memory (e.g. RAM). To do this they 

use disk files to save virtual memory pages which are not currently active, and restore them 

to real memory when they are needed. Pages are not necessarily restored to the same real 

addresses from which they were saved, applications are aware only of virtual addresses. 

Usually when a page is going to be restored to real memory, the real memory already 

contains another virtual memory page which will be saved to disk before the restore takes 

place. 

5. Dynamic address translation 

If, while executing an instruction, a CPU fetches an instruction located at a particular virtual 

address, fetches data from a specific virtual address or stores data to a particular virtual 

address, the virtual address must be translated to the corresponding physical address. This is 

done by a hardware component, sometimes called a memory management unit, which looks 
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up the real address (from the page table) corresponding to a virtual address and passes the 

real address to the parts of the CPU which execute instructions. If the page tables indicate 

that the virtual memory page is not currently in real memory, the hardware raises a page fault 

exception (special internal signal) which invokes the paging supervisor component of the 

operating system . 

6. Paging supervisor 

This part of the operating system creates and manages the page tables. If the dynamic address 

translation hardware raises a page fault exception, the paging supervisor searches the page 

file(s) (on disk) for the page containing the required virtual address, reads it into real physical 

memory, updates the page tables to reflect the new location of the virtual address and finally 

tells the dynamic address translation mechanism to start the search again. Usually all of the 

real physical memory is already in use and the paging supervisor must first save an area of 

real physical memory to disk and update the page table to say that the associated virtual 

addresses are no longer in real physical memory but saved on disk. Paging supervisors 

generally save and overwrite areas of real physical memory which have been least recently 

used, because these are probably the areas which are used least often. So every time the 

dynamic address translation hardware matches a virtual address with a real physical memory 

address, it must put a time-stamp in the page table entry for that virtual address. 

7. Permanently resident pages 

All virtual memory systems have memory areas that are "pinned down. Interrupt mechanisms 

generally rely on an array of pointers to the handlers for various types of interrupt (I/O 

completion, timer event, program error, page fault, etc.). If the pages containing these 

pointers or the code that they invoke were pageable, interrupt-handling would become even 

more complex and time-consuming; and it would be especially difficult in the case of page 

fault interrupts. The page tables are usually not pageable. Data buffers that are accessed 

outside of the CPU, for example by peripheral devices that use direct memory access (DMA) 

or by I/O channels. Usually such devices and the buses (connection paths) to which they are 

attached use physical memory addresses rather than virtual memory addresses. Even on buses 

with an IOMMU, which is a special memory management unit that can translate virtual 

addresses used on an I/O bus to physical addresses, the transfer cannot be stopped if a page 

fault occurs and then restarted when the page fault has been processed. So pages containing 
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locations to which or from which a peripheral device is transferring data are either 

permanently pinned down or pinned down while the transfer is in progress.  

8. Segmented virtual memory 

Some systems, such as the Burroughs large systems, do not use paging to implement virtual 

memory. Instead, they use segmentation, so that an application's virtual address space is 

divided into variable-length segments. A virtual address consists of a segment number and an 

offset within the segment. Memory is still physically addressed with a single number (called 

absolute or linear address). To obtain it, the processor looks up the segment number in a 

segment table to find a segment descriptor. The segment descriptor contains a flag indicating 

whether the segment is present in main memory and, if it is, the address in main memory of 

the beginning of the segment (segment's base address) and the length of the segment. It 

checks whether the offset within the segment is less than the length of the segment and, if it 

isn't, an interrupt is generated. If a segment is not present in main memory, a hardware 

interrupt is raised to the operating system, which may try to read the segment into main 

memory, or to swap in. The operating system might have to remove other segments (swap 

out) from main memory in order to make room in main memory for the segment to be read 

in. Notably, the Intel 80286 supported a similar segmentation scheme as an option, but it was 

unused by most operating systems. 

It is possible to combine segmentation and paging, usually dividing each segment into pages. 

In systems that combine them, such as Multics and the IBM System/38 and IBM System i 

machines, virtual memory is usually implemented with paging, with segmentation used to 

provide memory protection. With the Intel 80386 and later IA-32 processors, the segments 

reside in a 32-bit linear paged address space, so segments can be moved into and out of that 

linear address space, and pages in that linear address space can be moved in and out of main 

memory, providing two levels of virtual memory; however, few if any operating systems do 

so. Instead, they only use paging. The difference between virtual memory implementations 

using pages and using segments is not only about the memory division with fixed and 

variable sizes, respectively. In some systems, e.g. Multics, or later System/38 and Prime 

machines, the segmentation was actually visible to the user processes, as part of the semantics 

of a memory model. In other words, instead of a process just having a memory which looked 

like a single large vector of bytes or words, it was more structured. This is different from 

using pages, which doesn't change the model visible to the process. This had important 
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consequences. A segment wasn't just a "page with a variable length", or a simple way to 

lengthen the address space (as in Intel 80286). In Multics, the segmentation was a very 

powerful mechanism that was used to provide a single-level virtual memory model, in which 

there was no differentiation between "process memory" and "file system" - a process' active 

address space consisted only a list of segments (files) which were mapped into its potential 

address space, both code and data. It is not the same as the later mmap function in Unix, 

because inter-file pointers don't work when mapping files into semi-arbitrary places. Multics 

had such addressing mode built into most instructions. In other words it could perform 

relocated inter-segment references, thus eliminating the need for a linker completely. This 

also worked when different processes mapped the same file into different places in their 

private address spaces. 

 

 

In Section 4 of this course you will cover these topics: 
 

Introduction To Assembly Language 

 

 

Topic : Introduction To Assembly Language 

 

Topic Objective: 

At the end of this topic student would be able to: 

 Understand Assembler 

 Learn about Assembly language 

 Learn about Basic elements of Assembly Language 

 Learn about Macros in Assembly Language 

 Understand Support for structured programming 

 Understand Use of assembly language 

 Learn about Current usage 

 Learn about Typical applications of Assembly Language 
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Definition/Overview: 

Assembly Language: Anassembly language is a low-level language for programming 

computers. It implements a symbolic representation of the numeric machine codes and other 

constants needed to program a particular CPU architecture. This representation is usually 

defined by the hardware manufacturer, and is based on abbreviations (called mnemonics) that 

help the programmer remember individual instructions, registers, etc. An assembly language 

is thus specific to a certain physical or virtual computer architecture (as opposed to most 

high-level languages, which are usually portable). 

Key Points: 

1. Assembler 

Typically a modern assembler creates object code by translating assembly instruction 

mnemonics into opcodes, and by resolving symbolic names for memory locations and other 

entities. The use of symbolic references is a key feature of assemblers, saving tedious 

calculations and manual address updates after program modifications. Most assemblers also 

include macro facilities for performing textual substitutione.g., to generate common short 

sequences of instructions to run inline, instead of in a subroutine. Assemblers are generally 

simpler to write than compilers for high-level languages, and have been available since the 

1950s. Modern assemblers, especially for RISC based architectures, such as MIPS, Sun 

SPARC and HP PA-RISC, optimize instruction scheduling to exploit the CPU pipeline 

efficiently.  

 More sophisticated high-level assemblers provide language abstractions such as: 

 Advanced control structures  

 High-level procedure/function declarations and invocations  

 High-level abstract data types, including structures/records, unions, classes, and sets  

 Sophisticated macro processing  

 Object-Oriented features such as encapsulation, polymorphism, inheritance, interfaces  

 See Language design below for more details. 

 Note that, in normal professional usage, the term assembler is often used ambiguously: It is 

frequently used to refer to an assembly language itself, rather than to the assembler utility. 

Thus: "CP/CMS was written in S/360 assembler" as opposed to "ASM-H was a widely-used 

S/370 assembler." 
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2. Assembly language 

A program written in assembly language consists of a series of instructions--mnemonics that 

correspond to a stream of executable instructions, when translated by an assembler that can 

be loaded into memory and executed. The mnemonic "mov" represents the opcode 1011 

which moves the value in the second operand into the register indicated by the first operand. 

The mnemonic was chosen by the instruction set designer to abbreviate "move", making it 

easier for the programmer to remember. A comma-separated list of arguments or parameters 

follows the opcode; this is a typical assembly language statement. In practice many 

programmers drop the word mnemonic and, technically incorrectly, call "mov" an opcode. 

When they do this they are referring to the underlying binary code which it represents.  

To put it another way, a mnemonic such as "mov" is not an opcode, but as it symbolizes an 

opcode, one might refer to "the opcode mov" for example when one intends to refer to the 

binary opcode it symbolizes rather than to the symbol--the mnemonic--itself. As few modern 

programmers have need to be mindful of actually what binary patterns are the opcodes for 

specific instructions, the distinction has in practice become a bit blurred among programmers 

but not among processor designers.Transforming assembly into machine language is 

accomplished by an assembler, and the reverse by a disassembler. Unlike in high-level 

languages, there is usually a one-to-one correspondence between simple assembly statements 

and machine language instructions. However, in some cases, an assembler may provide 

pseudoinstructions which expand into several machine language instructions to provide 

commonly needed functionality.  

For example, for a machine that lacks a "branch if greater or equal" instruction, an assembler 

may provide a pseudo instruction that expands to the machine's "set if less than" and "branch 

if zero (on the result of the set instruction)". Most full-featured assemblers also provide a rich 

macro language (discussed below) which is used by vendors and programmers to generate 

more complex code and data sequences. Each computer architecture and processor 

architecture has its own machine language. On this level, each instruction is simple enough to 

be executed using a relatively small number of electronic circuits. Computers differ by the 

number and type of operations they support. For example, a new 64-bit machine would have 

different circuitry from a 32-bit machine. They may also have different sizes and numbers of 

registers, and different representations of data types in storage. While most general-purpose 

computers are able to carry out essentially the same functionality, the ways they do so differ; 

the corresponding assembly languages reflect these differences. Multiple sets of mnemonics 

or assembly-language syntax may exist for a single instruction set, typically instantiated in 
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different assembler programs. In these cases, the most popular one is usually that supplied by 

the manufacturer and used in its documentation. 

3. Basic elements of Assembly Language 

Instructions (statements) in assembly language are generally very simple, unlike those in 

high-level languages. Each instruction typically consists of an operation or opcode plus zero 

or more operands. Most instructions refer to a single value, or a pair of values. Generally, an 

opcode is a symbolic name for a single executable machine language instruction. Operands 

can be either immediate (typically one byte values, coded in the instruction itself) or the 

addresses of data located elsewhere in storage. This is determined by the underlying 

processor architecture: the assembler merely reflects how this architecture works. Most 

modern assemblers also support pseudo-operations, which are directives obeyed by the 

assembler at assembly time instead of the CPU at run time. (For example, pseudo-ops would 

be used to reserve storage areas and optionally set their initial contents.) The names of 

pseudo-ops often start with a dot to distinguish them from machine instructions. Some 

assemblers also support pseudo-instructions, which generate two or more machine 

instructions. 

Symbolic assemblers allow programmers to associate arbitrary names (labels or symbols) 

with memory locations. Usually, every constant and variable is given a name so instructions 

can reference those locations by name, thus promoting self-documenting code. In executable 

code, the name of each subroutine is associated with its entry point, so any calls to a 

subroutine can use its name. Inside subroutines, GOTO destinations are given labels. Some 

assemblers support local symbols which are lexically distinct from normal symbols (e.g., the 

use of "10$" as a GOTO destination). 

Most assemblers provide flexible symbol management, allowing programmers to manage 

different namespaces, automatically calculate offsets within data structures, and assign labels 

that refer to literal values or the result of simple computations performed by the assembler. 

Labels can also be used to initialize constants and variables with relocatable addresses. 

Assembly languages, like most other computer languages, allow comments to be added to 

assembly source code that are ignored by the assembler. Good use of comments is even more 

important with assembly code than with higher-level languages, as the meaning of a sequence 

of instructions is harder to decipher from the code itself. Wise use of these facilities can 

greatly simplify the problems of coding and maintaining low-level code. Raw assembly 

source code as generated by compilers or disassemblers code without any comments, 

meaningful symbols, or data definitions is quite difficult to read when changes must be made. 
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4. Macros in Assembly Language 

Many assemblers support macros, programmer-defined symbols that stand for some sequence 

of text lines. This sequence of text lines may include a sequence of instructions, or a sequence 

of data storage pseudo-ops. Once a macro has been defined using the appropriate pseudo-op, 

its name may be used in place of an mnemonic. When the assembler processes such a 

statement, it replaces the statement with the text lines associated with that macro, then 

processes them just as though they had appeared in the source code file all along (including, 

in better assemblers, expansion of any macros appearing in the replacement text). Since 

macros can have 'short' names but expand to several or indeed many lines of code, they can 

be used to make assembly language programs appear to be much shorter (require less lines of 

source code from the application programmer - as with a higher level language). They can 

also be used to add higher levels of structure to assembly programs, optionally introduce 

embedded de-bugging code via parameters and other similar features. Many assemblers have 

built-in macros for system calls and other special code sequences. Macro assemblers often 

allow macros to take parameters. Some assemblers include quite sophisticated macro 

languages, incorporating such high-level language elements as optional parameters, symbolic 

variables, conditionals, string manipulation, and arithmetic operations, all usable during the 

execution of a given macros, and allowing macros to save context or exchange information. 

Thus a macro might generate a large number of assembly language instructions or data 

definitions, based on the macro arguments. This could be used to generate record-style data 

structures or "unrolled" loops, for example, or could generate entire algorithms based on 

complex parameters.  

An organization using assembly language that has been heavily extended using such a macro 

suite can be considered to be working in a higher-level language, since such programmers are 

not working with a computer's lowest-level conceptual elements. Macros were used to 

customize large scale software systems for specific customers in the mainframe era and were 

also used by customer personnel to satisfy their employers' needs by making specific versions 

of manufacturer operating systems; this was done, for example, by systems programmers 

working with IBM's Conversational Monitor System/Virtual Machine (CMS/VM) and with 

IBM's "real time transaction processing" add-on, Customer Information Control System, 

CICS. It was also possible to use solely the macro processing capabilities of an assembler to 

generate code written in completely different languages, for example, to generate a version of 

a program in Cobol using a pure macro assembler program containing lines of Cobol code 

inside assembly time operators instructing the assembler to generate arbitrary code.  
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This was because, as was realized in the 1970s, the concept of "macro processing" is 

independent of the concept of "assembly", the former being in modern terms more word 

processing, text processing, than generating object code. The concept of macro processing in 

fact appeared in and appears in the C programming language, which supports "preprocessor 

instructions" to set variables, and make conditional tests on their values. Note that unlike 

certain previous macro processors inside assemblers, the C preprocessor was not Turing-

complete because it lacked the ability to either loop or "go to", the latter allowing the 

programmer to loop. Despite the power of macro processing, it fell into disuse in high level 

languages while remaining a perennial for assemblers. This was because many programmers 

were rather confused by macro parameter substitution and did not disambiguate macro 

processing from assembly and execution. Macro parameter substitution is strictly by name: at 

macro processing time, the value of a parameter is textually substituted for its name. The 

most famous class of bugs was the use of a parameter that itself was an expression and not a 

simple name when the macro writer expected a name. In the macro: foo: macro a load a*b the 

intention was that the caller would provide the name of a variable, and the "global" variable 

or constant b would be used to multiply "a". If foo is called with the parameter a-c, an 

unexpected macro expansion occurs. To avoid this, users of macro processors learned to 

religiously parenthesize formal parameters inside macro definitions, and callers had to do the 

same to their "actual" parameters. PL/I and C feature macros, but this facility was underused 

or dangerous when used because they can only manipulate text. On the other hand, 

homoiconic languages, such as Lisp, Prolog, and Forth, retain the power of assembly 

language macros because they are able to manipulate their own code as data. 

5. Support for structured programming 

Some assemblers have incorporated structured programming elements to encode execution 

flow. The earliest example of this approach was in the Concept-14 macro set developed by 

Marvin Zloof at IBM's Thomas Watson Research Center, which extended the S/370 macro 

assembler with IF/ELSE/ENDIF and similar control flow blocks. This was a way to reduce or 

eliminate the use of GOTO operations in assembly code, one of the main factors causing 

spaghetti code in assembly language. This approach was widely accepted in the early 80s (the 

latter days of large-scale assembly language use). A curious design was A-natural, a "stream-

oriented" assembler for 8080/Z80 processorsfrom Whitesmiths Ltd. (developers of the Unix-

like Idris operating system, and what was reported to be the first commercial C compiler). 

The language was classified as an assembler, because it worked with raw machine elements 

such as opcodes, registers, and memory references; but it incorporated an expression syntax 
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to indicate execution order. Parentheses and other special symbols, along with block-oriented 

structured programming constructs, controlled the sequence of the generated instructions. A-

natural was built as the object language of a C compiler, rather than for hand-coding, but its 

logical syntax won some fans. 

There has been little apparent demand for more sophisticated assemblers since the decline of 

large-scale assembly language development. In spite of that, they are still being developed 

and applied in cases where resource constraints or peculiarities in the target system's 

architecture prevent the effective use of higher-level languages. 

6. Use of assembly language 

Historically, a large number of programs have been written entirely in assembly language. 

Operating systems were almost exclusively written in assembly language until the 

widespread acceptance of C in the 1970s and early 1980s. Many commercial applications 

were written in assembly language as well, including a large amount of the IBM mainframe 

software written by large corporations. COBOL and FORTRAN eventually displaced much 

of this work, although a number of large organizations retained assembly-language 

application infrastructures well into the 90s. 

Most early microcomputers relied on hand-coded assembly language, including most 

operating systems and large applications. This was because these systems had severe resource 

constraints, imposed idiosyncratic memory and display architectures, and provided limited, 

buggy system services. Perhaps more important was the lack of first-class high-level 

language compilers suitable for microcomputer use. A psychological factor may have also 

played a role: the first generation of microcomputer programmers retained a hobbyist, "wires 

and pliers" attitude. 

In a more commercial context, the biggest reasons for using assembly language were size, 

speed, and reliability: the writers of Cardbox-Plus said simply "we use assembler because 

then all the bugs are ours". This held true for 8-bit versions of the program, which had no 

bugs at all, but ironically it turned out to be false with 16 bits: Cardbox-Plus 2.0 had to be 

upgraded to Cardbox-Plus 2.1 because a bug in Microsoft's macro assembler caused 

Cardbox-Plus to index the number "-0" differently from the number "0".  

Typical examples of large assembly language programs from this time are the MS-DOS 

operating system, the early IBM PC spreadsheet program Lotus 1-2-3, and almost all popular 

games for the Atari 800 family of home computers. Even into the 1990s, most console video 

games were written in assembly, including most games for the Mega Drive/Genesis and the 

Super Nintendo Entertainment System. According to some industry insiders, the assembly 
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language was the best computer language to use to get the best performance out of the Sega 

Saturn, a console that was notoriously challenging to develop and program games for . The 

popular arcade game NBA Jam (1993) is another example. On the Commodore 64, Amiga, 

Atari ST, as well as ZX Spectrum home computers, assembler has long been the primary 

development language. This was in large part due to the fact that BASIC dialects on these 

systems offered insufficient execution speed, as well as insufficient facilities to take full 

advantage of the available hardware on these systems. Some systems, most notably Amiga, 

even have IDEs with highly advanced debugging and macro facilities, such as the freeware 

ASM-One assembler, comparable to that of Microsoft Visual Studio facilities (ASM-One 

predates Microsoft Visual Studio). The Assembler for the VIC-20 was written by Don French 

and published by French Silk. At 1639 bytes in length, its author believes it is the smallest 

symbolic assembler ever written. The assembler supported the usual symbolic addressing and 

the definition of character strings or hex strings. It also allowed address expressions which 

could be combined with addition, subtraction, multiplication, division, logical AND, logical 

OR, and exponentiation operators. 

7. Current usage 

There have always been debates over the usefulness and performance of assembly language 

relative to high-level languages. Assembly language has specific niche uses where it is 

important.. But in general, modern optimizing compilers are claimed to render high-level 

languages into code that can run as fast as hand-written assembly, despite some counter-

examples that can be created. The complexity of modern processors makes effective hand-

optimization increasingly difficult. Moreover, and to the dismay of efficiency lovers, 

increasing processor performance has meant that most CPUs sit idle most of the time, with 

delays caused by predictable bottlenecks such as I/O operations and paging. This has made 

raw code execution speed a non-issue for most programmers. Real-time programs that need 

precise timing and responses, such as simulations, flight navigation systems, and medical 

equipment. (For example, in a fly-by-wire system, telemetry must be interpreted and acted 

upon within strict time constraints. Such systems must eliminate sources of unpredictable 

delays such as may be created by interpreted languages, automatic garbage collection, paging 

operations, or preemptive multitasking. Some higher-level languages incorporate run-time 

components and operating system interfaces that can introduce such delays. Choosing 

assembly or lower-level languages for such systems gives the programmer greater visibility 

and control over processing details.)  
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Nevertheless, assembly language is still taught in most Computer Science and Electronic 

Engineering programs. Although few programmers today regularly work with assembly 

language as a tool, the underlying concepts remain very important. Such fundamental topics 

as binary arithmetic, memory allocation, stack processing, character set encoding, interrupt 

processing, and compiler design would be hard to study in detail without a grasp of how a 

computer operates at the hardware level. Since a computer's behavior is fundamentally 

defined by its instruction set, the logical way to learn such concepts is to study an assembly 

language. Most modern computers have similar instruction sets. Therefore, studying a single 

assembly language is sufficient to learn: i) The basic concepts; ii) To recognize situations 

where the use of assembly language might be appropriate; and iii) To see how efficient 

executable code can be created from high-level languages. 

8. Typical applications of Assembly Language 

Hard-coded assembly language is typically used in a system's boot ROM (BIOS on IBM-

compatible PC systems). This low-level code is used, among other things, to initialize and 

test the system hardware prior to booting the OS, and is stored in ROM. Once a certain level 

of hardware initialization has taken place, execution transfers to other code, typically written 

in higher level languages; but the code running immediately after power is applied is usually 

written in assembly language. The same is true of most boot loaders. Many compilers render 

high-level languages into assembly first before fully compiling, allowing the assembly code 

to be viewed for debugging and optimization purposes. Relatively low-level languages, such 

as C, often provide special syntax to embed assembly language directly in the source code. 

Programs using such facilities, such as the Linux kernel, can then construct abstractions 

utilizing different assembly language on each hardware platform. The system's portable code 

can then utilize these processor-specific components through a uniform interface. Assembly 

language is also valuable in reverse engineering, since many programs are distributed only in 

machine code form, and machine code is usually easy to translate into assembly language and 

carefully examine in this form, but very difficult to translate into a higher-level language. 

Tools such as the Interactive Disassembler make extensive use of disassembly for such a 

purpose.  

A particular niche that makes use of assembly language is the demoscene. Certain 

competitions require the contestants to restrict their creations to a very small size (e.g. 256B, 

1KB, 4KB or 64 KB), and assembly language is the language of choice to achieve this goal. 

When resources, particularly CPU-processing constrained systems, like the earlier Amiga 

models, and the Commodore 64, are a concern, assembler coding is a must: optimized 
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assembler code is written "by hand" and instructions are sequenced manually by the coders in 

an attempt to minimize the number of CPU cycles used; the CPU constraints are so great that 

every CPU cycle counts. However, using such techniques has enabled systems like the 

Commodore 64 to produce real-time 3D graphics with advanced effects, a feat which might 

be considered unlikely or even impossible for a system with a 0.99MHz processor.  

On Unix systems, the assembler is traditionally called as, although it is not a single body of 

code, being typically written anew for each port. A number of Unix variants use GAS. Within 

processor groups, each assembler has its own dialect. Sometimes, some assemblers can read 

another assembler's dialect, for example, TASM can read old MASM code, but not the 

reverse. FASM and NASM have similar syntax, but each support different macros that could 

make them difficult to translate to each other. The basics are all the same, but the advanced 

features will differ. Also, assembly can sometimes be portable across different operating 

systems on the same type of CPU. Calling conventions between operating systems often 

differ slightly or not at all, and with care it is possible to gain some portability in assembly 

language, usually by linking with a C library that does not change between operating systems. 

For example, many things in libc depend on the preprocessor to do OS-specific, C-specific 

things to the program before compiling. In fact, some functions and symbols are not even 

guaranteed to exist outside of the preprocessor. Worse, the size and field order of structs, as 

well as the size of certain typedefs such as off_t, are entirely unavailable in assembly 

language without help from a configure script, and differ even between versions of Linux, 

making it impossible to portably call functions in libc other than ones that only take simple 

integers and pointers as parameters. To address this issue, FASMLIB project provides a 

portable assembly library for Win32 and Linux platforms, but it is yet very incomplete. Some 

higher level computer languages, such as C and Borland Pascal, support inline assembly 

where relatively brief sections of assembly code can be embedded into the high level 

language code. The Forth programming language commonly contains an assembler used in 

CODE words. 

 

 

In Section 5 of this course you will cover these topics: 
 

Parallel Computing  
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Topic : Parallel Computing 

 

Topic Objective: 

At the end of this topic student would be able to: 

 Understand History of Parallel Computing 

 Understand Dependencies in Parallel Computing 

 Learn about Consistency models in Parallel Computing 

 Learn about Types of parallelism 

 Learn about Data parallelism 

 Understand Memory and communication 

 Learn about Classes of parallel computers 

 Learn about Specialized parallel computers 

 Learn about Parallel programming languages 

Definition/Overview: 

Parallel computing: Parallel computing is a form of computation in which many 

calculations are carried out simultaneously, operating on the principle that large problems can 

often be divided into smaller ones, which are then solved concurrently ("in parallel"). There 

are several different forms of parallel computing such as bit-level-, instruction-level-, data-, 

and task parallelism. Parallelism has been employed for many years, mainly in high-

performance computing, but interest in it has grown lately due to the physical constraints 

preventing frequency scaling. 

Key Points: 

1. History of Parallel Computing 

Traditionally, computer software has been written for serial computation. To solve a problem, 

an algorithm is constructed and implemented as a serial stream of instructions. These 

instructions are executed on a central processing unit on one computer. Only one instruction 

may execute at a timeafter that instruction is finished, the next is executed. Parallel 

computing, on the other hand, uses multiple processing elements simultaneously to solve a 
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problem. This is accomplished by breaking the problem into independent parts so that each 

processing element can execute its part of the algorithm simultaneously with the others. The 

processing elements can be diverse and include resources such as a single computer with 

multiple processors, several networked computers, specialized hardware, or any combination 

of the above. Frequency scaling was the dominant reason for improvements in computer 

performance from the mid-1980s until 2004. The runtime of a program is equal to the number 

of instructions multiplied by the average time per instruction. Maintaining everything else 

constant, increasing the clock frequency decreases the average time it takes to execute an 

instruction. An increase in frequency thus decreases runtime for all computation-bounded 

programs. However, power consumption by a chip is given by the equation P = C V2 F, 

where P is power, C is the capacitance being switched per clock cycle (proportional to the 

number of transistors whose inputs change), V is voltage, and F is the processor frequency 

(cycles per second). Increases in frequency increase the amount of power used in a processor. 

Increasing processor power consumption led ultimately to Intel's May 2004 cancellation of its 

Tejas and Jayhawk processors, which is generally cited as the end of frequency scaling as the 

dominant computer architecture paradigm. Moore's Law is the empirical observation that 

transistor density in a microprocessor doubles every 18 to 24 months. Despite power 

consumption issues, and repeated predictions of its end, Moore's law is still in effect. With 

the end of frequency scaling, these additional transistors (which are no longer used for 

frequency scaling) can be used to add extra hardware for parallel computing. 

2. Dependencies in Parallel Computing 

Understanding data dependencies is fundamental in implementing parallel algorithms. No 

program can run more quickly than the longest chain of dependent calculations (known as the 

critical path), since calculations that depend upon prior calculations in the chain must be 

executed in order. However, most algorithms do not consist of just a long chain of dependent 

calculations; there are usually opportunities to execute independent calculations in parallel. 

Let Pi and Pj be two program fragments. Bernstein's conditions describe when the two are 

independent and can be executed in parallel. For Pi, let Ii be all of the input variables and Oi 

the output variables, and likewise for Pj. P i and Pj are independent if they satisfy 

 

 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

63
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 

Violation of the first condition introduces a flow dependency, corresponding to the first 

statement producing a result used by the second statement. The second condition represents 

an anti-dependency, when the first statement overwrites a variable needed by the second 

expression. The third and final condition, q, is an output dependency. When two variables 

write to the same location, the final output must have arisen from the second statement. 

Applications are often classified according to how often their subtasks need to synchronize or 

communicate with each other. An application exhibits fine-grained parallelism if its subtasks 

must communicate many times per second; it exhibits coarse-grained parallelism if they do 

not communicate many times per second, and it is embarrassingly parallel if they rarely or 

never have to communicate. Embarrassingly parallel applications are considered the easiest to 

parallelize. 

3. Consistency models in Parallel Computing 

Parallel programming languages and parallel computers must have a consistency model (also 

known as a memory model). The consistency model defines rules for how operations on 

computer memory occur and how results are produced. One of the first consistency models 

was Leslie Lamport's sequential consistency model. Sequential consistency is the property of 

a parallel program that its parallel execution produces the same results as a sequential 

program. Specifically, a program is sequentially consistent if "... the results of any execution 

is the same as if the operations of all the processors were executed in some sequential order, 

and the operations of each individual processor appear in this sequence in the order specified 

by its program". Software transactional memory is a common type of consistency model. 

Software transactional memory borrows from database theory the concept of atomic 

transactions and applies them to memory accesses. 

Mathematically, these models can be represented in several ways. Petri nets, which were 

introduced in Carl Adam Petri's 1962 doctoral thesis, were an early attempt to codify the 

rules of consistency models. Dataflow theory later built upon these, and Dataflow 

architectures were created to physically implement the ideas of dataflow theory. Beginning in 

the late 1970s, process calculi such as calculus of communicating systems and 

communicating sequential processes were developed to permit algebraic reasoning about 

systems composed of interacting components. More recent additions to the process calculus 
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family, such as the π-calculus, have added the capability for reasoning about dynamic 

topologies. Logics such as Lamport's TLA+, and mathematical models such as traces and 

Actor event diagrams, have also been developed to describe the behavior of concurrent 

systems. 

4. Types of parallelism 

4.1 Bit-level parallelism 

From the advent of very-large-scale integration (VLSI) computer-chip fabrication 

technology in the 1970s until about 1986, speed-up in computer architecture was 

driven by doubling computer word sizethe amount of information the processor can 

execute per cycle. Increasing the word size reduces the number of instructions the 

processor must execute to perform an operation on variables whose sizes are greater 

than the length of the word. For example, where an 8-bit processor must add two 16-

bit integers, the processor must first add the 8 lower-order bits from each integer 

using the standard addition instruction, then add the 8 higher-order bits using an add-

with-carry instruction and the carry bit from the lower order addition; thus, an 8-bit 

processor requires two instructions to complete a single operation, where a 16-bit 

processor would be able to complete the operation with a single instruction. 

Historically, 4-bit microprocessors were replaced with 8-bit, then 16-bit, then 32-bit 

microprocessors. This trend generally came to an end with the introduction of 32-bit 

processors, which has been a standard in general-purpose computing for two decades. 

Not until recently (c. 20032004), with the advent of x86-64 architectures, have 64-bit 

processors become commonplace. 

 

A canonical five-stage pipeline in a RISC machine (IF = Instruction Fetch, ID = Instruction 

Decode, EX = Execute, MEM = Memory access, WB = Register write back) 

A computer program is, in essence, a stream of instructions executed by a processor. These 

instructions can be re-ordered and combined into groups which are then executed in parallel 

without changing the result of the program. This is known as instruction-level parallelism. 

Advances in instruction-level parallelism dominated computer architecture from the mid-
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1980s until the mid-1990s. Modern processors have multi-stage instruction pipelines. Each 

stage in the pipeline corresponds to a different action the processor performs on that 

instruction in that stage; a processor with an N-stage pipeline can have up to N different 

instructions at different stages of completion. The canonical example of a pipelined processor 

is a RISC processor, with five stages: instruction fetch, decode, execute, memory access, and 

write back. The Pentium 4 processor had a 35-stage pipeline. 

 

A five-stage pipelined superscalar processor, capable of issuing two instructions per cycle. It 

can have two instructions in each stage of the pipeline, for a total of up to 10 instructions 

(shown in green) being simultaneously executed. In addition to instruction-level parallelism 

from pipelining, some processors can issue more than one instruction at a time. These are 

known as superscalar processors. Instructions can be grouped together only if there is no data 

dependency between them. Scoreboarding and the Tomasulo algorithm (which is similar to 

scoreboarding but makes use of register renaming) are two of the most common techniques 

for implementing out-of-order execution and instruction-level parallelism. 

5. Data parallelism 

Data parallelism is parallelism inherent in program loops, which focuses on distributing the 

data across different computing nodes to be processed in parallel. "Parallelizing loops often 

leads to similar (not necessarily identical) operation sequences or functions being performed 

on elements of a large data structure." Many scientific and engineering applications exhibit 

data parallelism. 

A loop-carried dependency is the dependence of a loop iteration on the output of one or more 

previous iterations.  

6. Memory and communication 

Main memory in a parallel computer is either shared memory (shared between all processing 

elements in a single address space), or distributed memory (in which each processing element 

has its own local address space). Distributed memory refers to the fact that the memory is 

logically distributed, but often implies that it is physically distributed as well. Distributed 

shared memory is a combination of the two approaches, where the processing element has its 
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own local memory and access to the memory on non-local processors. Accesses to local 

memory are typically faster than accesses to non-local memory. 

 

A logical view of a Non-Uniform Memory Access (NUMA) architecture. Processors in one 

directory can access that directory's memory with less latency than they can access memory 

in the other directory's memory. Computer architectures in which each element of main 

memory can be accessed with equal latency and bandwidth are known as Uniform Memory 

Access (UMA) systems. Typically, that can be achieved only by a shared memory system, in 

which the memory is not physically distributed. A system that does not have this property is 

known as a Non-Uniform Memory Access (NUMA) architecture. Distributed memory 

systems have non-uniform memory access. Computer systems make use of cachessmall, fast 

memories located close to the processor which store temporary copies of memory values 

(nearby in both the physical and logical sense). Parallel computer systems have difficulties 

with caches that may store the same value in more than one location, with the possibility of 

incorrect program execution. These computers require a cache coherency system, which 

keeps track of cached values and strategically purges them, thus ensuring correct program 

execution. Bus snooping is one of the most common methods for keeping track of which 

values are being accessed (and thus should be purged). Designing large, high-performance 

cache coherence systems is a very difficult problem in computer architecture. As a result, 

shared-memory computer architectures do not scale as well as distributed memory systems 

do. Processorprocessor and processormemory communication can be implemented in 

hardware in several ways, including via shared (either multiported or multiplexed) memory, a 

crossbar switch, a shared bus or an interconnect network of a myriad of topologies including 

star, ring, tree, hypercube, fat hypercube (a hypercube with more than one processor at a 

node), or n-dimensional mesh. Parallel computers based on interconnect networks need to 

have some kind of routing to enable the passing of messages between nodes that are not 

directly connected. The medium used for communication between the processors is likely to 

be hierarchical in large multiprocessor machines. 

7. Classes of parallel computers 

Parallel computers can be roughly classified according to the level at which the hardware 

supports parallelism. This classification is broadly analogous to the distance between basic 
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computing nodes. These are not mutually exclusive; for example, clusters of symmetric 

multiprocessors are relatively common. 

7.1 Multicore computing 

A multicore processor is a processor that includes multiple execution units ("cores"). 

These processors differ from superscalar processors, which can issue multiple 

instructions per cycle from one instruction stream (thread); by contrast, a multicore 

processor can issue multiple instructions per cycle from multiple instruction streams. 

Each core in a multicore processor can potentially be superscalar as wellthat is, on 

every cycle, each core can issue multiple instructions from one instruction stream. 

Simultaneous multithreading (of which Intel's HyperThreading is the best known) was 

an early form of pseudo-multicoreism. A processor capable of simultaneous 

multithreading has only one execution unit ("core"), but when that execution unit is 

idling (such as during a cache miss), it uses that execution unit to process a second 

thread. Intel's Core and Core 2 processor families are Intel's first true multicore 

architectures. IBM's Cell microprocessor, designed for use in the Sony Playstation 3, 

is another prominent multicore processor. 

7.2 Symmetric multiprocessing 

A symmetric multiprocessor (SMP) is a computer system with multiple identical 

processors that share memory and connect via a bus. Bus contention prevents bus 

architectures from scaling. As a result, SMPs generally do not comprise more than 32 

processors. "Because of the small size of the processors and the significant reduction 

in the requirements for bus bandwidth achieved by large caches, such symmetric 

multiprocessors are extremely cost-effective, provided that a sufficient amount of 

memory bandwidth exists. 

7.3 Distributed computing 

A distributed computer (also known as a distributed memory multiprocessor) is a 

distributed memory computer system in which the processing elements are connected 

by a network. Distributed computers are highly scalable. 
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7.4 Cluster computing 

A cluster is a group of loosely coupled computers that work together closely, so that 

in some respects they can be regarded as a single computer. Clusters are composed of 

multiple standalone machines connected by a network. While machines in a cluster do 

not have to be symmetric, load balancing is more difficult if they are not. The most 

common type of cluster is the Beowulf cluster, which is a cluster implemented on 

multiple identical commercial off-the-shelf computers connected with a TCP/IP 

Ethernet local area network. Beowulf technology was originally developed by 

Thomas Sterling and Donald Becker. The vast majority of the TOP500 

supercomputers are clusters. 

7.5 Massive parallel processing 

A massively parallel processor (MPP) is a single computer with many networked 

processors. MPPs have many of the same characteristics as clusters, but MPPs have 

specialized interconnect networks (whereas clusters use commodity hardware for 

networking). MPPs also tend to be larger than clusters, typically having "far more" 

than 100 processors. In an MPP, "each CPU contains its own memory and copy of the 

operating system and application. Each subsystem communicates with the others via a 

high-speed interconnect." 

A cabinet from Blue Gene/L, ranked as the fourth fastest supercomputer in the world 

according to the 11/2008 TOP500 rankings. Blue Gene/L is a massively parallel 

processor. 

Blue Gene/L, the fourth fastest supercomputer in the world according to the 

November 2008 TOP500 ranking, is an MPP. 

7.6 Grid computing 

Grid computing is the most distributed form of parallel computing. It makes use of 

computers communicating over the Internet to work on a given problem. Because of 

the low bandwidth and extremely high latency available on the Internet, grid 

computing typically deals only with embarrassingly parallel problems. Many grid 
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computing applications have been created, of which SETI@home and 

Folding@Home are the best-known examples. 

Most grid computing applications use middleware, software that sits between the 

operating system and the application to manage network resources and standardize the 

software interface. The most common grid computing middleware is the Berkeley 

Open Infrastructure for Network Computing (BOINC). Often, grid computing 

software makes use of "spare cycles", performing computations at times when a 

computer is idling. 

8. Specialized parallel computers 

Within parallel computing, there are specialized parallel devices that remain niche areas of 

interest. Reconfigurable computing with field-programmable gate arraysReconfigurable 

computing is the use of a field-programmable gate array (FPGA) as a co-processor to a 

general-purpose computer. An FPGA is, in essence, a computer chip that can rewire itself for 

a given task. FPGAs can be programmed with hardware description languages such as VHDL 

or Verilog. However, programming in these languages can be tedious. Several vendors have 

created C to HDL languages that attempt to emulate the syntax and/or semantics of the C 

programming language, with which most programmers are familiar. While not domain-

specific, they tend to be applicable to only a few classes of parallel problems. 

The best known C to HDL languages are Mitrion-C, Impulse C, DIME-C, and Handel-C. 

AMD's decision to open its HyperTransport technology to third-party vendors has become 

the enabling technology for high-performance reconfigurable computing. According to 

Michael R. D'Amour, Chief Operating Officer of DRC Computer Corporation, "when we first 

walked into AMD, they called us 'the socket stealers.' Now they call us their partners." 

General-purpose computing on graphics processing units (GPGPU) is a fairly recent trend in 

computer engineering research. GPUs are co-processors that have been heavily optimized for 

computer graphics processing. Computer graphics processing is a field dominated by data 

parallel operationsparticularly linear algebra matrix operations. In the early days, GPGPU 

programs used the normal graphics APIs for executing programs. However, recently several 

new programming languages and platforms have been built to do general purpose 

computation on GPUs with both Nvidia and AMD releasing programming environments with 

CUDA and CTM respectively. Other GPU programming languages are BrookGPU, 
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PeakStream, and RapidMind. Nvidia has also released specific products for computation in 

their Tesla series. 

9. Parallel programming languages 

Concurrent programming languages, libraries, APIs, and parallel programming models have 

been created for programming parallel computers. These can generally be divided into classes 

based on the assumptions they make about the underlying memory architectureshared 

memory, distributed memory, or shared distributed memory. Shared memory programming 

languages communicate by manipulating shared memory variables. Distributed memory uses 

message passing. POSIX Threads and OpenMP are two of most widely used shared memory 

APIs, whereas Message Passing Interface (MPI) is the most widely used message-passing 

system API. One concept used in programming parallel programs is the future concept, where 

one part of a program promises to deliver a required datum to another part of a program at 

some future time. 
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