
“Introduction to Firewalls”.

In Section 1 of this course you will cover these topics:
Introduction To Network And Data Link Layer Protocols

Transmission Control Protocol (Tcp) And User Datagram Protocol (Udp) In Detail

Topic : Introduction To Network And Data Link Layer Protocols

Topic Objective:

Key Points:

1. Network security

Network security consists of the provisions made in an underlying computer network

infrastructure, policies adopted by the network administrator to protect the network and

the network-accessible resources from unauthorized access and consistent and continuous

monitoring and measurement of its effectiveness (or lack) combined together.

1.1 Comparison with information security

The terms network security and information security are often used interchangeably,

however network security is generally taken as providing protection at the boundaries

of an organization, keeping the bad guys (e.g. black hat hackers, script kiddies, etc.)

out. Network security systems today are mostly effective, so the focus has shifted to

protecting resources from attack or simple mistakes by people inside the organization,

e.g. with Digital Leak Protection (DLP). One response to this insider threat in network

security is to compartmentalize large networks, so that an employee would have to

cross an internal boundary and be authenticated when they try to access privileged

information. Information security is explicitly concerned with all aspects of protecting

information resources, including network security and DLP.
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1.2 Network security concepts

Network security starts from authenticating any user, commonly (one factor

authentication) with a username and a password (something you know). With two

factor authentication something you have is also used (e.g. a security token or

'dongle', an ATM card, or your mobile phone), or with three factor authentication

something you are is also used (e.g. a fingerprint or retinal scan). Once authenticated,

a stateful firewall enforces access policies such as what services are allowed to be

accessed by the network users. Though effective to prevent unauthorized access, this

component fails to check potentially harmful content such as computer worms being

transmitted over the network. An intrusion prevention system (IPS) helps detect and

inhibit the action of such malware. An anomaly-based intrusion detection system also

monitors network traffic for suspicious content, unexpected traffic and other

anomalies to protect the network e.g. from denial of service attacks or an employee

accessing files at strange times. Communication between two hosts using the network

could be encrypted to maintain privacy. Individual events occurring on the network

could be tracked for audit purposes and for a later high level analysis.

Honeypots, essentially decoy network-accessible resources, could be deployed in a

network as surveillance and early-warning tools. Techniques used by the attackers

that attempt to compromise these decoy resources are studied during and after an

attack to keep an eye on new exploitation techniques. Such analysis could be used to

further tighten security of the actual network being protected by the honeypot.Auseful

summary of standard concepts and methods in network security is given by in the

form of an extensible ontology of network security attacks.

2 Authentication

Authentication (from Greek: αυθεντικός;real or genuine, from authentes; author) is the act

of establishing or confirming something (or someone) as authentic, that is, that claims

made by or about the subject are true. This might involve confirming the identity of a

person, the origins of an artifact, or assuring that a computer program is a trusted one.

The first is comparing the attributes of the object itself to what is known about objects of

that origin. For example, an art expert might look for similarities in the style of painting,

check the location and form of a signature, or compare the object to an old photograph.
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An archaeologist might use carbon dating to verify the age of an artifact, do a chemical

analysis of the materials used, or compare the style of construction or decoration to other

artifacts of similar origin. The physics of sound and light, and comparison with a known

physical environment, can be used to examine the authenticity of audio recordings,

photographs, or videos.

Attribute comparison may be vulnerable to forgery. In general, it relies on the fact that

creating a forgery indistinguishable from a genuine artifact requires expert

knowledge, that mistakes are easily made, or that the amount of effort required to do

so is considerably greater than the amount of money that can be gained by selling the

forgery. Criminal and civil penalties for fraud, forgery, and counterfeiting can reduce

the incentive for falsification, depending on the risk of getting caught. The second

type relies on documentation or other external affirmations. For example, the rules of

evidence in criminal courts often require establishing the chain of custody of evidence

presented. This can be accomplished through a written evidence log, or by testimony

from the police detectives and forensics staff that handled it. Some antiques are

accompanied by certificates attesting to their authenticity. External records have their

own problems of forgery and perjury, and are also vulnerable to being separated from

the artifact and lost. Currency and other financial instruments commonly use the first

type of authentication method. Bills, coins, and cheques incorporate hard-to-duplicate

physical features, such as fine printing or engraving, distinctive feel, watermarks, and

holographic imagery, which are easy for receivers to verify. Consumer goods such as

pharmaceuticals, perfume, fashion clothing can use either type of authentication

method to prevent counterfeit goods from taking advantage of a popular brand's

reputation (damaging the brand owner's sales and reputation). A trademark is a legally

protected marking or other identifying feature which aids consumers in the

identification of genuine brand-name goods.

3 Confidentiality

Confidentiality has been defined by the International Organization for Standardization

(ISO) as "ensuring that information is accessible only to those authorized to have access"

and is one of the cornerstones of information security. Confidentiality is one of the design

goals for many cryptosystems, made possible in practice by the techniques of modern

cryptography. Confidentiality also refers to an ethical principle associated with several
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professions (eg, medicine, law, religion, professional psychology, journalism, and others).

In ethics, and (in some places) in law and alternative forms of legal dispute resolution

such as mediation, some types of communication between a person and one of these

professionals are "privileged" and may not be discussed or divulged to third parties. In

those jurisdictions in which the law makes provision for such confidentiality, there are

usually penalties for its violation. Confidentiality of information, enforced in an

adaptation of the military's classic "need-to-know" principle, forms the cornerstone of

information security in today's corporates. The so called 'confidentiality bubble' restricts

information flows, with both positive and negative consequences

4 Integrity

Integrity as a concept comprises perceived consistency of actions, values, methods,

measures and principles not necessarily in every minute detail, but holistically. A value

system's abstraction depth and range of applicable interaction may also function as

significant factors in identifying/determining integrity due to their congruence (or lack of

congruence) with empirical observation. A value system may evolve over time while

retaining integrity if those who espouse the values account for and resolve

inconsistencies. Integrity may be seen as the quality of having a sense of honesty and

truthfulness in regard to the motivations for one's actions. The term "hypocrisy" is

sometimes used in contrast to integrity for asserting that one part of a value system

demonstrably conflicts with another, and (optionally) to demand that the parties holding

apparently conflicting values account for the discrepancy or change their beliefs to

improve internal consistency. Data integrity is a term used in computer science and

telecommunications that can mean ensuring data is "whole" or complete, the condition in

which data are identically maintained during any operation (such as transfer, storage or

retrieval), the preservation of data for their intended use, or, relative to specified

operations, the a priori expectation of data quality. Put simply, data integrity is the

assurance that data is consistent and correct. Often such integrity is ensured by use of a

number referred to as a Message Integrity Code (MIC) or Message Authentication Code

(MAC).

In terms of a database data integrity refers to the process of ensuring that a database

remains an accurate reflection of the universe of discourse it is modelling or representing.

In other words there is a close correspondence between the facts stored in the database
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and the real world it models . Data integrity is normally enforced in a database system by

a series of integrity constraints or rules. Three types of integrity constraints are an

inherent part of the relational data model: entity integrity, referential integrity and domain

integrity. Entity integrity concerns the concept of a primary key. Entity integrity is an

integrity rule which states that every table must have a primary key and that the column

or columns chosen to be the primary key should be unique and not null. Referential

integrity concerns the concept of a foreign key. The referential integrity rule states that

any foreign key value can only be in one of two states. The usual state of affairs is that the

foreign key value refers to a primary key value of some table in the database.

Occasionally, and this will depend on the rules of the business, a foreign key value can be

null. In this case we are explicitly saying that either there is no relationship between the

objects represented in the database or that this relationship is unknown.

Domain integrity specifies that all columns in relational database must be declared upon a

defined domain. The primary unit of data in the relational data model is the data item.

Such data items are said to be non-decomposable or atomic. A domain is a set of values

of the same type. Domains are therefore pools of values from which actual values

appearing in the columns of a table are drawn. An example of a data integrity mechanism

in cryptography is the use of MD5 hash values. These blocks of bytes function as a

numeric summation of the content of a data item. Should the data change even slightly,

the MD5 hash would yield a totally different result.

5 Nonrepudiation

Non-repudiation is the concept of ensuring that a party in a dispute cannot repudiate, or

refute the validity of a statement or contract. Although this concept can be applied to any

transmission, including television and radio, by far the most common application is in the

verification and trust of signatures. According to traditional legal practice, a signature on

a paper contract or memorandum may always be repudiated by the signatory. Such

repudiation may take one of two forms: The signatory may claim fraud or forgery, such as

"I did not sign that." Alternately, he/she may accept the signature as authentic but dispute

its validity due to coercion, as in the scenario of blackmail or confessions given under

torture. The legal burden of proof differs depending upon the repudiation reason. In the

former scenario the burden of proof typically rests on the party claiming validity, while in

the latter it shifts to the signatory claiming lack thereof. The ways in which a party may
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attempt to repudiate a signature present a challenge to the trustworthiness of the

signatures themselves. The standard approach to mitigating these risks is to involve a

trusted third party.

The two most common TTPs are forensic analysts and notaries. A forensic analyst

specializing in handwriting can look at a signature, compare it to a known valid signature,

and make a reasonable assessment of the legitimacy of the first signature. A notary

provides a witness whose job is to verify the identity of an individual by checking other

credentials and affixing their certification that the party signing is who they claim to be.

Further, a notary provides the extra benefit of maintaining independent logs of their

transactions, complete with the type of credential checked and another signature that can

independently be verified by the preceding forensic analyst. For this double security,

notaries are the preferred form of verification. On the digital side, the only TTP is the

repository for public key certificates. This provides the recipient with the ability to verify

the origin of an item even if no direct exchange of the public information has ever been

made. The digital signature, however, is forensically identical in both legitimate and

forged uses - if someone possesses the private key they can create a "real" signature. The

protection of the private key is the idea behind the United States Department of Defense's

Common Access Card (CAC), which never allows the key to leave the card and therefore

necessitates the possession of the card in addition to the personal identification number

(PIN) code necessary to unlock the card for permission to use in encryption and digital

signatures. No practical solution yet exists to the digital equivalent of the problem which

notaries address with physical signatures.

5.1 Protocols

In computing, a protocol is a convention standard that controls or enables the

connection, communication, and data transfer between computing endpoints. In its

simplest form, a protocol can be defined as the rules governing the syntax, semantics,

and synchronization of communication. Protocols may be implemented by hardware,

software, or a combination of the two. At the lowest level, a protocol defines the

behavior of a hardware connection.
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6 Authentication Protocols

Extensible Authentication Protocol, or EAP, is a universal authentication framework

frequently used in wireless networks and Point-to-Point connections. It is defined in RFC

3748, which has been updated by RFC 5247. Although the EAP protocol is not limited to

wireless LANs and can be used for wired LAN authentication, it is most often used in

wireless LANs. The WPA and WPA2 standard has officially adopted five EAP types as

its official authentication mechanisms. EAP is an authentication framework, not a specific

authentication mechanism. The EAP provides some common functions and a negotiation

of the desired authentication mechanism. Such mechanisms are called EAP methods and

there are currently about 40 different methods. Methods defined in IETF RFCs include

EAP-MD5, EAP-OTP, EAP-GTC, EAP-TLS, EAP-IKEv2, EAP-SIM, and EAP-AKA,

and in addition a number of vendor specific methods and new proposals exist. Commonly

used modern methods capable of operating in wireless networks include EAP-TLS, EAP-

SIM, EAP-AKA, PEAP, LEAP and EAP-TTLS. Requirements for EAP methods used in

wireless LAN authentication are described in RFC 4017. When EAP is invoked by an

802.1X enabled NAS (Network Access Server) device such as an 802.11 a/b/g Wireless

Access Point, modern EAP methods can provide a secure authentication mechanism and

negotiate a secure PMK (Pair-wise Master Key) between the client and NAS. The PMK

can then be used for the wireless encryption session which uses TKIP or CCMP (based on

AES) encryption. EAP is not a wire protocol; instead it only defines message formats.

Each protocol that uses EAP defines a way to encapsulate EAP messages within that

protocol's messages. In the case of 802.1X, this encapsulation is called EAPOL, "EAP

over LANs".

7 Encryption Protocols for Confidentiality

A security protocol (cryptographic protocol or encryption protocol) is an abstract or

concrete protocol that performs a security-related function and applies cryptographic

methods. A protocol describes how the algorithms should be used. A sufficiently detailed

protocol includes details about data structures and representations, at which point it can

be used to implement multiple, interoperable versions of a program. Cryptographic

protocols are widely used for secure application-level data transport. For example,

Transport Layer Security (TLS) is a cryptographic protocol that is used to secure web

(HTTP) connections. It has an entity authentication mechanism, based on the X.509
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system; a key setup phase, where a symmetric encryption key is formed by employing

public-key cryptography; and an application-level data transport function. These three

aspects have important interconnections. Standard TLS does not have non-repudiation

support. There are other types of cryptographic protocols as well, and even the term itself

has various different readings; Cryptographic application protocols often use one or more

underlying key agreement methods, which are also sometimes themselvesreferred to as

"cryptographic protocols". For instance, TLS employs what is known as the Diffie-

Hellman key exchange, which although it is only a part of TLS per se, Diffie-

Hellmanmay be seen as a complete cryptographic protocol in itself for other applications.

8 Key Management Protocols

ISAKMP (Internet Security Association and Key Management Protocol) is a protocol for

establishing Security Associations (SA) and cryptographic keys in an Internet

environment. ISAKMP defines the procedures for authenticating a communicating peer,

creation and management of Security Associations, key generation techniques, and threat

mitigation (e.g. denial of service and replay attacks). ISAKMP typically utilizes IKE for

key exchange, although other methods can be implemented. Preliminary SA is formed

using this protocol; later a fresh keying is done. ISAKMP defines procedures and packet

formats to establish, negotiate, modify and delete Security Associations. SAs contain all

the information required for execution of various network security services, such as the IP

layer services (such as header authentication and payload encapsulation), transport or

application layer services, or self-protection of negotiation traffic. ISAKMP defines

payloads for exchanging key generation and authentication data. These formats provide a

consistent framework for transferring key and authentication data which is independent of

the key generation technique, encryption algorithm and authentication mechanism.

ISAKMP is distinct from key exchange protocols in order to cleanly separate the details

of security association management (and key management) from the details of key

exchange. There may be many different key exchange protocols, each with different

security properties. However, a common framework is required for agreeing to the format

of SA attributes, and for negotiating, modifying, and deleting SAs. ISAKMP serves as

this common framework. ISAKMP can be implemented over any transport protocol. All

implementations must include send and receive capability for ISAKMP using UDP on

port 500. Additionally, UDP port 4500 must also be allowed at the destination if the
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source interface IP address undergoes network address translation from natural (assigned)

IP address to a public IP address for connection to the internet.

9 Integrity Methods

Integrity as a concept comprises perceived consistency of actions, values, methods,

measures and principles not necessarily in every minute detail, but holistically. A value

system's abstraction depth and range of applicable interaction may also function as

significant factors in identifying/determining integrity due to their congruence (or lack of

congruence) with empirical observation. A value system may evolve over time while

retaining integrity if those who espouse the values account for and resolve

inconsistencies. Integrity may be seen as the quality of having a sense of honesty and

truthfulness in regard to the motivations for one's actions. The term "hypocrisy" is

sometimes used in contrast to integrity for asserting that one part of a value system

demonstrably conflicts with another, and (optionally) to demand that the parties holding

apparently conflicting values account for the discrepancy or change their beliefs to

improve internal consistency.

10 Architecture and Policy for Security

Computer security is a branch of technology known as information security as applied to

computers. The objective of computer security varies and can include protection of

information from theft or corruption, or the preservation of availability, as defined in the

security policy. Computer security imposes requirements on computers that are different

from most system requirements because they often take the form of constraints on what

computers are not supposed to do. This makes computer security particularly challenging

because it is hard enough just to make computer programs do everything they are

designed to do correctly. Furthermore, negative requirements are deceptively complicated

to satisfy and require exhaustive testing to verify, which is impractical for most computer

programs. Computer security provides a technical strategy to convert negative

requirements to positive enforceable rules. For this reason, computer security is often

more technical and mathematical than some computer science fields.

Computer security is a branch of technology known as information security as applied to

computers. The objective of computer security varies and can include protection of
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information from theft or corruption, or the preservation of availability, as defined in the

security policy. Computer security imposes requirements on computers that are different

from most system requirements because they often take the form of constraints on what

computers are not supposed to do. This makes computer security particularly challenging

because it is hard enough just to make computer programs do everything they are

designed to do correctly. Furthermore, negative requirements are deceptively complicated

to satisfy and require exhaustive testing to verify, which is impractical for most computer

programs. Computer security provides a technical strategy to convert negative

requirements to positive enforceable rules. For this reason, computer security is often

more technical and mathematical than some computer science fields.

11 Encryption Technologies

In cryptography, encryption is the process of transforming information (referred to as

plaintext) using an algorithm (called cipher) to make it unreadable to anyone except those

possessing special knowledge, usually referred to as a key. The result of the process is

encrypted information (in cryptography, referred to asciphertext). In many contexts, the

word encryption also implicitly refers to the reverse process, decryption (e.g. software for

encryption can typically also perform decryption), to make the encrypted information

readable again (i.e. to make it unencrypted). Encryption has long been used by militaries

and governments to facilitate secret communication. Encryption is now used in protecting

information within many kinds of civilian systems, such as computers, storage devices

(e.g. USB flash drives), networks (e.g. the Internet, e-commerce), mobile telephones,

wireless microphones, wireless intercom systems, Bluetooth devices and bank automatic

teller machines. Encryption is also used in digital rights management to prevent

unauthorized use or reproduction of copyrighted material and in software also to protect

against reverse engineering (see also copy protection). Encryption, by itself, can protect

the confidentiality of messages, but other techniques are still needed to protect the

integrity and authenticity of a message; for example, verification of a message

authentication code(MAC) or a digital signature. Standards and cryptographic software

and hardware to perform encryption are widely available, but successfully using

encryption to ensure security may be a challenging problem. A single slip-up in system

design or execution can allow successful attacks. Sometimes an adversary can obtain

unencrypted information without directly undoing the encryption.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

10
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



One of the earliest public key encryption applications was called Pretty Good Privacy

(PGP), according to Paul Rubens. It was written in 1991 by Phil Zimmermann and was

bought by Network Associates in 1997 and is now called PGP Corporation. There are a

number of reasons why an encryption product may not be suitable in all cases. First e-

mail must be digitally signed at the point it was created to provide non-repudiation for

some legal purposes, otherwise the sender could argue that it was tampered with after it

left their computer but before it was encrypted at a gateway according to Paul. An

encryption product may also not be practical when mobile users need to send e-mail from

outside the corporate network.

12 The TCP/IP Protocol Suite

The Internet Protocol Suite (commonly known as TCP/IP) is the set of communications

protocols used for the Internet and other similar networks. It is named from two of the

most important protocols in it: the Transmission Control Protocol (TCP) and the Internet

Protocol (IP), which were the first two networking protocols defined in this standard.

Today's IP networking represents a synthesis of several developments that began to

evolve in the 1960s and 1970s, namely the Internet and LANs (Local Area Networks),

which emerged in the mid- to late-1980s, together with the advent of the World Wide

Web in the early 1990s. The Internet Protocol Suite, like many protocol suites, may be

viewed as a set of layers. Each layer solves a set of problems involving the transmission

of data, and provides a well-defined service to the upper layer protocols based on using

services from some lower layers. Upper layers are logically closer to the user and deal

with more abstract data, relying on lower layer protocols to translate data into forms that

can eventually be physically transmitted.

The TCP/IP model consists of four layers (RFC 1122). From lowest to highest, these are

the Link Layer, the Internet Layer, the Transport Layer, and the Application Layer. The

Internet Protocol Suite resulted from work done by Defense Advanced Research Projects

Agency (DARPA) in the early 1970s. After building the pioneering ARPANET in 1969,

DARPA started work on a number of other data transmission technologies. In 1972,

Robert E. Kahn was hired at the DARPA Information Processing Technology Office,

where he worked on both satellite packet networks and ground-based radio packet

networks, and recognized the value of being able to communicate across them. In the

spring of 1973, Vinton Cerf, the developer of the existing ARPANET Network Control
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Program (NCP) protocol, joined Kahn to work on open-architecture interconnection

models with the goal of designing the next protocol generation for the ARPANET. By the

summer of 1973, Kahn and Cerf had worked out a fundamental reformulation, where the

differences between network protocols were hidden by using a common internetwork

protocol and, instead of the network being responsible for reliability, as in the

ARPANET, the hosts became responsible. Cerf credits Hubert Zimmerman and Louis

Pouzin, designer of the CYCLADESnetwork, with important influences on this design.

With the role of the network reduced to the bare minimum, it became possible to join

almost any networks together, no matter what their characteristics were, thereby solving

Kahn's initial problem. One popular saying has it that TCP/IP, the eventual product

ofCerf and Kahn's work, will run over "two tin cans and a string." There is even an

implementation designed to run using homing pigeons, IP over Avian Carriers,

documented in RFC 1149. .

A computer called a router (a name changed from gateway to avoid confusion with other

types of gateways) is provided with an interface to each network, and forwards packets

back and forth between them. Requirements for routers are defined in (Request for

Comments 1812). The idea was worked out in more detailed form by Cerf's networking

research group at Stanford in the 197374 period, resulting in the first TCP specification

(Request for Comments 675) (The early networking work at Xerox PARC, which

produced the PARC Universal Packet protocol suite, much of which existed around the

same period of time (i.e. contemporaneous), was also a significant technical influence;

people moved between the two). DARPA then contracted with BBN Technologies,

StanfordUniversity, and the University College London to develop operational versions

of the protocol on different hardware platforms. Four versions were developed: TCP v1,

TCP v2, a split into TCP v3 and IP v3 in the spring of 1978, and then stability with

TCP/IP v4 the standard protocol still in use on the Internet today. In 1975, a two-network

TCP/IP communications test was performed between Stanford and University College

London (UCL). In November, 1977, a three-network TCP/IP test was conducted between

sites in the US,UK, and Norway. Several other TCP/IP prototypes were developed at

multiple research centers between 1978 and 1983. The migration of the ARPANET to

TCP/IP was officially completed on January 1, 1983 when the new protocols were

permanently activated.
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In March 1982, the US Department of Defense declared TCP/IP as the standard for all

military computer networking. In 1985, the Internet Architecture Board held a three day

workshop on TCP/IP for the computer industry, attended by 250 vendor representatives,

promoting the protocol and leading to its increasing commercial use. Kahn and Cerf were

honored with the Presidential Medal of Freedom on November 9, 2005 for their

contribution to American culture.

13 Data Link Layer Frame Acceptance Modes and Addressing

HDLC is based on IBM's SDLC protocol, which is the layer 2 protocol for IBM's

Systems Network Architecture (SNA). It was extended and standardized by the ITU as

LAP, while ANSI named their essentially identical version ADCCP. Derivatives have

since appeared in innumerable standards. It was adopted into the X.25 protocol stack as

LAPB, into the V.42 protocol as LAPM, into the Frame Relay protocol stack as LAPF

and into the ISDN protocol stack as LAPD. It was the inspiration for the IEEE 802.2 LLC

protocol, and it is the basis for the framing mechanism used with the PPP on synchronous

lines, as used by many servers to connect to a WAN, most commonly the Internet. A

mildly different version is also used as the control channel for E-carrier (E1) and SONET

multichanneltelephone lines. Some vendors, such as Cisco, implemented protocols such

as Cisco HDLC that used the low-level HDLC framing techniques but didn't use the

standard HDLC header. It has also been used on TellabsDXX for destination of Trunk.

Data is usually sent in multiples of 8 bits, but only some variants require this; others

theoretically permit odd data sizes.

The FCS is the Frame Check Sequence, a cyclic redundancy check computed over the

entire frame, including the 'Address', 'Control' and 'Information' fields. The calculation is

designed to detect errors in the transmission of the frame lost bits, flipped bits, extraneous

bits so that the frame can be dropped by the receiver if an error is detected. It is this

method of detecting errors that can set an upper bound on the size of the data portion of

the frame. Essentially, the longer the length of the data portion of the frame becomes, the

harder it is to guarantee that certain types of transmission errors will be found. The Frame

Check Sequence is either a 16-bit CRC-CCITT or a 32-bit CRC-32. The FCS is needed to

detect transmission errors. When HDLC was designed, long-haul digital media were

designed for telephone systems, which allow a bit error rate (BER) less than or equal to

one incorrect bit per 110+5 bits transferred (BER of 110-5). Digital data for computers
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normally requires a bit error rate less than or equal to one incorrect bit per 110+12 bits

transferred (BER of 110-12). By checking the FCS, the receiver can discover bad data. If

the data is ok, it sends an acknowledge packet back to the sender. The sender can then

send the next frame. If the receiver sends a "negative acknowledge" or simply drops the

bad frame, the sender either receives the negative acknowledge, or runs into its time limit

while waiting for the acknowledge. It then retransmits the failed frame. Modern optical

networks have reliability substantially better than a BER of 110−15, but that simply

makes HDLC even more reliable.

14 Ethernet Media Access Control (MAC)

In computer networking, a Media Access Control address (MAC address), Ethernet

Hardware Address (EHA), hardware address, adapter address or physical address is a

quasi-unique identifier assigned to most network adapters or network interface cards

(NICs) by the manufacturer for identification. If assigned by the manufacturer, a MAC

address usually encodes the manufacturer's registered identification number. Three

numbering spaces, managed by the Institute of Electrical and Electronics Engineers

(IEEE), are in common use for formulating a MAC address: MAC-48, EUI-48, and EUI-

64. The IEEE claims trademarks on the names "EUI-48" and " EUI-64", where "EUI"

stands for Extended Unique Identifier. Although intended to be a permanent and globally

unique identification, it is possible to change the MAC address on most of today's

hardware, an action often referred to as MAC spoofing. Unlike IP address spoofing,

where a sender spoofing their address in a request tricks the other party into sending the

response elsewhere, in MAC address spoofing (which takes place only within a local area

network), the response is received by the spoofing party.

A host cannot determine from the MAC address of another host whether that host is on

the same OSI Layer 2 network segment as the sending host or a network segment bridged

to that network segment. In TCP/IP networks, the MAC address of a subnet interface can

be queried with the IP address using the Address Resolution Protocol (ARP) for Internet

Protocol Version 4 (IPv4) or the Neighbor Discovery Protocol (NDP) for IPv6. On

broadcast networks, such as Ethernet, the MAC address uniquely identifies each node and

allows frames to be marked for specific hosts. It thus forms the basis of most of the Link

layer (OSI Layer 2) networking upon which upper layer protocols rely to produce

complex, functioning networks.
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15 Multicast Addresses

Multicast is a network addressing method for the delivery of information to a group of

destinations simultaneously using the most efficient strategy to deliver the messages over

each link of the network only once, creating copies only when the links to the multiple

destinations split. The word "multicast" is typically used to refer to IP Multicast, which is

often employed for streaming media and Internet television applications. In IP Multicast

the implementation of the multicast concept occurs on the IP routing level, where routers

create optimal distribution paths for datagrams sent to a multicast destination address

spanning tree in real-time. "Multicast" is also used to describe data link layer one-to-

many distribution such as Ethernet multicast addressing, ATM point-to-multipoint VCs or

Infiniband multicast.

16 Internet Protocol

The Internet Protocol (IP) is a protocol used for communicating data across a packet-

switched internetwork using the Internet Protocol Suite, also referred to as TCP/IP. IP is

the primary protocol in the Internet Layer of the Internet Protocol Suite and has the task

of delivering distinguished protocol datagrams (packets) from the source host to the

destination host solely based on their addresses. For this purpose the Internet Protocol

defines addressing methods and structures for datagram encapsulation. The first major

version of addressing structure, now referred to as Internet Protocol Version 4 (IPv4) is

still the dominant protocol of the Internet, although the successor, Internet Protocol

Version 6 (IPv6) is being actively deployed worldwide. In May, 1974, the Institute of

Electrical and Electronic Engineers (IEEE) published a paper entitled "A Protocol for

Packet Network Interconnection." The paper's authors, Vint Cerf and Bob Kahn,

described an internetworking protocol for sharing resources using packet-switching

among the nodes. A central control component of this model was the "Transmission

Control Program" (TCP) that incorporated both connection-oriented links and datagram

services between hosts. The monolithic Transmission Control Program was later divided

into a modular architecture consisting of the Transmission Control Protocol at the

connection-oriented layer and the Internet Protocol at the internetworking (datagram)

layer. The model became known informally as TCP/IP, although formally it was

henceforth referenced as the Internet Protocol Suite. The Internet Protocol is one of the

determining elements that define the Internet. The dominant internetworking protocol
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(Internet Layer) in use today is IPv4; with number 4 assigned as the formal protocol

version number carried in every IP datagram. IPv4 is described in RFC-791 (1981).

The successor to IPv4 is IPv6. Its most prominent modification from Version 4 is the

addressing system. IPv4 uses 32-bit addresses (~4 billion, or ~4.3109, addresses) while

IPv6 uses 128-bit addresses (~340 undecillion, or ~3.41038 addresses). Although

adoption of IPv6 has been slow, as of June 2008, all United Statesgovernment systems

have demonstrated basic infrastructure support for IPv6 (if only at the backbone level).

Version numbers 0 through 3 were development versions of IPv4 used between 1977 and

1979. Version number 5 was used by the Internet Stream Protocol (IST), an experimental

stream protocol. Version numbers 6 through 9 were proposed for various protocol models

designed to replace IPv4: SIPP (Simple Internet Protocol Plus, known now as IPv6),

TP/IX (RFC 1475), PIP (RFC 1621) and TUBA (TCP and UDP with Bigger Addresses,

RFC 1347). Version number 6 was eventually chosen as the official assignment for the

successor Internet protocol, subsequently standardized as IPv6.

Topic : Transmission Control Protocol (Tcp) And User Datagram Protocol (Udp) In
Detail

Topic Objective:

 Determine Significance of TCP

 Understand Applicability

 Know TCP ports

 Define Development

 Explain TCP over wireless

 Describe Hardware implementations

 Elaborate User Datagram Protocol

 Evaluate Difference between TCP and UDP

 Identify Internet Control Message Protocol
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Definition/Overview:

Transmission Control Protocol: The Transmission Control Protocol (TCP) is one of the

core protocols of the Internet Protocol Suite. TCP is so central that the entire suite is often

referred to as "TCP/IP". Whereas IP handles lower-level transmissions from computer to

computer as a message makes its way across the Internet, TCP operates at a higher level,

concerned only with the two end systems, for example a Web browser and a Web server. In

particular, TCP provides reliable, ordered delivery of a stream of bytes from one program on

one computer to another program on another computer. Besides the Web, other common

applications of TCP include e-mail and file transfer. Among its management tasks, TCP

controls message size, the rate at which messages are exchanged, and network traffic

congestion.

User Datagram Protocol: The User Datagram Protocol (UDP) is one of the core members of

the Internet Protocol Suite, the set of network protocols used for the Internet. With UDP,

computer applications can send messages, sometimes known as datagrams, to other hosts on

an Internet Protocol (IP) network without requiring prior communications to set up special

transmission channels or data paths. UDP is sometimes called the Universal Datagram

Protocol. The protocol was designed by David P. Reed in 1980 and formally defined in RFC

768. UDP uses a simple transmission model without implicit hand-shaking dialogues for

guaranteeing reliability, ordering, or data integrity. Thus, UDP provides an unreliable service

and datagrams may arrive out of order, appear duplicated, or go missing without notice. UDP

assumes that error checking and correction is either not necessary or performed in the

application, avoiding the overhead of such processing at the network interface level. Time-

sensitive applications often use UDP because dropping packets is preferable to using delayed

packets. If error correction facilities are needed at the network interface level, an application

may use the Transmission Control Protocol (TCP) or Stream Control Transmission Protocol

(SCTP) which are designed for this purpose.

Key Points:

1. Significance of TCP

TCP provides a communication service at an intermediate level between an application

program and the Internet Protocol (IP). That is, when an application program desires to
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send a large chunk of data across the Internet using IP, instead of breaking the data into

IP-sized pieces and issuing a series of IP requests, the software can issue a single request

to TCP and let TCP handle the IP details. IP works by exchanging pieces of information

called packets. A packet is a sequence of bytes and consists of a header followed by a

body. The header describes the packet's destination and, optionally, the routers to use for

forwardinggenerally in the right directionuntil it arrives at its final destination. The body

contains the data which IP is transmitting. When IP is transmitting data on behalf of TCP,

the content of the IP packet body is TCP payload. Due to network congestion, traffic load

balancing, or other unpredictable network behavior, IP packets can be lost or delivered

out of order. TCP detects these problems, requests retransmission of lost packets,

rearranges out-of-order packets, and even helps minimize network congestion to reduce

the occurrence of the other problems. Once the TCP receiver has finally reassembled a

perfect copy of the data originally transmitted, it passes that datagram to the application

program. Thus, TCP abstracts the application's communication from the underlying

networking details.

2. Applicability

TCP is used extensively by many of the Internet's most popular application protocols and

resulting applications, including the World Wide Web, E-mail, File Transfer Protocol,

Secure Shell, and some streaming media applications. However, because TCP is

optimized for accurate delivery rather than timely delivery, TCP sometimes incurs

relatively long delays (in the order of seconds) while waiting for out-of-order messages or

retransmissions of lost messages, and it is not particularly suitable for real-time

applications such as Voice over IP. For such applications, protocols like the Real-time

Transport Protocol (RTP) running over the User Datagram Protocol (UDP) are usually

recommended instead.

TCP is a reliable stream delivery service that guarantees delivery of a data stream sent

from one host to another without duplication or losing data. Since packet transfer is not

reliable, a technique known as positive acknowledgment with retransmission is used to

guarantee reliability of packet transfers. This fundamental technique requires the receiver

to respond with an acknowledgment message as it receives the data. The sender keeps a

record of each packet it sends, and waits for acknowledgment before sending the next

packet. The sender also keeps a timer from when the packet was sent, and retransmits a
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packet if the timer expires. The timer is needed in case a packet gets lost or corrupted.

TCP (Transmission Control Protocol) consists of a set of rules: for the protocol, that are

used with the Internet Protocol, and for the IP, to send data "in a form of message units"

between computers over the Internet. At the same time that the IP takes care of handling

the actual delivery of the data, the TCP takes care of keeping track of the individual units

of data "packets" (or more accurately, "segments") that a message is divided into for

efficient routing through the net. For example, when an HTML file is sent to you from a

Web server, the TCP program layer of that server takes the file as a stream of bytes and

divides it into segments, numbers the segments, and then forwards them individually to

the IP program layer. The IP program layer then turns each TCP segment into an IP

packet by adding a header which includes (among other things) the destination IP address.

Even though every packet has the same destination IP address, they can get routed

differently through the network. When the client program in your computer gets them, the

TCP stack (implementation) reassembles the individual segments and ensures they are

correctly ordered as it streams them to an application.

3. TCP ports

TCP uses the notion of port numbers to identify sending and receiving application end-

points on a host, or Internet sockets. Each side of a TCP connection has an associated 16-

bit unsigned port number (0-65535) reserved by the sending or receiving application.

Arriving TCP data packets are identified as belonging to a specific TCP connection by its

sockets, that is, the combination of source host address, source port, destination host

address, and destination port. This means that a server computer can provide several

clients with several services simultaneously, as long as a client takes care of initiating any

simultaneous connections to one destination port from different source ports. Port

numbers are categorized into three basic categories: well-known, registered, and

dynamic/private. The well-known ports are assigned by the Internet Assigned Numbers

Authority (IANA) and are typically used by system-level or root processes. Well-known

applications running as servers and passively listening for connections typically use these

ports. Some examples include: FTP (21), SSH (22), TELNET (23), SMTP (25) and HTTP

(80). Registered ports are typically used by end user applications as ephemeral source

ports when contacting servers, but they can also identify named services that have been

registered by a third party. Dynamic/private ports can also be used by end user
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applications, but are less commonly so. Dynamic/private ports do not contain any

meaning outside of any particular TCP connection.

4. Development

TCP is a complex protocol. However, while significant enhancements have been made

and proposed over the years, its most basic operation has not changed significantly since

its first specification RFC 675 in 1974, and the v4 specification RFC 793, published in

September 1981. RFC 1122, Host Requirements for Internet Hosts, clarified a number of

TCP protocol implementation requirements. RFC 2581, TCP Congestion Control, one of

the most important TCP-related RFCs in recent years, describes updated algorithms to be

used in order to avoid undue congestion. In 2001, RFC 3168 was written to describe

explicit congestion notification (ECN), a congestion avoidance signalling mechanism.

The original TCP congestion avoidance algorithm was known as "TCP Tahoe", but many

alternative algorithms have since been proposed (including TCP Reno, TCP Vegas, FAST

TCP, TCP New Reno, and TCP Hybla). TCP Interactive (iTCP) is a research effort into

TCP extensions that allows applications to subscribe to TCP events and register handler

components that can launch applications for various purposes, including application

assisted congestion control.

5. TCP over wireless

TCP has been optimized for wired networks. Any packet loss is considered to be the

result of congestion and the congestion window size is reduced dramatically as a

precaution. However, wireless links are known to experience sporadic and usually

temporary losses due to fading, shadowing, hand off, and other radio effects, that cannot

be considered congestion. After the (erroneous) back-off of the congestion window size,

due to wireless packet loss, there can be a congestion avoidance phase with a

conservative decrease in window size. This causes the radio link to be underutilized.

Extensive research has been done on the subject of how to combat these harmful effects.

Suggested solutions can be categorized as end-to-end solutions (which require

modifications at the client and/or server), link layer solutions (such as RLP in

CDMA2000), or proxy based solutions (which require some changes in the network

without modifying end nodes).
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6. Hardware implementations

One way to overcome the processing power requirements of TCP is to build hardware

implementations of it, widely known as TCP Offload Engines (TOE). The main problem

of TOEs is that they are hard to integrate into computing systems, requiring extensive

changes in the operating system of the computer or device. The first company to develop

such a device was Alacritech.

7. Debugging

A packet sniffer, which intercepts TCP traffic on a network link, can be useful in

debugging networks, network stacks and applications which use TCP by showing the user

what packets are passing through a link. Some networking stacks support the

SO_DEBUG socket option, which can be enabled on the socket using setsockopt. That

option dumps all the packets, TCP states and events on that socket which will be helpful

in debugging. netstat is another utility that can be used for debugging.

8. Alternatives

For many applications TCP is not appropriate. One big problem (at least with normal

implementations) is that the application cannot get at the packets coming after a lost

packet until the retransmitted copy of the lost packet is received. This causes problems for

real-time applications such as streaming multimedia (such as Internet radio), real-time

multiplayer games and voice over IP (VoIP) where it is sometimes more useful to get

most of the data in a timely fashion than it is to get all of the data in order. For both

historical and performance reasons, most storage area networks (SANs) prefer to use

Fibre Channel protocol (FCP) instead of TCP/IP. Also for embedded systems, network

booting and servers that serve simple requests from huge numbers of clients (e.g. DNS

servers) the complexity of TCP can be a problem. Finally some tricks such as transmitting

data between two hosts that are both behind NAT (using STUN or similar systems) are

far simpler without a relatively complex protocol like TCP in the way.

Generally where TCP is unsuitable the User Datagram Protocol (UDP) is used. This

provides the application multiplexing and checksums that TCP does, but does not handle

building streams or retransmission giving the application developer the ability to code
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those in a way suitable for the situation and/or to replace them with other methods like

forward error correction or interpolation. SCTP is another IP protocol that provides

reliable stream oriented services not so dissimilar from TCP. It is newer and considerably

more complex than TCP so has not yet seen widespread deployment. However, it is

especially designed to be used in situations where reliability and near-real-time

considerations are important. Venturi Transport Protocol (VTP) is a patented proprietary

protocol that is designed to replace TCP transparently in order to overcome perceived

inefficiencies related to wireless data transport. TCP also has some issues in high

bandwidth utilization environments. The TCP congestion avoidance algorithm works very

well for ad-hoc environments where it is not known who will be sending data, but if the

environment is predictable, a timing based protocol such as ATM can avoid the overhead

of the retransmits that TCP needs.

9. User Datagram Protocol

UDP applications use datagram sockets to establish host-to-host communications. Sockets

bind the application to service ports that function as the endpoints of data transmission. A

port is a software structure that is identified by the port number, a 16 bit integer value,

allowing for port numbers between 0 and 65,535. Port 0 is reserved, but is a permissible

source port value if the sending process does not expect messages in response. Ports 1

through 1023 (hexadecimal 0x3FF) are named "well-known" ports and on Unix-like

operating systems, binding to one of these ports requires superuser (root) access. Ports

1024 through 49,151 (0xBFFF) are registered ports. Ports 49,152 through 65,535

(0xFFFF) are used as temporary ports primarily by clients when communicating to

servers.

10. Packet structure

UDP is a minimal message-oriented Transport Layer protocol that is documented in IETF

RFC 768. In the Internet Protocol Suite, UDP provides a very simple interface between

the Internet Layer below (e.g., IPv4) and the Application Layer above. UDP provides no

guarantees to the upper layer protocol for message delivery and a UDP sender retains no

state on UDP messages once sent (for this reason UDP is sometimes called the Unreliable

Datagram Protocol). UDP adds only application multiplexing and checksumming of the
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header and payload. If any kind of reliability for the information transmitted is needed, it

must be implemented in upper layers.

11. Voice and Video Traffic

Voice and video traffic is generally transmitted using UDP. Real-time video and audio

streaming protocols are designed to handle occasional lost packets, so only slight

degradation in quality (if any) occurs rather than large delays as lost packets are

retransmitted. Because both TCP and UDP run over the same network, many businesses

are finding that a recent increase in UDP traffic from these real-time applications is

hindering the performance of applications using TCP, such as point of sale, accounting,

and database systems. When TCP detects packet loss, it will throttle back its bandwidth

usage which allows the UDP applications to consume even more bandwidth, worsening

the problem. Since both real-time and business applications are important to businesses,

developing quality of service solutions is crucial.

12. Difference between TCP and UDP

TCP ("Transmission Control Protocol") is a connection-oriented protocol, which means

that upon communication it requires handshaking to set up end-to-end connection. A

connection can be made from client to server, and from then on any data can be sent

along that connection.

12.1 Reliable

TCP manages message acknowledgment, retransmission and timeout. Many attempts

to reliably deliver the message are made. If it gets lost along the way, the server will

re-request the lost part. In TCP, there's either no missing data, or, in case of multiple

timeouts, the connection is dropped.

12.2 Ordered

iftwo messages are sent along a connection, one after the other, the first message will

reach the receiving application first. When data packets arrive in the wrong order, the

TCP layer holds the later data until the earlier data can be rearranged and delivered to

the application.
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12.3 Heavyweight

TCP requires three packets just to set up a socket, before any actual data can be sent.

It handles connections, reliability and congestion control. It is a large transport

protocol designed on top of IP.

12.4 Streaming

Data is read as a "stream," with nothing distinguishing where one packet ends and

another begins. Packets may be split or merged into bigger or smaller data streams

arbitrarily. UDP is a simpler message-based connectionless protocol. In

connectionless protocols, there is no effort made to set up a dedicated end-to-end

connection. Communication is achieved by transmitting information in one direction,

from source to destination without checking to see if the destination is still there, or if

it is prepared to receive the information.

12.5 Unreliable

When a message is sent, it cannot be known if it will reach its destination; it could get

lost along the way. There is no concept of acknowledgment, retransmission and

timeout.

12.6 Not ordered

If two messages are sent to the same recipient, the order in which they arrive cannot

be predicted.

12.7 Lightweight

There is no ordering of messages, no tracking connections, etc. It is a small transport

layer designed on top of IP.

12.8 Datagrams

Packets are sent individually and are guaranteed to be whole if they arrive. Packets

have definite bounds and no split or merge into data streams may exist.
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13 Internet Control Message Protocol

The Internet Control Message Protocol (ICMP) is one of the core protocols of the Internet

Protocol Suite. It is chiefly used by networked computers' operating systems to send error

messagesindicating, for instance, that a requested service is not available or that a host or

router could not be reached. ICMP relies on IP to perform its tasks, and it is an integral

part of IP. It differs in purpose from transport protocols such as TCP and UDP in that it is

typically not used to send and receive data between end systems. It is usually not used

directly by user network applications, with some notable exceptions being the ping tool

and traceroute. ICMP for Internet Protocol version 4 (IPv4) is also known as ICMPv4.

IPv6 has a similar protocol, ICMPv6.

14 Technical details

Internet Control Message Protocol is part of the Internet Protocol Suite as defined in

RFC 792. ICMP messages are typically generated in response to errors in IP datagrams

(as specified in RFC 1122) or for diagnostic or routing purposes. ICMP messages are

constructed at the IP layer, usually from a normal IP datagram that has generated an

ICMP response. IP encapsulates the appropriate ICMP message with a new IP header (to

get the ICMP message back to the original sending host) and transmits the resulting

datagram in the usual manner. For example, every machine (such as an intermediate

router) that forwards an IP datagram has to decrement the time to live (TTL) field of the

IP header by one; if the TTL reaches 0, an ICMP Time to live exceeded in transit

message is sent to the source of the datagram. Each ICMP message is encapsulated

directly within a single IP datagram, and thus, like UDP, ICMP is unreliable. Although

ICMP messages are contained within standard IP datagrams, ICMP messages are usually

processed as a special case, distinguished from normal IP processing, rather than

processed as a normal sub-protocol of IP. In many cases, it is necessary to inspect the

contents of the ICMP message and deliver the appropriate error message to the

application that generated the original IP packet, the one that prompted the sending of the

ICMP message. Many commonly-used network utilities are based on ICMP messages.

The traceroute command is implemented by transmitting UDP datagrams with specially

set IP TTL header fields, and looking for ICMP Time to live exceeded in transit (above)

and "Destination unreachable" messages generated in response. The related ping utility is

implemented using the ICMP "Echo request" and "Echo reply" messages.
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In Section 2 of this course you will cover these topics:
Software, Small Office, And Enterprise Firewalls

Threats, Packet Filtering, And Stateful Firewalls

Topic : Software, Small Office, And Enterprise Firewalls

Topic Objective:

Definition/Overview:

Firewall: A firewall is an integrated collection of security measures designed to prevent

unauthorized electronic access to a networked computer system. It is also a device or set of

devices configured to permit, deny, encrypt, decrypt, or proxy all computer traffic between

different security domains based upon a set of rules and other criteria.

A system designed to prevent unauthorized access to or from a private network. Firewalls can

be implemented in both hardware and software, or a combination of both. Firewalls are

frequently used to prevent unauthorized Internet users from accessing private networks

connected to the Internet, especially intranets. All messages entering or leaving the intranet

pass through the firewall, which examines each message and blocks those that do not meet

the specified security criteria.

Key Points:

1. Types of Firewalls

There are several types of firewall techniques:
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1.1 Packet filter

Looks at each packet entering or leaving the network and accepts or rejects it based on

user-defined rules. Packet filtering is fairly effective and transparent to users, but it is

difficult to configure. In addition, it is susceptible to IP spoofing.

1.2 Application gateway

Applies security mechanisms to specific applications, such as FTP and Telnet servers.

This is very effective, but can impose a performance degradation.

1.3 Circuit-level gateway

Applies security mechanisms when a TCP or UDP connection is established. Once the

connection has been made, packets can flow between the hosts without further checking.

1.4 Proxy server

Intercepts all messages entering and leaving the network.The proxy server effectively

hides the true network addresses.

2. Function

A firewall is a dedicated appliance, or software running on another computer, which

inspects network traffic passing through it, and denies or permits passage based on a set

of rules. A firewall's basic task is to regulate some of the flow of traffic between

computer networks of different trust levels. Typical examples are the Internet which is a

zone with no trust and an internal network which is a zone of higher trust. A zone with an

intermediate trust level, situated between the Internet and a trusted internal network, is

often referred to as a "perimeter network" or Demilitarized zone (DMZ). A firewall's

function within a network is similar to physical firewalls with fire doors in building

construction. In the former case, it is used to prevent network intrusion to the private

network. In the latter case, it is intended to contain and delay structural fire from

spreading to adjacent structures. Without proper configuration, a firewall can often

become worthless. Standard security practices dictate a "default-deny" firewall ruleset, in

which the only network connections which are allowed are the ones that have been
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explicitly allowed. Unfortunately, such a configuration requires detailed understanding of

the network applications and endpoints required for the organization's day-to-day

operation. Many businesses lack such understanding, and therefore implement a "default-

allow" ruleset, in which all traffic is allowed unless it has been specifically blocked. This

configuration makes inadvertent network connections and system compromise much

more likely.

3. History

The term "firewall" originally meant a wall to confine a fire or potential fire within a

building, c.f. firewall (construction). Later uses refer to similar structures, such as the

metal sheet separating the engine compartment of a vehicle or aircraft from the passenger

compartment. Firewall technology emerged in the late 1980s when the Internet was a

fairly new technology in terms of its global use and connectivity. The predecessors to

firewalls for network security were the routers used in the late 1980s to separate networks

from one another. The view of the Internet as a relatively small community of compatible

users who valued openness for sharing and collaboration was ended by a number of major

internet security breaches, which occurred in the late 1980s:

 Clifford Stoll's discovery of German spies tampering with his system

 Bill Cheswick's "Evening with Berferd" 1992 in which he set up a simple electronic jail to

observe an attacker

 In 1988 an employee at the NASAAmes ResearchCenter in California sent a memo by email

to his colleagues



 The Morris Worm spread itself through multiple vulnerabilities in the machines of the time.

Although it was not malicious in intent, the Morris Worm was the first large scale attack on

Internet security; the online community was neither expecting an attack nor prepared to deal

with one.

2 First generation - packet filters

The first paper published on firewall technology was in 1988, when engineers from

Digital Equipment Corporation (DEC) developed filter systems known as packet filter

firewalls. This fairly basic system was the first generation of what would become a highly
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evolved and technical internet security feature. At AT&T Bell Labs, Bill Cheswick and

Steve Bellovin were continuing their research in packet filtering and developed a working

model for their own company based upon their original first generation architecture.

Packet filters act by inspecting the "packets" which represent the basic unit of data

transfer between computers on the Internet. If a packet matches the packet filter's set of

rules, the packet filter will drop (silently discard) the packet, or reject it (discard it, and

send "error responses" to the source). This type of packet filtering pays no attention to

whether a packet is part of an existing stream of traffic (it stores no information on

connection "state"). Instead, it filters each packet based only on information contained in

the packet itself (most commonly using a combination of the packet's source and

destination address, its protocol, and, for TCP and UDP traffic, the port number). TCP

and UDP protocols comprise most communication over the Internet, and because TCP

and UDP traffic by convention uses well known ports for particular types of traffic, a

"stateless" packet filter can distinguish between, and thus control, those types of traffic

(such as web browsing, remote printing, email transmission, file transfer), unless the

machines on each side of the packet filter are both using the same non-standard ports.

3 Second generation - "stateful" filters

From 1989-1990 three colleagues from AT&T Bell Laboratories, Dave Presetto,Janardan

Sharma, and KshitijNigam developed the second generation of firewalls, calling them

circuit level firewalls. Second(2nd) Generation firewalls in addition regard placement of

each individual packet within the packet series. This technology is generally referred to as

a stateful packet inspection as it maintains records of all connections passing through the

firewall and is able to determine whether a packet is either the start of a new connection, a

part of an existing connection, or is an invalid packet. Though there is still a set of static

rules in such a firewall, the state of a connection can in itself be one of the criteria which

trigger specific rules. This type of firewall can help prevent attacks which exploit existing

connections, or certain Denial-of-service attacks.

4 Third generation - application layer

Publications by Gene Spafford of Purdue University, Bill Cheswick at AT&T

Laboratories, and Marcus Ranum described a third generation firewall known as an

application layer firewall, also known as a proxy-based firewall. Marcus Ranum's work
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on the technology spearheaded the creation of the first commercial product. The product

was released by DEC who named it the DEC SEAL product. DECs first major sale was

on June 13, 1991 to a chemical company based on the East Coast of the USA. TIS, under

a broader DARPA contract, developed the Firewall Toolkit (FWTK), and made it freely

available under license on October 1, 1993. The purposes for releasing the freely-

available, not for commercial use, FWTK were: to demonstrate, via the software,

documentation, and methods used, how a company with (at the time) 11 years' experience

in formal security methods, and individuals with firewall experience, developed firewall

software; to create a common base of very good firewall software for others to build on

(so people did not have to continue to "roll their own" from scratch); and to "raise the

bar" of firewall software being used. The key benefit of application layer filtering is that

it can "understand" certain applications and protocols (such as File Transfer Protocol,

DNS, or web browsing), and it can detect whether an unwanted protocol is being sneaked

through on a non-standard port or whether a protocol is being abused in any harmful way.

4. Subsequent developments

In 1992, Bob Braden and Annette DeSchon at the University of Southern California

(USC) were refining the concept of a firewall. The product known as "Visas" was the first

system to have a visual integration interface with colours and icons, which could be easily

implemented to and accessed on a computer operating system such as Microsoft's

Windows or Apple's MacOS. In 1994 an Israeli company called Check Point Software

Technologies built this into readily available software known as FireWall-1. The existing

deep packet inspection functionality of modern firewalls can be shared by Intrusion-

prevention systems (IPS). Currently, the MiddleboxCommunication Working Group of

the Internet Engineering Task Force (IETF) is working on standardizing protocols for

managing firewalls and other middleboxes.

5. Network layer and packet filters

Network layer firewalls, also called packet filters, operate at a relatively low level of the

TCP/IP protocol stack, not allowing packets to pass through the firewall unless they

match the established rule set. The firewall administrator may define the rules; or default

rules may apply. The term "packet filter" originated in the context of BSD operating

systems. Network layer firewalls generally fall into two sub-categories, stateful and
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stateless. Stateful firewalls maintain context about active sessions, and use that "state

information" to speed packet processing. Any existing network connection can be

described by several properties, including source and destination IP address, UDP or TCP

ports, and the current stage of the connection's lifetime (including session initiation,

handshaking, data transfer, or completion connection). If a packet does not match an

existing connection, it will be evaluated according to the ruleset for new connections. If a

packet matches an existing connection based on comparison with the firewall's state table,

it will be allowed to pass without further processing. Stateless firewalls require less

memory, and can be faster for simple filters that require less time to filter than to look up

a session. They may also be necessary for filtering stateless network protocols that have

no concept of a session. However, they cannot make more complex decisions based on

what stage communications between hosts have reached. Modern firewalls can filter

traffic based on many packet attributes like source IP address, source port, destination IP

address or port, destination service like WWW or FTP. They can filter based on

protocols, TTL values, netblock of originator, domain name of the source, and many

other attributes.

6. Application-layer

Application-layer firewalls work on the application level of the TCP/IP stack (i.e., all

browser traffic, or all telnet or ftp traffic), and may intercept all packets traveling to or

from an application. They block other packets (usually dropping them without

acknowledgement to the sender). In principle, application firewalls can prevent all

unwanted outside traffic from reaching protected machines. On inspecting all packets for

improper content, firewalls can restrict or prevent outright the spread of networked

computer worms and trojans. In practice, however, this becomes so complex and so

difficult to attempt (given the variety of applications and the diversity of content each

may allow in its packet traffic) that comprehensive firewall design does not generally

attempt this approach. The XML firewall exemplifies a more recent kind of application-

layer firewall.

7. Proxies

A proxy device (running either on dedicated hardware or as software on a general-

purpose machine) may act as a firewall by responding to input packets (connection
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requests, for example) in the manner of an application, whilst blocking other packets.

Proxies make tampering with an internal system from the external network more difficult

and misuse of one internal system would not necessarily cause a security breach

exploitable from outside the firewall (as long as the application proxy remains intact and

properly configured). Conversely, intruders may hijack a publicly-reachable system and

use it as a proxy for their own purposes; the proxy then masquerades as that system to

other internal machines. While use of internal address spaces enhances security, crackers

may still employ methods such as IP spoofing to attempt to pass packets to a target

network.

8. Network address translation

Firewalls often have network address translation (NAT) functionality, and the hosts

protected behind a firewall commonly have addresses in the "private address range", as

defined in RFC 1918. Firewalls often have such functionality to hide the true address of

protected hosts. Originally, the NAT function was developed to address the limited

number of IPv4 routable addresses that could be used or assigned to companies or

individuals as well as reduce both the amount and therefore cost of obtaining enough

public addresses for every computer in an organization. Hiding the addresses of protected

devices has become an increasingly important defense against network reconnaissance.

9. Hardware firewalls

The computer's hardware resources are essentially: the processor, the RAM, and the hard

disk. Virtual memory is the content of RAM that is temporarily written onto the hard disk

in order to free the RAM chips to hold other content or to supply other data for

mathematical processing. For this reason, the virtual memory is open to internet attack

just as the RAM is. Since several ports of a computer need to be open at various times in

order for applications to be allowed to bring data in to the user and send it out from the

user, (applications such as internet browsers (http - hyper-text transfer protocol) ,e-mail

programs (smtp - simple mail transfer protocol) and FTP programs (ftp - file transfer

protocol) ), most types of firewalls are necessarily unable to stop the flow of unwanted

content via the ports that they have been configured to allow. Hardware firewalls are

connected to the computer where the phone-line modem or cable modem allows data into

the computer and out of the computer. They are external hardware. They can be
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configured such that only data bound for designated ports (virtual ways in/out of the

computer) are routed to the OS services. A port is essentially only an abstract address

since the true data pathway is the cable itself and the modem's jack. Ports are

authorizations (in the OS) of data flow to the OS. The hardware firewall's function is,

therefore, to filter out data coming from restricted origins and thus keep it from accessing

the Operating System's services. The net result is that only data bound for ports which

were set by the user to be open (in the firewall's configuration) will always be passed on

to the OS services, and to the computer's hardware resources.

10. Software firewalls

Let us now contrast software firewalls (personal firewall). They attempt to perform the

function of a hardware firewall, but in the form of running software which is configured

to filter out data traffic designated for restricted ports. Ideally, only the data bound for the

desired ports would be passed on to the processor. An application layer firewall is a

firewall software operating at the application layer of a protocol stack. Generally it is a

host using various forms of proxy servers to proxy traffic instead of routing it. As it

works on the application layer, it may inspect the contents of the traffic, blocking what

the firewall administrator views as inappropriate content, such as certain websites,

viruses, attempts to exploit known logical flaws in client software, and so forth. An

application layer firewall does not route traffic on the network layer, but from the

application to the OS. In this context, the hardware resources are the bottom layer, the

BIOS is the 2nd layer, the Operating System Kernel and OS services are the 3rd layer,

and the application layer firewall is running as a 4th layer, at the same level as other

applications such as word processors or internet browsers. (Layer 4 in the TCP/IP Model;

OSI Model would be layer 7)

11. Firewall vulnerabilities

An application layer firewall is, then, a software firewall. Unfortunately, firewall-type

applications developed for Microsoft Windows, Macintosh, or other operating systems

may contain the type of logical flaws exploited by computer system hackers. A

vulnerability, or logical flaw, in the running firewall software might be exploited in the

very same way that internet browser code vulnerabilities or e-mail software code

vulnerabilities often are. What this amounts to is that the software firewalls of both
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descriptions, software- and application layer-, might be circumvented by malicious

software through exploitation of the firewalls' own logical software coding flaws. In that

case, an attack written to exploit a software firewall's vulnerability could also include an

attack on the internet browser and make it through to the browser despite the firewall. In

that event there would normally not be any protection against the attack on the browser.

Microsoft, the author of the Windows OS, has included in service pack (SP2), for

Windows XP, a feature which they call Data Execution Prevention (DEP). Since new data

must be executed as instruction code, using system services, in order to be harmful to the

existing data or virtual memory on a hard disk, preventing its execution would seem to be

the protection needed against exploit code. A processor capable of enforcing DEP, (as of

the time of writing, July 2005, being 64-bit processors only), would consider the data

portion of RAM to be non-executable, or NX (referred to as 'No-Execute' by AMD), or

XD (referred to as eXecution Disable by Intel). Therefore, such a processor combined

with SP2 would refuse to execute software code originating in the area of RAM designed

for data only. Instruction code is only intended by Windows and other operating systems

to be run from the instruction code area of RAM.

The DEP is a good start, but it only addresses the problem of buffer overflow exploits of

the logical software coding flaws which we refer to as vulnerabilities. Such an exploit

usually writes executable code in the data area of RAM and then overwrites legitimate

code in the protocol stack such that when the system service returns to retrieve the next

instruction, the substituted instruction tells the processor to look in the data area for the

details -- and the details are malicious. However, there still lie in the internet and

computer arenas such other significant threats to data and to privacy as viruses, keystroke

loggers, Trojan horse viruses, spying software, advertisement-generating software and

other forms of maliciously designed software code which DEP will not address. If

discretion could be given to the OS services to refuse to run code which is either

originating from a RAM buffer overflow, or is originating from unwanted software not

needing to exploit vulnerabilities in order to achieve its damage or its theft of

information, then perhaps the protection loophole would close -- at least more tightly.

This is the purpose of an application firewall -- to close the loophole around the OS more

tightly and to make the chance of unwanted code execution extremely slim. Windows

users have the benefit of one such application firewall software, OSsurance, developed in

2005 by OS Security, which functions much as DEP protection. In addition, however, this
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software refuses to allow the system services to run executable files which have not

purposely been added to an inventory of accepted programs by the user when the software

was installed, it refuses the running of DLLs which have been substituted or altered, and

it refuses to allow the running of a program which has changed itself in name or in

content. This more comprehensive type of firewall has not yet been made available to the

other major operating systems (see buffer overflow). Various other combinations, or

omissions, of components of this application firewall approach exist, with varying

degrees of success. Anti-Execute, developed by Faronics,is one example of using selected

components of an application firewall. DEP, by Microsoft, is another. As of Mac OS X

v10.5.1, Apple has included an application firewall as part of the OS. This level of

protection is enabled by default and runs on top of the standard ipfw port-level firewall

that has been part of the FreeBSD OS on which Mac OS X is based. While the default

ipfwconfiguration 'out-of-the-box' is minimal, it is user-configurable and affords a two

layer protection scheme. When installing and executing a network-aware application for

the first time, the OS will warn that it is a new application and ask if network access is

authorized. Based on user response, the executable file will be digitally signed together

with the authorization level, so subsequent executions do not require further user

intervention. However, if the executable is changed (for example, an update), the

signature will no longer be valid and reauthorization will be required.This reduces user

irritation, without compromising system security.

12. Personal Firewalls

A personal firewall is an application which controls network traffic to and from a

computer, permitting or denying communications based on a security policy. A personal

firewall differs from a conventional firewall in terms of scale. Personal firewalls are

typically designed for use by end-users. As a result, a personal firewall will usually

protect only the computer on which it is installed. Many personal firewalls are able to

control network traffic by prompting the user each time a connection is attempted and

adapting security policy accordingly. Personal firewalls may also provide some level of

intrusion detection, allowing the software to terminate or block connectivity where it

suspects an intrusion is being attempted.
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Topic : Threats, Packet Filtering, And Stateful Firewalls

Topic Objective:

Definition/Overview:

Stateful firewall: In computing, a statefulfirewall (any firewall that performs stateful packet

inspection (SPI) or stateful inspection) is a firewall that keeps track of the state of network

connections (such as TCP streams, UDP communication) traveling across it. The firewall is

programmed to distinguish legitimate packets for different types of connections. Only packets

matching a known connection state will be allowed by the firewall; others will be rejected.

Early attempts at producing firewalls operated at the application level of the seven-layer OSI

model but this required too much CPU speed. Packet filters operate at the network layer

(layer-3) and function more efficiently because they only look at the header part of a packet.

However, pure packet filters have no concept of state as defined by computer science using

the term finite state machine and are subject to spoofing attacks and other exploits.

Key Points:

1. Description about threats

A stateful firewall is able to hold in memory significant attributes of each connection,

from start to finish. These attributes, which are collectively known as the state of the

connection, may include such details as the IP addresses and ports involved in the

connection and the sequence numbers of the packets traversing the connection. The most

CPU intensive checking is performed at the time of setup of the connection. All packets

after that (for that session) are processed rapidly because it is simple and fast to determine

whether it belongs to an existing, pre-screened session. Once the session has ended, its

entry in the state-table is discarded. The stateful firewall depends on the famous {SYN,

SYN-ACK, ACK} three-way handshake of the TCP protocol. When a client initiates a

new connection, it sends a packet with the SYN bit set in the packet header. All packets
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with the SYN bit set are considered by the firewall as NEW connections. If the service

which the client has requested is available on the server, the service will reply to the SYN

packet with a packet in which both the SYN and the ACK bit are set. The client will then

respond with a packet in which only the ACK bit is set, and the connection will enter the

ESTABLISHED state. Such a firewall will pass all outgoing packets through but will

only allow incoming packets if they are part of an ESTABLISHED connection, ensuring

that hackers cannot start unsolicited connections with the protected machine.

In order to prevent the state table from filling up, sessions will time out if no traffic has

passed for a certain period. These stale connections are removed from the state table.

Many applications therefore send keepalivemessages periodically in order to stop a

firewall from dropping the connection during periods of no user-activity, though some

firewalls can be instructed to send these messages for applications. It is worth noting that

the most common Denial of Service attack on the internet these days is the SYN flood,

where a malicious user intentionally sends large amounts of SYN packets to the server in

order to overflow its state table, thus blocking the server from accepting other

connections. Many stateful firewalls are able to track the state of flows in connectionless

protocols, like UDP. Such sessions usually get the ESTABLISHED state immediately

after the first packet is seen by the firewall. Sessions in connectionless protocols can only

end by time-out. By keeping track of the connection state, statefulfirewalls provide added

efficiency in terms of packet inspection. This is because for existing connections the

firewall need only check the state table, instead of checking the packet against the

firewall's rule set, which can be extensive. There is also an additional cost when the

firewall's rule set is updated, which should cause the state table to be flushed. Also, the

concept of deep packet inspection is unrelated to statefulfirewalls, here the user data in

the packet are inspected and as such it is application layer firewall.

2. Application-level filters

However, packet filtering alone is not regarded as providing enough protection. In order

to effectively block peer-to-peer-related network traffic, what is needed is a firewall that

does application filtering, which can be regarded as an extension to stateful packet

inspection. Statefulpacket inspection can determine what type of protocol is being sent

over each port, but application-level filters look at what a protocol is being used for. For

example, an application-level filter might be able to tell the difference between HTTP
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traffic used to access a Web page and HTTP traffic used for file sharing, whereas a

firewall that is only performing packet filtering would treat all HTTP traffic equally.

Application-layer firewalls differ from stateful packet-filtering and circuit-level gateways

in several ways. Application-layer firewalls support multiple application proxies on a

single firewall. The proxies sit between the client and server, passing data between the

two endpoints. Suspicious data is dropped and the client and server never communicate

directly with each other. Because application-level proxies are application-aware, the

proxies can more easily handle complex protocols like H.323, which is used for

videoconferencing and VoIP (voice over IP). Application proxies can be transparent to

the client and server, as no configuration is required on the client or the server; or can be

nontransparent, letting the client and server address the proxy server directly.

Transparency versus non transparency is a matter of implementation and address hiding,

rather than about security.

3. IP address spoofing

The basic protocol for sending data over the Internet and many other computer networks

is the Internet Protocol ("IP"). The header of each IP packet contains, among other things,

the numerical source and destination address of the packet. The source address is

normally the address that the packet was sent from. By forging the header so it contains a

different address, an attacker can make it appear that the packet was sent by a different

machine. The machine that receives spoofed packets will send response back to the

forged source address, which means that this technique is mainly used when the attacker

does not care about response or the attacker has some way of guessing the response. In

certain cases, it might be possible for the attacker to see or redirect the response to his

own machine. The most usual case is when the attacker is spoofing an address on the

same LAN or WAN. IP spoofing is most frequently used in denial-of-service attacks. In

such attacks, the goal is to flood the victim with overwhelming amounts of traffic, and the

attacker does not care about receiving responses to his attack packets. Packets with

spoofed addresses are thus suitable for such attacks. They have additional advantages for

this purpose - they are more difficult to filter since each spoofed packet appears to come

from a different address, and they hide the true source of the attack. Denial of service

attacks that use spoofing typically randomly choose addresses from the entire IP address

space, though more sophisticated spoofing mechanisms might avoid unroutable addresses
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or unused portions of the IP address space. The proliferation of large botnetsmakes

spoofing less important in denial of service attacks, but attackers typically have spoofing

available as a tool, if they want to use it, so defenses against denial-of-service attacks that

rely on the validity of the source IP address in attack packets might have trouble with

spoofed packets. Backscatter, a technique used to observe denial-of-service attack activity

in the Internet, relies on attackers' use of IP spoofing for its effectiveness.

IP spoofing can also be a method of attack used by network intruders to defeat network

security measures, such as authentication based on IP addresses. This method of attack on

a remote system can be extremely difficult, as it involves modifying thousands of packets

at a time. This type of attack is most effective where trust relationships exist between

machines. For example, it is common on some corporate networks to have internal

systems trust each other, so that a user can log in without a username or password

provided he is connecting from another machine on the internal network (and so must

already be logged in). By spoofing a connection from a trusted machine, an attacker may

be able to access the target machine without authenticating.

4. IP RouteTables

In computer networking a routing table, or Routing Information Base (RIB), is an

electronic table (file) or database type object that is stored in a router or a networked

computer. The routing table stores the routes (and in some cases, metrics associated with

those routes) to particular network destinations. This information contains the topology of

the network immediately around it. The construction of routing tables is the primary goal

of routing protocols and static routes. Routing tables are generally not used directly for

packet forwarding in modern router architectures; instead, they are used to generate the

information for a smaller forwarding table which contains only the routes which are

chosen by the routing algorithm as preferred routes for packet forwarding, often in a

compressed or pre-compiled format that is optimized for hardware storage and lookup.

The remainder of this article will ignore this implementation detail, and refer to the entire

routing/forwarding information subsystem as the "routing table".
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5. Denial of Service Attacks (DoS)

A denial-of-service attack (DoS attack) or distributed denial-of-service attack (DDoS

attack) is an attempt to make a computer resource unavailable to its intended users.

Although the means to carry out, motives for, and targets of a DoSattack may vary, it

generally consists of the concerted efforts of a person or persons to prevent an Internet

site or service from functioning efficiently or at all, temporarily or indefinitely.

Perpetrators of DoSattacks typically target sites or services hosted on high-profile web

servers such as banks, credit card payment gateways, and even root nameservers. One

common method of attack involves saturating the target (victim) machine with external

communications requests, such that it cannot respond to legitimate traffic, or responds so

slowly as to be rendered effectively unavailable. In general terms, DoS attacks are

implemented by either forcing the targeted computer(s) to reset, or consuming its

resources so that it can no longer provide its intended service or obstructing the

communication media between the intended users and the victim so that they can no

longer communicate adequately.

Denial-of-service attacks are considered violations of the IAB'sInternet Proper Use

Policy. They also commonly constitute violations of the laws of individual nations. A

smurf attack is one particular variant of a flooding DoS attack on the public Internet. It

relies on misconfigured network devices that allow packets to be sent to all computer

hosts on a particular network via the broadcast address of the network, rather than a

specific machine. The network then serves as a smurfamplifier. In such an attack, the

perpetrators will send large numbers of IP packets with the source address faked to appear

to be the address of the victim. The network's bandwidth is quickly used up, preventing

legitimate packets from getting through to their destination. To combat Denial of Service

attacks on the Internet, services like the Smurf Amplifier Registry have given network

service providers the ability to identify misconfigurednetworks and to take appropriate

action such as filtering. Pingflood is based on sending the victim an overwhelming

number of ping packets, usually using the "ping -t" command from unix like hosts (the -t

flag on Windows systems has a far less malignant function). It is very simple to launch,

the primary requirement being access to greater bandwidth than the victim. SYN flood

sends a flood of TCP/SYN packets, often with a forged sender address. Each of these

packets is handled like a connection request, causing the server to spawn a half-open
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connection, by sending back a TCP/SYN-ACK packet, and waiting for packet in response

from the sender address. However, because the sender address is forged, the response

never comes. These half-open connections saturate the number of available connections

the server is able to make, keeping it from responding to legitimate requests until after the

attack ends.

6. Replay Attacks

A replay attack is a form of network attack in which a valid data transmission is

maliciously or fraudulently repeated or delayed. This is carried out either by the

originator or by an adversary who intercepts the data and retransmits it, possibly as part of

a masquerade attack by IP packet substitution (such as stream cipher attack). Suppose

Alicewants to prove her identity to Bob. Bob requests her password as proof of identity,

which Alicedutifully provides (possibly after some transformation like a hash function);

meanwhile, Eve is eavesdropping the conversation and keeps the password. After the

interchange is over, Eve connects to Bob posing as Alice; when asked for a proof of

identity, Eve sends Alice's password read from the last session, which Bob accepts. A

way to avoid replay attacks is using session tokens: Bob sends a one-time token to Alice,

which Alice uses to transform the password and send the result to Bob (e.g. computing a

hash function of the session token appended to the password). On his side Bob performs

the same computation; if and only if both values match, the login is successful. Now

suppose Mallory has captured this value and tries to use it on another session; Bob sends

a different session token, and when Mallory replies with the captured value it will be

different from Bob's computation. Session tokens should be chosen by a (pseudo-)

random process. Otherwise Mallory may be able to guess some future token and convince

Aliceto use that token in her transformation. Mallory can then replay her reply at a later

time, which Bob will accept. Bob can also send noncesbut should then include a Message

authentication code (MAC), which Alice should check. Timestamping is another way of

preventing a replay attack. Synchronization should be achieved using a secure protocol.

For example Bob periodically broadcasts the time on his clock together with a MAC.

When Alice wants to send Bob a message, she includes her best estimate of the time on

his clock in her message, which is also authenticated. Bob only accepts messages for

which the timestamp is within a reasonable tolerance. The advantage of this scheme is

that Bob does not need to generate (pseudo-) random numbers.
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7. Stateful firewall

In computing, a stateful firewall (any firewall that performs stateful packet inspection

(SPI) or statefulinspection) is a firewall that keeps track of the state of network

connections (such as TCP streams, UDP communication) traveling across it. The firewall

is programmed to distinguish legitimate packets for different types of connections. Only

packets matching a known connection state will be allowed by the firewall; others will be

rejected. Early attempts at producing firewalls operated at the application level of the

seven-layer OSI model but this required too much CPU speed. Packet filters operate at

the network layer (layer-3) and function more efficiently because they only look at the

header part of a packet. However, pure packet filters have no concept of state as defined

by computer science using the term finite state machine and are subject to spoofing

attacks and other exploits.

8. Stateless Firewalls

Before the advent of stateful firewalls, a stateless firewall, a firewall that treats each

network frame (or packet) in isolation, was normal. Such a firewall has no way of

knowing if any given packet is part of an existing connection, is trying to establish a new

connection, or is just a rogue packet. Modern firewalls are connection-aware (or state-

aware), affording network administrators finer-grained control of network traffic. The

classic example is the File Transfer Protocol, because by design it opens new connections

to arbitrary ports. FTP, among other protocols, needs to be able to open connections to

arbitrary high ports to function properly. Since a firewall has no way of knowing that the

packet destined to the protected network, to some host's destination port 4970, is part of a

legitimate FTP session, it will drop the packet. Stateful firewalls solve this problem by

maintaining a table of open connections and intelligently associating new connection

requests with existing legitimate connections.

9. Nessus

In computer security, Nessus is a proprietarycomprehensive vulnerability scanning

software. It is free of charge for personal use in a non-enterprise environment. Its goal is

to detect potential vulnerabilities on the tested systems. For example:
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 Vulnerabilities that allow a remote cracker to control or access sensitive data on a system.

 Misconfiguration (e.g. open mail relay, missing patches, etc).

 Default passwords, a few common passwords, and blank/absent passwords on some system

accounts. Nessus can also call Hydra (an external tool) to launch a dictionary attack.

 Denials of service against the TCP/IP stack by using mangled packets

On UNIX (including Mac OS X), it consists of nessusd, the Nessus daemon, which does

the scanning, and nessus, the client, which controls scans and presents the vulnerability

results to the user. For Windows, Nessus3 installs as an executable and has a self-

contained scanning, reporting and management system. Nessus is the world's most

popular vulnerability scanner , estimated to be used by over 75,000 organizations

worldwide. It took first place in the 2000, 2003, and 2006 security tools survey from

SecTools.Org. In typical operation, Nessus begins by doing a port scan with one of its

four internal portscanners (or it can optionally use Amap or Nmap ) to determine which

ports are open on the target and then tries various exploits on the open ports. The

vulnerability tests, available as subscriptions, are written in NASL (Nessus Attack

Scripting Language), a scripting language optimized for custom network interaction.

Tenable Network Security produces several dozen new vulnerability checks (called

plugins) each week, usually on a daily basis. These checks are available for free to the

general public seven days after they are initially published. Nessus users who require

support and the latest vulnerability checks should contact Tenable Network Security for a

Direct Feed subscription which is not free. Commercial customers are also allowed to

access vulnerability checks without the seven-day delay.

Optionally, the results of the scan can be reported in various formats, such as plain text,

XML, HTML and LaTeX. The results can also be saved in a knowledge base for

reference against future vulnerability scans. On UNIX, scanning can be automated

through the use of a command-line client. There exist many different commercial, free

and open source tools for both UNIX and Windows to manage individual or distributed

Nessus scanners. If the user chooses to do so (by disabling the option 'safe checks'), some

of Nessus's vulnerability tests may try to cause vulnerable services or operating systems

to crash. This lets a user test the resistance of a device before putting it in production.

Nessus provides additional functionality beyond testing for known network

vulnerabilities. For instance, it can use Windows credentials to examine patch levels on
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computers running the Windows operating system, and can perform password auditing

using dictionary and brute force methods. Nessus 3 can also audit systems to make sure

they have been configured per a specific policy, such as the NSA'sguide for hardening

Windows servers. The "Nessus" Project was started by Renaud Deraisonin 1998 to

provide to the Internet community a free remote security scanner. Nessus is currently

rated among the top products of its type throughout the security industry and is endorsed

by professional information security organizations such as the SANS Institute.

On October 5, 2005, Tenable Network Security , the company Renaud Deraison co-

founded, changed Nessus 3 to a proprietary (closed source) license . The Nessus 3 engine

is still free of charge, though Tenable charges $100/month per scanner for the ability to

perform configuration audits for PCI, CIS, FDCC and other configuration standards,

technical support, SCADA vulnerability audits, the latest network checks and patch

audits, the ability to audit anti-virus configurations and the ability for Nessus to perform

sensitive data searches to look for credit card, social security number and many other

types of corporate data. Nessus 3 is also roughly 10 times faster than Nessus 2. As of July

31, 2008, Tenable sent out a revision of the feed license which will allow home users full

access to plugin feeds. A professional license is available for commercial use. The Nessus

2 engine and a minority of the plugins are still GPL. Some developers have forked

independent open source projects based on Nessus, but none of them achieved a stable

state yet. Tenable Network Security has still maintained the Nessus 2 engine and has

updated it several times since the release of Nessus 3. Nessus 3 is available for many

different UNIX and Windows systems, offers patch auditing of UNIX and Windows hosts

without the need for an agent and is 2-5 times faster than Nessus2. There is a split-off

project called OpenVAS that continues to develop a GPLed vulnerability scanner based

on Nessus 2.

In Section 3 of this course you will cover these topics:
Illustrated Exercises In Basic Firewall Installation

Determining Requirements For The Firewall
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Topic : Illustrated Exercises In Basic Firewall Installation

Topic Objective:

Definition/Overview:

As electronic security breaches increasingly become a cause for concern, a number of groups

on the UO campus are recognizing a greater need for improved network security. This article

focuses on one of the tools that can potentially improve network security: firewalls. Installing

a firewall requires careful consideration and planning, since a firewall is most often placed in

a critical path within a network topology. This article discusses some of the most common

questions that come up when considering firewall deployment, and also attempts to clarify

some of the implications of introducing a firewall into a network topology. The installation of

a firewall requires a clear understanding of the networking requirements of a group. The

installation is likely to have a direct impact on every machine behind the firewall. Since

firewalls are tools used to implement network security policy, no firewall design should ever

be considered without first clearly defining the ultimate security policy goals.

Risk assessment: The development of a security policy is driven by risk assessment and

vulnerability analysis. A group needs to ask questions such as--"What are we trying to

protect?" "Do we have anything of value on these computers?" "What would happen if we

had a break- in?" If there is something of significant value on the network, then a risk

assessment should be carried out. After a general risk assessment is performed, a more

detailed inventory of open network services and potential vulnerabilities should follow. It is

not always the case that a firewall is the right tool for the job. If there are only a few

computers within a group, then a firewall might be more than is required. Tightening host

security is always a good idea, and in some cases is more than sufficient. Isolating sensitive

hosts off of the network can also be a practical solution in some cases. But in general,

choosing a firewall may be appropriate when there is a valuable asset that is at risk, or there

are so many computers being used within a group that being sure of good host security is not

possible.
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Key Points:

1. Firewall PC Requirements

A general "posture" or "stance" is usually chosen for the security policy design. This

stance is used as a starting point and a conceptual framework for guiding further

development of the policy. Three of the most common postures are discussed below: trust

inside, least privilege, and selective blocking. Trust inside. The most popular stance is

known as "trust inside." In this scenario, it is assumed that the most significant threats

will come from outside the local area network, and the emphasis of the policy will be

keeping outsiders from getting in. This type of stance is frequently implemented by

defining a firewall rule set that permits all connections which are initiated from the inside,

but blocks connections initiated from the outside. This type of policy is easy to

conceptualize and fairly easy to implement and manage. Least privilege.Another common

stance is known as "least privilege." In this stance, it is assumed that all network

connections are blocked in both directions as a starting point, and the policy is

incrementally opened to define precisely what is allowed. This is also known as the "deny

everything" stance. Some of the individual-PC software firewalls operate in this manner,

for example "ZoneAlarm Pro" and "Sygate Personal Firewall." These products force you

to define firewall rules for each and every network application that is used for an

outgoing connection, and also force you to define firewall rules upon receipt of new

incoming connections.

2. Blocking

"Selective blocking" is another common posture. This is also known as an "accept

everything" starting point. The policy is fine tuned by explicitly denying only selected

connections which are known to be potentially dangerous. This is clearly the most

vulnerable stance to use as a starting point. Selective blocking is often used as a first line

of defense. One example is the blocking of selected incoming ports using packet filtering

on a border router.
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3. DMZ

Planning for the DMZ ("demilitarized zone," a perimeter network outside the protected

internal network) is a critical step that's often overlooked. A traditional firewall designthe

so-called "three legged firewall"will have an external/untrustedinterface, an

internal/trusted interface, and a DMZ interface. The need for a DMZ is clear: a machine

with public services, such as public web servers and mail server front ends, should go out

on the DMZ. The DMZ is a "semi-protected" zone. The rule of thumb is to assume that

any machine placed on the DMZ is put at risk. The reason that this is an acceptable

tradeoff is that it is much better to have a machine hacked on the DMZ than it is to have a

machine hacked on the internal network. Great care should be taken so that interactions

with the DMZ do not also expose the internal network. In the absence of a DMZ, groups

tend to make poor policy decisions. Without a DMZ, a group may be tempted to offer

public services from machines within their trusted internal segment. This is a bad idea.

One need look no further than the recent Nimda/CodeRed attacks against IIS, or the

recent SSH buffer overflow vulnerabilities, to find examples of the danger of relaxing

security policies for the sake of convenience. Opening ports through the firewall to the

internal network should only be considered as a last resort. Since the DMZ is dedicated to

public access servers, the IP addressing scheme for the DMZ is often normal IP

addressing. The size of the DMZ and the number of addresses used by the DMZ will

depend on the number of servers and services that need to be presented to the outside.

4. Is Private Addressing Necessary?

The addressing scheme chosen for the internal/trusted interface is a critical decision that

must be made well before installation begins. The traditional approach is to use private

addressing on the internal/trusted network and then use NAT on the external interface of

the firewall to translate the addresses of active connections so that they are routable.

Whether or not private addressing is used, the need for a DMZ implies that more than one

security zone must be defined and maintained. In these situations the firewall acts like a

router, directing traffic from one zone to the other. It is easier to keep track of these

different security zones when they fall under well-defined subnet boundaries. These

boundaries can be created by splitting a subnet into parts using different length subnet

masks, or by using wholly different subnet addressing. In addition, decisions have to be

made on where and when public addressing or private addressing is used. The real benefit
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of private addressing is that a machine that is on the internal network, when it is not

actively connecting to some outside service, will be virtually invisible to the outside

world. This characteristic is achieved as a consequence of the nature of connection state

tables on stateful-inspection firewalls, and the fact that private addresses are not routed.

This design is one of the most robust and most common. One common complaint about

internal private addressing is that renumbering of all of the machines on the internal

network must take place at the time of firewall installation. Renumbering can be a

daunting task, so it is best to plan ahead. Most firewalls come with a built-in DHCP

server to simplify this task.

5. Linux

Linux (commonly pronounced IPA: /ˈlɪnəks/ in English; variants exist) is a generic term

referring to Unix-like computer operating systems based on the Linux kernel. Their

development is one of the most prominent examples of free and open source software

collaboration; typically all the underlying source code can be used, freely modified, and

redistributed by anyone under the terms of the GNU GPL and other free licenses. Linux

distributions are predominantly known for their use in servers, although they are installed

on a wide variety of computer hardware, ranging from embedded devices and mobile

phones to supercomputers, and their popularity as a desktop/laptop operating system has

been growing lately due to the rise of netbooks and the Ubuntudistribution of the

operating system. The name "Linux" comes from the Linux kernel, originally written in

1991 by Linus Torvalds. The rest of the system, including utilities and libraries, usually

comes from the GNU operating system announced in 1983 by Richard Stallman. The

GNU contribution is the basis for the alternative name GNU/Linux.

6. MINIX

MINIX, a Unix-like system intended for academic use, was released by Andrew S.

Tanenbaumin 1987. While source code for the system was available, modification and

redistribution were restricted (that is not the case today). In addition, MINIX's 16-bit

design was not well adapted to the 32-bit design of the increasingly cheap and popular

Intel 386 architecture for personal computers. In 1991 while attending the University of

Helsinki, Torvaldsbegan to work on a non-commercial replacement for MINIX, which

would eventually become the Linux kernel. In 1992, Tanenbaum posted an article on
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Usenet claiming Linux was obsolete. In the article, he criticized the operating system as

being monolithic in design and being tied closely to the x86 architecture and thus not

portable, as he described "a fundamental error." Tanenbaum suggested that those who

wanted a modern operating system should look into one based on the microkernel model.

The posting elicited the response of Torvalds, which resulted in a well known debate over

the microkernel and monolithic kernel designs.

Linux was dependent on the MINIX user space at first. With code from the GNU system

freely available, it was advantageous if this could be used with the fledgling OS. Code

licensed under the GNU GPL can be used in other projects, so long as they also are

released under the same or a compatible license. In order to make the Linux kernel

compatible with the components from the GNU Project, Torvalds initiated a switch from

his original license (which prohibited commercial redistribution) to the GNU GPL.

Developers worked to integrate GNU components with Linux to make a fully functional

and free operating system. Today Linux distributions are used in numerous domains, from

embedded systems to supercomputers, and have secured a place in server installations

with the popular LAMP application stack. Use of Linux distributions in home and

enterprise desktops has been rapidly expanding and now claims a significant share of the

desktop market. Linux distributions have also become popular with the newly founded

netbookmarket, with many devices such as the ASUS Eee PC and Acer Aspire One

shipping with customized Linux distributions pre-installed.

Torvalds continues to direct the development of the kernel. Stallman heads the Free

Software Foundation, which in turn supports the GNU components. Finally, individuals

and corporations develop third-party non-GNU components. These third-party

components comprise a vast body of work and may include both kernel modules and user

applications and libraries. Linux vendors and communities combine and distribute the

kernel, GNU components, and non-GNU components, with additional package

management software in the form of Linux distributions. A Linux-based system is a

modular Unix-like operating system. It derives much of its basic design from principles

established in Unix during the 1970s and 1980s. Such a system uses a monolithic kernel,

the Linux kernel, which handles process control, networking, and peripheral and file

system access. Device drivers are integrated directly with the kernel. Separate projects

that interface with the kernel provide much of the system's higher-level functionality. The
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GNU userlandis an important part of most Linux-based systems, providing the most

common implementation of the C library, a popular shell, and many of the common Unix

tools which carry out many basic operating system tasks. The graphical user interface on

most Linux systems is based on the X Window System.

A Linux-based system can be controlled by one or more of a text-based command line

interface (CLI), graphical user interface (GUI) (usually the default for desktop), or

through controls on the device itself (common on embedded machines). On desktop

machines, KDE, GNOME and Xfce are the most popular user interfaces, though a variety

of other user interfaces exist. Most popular user interfaces run on top of the X Window

System (X), which provides network transparency, enabling a graphical application

running on one machine to be displayed and controlled from another. Other GUIs include

X window managers such as FVWM, Enlightenment and Window Maker. The window

manager provides a means to control the placement and appearance of individual

application windows, and interacts with the X window system. A Linux system typically

provides a CLI of some sort through a shell, which is the traditional way of interacting

with a Unix system. A Linux distribution specialized for servers may use the CLI as its

only interface. A headless system run without even a monitor can be controlled by the

command line via a remote-control protocol such as SSH or telnet.Most low-level Linux

components, including the GNU Userland, use the CLI exclusively. The CLI is

particularly suited for automation of repetitive or delayed tasks, and provides very simple

inter-process communication. A graphical terminal emulator program is often used to

access the CLI from a Linux desktop.

7. Windows Firewall Installation

Windows Firewall is the firewall service included with desktop and server releases of

Microsoft Windows from Windows XP and Windows Server 2003 onwards. Prior to the

release of Windows XP Service Pack 2 in 2004, it was known as Internet Connection

Firewall. When Windows XP was originally shipped in October 2001, it included a

limited firewall called "Internet Connection Firewall". It was disabled by default due to

concerns with backward compatibility, and the configuration screens were buried away in

network configuration screens that many users never looked at. As a result, it was rarely

used. In mid-2003, the Blaster worm attacked a large number of Windows machines,

taking advantage of flaws in the RPC Windows service. Several months later, the
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Sasserworm did something similar. The ongoing prevalence of these worms through 2004

resulted in unpatched machines being infected within a matter of minutes. Because of

these incidents, as well as other criticisms that Microsoft was not being active in

protecting customers from threats, Microsoft decided to significantly improve both the

functionality and the interface of Windows XP's built-in firewall, and rebrandit as,

simply, "Windows Firewall". Security log capabilities are included, which can record IP

addresses and other data relating to connections originating from the home or office

network or the Internet. It can record both dropped packets and successful connections.

This can be used, for instance, to track every time a computer on the network connects to

a website. This security log is not enabled by default; the administrator must enable it.

5 Windows Firewall settings in Windows XP Service Pack 2

Windows Firewall was first introduced as part of Windows XP Service Pack 2. Every

type of network connection, whether it is wired, wireless, VPN, or even FireWire, has the

firewall enabled by default, with some built-in exceptions to allow connections from

machines on the local network. It also fixed a problem whereby the firewall policies

would not be enabled on a network connection until several seconds after the connection

itself was created, thereby creating a window of vulnerability. A number of additions

were made to Group Policy, so that Windows system administrators could configure the

Windows Firewall product on a company-wide level. XP's Windows Firewall cannot

block outbound connections; it is only capable of blocking inbound ones. Windows

Firewall turned out to be one of the two most significant reasons (the other being DCOM

activation security) that many corporations did not upgrade to Service Pack 2 in a timely

fashion. Around the time of SP2's release, a number of Internet sites were reporting

significant application compatibility issues, though the majority of those ended up being

nothing more than ports that needed to be opened on the firewall so that components of

distributed systems (typically backup and antivirus solutions) could communicate.

6 Windows Server 2003

In March 2005, Microsoft released Windows Server 2003 Service Pack 1, which

incorporated the same improvements to the firewall product into their server operating

system.
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Topic : Determining Requirements For The Firewall

Topic Objective:

Definition/Overview:

The Internet is being used for an increasing number of mission critical applications. Because

of this many sites find isolated secure intranets insufficient for their needs, even when those

intranets are based on and use Internet protocols. Instead they find it necessary to provide

direct communications paths between the sometimes hostile Internet and systems or networks

which either deal with valuable data, provide vital services, or both. The security concerns

that inevitably arise from such setups are often dealt with by inserting one or more "firewalls"

on the path between the Internet and the internal network. A "firewall" is an agent which

screens network traffic in some way, blocking traffic it believes to be inappropriate,

dangerous, or both.

Key Points:

1. Firewall Policy

Advanced Policy Firewall (APF) is an iptables(netfilter) based firewall system designed

around the essential needs of today's Internet deployed servers and the unique needs of

custom deployed Linux installations. The configuration of APF is designed to be very

informative and present the user with an easy to follow process, from top to bottom of the

configuration file. The management of APF on a day-to-day basis is conducted from the

command line with the 'apf' command, which includes detailed usage information and all

the features one would expect from a current and forward thinking firewall solution. The

technical side of APF is such that it embraces the latest stable features put forward by the

iptables(netfilter) project to provide a very robust and powerful firewall. The filtering

performed by APF is three fold:

 Static rule based policies (not to be confused with a "static firewall")
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 Connection based stateful policies

 Sanity based policies

The first, static rule based policies, is the most traditional method of firewalling. This is

when the firewall has an unchanging set of instructions (rules) on how traffic should be

handled in certain conditions. An example of a static rule based policy would be when

you allow/deny an address access to the server with the trust system or open a new port

with conf.apf. So the short of it is rules that infrequently or never change while the

firewall is running. The second, connection based statefulpolicies, is a means to

distinguish legitimate packets for different types of connections. Only packets matching a

known connection will be allowed by the firewall; others will be rejected. An example of

this would be FTP data transfers, in an older era of firewalling you would have to define a

complex set of static policies to allow FTA data transfers to flow without a problem. That

is not so with statefulpolicies, the firewall can see that an address has established a

connection to port 21 then "relate" that address to the data transfer portion of the

connection and dynamically alter the firewall to allow the traffic. The third, sanity based

policies, is the ability of the firewall to match various traffic patterns to known attack

methods or scrutinize traffic to conform to Internet standards. An example of this would

be when a would-be attacker attempts to forge the source IP address of data they are

sending to you, APF can simply discard this traffic or optionally log it then discard it. To

the same extent another example would be when a broken router on the Internet begins to

relay malformed packets to you, APF can simply discard them or in other situations reply

to the router and have it stop sending you new packets (TCP Reset).

2. Network Design

A traditional network planning methodology involves four layers of planning, namely:

 business planning

 long-term and medium-term network planning

 short-term network planning

 operations and maintenance.

Each of these layers incorporate plans for different time horizons, i.e. the business

planning layer determines the planning that the operator must perform to ensure that the
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network will perform as required for its intended life-span. The Operations and

Maintenance layer, however, examines how the network will run on a day-to-day basis.

The network planning process begins with the acquisition of external information. This

includes:

 forecasts of how the new network/service will operate;

 the economic information concerning costs; and

 the technical details of the networks capabilities.

It should be borne in mind that planning a new network/service involves implementing

the new system across the first four layers of the OSI Reference Model. This means that

even before the network planning process begins, choices must be made, involving

protocols and transmission technologies. Once the initial decisions have been made, the

network planning process involves three main steps:

1.1. Topological design

This stage involves determining where to place the components and how to connect them.

The (topological) optimisation methods that can be used in this stage come from an area

of mathematics called Graph Theory. These methods involve determining the costs of

transmission and the cost of switching, and thereby determining the optimum connection

matrix and location of switches and concentrators.

1.2. Network-synthesis

This stage involves determining the size of the components used, subject to performance

criteria such as the Grade of Service (GoS). The method used is known as "Nonlinear

Optimisation", and involves determining the topology, required GoS, cost of

transmission, etc., and using this information to calculate a routing plan, and the size of

the components.

1.3. Network realization

This stage involves determining how to meet capacity requirements, and ensure reliability

within the network. The method used is known as "MulticommodityFlow Optimisation",
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and involves determining all information relating to demand, costs and reliability, and

then using this information to calculate an actual physical circuit plan.

These steps are interrelated and are therefore performed iteratively, and in parallel with

one another. The planning process is highly complex, meaning that at each iteration, an

analyst must increase his planning horizons, and in so doing, he must generate plans for

the various layers outlined above. During the process of Network Planning and Design, it

is necessary to estimate the expected traffic intensity and thus the traffic load that the

network must support. If a network of a similar nature already exists, then it may be

possible to take traffic measurements of such a network and use that data to calculate the

exact traffic load .However, as is more likely in most instances, if there are no similar

networks to be found, then the network planner must use telecommunications forecasting

methods to estimate the expected traffic intensity.

3. Firewall Rule Syntax

In computer networking, the protocols of the Transport Layer of the Internet Protocol

Suite, most notably the Transmission Control Protocol (TCP) and the User Datagram

Protocol (UDP), but also other protocols, use a numerical identifier for the data structures

of the endpoints for host-to-host communications. Such an endpoint is known as a port

and the identifier is the port number. The Internet Assigned Numbers Authority (IANA)

is responsible for maintaining the official assignments of port numbers for specific uses.

4. Domain Name Service

The Domain Name System (DNS) is a hierarchical naming system for computers,

services, or any resource participating in the Internet. It associates various information

with domain names assigned to such participants. Most importantly, it translates domain

names meaningful to humans into the numerical (binary) identifiers associated with

networking equipment for the purpose of locating and addressing these devices world-

wide. An often used analogy to explain the Domain Name System is that it serves as the

"phone book" for the Internet by translating human-friendly computer hostnames into IP

addresses. For example, www.example.com translates to 208.77.188.166. The Domain

Name System makes it possible to assign domain names to groups of Internet users in a

meaningful way, independent of each user's physical location. Because of this, World-
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Wide Web (WWW) hyperlinks and Internet contact information can remain consistent

and constant even if the current Internet routing arrangements change or the participant

uses a mobile device. Internet domain names are easier to remember than IP addresses.

People take advantage of this when they recite meaningful URLs and e-mail addresses

without having to know how the machine will actually locate them.

The Domain Name System distributes the responsibility of assigning domain names and

mapping those names to IP addresses by designating authoritative name servers for each

domain. Authoritative name servers are assigned to be responsible for their particular

domains, and in turn can assign other authoritative name servers for their sub-domains.

This mechanism has made the DNS distributed, fault tolerant, and helped avoid the need

for a single central register to be continually consulted and updated. In general, the

Domain Name System also stores other types of information, such as the list of mail

servers that accept email for a given Internet domain. By providing a world-wide,

distributed keyword-based redirection service, the Domain Name System is an essential

component of the functionality of the Internet. Other identifiers such as RFID tags, UPC

codes, International characters in email addresses and host names, and a variety of other

identifiers could all potentially utilize DNS .The Domain Name System also defines the

technical underpinnings of the functionality of this database service. For this purpose it

defines the DNS protocol, a detailed specification of the data structures and

communication exchanges used in DNS, as part of the Internet Protocol Suite (TCP/IP).

The context of the DNS within the Internet protocols may be seen in the following

diagram. The DNS protocol was developed and defined in the early 1980s and published

by the Internet Engineering Task Force (cf. History).

5. Simple Mail Transfer Protocol

Simple Mail Transfer Protocol (SMTP) is an Internet standard for electronic mail (e-mail)

transmission across Internet Protocol (IP) networks. SMTP was first defined in RFC 821

(STD 10), and last updated by RFC 5321 (2008), which describes the protocol in

widespread use today, also known as extended SMTP (ESMTP). While electronic mail

server software uses SMTP to send and receive mail messages, user-level client mail

applications typically only use SMTP for sending messages to a mail server for relaying.

For receiving messages, client applications usually use either the Post Office Protocol

(POP) or the Internet Message Access Protocol (IMAP) to access their mail box accounts
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on a mail server. SMTP is a relatively simple, text-based protocol, in which one or more

recipients of a message are specified (and in most cases verified to exist) along with the

message text and possibly other encoded objects. The message is then transferred to a

remote server using a series of queries and responses between the client and server. Either

an end-user's e-mail client, a.k.a. MUA (Mail User Agent), or a relaying server's MTA

(Mail Transport Agents) can act as an SMTP client. An e-mail client knows the outgoing

mail SMTP server from its configuration. A relaying server typically determines which

SMTP server to connect to by looking up the MX (Mail eXchange) DNS record for each

recipient's domain name. Conformant MTAs (not all) fall back to a simple A record in the

case of no MX (relaying servers can also be configured to use a smart host). The SMTP

client initiates a TCP connection to server's port 25 (unless overridden by configuration).

It is quite easy to test an SMTP server using the netcat program (see below).

SMTP is a "push" protocol that cannot "pull" messages from a remote server on demand.

To retrieve messages only on demand, which is the most common requirement on a

single-user computer, a mail client must use POP3 or IMAP. Another SMTP server can

trigger a delivery in SMTP using ETRN. It is possible to receive mail by running an

SMTP server. POP3 became popular when single-user computers connected to the

Internet only intermittently; SMTP is more suitable for a machine permanently connected

to the Internet.

6. Structured Query Language

SQL (Structured Query Language) (pronounced /ɛsk'juːˈɛl /) is a database computer

language designed for the retrieval and management of data in relational database

management systems (RDBMS), database schema creation and modification, and

database object access control management. SQL is a programming language for

querying and modifying data and managing databases. SQL was standardized first by the

ANSI and later by the ISO. Most database management systems implement a majority of

one of these standards and add their proprietary extensions. SQL allows the retrieval,

insertion, updating, and deletion of data. A database management system also includes

management and administrative functions. Most if not all implementations also include a

command-line interface (SQL/CLI) that allows for the entry and execution of the

language commands, as opposed to only providing an application programming interface

(API) intended for access from a graphical user interface (GUI). The first version of SQL
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was developed at IBM by Donald D. Chamberlinand Raymond F. Boyce in the early

1970s. This version, initially called SEQUEL, was designed to manipulate and retrieve

data stored in IBM's original relational database product, System R. IBM patented their

version of SQL in 1985, while the SQL language was not formally standardized until

1986 by the American National Standards Institute (ANSI) as SQL-86. Subsequent

versions of the SQL standard have been released by ANSI and as International

Organization for Standardization (ISO) standards.

Originally designed as a declarative query and data manipulation language, variations of

SQL have been created by SQL database management system (DBMS) vendors that add

procedural constructs, flow-of-control statements, user-defined data types, and various

other language extensions. With the release of the SQL:1999 standard, many such

extensions were formally adopted as part of the SQL language via the SQL Persistent

Stored Modules (SQL/PSM) portion of the standard. Common criticisms of SQL include

a perceived lack of cross-platform portability between vendors, inappropriate handling of

missing data (see Null (SQL)), and unnecessarily complex and occasionally ambiguous

language grammar and semantics.

7. Internet Services

An Internet service provider (ISP, also called Internet access provider or IAP) is a

company that offers its customers access to the Internet. The ISP connects to its

customers using a data transmission technology appropriate for delivering Internet

Protocol datagrams, such as dial-up, DSL, cable modem or dedicated high-speed

interconnects. ISPs may provide Internet e-mail accounts to users which allow them to

communicate with one another by sending and receiving electronic messages through

their ISPs' servers. (As part of their e-mail service, ISPs usually offer the user an e-mail

client software package, developed either internally or through an outside contract

arrangement.) ISPs may provide other services such as remotely storing data files on

behalf of their customers, as well as other services unique to each particular ISP. ISPs

employ a range of technologies to enable consumers to connect to their network. For

home users and small businesses, the most popular options include dial-up, DSL

(typically Asymmetric Digital Subscriber Line, ADSL), broadband wireless, cable

modem, fiber to the premises (FTTH), and Integrated Services Digital Network (ISDN)

(typically basic rate interface). For customers with more demanding requirements, such as

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

58
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



medium-to-large businesses, or other ISPs, DSL (often SHDSL or ADSL), Ethernet,

Metro Ethernet, Gigabit Ethernet, Frame Relay, ISDN (BRI or PRI), ATM, satellite

Internet access and synchronous optical networking (SONET) are more likely to be used.

8. NAT and Port-Forwarding

Port forwarding, sometimes referred to as port mapping, is the act of forwarding a

network port from one network node to another. This technique can allow an external

user to reach a port on a private IP address (inside a LAN) from the outside via a NAT-

enabled router. In a typical home networking setup, internet access is through a DSL or

Cable modem. That modem may be connected to a router, which is then connected to the

networked computers by Ethernet or WiFi. The router is the device that the Internet sees;

it holds the public IP address. The computers behind the router, on the other hand, are

invisible to the Internet as they hold a local IP address each. Port forwarding is necessary

in the router because computers will send information directed to the public IP address

and the router needs to know where to send that information. Port forwarding is

commonly done on Unix computers where port numbers numbered below 1024 can only

be accessed by software running as the root user. Running as root can be a security risk,

so some people use port forwarding to redirect incoming traffic from a low numbered port

to software listening on a higher port. For example, a web server may be listening on a

port such as 8080 for traffic redirected from the restricted port 80. A port may be

forwarded for use by either the TCP protocol, the UDP protocol, or both.

In Section 4 of this course you will cover these topics:
Introduction To Advanced Firewall Concepts And Terminology

Exploring And Using Virtual Private Networks
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Topic : Introduction To Advanced Firewall Concepts And Terminology

Topic Objective:

Definition/Overview:

Inclusive firewalls are generally safer than exclusive firewalls because they significantly

reduce the risk of allowing unwanted traffic to pass through the firewall. Security can be

tightened further using a stateful firewall. With astateful firewall the firewall keeps track of

which connections are opened through the firewall and will only allow traffic through which

either matches an existing connection or opens a new one. The disadvantage of a stateful

firewall is that it can be vulnerable to Denial of Service (DoS) attacks if a lot of new

connections are opened very fast. With most firewalls it is possible to use a combination of

stateful and non-stateful behavior to make an optimal firewall for the site.

Key Points:

1. Introduction

Firewalls make it possible to filter incoming and outgoing traffic that flows through your

system. A firewall can use one or more sets of rules to inspect the network packets as they

come in or go out of your network connections and either allows the traffic through or

blocks it. The rules of a firewall can inspect one or more characteristics of the packets,

including but not limited to the protocol type, the source or destination host address, and

the source or destination port. Firewalls can greatly enhance the security of a host or a

network. They can be used to do one or more of the following things:

 To protect and insulate the applications, services and machines of your internal network from

unwanted traffic coming in from the public Internet

 To limit or disable access from hosts of the internal network to services of the public Internet

 To support network address translation (NAT), which allows your internal network to use

private IP addresses and share a single connection to the public Internet (either with a single

IP address or by a shared pool of automatically assigned public addresses)
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 How to properly define packet filtering rules

 The differences between the firewalls built into FreeBSD

 How to use and configure the OpenBSD PF firewall.

 How to use and configure IPFILTER

 How to use and configure IPFW

2. Stateless Rules

Before the advent of stateful firewalls, a stateless firewall, a firewall that treats each

network frame (or packet) in isolation, was normal. Such a firewall has no way of

knowing if any given packet is part of an existing connection, is trying to establish a new

connection, or is just a rogue packet. Modern firewalls are connection-aware (or state-

aware), affording network administrators finer-grained control of network traffic. The

classic example is the File Transfer Protocol, because by design it opens new connections

to arbitrary ports. FTP, among other protocols, needs to be able to open connections to

arbitrary high ports to function properly. Since a firewall has no way of knowing that the

packet destined to the protected network, to some host's destination port 4970, is part of a

legitimate FTP session, it will drop the packet. Stateful firewalls solve this problem by

maintaining a table of open connections and intelligently associating new connection

requests with existing legitimate connections. A stateful firewall is able to hold in

memory significant attributes of each connection, from start to finish. These attributes,

which are collectively known as the state of the connection, may include such details as

the IP addresses and ports involved in the connection and the sequence numbers of the

packets traversing the connection. The most CPU intensive checking is performed at the

time of setup of the connection. All packets after that (for that session) are processed

rapidly because it is simple and fast to determine whether it belongs to an existing, pre-

screened session. Once the session has ended, its entry in the state-table is discarded.

The stateful firewall depends on the famous {SYN, SYN-ACK, ACK} three-way

handshake of the TCP protocol. When a client initiates a new connection, it sends a

packet with the SYN bit set in the packet header. All packets with the SYN bit set are

considered by the firewall as NEW connections. If the service which the client has

requested is available on the server, the service will reply to the SYN packet with a

packet in which both the SYN and the ACK bit are set. The client will then respond with

a packet in which only the ACK bit is set, and the connection will enter the
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ESTABLISHED state. Such a firewall will pass all outgoing packets through but will

only allow incoming packets if they are part of an ESTABLISHED connection, ensuring

that hackers cannot start unsolicited connections with the protected machine. In order to

prevent the state table from filling up, sessions will time out if no traffic has passed for a

certain period. These stale connections are removed from the state table. Many

applications therefore send keepalivemessages periodically in order to stop a firewall

from dropping the connection during periods of no user-activity, though some firewalls

can be instructed to send these messages for applications. It is worth noting that the most

common Denial of Service attack on the internet these days is the SYN flood, where a

malicious user intentionally sends large amounts of SYN packets to the server in order to

overflow its state table, thus blocking the server from accepting other connections. Many

stateful firewalls are able to track the state of flows in connectionless protocols, like UDP.

Such sessions usually get the ESTABLISHED state immediately after the first packet is

seen by the firewall. Sessions in connectionless protocols can only end by time-out. By

keeping track of the connection state, statefulfirewalls provide added efficiency in terms

of packet inspection. This is because for existing connections the firewall need only check

the state table, instead of checking the packet against the firewall's rule set, which can be

extensive. There is also an additional cost when the firewall's rule set is updated, which

should cause the state table to be flushed. Also, the concept of deep packet inspection is

unrelated to statefulfirewalls, here the user data in the packet are inspected and as such it

is application layer firewall.

3. Application-level filters

However, packet filtering alone is not regarded as providing enough protection. In order

to effectively block peer-to-peer-related network traffic, what is needed is a firewall that

does application filtering, which can be regarded as an extension to stateful packet

inspection. Statefulpacket inspection can determine what type of protocol is being sent

over each port, but application-level filters look at what a protocol is being used for. For

example, an application-level filter might be able to tell the difference between HTTP

traffic used to access a Web page and HTTP traffic used for file sharing, whereas a

firewall that is only performing packet filtering would treat all HTTP traffic equally.

Application-layer firewalls differ from stateful packet-filtering and circuit-level gateways

in several ways. Application-layer firewalls support multiple application proxies on a
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single firewall. The proxies sit between the client and server, passing data between the

two endpoints. Suspicious data is dropped and the client and server never communicate

directly with each other. Because application-level proxies are application-aware, the

proxies can more easily handle complex protocols like H.323, which is used for

videoconferencing and VoIP (voice over IP). Application proxies can be transparent to

the client and server, as no configuration is required on the client or the server; or can be

nontransparent, letting the client and server address the proxy server directly.

Transparency versus non transparency is a matter of implementation and address hiding,

rather than about security.

4. Pitfalls

Microsoft's latest operating system, Windows Vista, uses TCP window scaling for non-

http (web) connections. So do Linux kernels from versions 2.6.8 on. This behavior is

incompatible with some firewalls that use SPI (StatefulPacket Inspection) as found in

routers like the Checkpoint NG R55, Cisco PIX earlier than v6.3.1, NetApp Cache

Appliances, SonicWall, D-Link DI-724U, NetgearWGR614, and Linksys WRT54GS.

(Empirical evidence may contradict this statement, specifically at least for the Netgear.)

This may be related to previous failures to work properly. Pre-released (beta) versions of

Vistaallegedly had more problems, including failed http (web) connections through SPI

firewalls.

5. LEAF Firewall

The LEAF Project (Linux Embedded Appliance Firewall) is a collection of Linux

distributions that began as a fork from the The Linux Router Project (LRP) "linux-on-a-

floppy" distribution. Most users of these distributions are primarily interested in router

and firewall functionality, particularly as combined with the convenience of major

features of general Linux distributions such as shells, packet filtering, SSH servers, DNS

services, file servers, webmin and the like. LEAF is a common choice when commercial

NAT routers are insufficiently flexible or secure, or are unattractively nonconformantto

open source philosophy. LEAF is capable of running a powerful NAT firewall with

several ancillary services on hardware generally considered obsolete, such as 486

workstations with no hard disk. LEAF is intended to work well with read-only storage

media, such as write-protected floppy drives or optical disks. Distribution sizes range
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from a single floppy disk to several hundred megabytes. LEAF distributions typically

include software carefully engineered to be economical in executable size, such as

shorewall,uClibc, dropbear and busybox. LEAF's origins lie in Debian Sarge, though

many boot processes and daemon control mechanisms have been modified heavily.

6. Dynamic Host Configuration Protocol

Dynamic Host Configuration Protocol (DHCP) is a network application protocol used by

devices (DHCP clients) to obtain configuration information for operation in an Internet

Protocol network. This protocol reduces system administration workload, allowing

devices to be added to the network with little or no manual intervention. DHCP emerged

as a standard-track protocol in October 1993 as defined in RFC 1531, succeeding the

BOOTP. The next update, RFC 2131 released in 1997 is the current DHCP definition for

IPv4 networks. The extensions of DHCP for IPv6 (DHCPv6) were published as RFC

3315. Dynamic Host Configuration Protocol automates network parameter assignment to

network devices from one or multiple, fault-tolerant DHCP servers. Even in small

networks, DHCP is useful because it can make it easy to add new machines to the

network. DHCP is also recommended for servers whose addresses rarely change, so that

if a server needs to be readdressed (RFC 2071), changes need be made in as few places as

possible. For devices such as routers and firewalls that should not use DHCP, it can be

useful to put Trivial File Transfer Protocol (TFTP) or SSH servers on the same host that

runs DHCP, which serves to centralize administration. DHCP can be used to assign

addresses directly to servers and desktop machines on a local link, to dialup and

broadband on-demand hosts through a Point-to-Point Protocol (PPP) proxy, as well as for

residential Network address translation (NAT) gateways.

When a DHCP-configured client (be it a computer or any other network-aware device)

connects to a network, the DHCP client sends a broadcast query requesting necessary

information from a DHCP server. The DHCP server manages a pool of IP addresses and

information about client configuration parameters such as the default gateway, the

domain name, the DNS servers, other servers such as time servers, and so forth. Upon

receipt of a valid request the server will assign the computer an IP address, a lease (the

length of time for which the allocation is valid), and other IP configuration parameters,

such as the subnet mask and the default gateway. The query is typically initiated

immediately after booting and must be completed before the client can initiate IP-based
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communication with other hosts. DHCP provides four modes for allocating IP addresses.

The best-known mode is dynamic, in which the client is provided a "lease" on an IP

address for a period of time. Depending on the stability of the network, this could range

from hours (a wireless network at an airport) to months (for desktops in a wired lab). At

any time before the lease expires, the DHCP client can request renewal of the lease on the

current IP address. A properly-functioning client will use the renewal mechanism to

maintain the same IP address throughout its connection to a single network, otherwise it

may risk losing its lease while still connected, thus disrupting network connectivity while

it renegotiates with the server for its original or a new IP address. The other modes for

allocation of IP addresses are automatic , in which the address is permanently assigned to

a client, and manual, in which the address is selected by the client (manually by the user

or any other means) and the DHCP protocol messages are used to inform the server that

the address has been allocated. The automatic and manual methods are generally used

when finer-grained control over IP address is required (typical of tight firewall setups),

although typically a firewall will allow access to the range of IP addresses that can be

dynamically allocated by the DHCP server. The process of address allocation is known as

ROSA. Request, Offer, Send, Accept.

7. Domain Name Service

The Domain Name System (DNS) is a hierarchical naming system for computers,

services, or any resource participating in the Internet. It associates various information

with domain names assigned to such participants. Most importantly, it translates domain

names meaningful to humans into the numerical (binary) identifiers associated with

networking equipment for the purpose of locating and addressing these devices world-

wide. An often used analogy to explain the Domain Name System is that it serves as the

"phone book" for the Internet by translating human-friendly computer hostnames into IP

addresses. For example, www.example.com translates to 208.77.188.166. The Domain

Name System makes it possible to assign domain names to groups of Internet users in a

meaningful way, independent of each user's physical location. Because of this, World-

Wide Web (WWW) hyperlinks and Internet contact information can remain consistent

and constant even if the current Internet routing arrangements change or the participant

uses a mobile device. Internet domain names are easier to remember than IP addresses

such as 208.77.188.166 (IPv4) or 2001:db8:1f70::999:de8:7648:6e8 (IPv6). People take
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advantage of this when they recite meaningful URLs and e-mail addresses without having

to know how the machine will actually locate them.

The Domain Name System distributes the responsibility of assigning domain names and

mapping those names to IP addresses by designating authoritative name servers for each

domain. Authoritative name servers are assigned to be responsible for their particular

domains, and in turn can assign other authoritative name servers for their sub-domains.

This mechanism has made the DNS distributed, fault tolerant, and helped avoid the need

for a single central register to be continually consulted and updated. In general, the

Domain Name System also stores other types of information, such as the list of mail

servers that accept email for a given Internet domain. By providing a world-wide,

distributed keyword-based redirection service, the Domain Name System is an essential

component of the functionality of the Internet.

Other identifiers such as RFID tags, UPC codes, International characters in email

addresses and host names, and a variety of other identifiers could all potentially utilize

DNS . The Domain Name System also defines the technical underpinnings of the

functionality of this database service. For this purpose it defines the DNS protocol, a

detailed specification of the data structures and communication exchanges used in DNS,

as part of the Internet Protocol Suite (TCP/IP). The context of the DNS within the Internet

protocols may be seen in the following diagram. The DNS protocol was developed and

defined in the early 1980s and published by the Internet Engineering Task Force (cf.

History).

8. Network Address Translation

In computer networking, network address translation (NAT) is the process of modifying

network address information in datagram packet headers while in transit across a traffic

routing device for the purpose of remapping a given address space into another. Most

often today, NAT is used in conjunction with network masquerading (or IP

masquerading) which is a technique that hides an entire address space, usually consisting

of private network addresses (RFC 1918), behind a single IP address in another, often

public address space. This mechanism is implemented in a routing device that uses

statefultranslation tables to map the "hidden" addresses into a single address and then

rewrites the outgoing Internet Protocol (IP) packets on exit so that they appear to
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originate from the router. In the reverse communications path, responses are mapped back

to the originating IP address using the rules ("state") stored in the translation tables. The

translation table rules established in this fashion are flushed after a short period without

new traffic refreshing their state.

As described, the method only allows transit traffic through the router when it is

originating in the masqueraded network, since this establishes the translation tables.

However, most NAT devices today allow the network administrator to configure

translation table entries for permanent use. This feature is often referred to as "static

NAT" or port forwarding and allows traffic originating in the 'outside' network to reach

designated hosts in the masqueraded network. Because of the popularity of this technique,

see below, the term NAT has become virtually synonymous with the method of IP

masquerading. Network address translation has serious consequences (see below,

Drawbacks, Benefits) on the quality of Internet connectivity and requires careful attention

to the details of its implementation. As a result, many methods have been devised to

alleviate the issues encountered. See article on NAT traversal.

Topic : Exploring And Using Virtual Private Networks

Topic Objective:

Definition/Overview:

Virtual private network: A virtual private network (VPN) is a computer network in which

some of the links between nodes are carried by open connections or virtual circuits in some

larger network (e.g., the Internet) as opposed to running across a single private network. The

link-layer protocols of the virtual network are said to be tunneled through the larger network.

One common application is secure communications through the public Internet, but a VPN

need not have explicit security features, such as authentication or content encryption. VPNs,

for example, can be used to separate the traffic of different user communities over an

underlying network with strong security features. VPN service providers may offer best-

effort performance, or may have a defined service level agreement (SLA) with their VPN
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customers. Generally, a VPN has a topology more complex than point-to-point. A VPN

allows computer users to access a network via an IP address other than the one that actually

connects their computer to the Internet.

Key Points:

1. Categorization by user administrative relationships

The Internet Engineering Task Force (IETF) has categorized a variety of VPNs, some of

which, such as Virtual LANs (VLAN) are the standardization responsibility of other

organizations, such as the Institute of Electrical and Electronics Engineers (IEEE) Project

802, Workgroup 802.1 (architecture). Originally, Wide Area Network (WAN) links from

a telecommunications service provider interconnected network nodes within a single

enterprise. With the advent of LANs, enterprises could interconnect their nodes with links

that they owned. While the original WANs used dedicated lines and layer 2 multiplexed

services such as Frame Relay, IP-based layer 3 networks, such as the ARPANET,

Internet, military IP networks (NIPRNET, SIPRNET, JWICS, etc.), became common

interconnection media. VPNs began to be defined over IP networks . The military

networks may themselves be implemented as VPNs on common transmission equipment,

but with separate encryption and perhaps routers. It became useful first to distinguish

among different kinds of IP VPN based on the administrative relationships (rather than

the technology) interconnecting the nodes. Once the relationships were defined, different

technologies could be used, depending on requirements such as security and quality of

service. When an enterprise interconnects a set of nodes, all under its administrative

control, through a LAN network, that is termed an Intranet. When the interconnected

nodes are under multiple administrative authorities but are hidden from the public

Internet, the resulting set of nodes is called an extranet. A user organization can manage

both intranets and extranets itself, or negotiate a service as a contracted (and usually

customized) offering from an IP service provider. In the latter case, the user organization

contracts for layer 3 services much as it may contract for layer 1 services such as

dedicated lines, or multiplexed layer 2 services such as frame relay. The IETF

distinguishes between provider-provisioned and customer-provisioned VPNs .Just as an

interconnected set of providers can supply conventional WAN services, so a single
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service provider can supply provider-provisioned VPNs (PPVPNs), presenting a common

point-of-contact to the user organization.

2. Security mechanisms

Secure VPNs use cryptographic tunneling protocols to provide the intended

confidentiality (blocking snooping and thus Packet sniffing), sender authentication

(blocking identity spoofing), and message integrity (blocking message alteration) to

achieve privacy. When properly chosen, implemented, and operated, such techniques can

provide secure communications over unsecured networks. Secure VPN protocols include

the following:

 IPsec (IP security) - commonly used over IPv4, and a "standard option" in IPv6.

 SSL/TLS, used either for tunneling the entire network stack, as in the OpenVPN project, or

for securing what is, essentially, a web proxy. SSL, though a framework more often

associated with e-commerce, has been built-upon by a number of vendors to provide remote

access VPN capabilities. A major practical advantage of an SSL-based VPN is that it can be

accessed from the locations that restrict external access to SSL-based e-commerce websites

only, thereby preventing VPN connectivity using IPsec protocols. SSL-based VPNs are

vulnerable to trivial Denial of Service attacks mounted against their TCP connections because

latter are inherently unauthenticated.

 OpenVPN, an open standard VPN. A variation of SSL-based VPN, it can run over UDP.

Clients and servers are available for all major operating systems.

 L2TPv3 (Layer 2 Tunneling Protocol version 3), a new release.

 VPN Quarantine. The client machine at the end of a VPN could be a threat and a source of

attack; this has no connection with VPN design and most VPN providers leave it to system

administration to secure. There are solutions that provide VPN Quarantine services which run

end point checks on the remote client while the client is kept in a quarantine zone until

healthy. Microsoft ISA Server 2004/2006 together with VPN-Q 2006 from Winfrasoft or an

application called QSS (Quarantine Security Suite) provide this functionality.

 MPVPN (Multi Path Virtual Private Network). Ragula Systems Development Company owns

the registered trademark "MPVPN".

 Cisco VPN, a proprietary VPN used by many Cisco hardware devices. Proprietary clients

exist for all platforms; open-source clients also exist.
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3. Security and mobility

Mobile VPNs are VPNs manufactured for mobile and wireless users. They integrate

standards-based authentication and encryption technologies to secure data transmissions

to and from devices and to protect networks from unauthorized users. Designed for

wireless environments, Mobile VPNs provide an access solution for users on the move

who require secure access to information and applications over a variety of wired and

wireless networks. Mobile VPNsallow users to roam seamlessly across IP-based networks

and in and out of wireless-coverage areas without losing application sessions or dropping

the secure VPN session. For instance, highway patrol officers require access to mission-

critical applications in order to perform their jobs as they travel across different subnets of

a mobile network, much as a cellular radio has to hand off its link to repeaters at different

cell towers. Host Identity Protocol (HIP), an IETF protocol, supports mobile VPN using

Bound End-to-End Tunnel (BEET) mode for IPsec.

4. IP Security

Internet Protocol Security (IPsec) is a suite of protocols for securing Internet Protocol (IP)

communications by authenticating and encrypting each IP packet of a data stream. IPsec

also includes protocols for establishing mutual authentication between agents at the

beginning of the session and negotiation of cryptographic keys to be used during the

session. IPsec can be used to protect data flows between a pair of hosts (e.g. computer

users or servers), between a pair of security gateways (e.g. routers or firewalls), or

between a security gateway and a host. IPsecis a dual mode, end-to-end, security scheme

operating at the Internet Layer of the Internet Protocol Suite, which is approximately

Layer 3 in the OSI model. Some other Internet security systems in widespread use, such

as SSL, TLS and SSH, operate in the upper layers of these models. IPsecis more flexible,

operating as it does at a lower level in the stack, since it can be used for protecting more

traffic (ie, all those above layer 2), because applications need not be designed to use

IPsec, whereas the use of TLS/SSL or other higher-layer protocols must be incorporated

into the design of applications at that level. IPsec is a successor of the ISO standard NLSP

(Network Layer Security Protocol). The NLSP protocol was based on the SP3 protocol

that was published by NIST, but designed by the Secure Data Network System project of

the NSA. "IPsec" is officially specified by the Internet Engineering Task Force (IETF),

including the capitalization of the term.
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5. Security Association

The IP security architecture uses the concept of a security association as the basis for

building security functions into IP. A security association is simply the bundle of

algorithms and parameters (such as keys) that is being used to encrypt and authenticate a

particular flow in one direction. Therefore, in normal bi-directional traffic, the flows are

secured by a pair of security associations. The actual choice of encryption and

authentication algorithms (from a defined list) is left to the IPsecadministrator. In order to

decide what protection is to be provided for an outgoing packet, IPsec uses the Security

Parameter Index (SPI), an index to the security association database (SADB), along with

the destination address in a packet header, which together uniquely identify a security

association for that packet. A similar procedure is performed for an incoming packet,

where IPsec gathers decryption and verification keys from the security association

database. For multicast, a security association is provided for the group, and is duplicated

across all authorized receivers of the group. There may be more than one security

association for a group, using different SPIs, thereby allowing multiple levels and sets of

security within a group. Indeed, each sender can have multiple security associations,

allowing authentication, since a receiver can only know that someone knowing the keys

sent the data. Note that the relevant standard does not describe how the association is

chosen and duplicated across the group; it is assumed that a responsible party will have

made the choice.

6. Point-to-Point Tunneling Protocol

Point-to-Point Tunneling Protocol (PPTP) is a method for implementing virtual private

networks. PPTP does not provide confidentiality or encryption; It relies on the protocol

being tunneled to provide privacy. PPTP has been made obsolete by Layer 2 Tunneling

Protocol (L2TP) and IPSec.

7. PPTP specification

A specification for PPTP was published as RFC 2637. PPTP has not been proposed or

ratified as a standard by the IETF. PPTP works by sending a regular PPP session to the

peer with the Generic Routing Encapsulation (GRE) protocol. A second session on TCP

port 1723 is used to initiate and manage the GRE session. PPTP is difficult to forward
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past a network firewall because it requires two network sessions. As such, some firewalls

are unable to let pass this traffic flawlessly, resulting in an inability to connect. This

rarely happens in Windows or Mac OS, though. PPTP connections are authenticated with

Microsoft MSCHAP-v2 or EAP-TLS. VPN traffic is optionally protected by Microsoft

Point-to-Point Encryption (MPPE), which is described by RFC 3078. The protocol was

developed by a vendor consortium formed by Microsoft, Ascend Communications (today

part of Alcatel-Lucent), 3COM, and others, as described by the RFC document.

MSCHAP-v2 can be compromised if users choose weak passwords. The certificate-based

EAP-TLS provides a superior security option for PPTP.

8. PPTP implementations

PPTP is popular because it is easy to configure and it was the first VPN protocol that was

supported by Microsoft Dial-up Networking. All releases of Microsoft Windows since

Windows 95 OSR2 are bundled with a PPTP client, although they are limited to only 2

concurrent outbound connections. The Routing AndRemote Access Service for Microsoft

Windows contains a PPTP server. Until recently, Linux distributions lacked full PPTP

support because MPPE was believed to be patent encumbered. Full MPPE support was

added to the Linux 2.6.13 branch that is maintained by Andrew Morton. SuSELinux 10

was the first Linux distribution to provide a complete working PPTP client. Official

support for PPTP was added to the official kernel release in version 2.6.14 on October 28,

2005. Mac OS X (including the version loaded on the iPhone) is bundled with a PPTP

client. Cisco and Efficient Networks sell PPTP clients for older Mac OS releases. Palm

PDA devices with Wi-Fi are bundled with the Mergic PPTP client.

9. Secure Sockets Layer

S/SL is a small programming language that supports cheap recursion and defines input,

output, and error token names (& values), semantic mechanisms (class interfaces whose

methods are really escapes to routines in a host programming language but allow good

abstraction in the pseudo-code) and a pseudo-code program that defines the syntax of the

input language by the token stream the program accepts. Alternation, control flow and

one-symbol look-ahead constructs are part of the language. The S/SL processor compiles

this pseudo-code into a table (byte-codes) that is interpreted by the S/SL table-walker

(interpreter). The pseudo-code language processes the input language in LL(1) recursive
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descent style but extensions allow it to process any LR(k) language relatively easily. S/SL

is designed to provide excellent syntax error recovery and repair. It is more powerful and

transparent than Yaccbut can be slower. S/SL has been used to implement production

commercial compilers for languages such as PL/I, Euclid, Turing, Ada, and COBOL, as

well as interpreters, command processors, and domain specific languages of many kinds.

The ZMailer mail transfer agent uses S/SL for defining both its mail router processing

language, as well as for RFC 822 email address validation.

10. Transport Layer Security

Transport Layer Security (TLS) and its predecessor, Secure Sockets Layer (SSL), are

cryptographic protocols that provide security and data integrity for communications over

TCP/IP networks such as the Internet. TLS and SSL encrypt the segments of network

connections at the Transport Layer end-to-end. Several versions of the protocols are in

wide-spread use in applications like web browsing, electronic mail, Internet faxing,

instant messaging and voice-over-IP (VoIP). TLS is an IETF standards track protocol, last

updated in RFC 5246, that was based on the earlier SSL specifications developed by

Netscape Corporation. The TLS protocol allows client/server applications to

communicate across a network in a way designed to prevent eavesdropping, tampering,

and message forgery. TLS provides endpoint authentication and communications

confidentiality over the Internet using cryptography. In typical end-user/browser usage,

TLS authentication is unilateral: only the server is authenticated (the client knows the

server's identity), but not vice versa (the client remains unauthenticated or anonymous).

More strictly speaking, server authentication means different things to the browser

(software) and to the end-user (human). At the browser level, it only means that the

browser has validated the server's certificate i.e., checked the digital signatures of the

server certificate's issuing CA-chain (chain of Certification Authorities that guarantee

bindings of identification information to public keys see public key infrastructure). Once

validated, the browser is justified in displaying a security icon (such as "closed padlock").

But mere validation does NOT "identify" the server to the end-user. For true

identification, it is incumbent on the end-user to be diligent in scrutinizing the

identification information contained in the server's certificate (and indeed its whole

issuing CA-chain). This is the only way for the end-user to know the "identity" of the

server. In particular: the "locked padlock" icon has no relationship to the URL, DNS
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name or IP address of the server. This is a common misconception. Such a binding can

only be securely established if the URL, name or address is specified in the server's

certificate itself. Malicious websites can't use the valid certificate of another website

because they have no means to encrypt the transmission such that it can be decrypted with

the valid certificate. Since only a trusted CA can embed a URL in the certificate, this

ensures that checking the apparent URL with the URL specified in the certificate is a

valid way of identifying the true site. Understanding this subtlety makes it very difficult

for end-users to properly assess the security of web browsing (though this is not a

shortcoming of the TLS protocol itself it's a shortcoming of PKI).

TLS also supports the more secure bilateral connection mode (typically used in enterprise

applications), in which both ends of the "conversation" can be ensured with whom they

are communicating (provided they diligently scrutinize the identity information in the

other party's certificate). This is known as mutual authentication. Mutual authentication

requires that the TLS client-side also hold a certificate (which is not usually the case in

the end-user/browser scenario). Unless, that is, TLS-PSK or the Secure Remote Password

(SRP) protocol or some other protocol is used that can provide strong mutual

authentication in the absence of certificates.

11. Securing a Wireless LAN

A wireless LAN or WLAN or wireless local area network is the linking of two or more

computers or devices using spread-spectrum or OFDM modulation technology based to

enable communication between devices in a limited area. This gives users the mobility to

move around within a broad coverage area and still be connected to the network. For the

home user, wireless has become popular due to ease of installation, and location freedom

with the gaining popularity of laptops. Public businesses such as coffee shops or malls

have begun to offer wireless access to their customers; some are even provided as a free

service. Large wireless network projects are being put up in many major cities. Google is

even providing a free service to Mountain View, California and has entered a bid to do

the same for San Francisco. New York City has also begun a pilot program to cover all

five boroughs of the city with wireless Internet access. In 1970 University of Hawaii,

under the leadership of Norman Abramson, developed the worlds first computer

communication network using low-cost ham-like radios, named ALOHAnet.The bi-

directional star topology of the system included seven computers deployed over four
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islands to communicate with the central computer on the Oahu Islandwithout using phone

lines.

"In 1979, F.R. Gfeller and U. Bapstpublished a paper in the IEEE Proceedings reporting

an experimental wireless local area network using diffused infrared communications.

Shortly thereafter, in 1980, P. Ferrert reported on an experimental application of a single

code spread spectrum radio for wireless terminal communications in the IEEE National

Telecommunications Conference. In 1984, a comparison between Infrared and CDMA

spread spectrum communications for wireless office information networks was published

by KavehPahlavan in IEEE Computer Networking Symposium which appeared later in

the IEEE Communication Society Magazine. In May 1985, the efforts of Marcus led the

FCC to announce experimental ISM bands for commercial application of spread spectrum

technology. Later on, M. Kavehradreported on an experimental wireless PBX system

using code division multiple access. These efforts prompted significant industrial

activities in the development of a new generation of wireless local area networks and it

updated several old discussions in the portable and mobile radio industry. The first

generation of wireless data modems was developed in the early 1980s by amateur radio

operators, who commonly referred to this as packet radio. They added a voice band data

communication modem, with data rates below 9600-bit/s, to an existing short distance

radio system, typically in the two meter amateur band. The second generation of wireless

modems was developed immediately after the FCC announcement in the experimental

bands for non-military use of the spread spectrum technology. These modems provided

data rates on the order of hundreds of kbit/s. The third generation of wireless modem then

aimed at compatibility with the existing LANs with data rates on the order of Mbit/s.

Several companies developed the third generation products with data rates above 1 Mbit/s

and a couple of products had already been announced by the time of the first IEEE

Workshop on Wireless LANs."

"The first of the IEEE Workshops on Wireless LAN was held in 1991. At that time early

wireless LAN products had just appeared in the market and the IEEE 802.11 committee

had just started its activities to develop a standard for wireless LANs. The focus of that

first workshop was evaluation of the alternative technologies. By 1996, the technology

was relatively mature, a variety of applications had been identified and addressed and

technologies that enable these applications were well understood. Chip sets aimed at
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wireless LAN implementations and applications, a key enabling technology for rapid

market growth, were emerging in the market. Wireless LANs were being used in

hospitals, stock exchanges, and other in building and campus settings for nomadic access,

point-to-point LAN bridges, ad-hoc networking, and even larger applications through

internetworking. The IEEE 802.11 standard and variants and alternatives, such as the

wireless LAN interoperability forum and the European HiperLAN specification had made

rapid progress, and the unlicensed PCS Unlicensed Personal Communications Services

and the proposed SUPERNet, later on renamed as U-NII, bands also presented new

opportunities." Originally WLAN hardware was so expensive that it was only used as an

alternative to cabled LAN in places where cabling was difficult or impossible. Early

development included industry-specific solutions and proprietary protocols, but at the end

of the 1990s these were replaced by standards, primarily the various versions of IEEE

802.11 (Wi-Fi). An alternative ATM-like 5 GHz standardized technology, HiperLAN/2,

has so far not succeeded in the market, and with the release of the faster 54 Mbit/s

802.11a (5 GHz) and 802.11g (2.4 GHz) standards, almost certainly never will. In

November 2007, the Australian Commonwealth Scientific and Industrial Research

Organisation(CSIRO) won a legal battle in the USfederal court of Texas against Buffalo

Technology which found the US manufacturer had failed to pay royalties on a US WLAN

patent CSIRO had filed in 1996. CSIRO are currently engaged in legal cases with

computer companies including Microsoft, Intel, Dell, Hewlett-Packard and Netgearwhich

argue that the patent is invalid and should negate any royalties paid to CSIRO for

WLAN-based products

12. Applications of LEAF Firewalls

The LEAF Project (Linux Embedded Appliance Firewall) is a collection of Linux

distributions that began as a fork from the The Linux Router Project (LRP) "linux-on-a-

floppy" distribution. Most users of these distributions are primarily interested in router

and firewall functionality, particularly as combined with the convenience of major

features of general Linux distributions such as shells, packet filtering, SSH servers, DNS

services, file servers, webmin and the like. LEAF is a common choice when commercial

NAT routers are insufficiently flexible or secure, or are unattractively nonconformantto

open source philosophy. LEAF is capable of running a powerful NAT firewall with

several ancillary services on hardware generally considered obsolete, such as 486
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workstations with no hard disk. LEAF is intended to work well with read-only storage

media, such as write-protected floppy drives or optical disks. Distribution sizes range

from a single floppy disk to several hundred megabytes. LEAF distributions typically

include software carefully engineered to be economical in executable size, such as

shorewall,uClibc, dropbear and busybox. LEAF's origins lie in Debian Sarge, though

many boot processes and daemon control mechanisms have been modified heavily.

In Section 5 of this course you will cover these topics:
Integrating Firewall Logs And System Logs

Topic : Integrating Firewall Logs And System Logs

Topic Objective:

Definition/Overview:

A log-structured filesystem is a file system design first proposed by John K. Ousterhout and

Fred Douglis. Designed for high write throughput, all updates to data and metadata are

written sequentially to a continuous stream, called a log. onventional file systems tend to lay

out files with great care for spatial locality and make in-place changes to their data structures

in order to perform well on magnetic disks, which tend to seek relatively slowly. The design

of log-structured file systems is based on the hypothesis that this will no longer be effective

because ever-increasing memory sizes on modern computers would lead to I/O becoming

write-heavy because reads would be almost always satisfied from memory cache. A log-

structured file system thus treats its storage as a circular log and writes sequentially to the

head of the log. This maximizes write throughput on magnetic media by avoiding costly

seeks.
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Key Points:

1. Logging

To log is a verb derivative of the noun logbook; the verb form means to record in a

logbook, and may have been coined in the 1820s. The term logbook itself stems from the

practice of floating a stationary "log" (actually a wooden block attached to a reel via rope)

to provide a fixed point of reference for the purpose of measuring a ship's speed (see Knot

(speed)). Computer scientists adopted the verb to log circa 1963 to describe the

systematic recording of specific types of data processing events. Computerized data

logging is the process of recording events, with an automated computer program, in a

certain scope in order to provide an audit trail that can be used to understand the activity

of the system and to diagnose problems. Logs are essential to understanding the activities

of complex systems particularly in the case of applications with little user interaction

(such as server applications). It can also be useful to combine log file entries from

multiple sources. This approach, in combination with statistical analysis, may yield

correlations between seemingly-unrelated events on different servers. Other solutions

employ network-wide querying and reporting.

Examples of physical systems which have logging subsystems include process control

systems, and black box recorders installed in aircraft. Many operating systems and

multitudinous computer programs include some form of logging subsystem. In the

simplest case, log messages are written to a log file. Most operating systems and software

frameworks also provide more sophisticated services for logging. One example is the

syslog service (described in RFC 3164), which allows the filtering and recording of log

messages to be performed by a separate dedicated subsystem, rather than placing the onus

on each application to provide its own ad hoc logging system. In many cases, logs are

esoteric or too verbose and therefore hard to understand; they need to be subjected to log

analysis in order to make sense of them. This is often done using special log analysis

software. Most Databases maintain some kind of transaction log. Unlike the logs

described above, these logs are not mainly intended as an audit trail for later analysis, and

are not (easily) human-readable. Instead, they record changes to the stored data to allow

the database to recover from crashes or other errors and maintain the stored data in a
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consistent state. Most database systems have both a log in the general sense described

above, and a transaction log.

2. Logging in Linux/Unix

A UNIX shell, is a command interpreter and script host that provides a traditional user

interface for the Unix operating system and for Unix-like systems. Users direct the

operation of the computer by entering command input as text for a command line

interpreter to execute or by creating text scripts of one or more such commands. The most

generic sense of the term shell means any program that users use to type commands.

Since in the Unix operating system users can select which shell they want to use (which

program should execute when they log in), many shells have been developed. It is called

a "shell" because it hides the details of the underlying operating system behind the shell's

interface (in contrast with the "kernel", which refers to the lowest-level,or 'inner-most'

component of an operating system). Similarly, graphical user interfaces for Unix, such as

GNOME, KDE, and Xfce can be called visual shells or graphical shells. By itself, the

term shell is usually associated with the command line. In Unix, any program can be the

user's shell. Users who want to use a different syntax for typing commands can specify a

different program as their shell, though in practice this usually requires administrator

rights. The term shell also refers to a particular program, such as the Bourne shell, sh. The

Bourne shell was the shell used in early versions of Unix and became a de facto standard;

every Unix-like system has at least one shell compatible with the Bourne shell. The

Bourne shell program is located in the Unix file hierarchy at /bin/sh. On some systems,

such as BSD, /bin/sh is a Bourne shell or equivalent, but on other systems such as Linux,

/bin/sh is likely to be a link to a compatible, but more feature-rich shell. POSIX specifies

its standard shell as a strict subset of the Korn shell.

3. Logging in Microsoft Windows

The Windows Installer (previously known as Microsoft Installer) is an engine for the

installation, maintenance, and removal of software on modern Microsoft Windows

systems. The installation information, and often the files themselves, are packaged in

installation packages, loosely relational databases structured as OLE Structured Storage

Files and commonly known as "MSI files", from their default file extension. Windows

Installer contains significant changes from its predecessor, Setup API. New features
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include a GUI framework and automatic generation of the uninstallation sequence.

Windows Installer is positioned as an alternative to stand-alone executable installer

frameworks such as older versions of InstallShieldand Wise (later versions of both

products are based on Windows Installer) and NSIS. Microsoft encourages third parties to

use Windows Installer as the basis for installation frameworks, so that they synchronize

correctly with other installers and keep the internal database of installed products

consistent. Important features such as rollback and versioning depend on a consistent

internal database for reliable operation.

4. Logical structure of packages

A package describes the installation of one or more full products (Windows Installer does

not handle dependencies between products) and is universally identified by a GUID (the

PackageCode property). A product is made up of components, grouped into features.

4.1. Products

A single, installed, working program (or set of programs) is a product. A product is

identified by a unique GUID (the ProductCodeproperty). A product is not the same as

a package: a single MSI package might install multiple different products. For

example, an MSI might install French and English versions of a program, each of

which is a different product.

4.2. Components

A component is the minimal part of a producteach component is treated by Windows

Installer as a unit: the install developer cannot, for example, use a condition to specify

to install just part of a component. Components can contain files, directories, COM

components, registry keys, shortcuts, and other data. The end user does not directly

interact with components. Components are identified globally by GUIDs, thus the

same component can be shared among several features of the same package or

multiple packages, ideally through the use of Merge Modules (although, for this to

work correctly, different components should not share any sub-components).

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

80
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4.3. Key paths

A key path is a specific file, registry key, or ODBC data source that the package

author specifies as critical for a given component. Because a file is the most common

type of key path, the term key file is commonly used. A component can contain at

most one key path; if a component has no explicit key path, the component's

destination directory is taken to be the key path. When an MSI-based application is

launched, Windows Installer checks the existence of these critical files or registry

keys (that is, the key paths). If there is a mismatch between the current system state

and the value specified in the MSI package (e.g., a key file is missing), then the

related feature is re-installed. This process is also known as self-healing or self-repair.

No two components should use the same key path.

4.4. Features

A feature is a hierarchical group of componentsa feature can contain any number of

components and other features (a feature contained in another feature is called a

"subfeature"). Many software packages only involve one feature. More complex

installation programs usually display a "custom setup" dialog box at run time, from

which the end user can select which features to install or remove. The package author

defines the product features. A word-processing program, for example, might provide

features for the main program executable, the program's help files, and optional

spelling checker and stationery modules.

5. Centralized Log Servers

Terminal Services was first introduced in Windows NT 4.0 Terminal Server Edition. It

was significantly improved for Windows 2000 and Windows Server 2003. Both the

underlying protocol as well as the service was again overhauled for Windows Vista and

Windows Server 2008 . Windows includes two client applications which utilize terminal

services: the first, Remote Assistance is available in all versions of Windows XP and

successors and allows one user to assist another user. The second, Remote Desktop,

allows a user to log in to a remote system and access the desktop, applications and data on

the system as well as control it remotely. However, this is only available in certain

Windows editions. These are Windows NT Terminal Server; subsequent Windows server
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editions, Windows XP Professional, and Windows Vista Business, Enterprise and

Ultimate. In the client versions of Windows, Terminal Services supports only one logged

in user at a time, whereas in the server operating systems, concurrent remote sessions are

allowed.

Microsoft provides the client software Remote Desktop Connection (formerly called

Terminal Services Client), available for most 32-bit versions of Windows including

Windows Mobile and Apple's Mac OS X, that allows a user to connect to a server running

Terminal Services. On Windows, both Terminal Services client and Remote Desktop

Protocol (RDP) use TCP port 3389 by default, which is editable in the Windows registry.

It also includes an ActiveX control to embed the functionality in other applications or

even a web page. A Windows CE version of the client software is also available. Server

versions of Windows OSs also include the Remote Desktop for Administration client (a

special mode of the Remote Desktop Connection client), which allows remote connection

to the traditional session 0 console of the server. In Windows Vista and later this session

is reserved for services and users always log onto session >0. The server functionality is

provided by the Terminal Server component, which is able to handle Remote Assistance,

Remote Desktop as well as the Remote Administration clients. Third-party developers

have created client software for other platforms, including the open source rdesktop client

for common Unix platforms. For an enterprise, Terminal Services allows IT departments

to install applications on a central server. For example, instead of deploying database or

accounting software on all desktops, the applications can simply be installed on a server

and remote users can log on and use them via the Internet. This centralization makes

upgrading, troubleshooting, and software management much easier. As long as

employees have Remote Desktop software, they will be able to use enterprise software.

Terminal Services can also integrate with Windows authentication systems to prevent

unauthorized users from accessing the applications or data.

Microsoft has a longstanding agreement with Citrix to facilitate sharing of technologies

and patent licensing between Microsoft Terminal Services and Citrix Presentation Server

(formerly Citrix MetaFrame) which has now been renamed to Citrix XenApp. In this

arrangement, Citrix has access to key source code for the Windows platform enabling

their developers to improve the security and performance of the Terminal Services

platform. In late December, 2004 the two companies announced a five-year renewal of
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this arrangement to cover Windows Vista. The server component of Terminal Services

(Terminal Server) listens on TCP port 3389 (termdd.sys). When an RDP client connects

to this port, it is tagged with a unique SessionID and associated with a freshly spawned

console session (Session 0, keyboard, mouse and character mode UI only). The login

subsystem (winlogon.exe) and the GDI graphics subsystem is then initiated, which

handles the job of authenticating the user and presenting the GUI. These executables are

loaded in a new session, rather than the console session. When creating the new session,

the graphics and keyboard/mouse device drivers are replaced with RDP-specific drivers:

RdpDD.sysand RdpWD.sys. The RdpDD.sysis the device driver and it captures the UI

rendering calls into a format that is transmittable over RDP. RdpWD.sys acts as keyboard

and mouse driver; it receives keyboard and mouse input over the TCP connection and

presents them as keyboard or mouse inputs. It also allows creation of virtual channels,

which allow other devices, such as disc, audio, printers, and COM ports to be redirected,

i.e., the channels act as replacement for these devices. The channels connect to the client

over the TCP connection; as the channels are accessed for data, the client is informed of

the request, which is then transferred over the TCP connection to the application. This

entire procedure is done by the terminal server and the client, with the RDP protocol

mediating the correct transfer, and is entirely transparent to the applications. RDP

communications are encrypted using 128-bit RC4 encryption. Windows Server 2003

onwards, it can use a FIPS 140 compliant encryption scheme.

Once a client initiates a connection and is informed of a successful invocation of the

terminal services stack at the server, it loads up the device as well as the keyboard/mouse

drivers. The UI data received over RDP is decoded and rendered as UI, whereas the

keyboard and mouse inputs to the Window hosting the UI is intercepted by the drivers,

and transmitted over RDP to the server. It also creates the other virtual channels and sets

up the redirection. RDP communication can be encrypted; using either low, medium or

high encryption. With low encryption, only the channels transferring sensitive

information like passwords are encrypted. With medium encryption, UI packets are

encrypted as well. And with high encryption, keyboard/mouse inputs are also scrambled.

Terminal Server is the server component of Terminal services. It handles the job of

authenticating clients, as well as making the applications available remotely. It is also

entrusted with the job of restricting the clients according to the level of access they have.

The Terminal Server respects the configured software restriction policies, so as to restrict
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the availability of certain software to only a certain group of users. The remote session

information is stored in specialized directories, called Session Directory which is stored at

the server. Session directories are used to store state information about a session, and can

be used to resume interrupted sessions. The terminal server also has to manage these

directories. Terminal Servers can be used in a cluster as well.

In Windows Server 2008, it has been significantly overhauled. While logging in, if the

user logged on to the local system using a Windows Server Domain account, the

credentials from the same sign-on can be used to authenticate the remote session.

However, this requires Windows Server 2008 to be the terminal server OS, while the

client OS is limited to either Windows Server 2008 or Windows Vista. In addition, the

terminal server can provide access to only a single program, rather than the entire

desktop, by means of a feature named RemoteApp. Terminal Services Web Access (TS

Web Access) makes a RemoteApp session invocablefrom the web browser. It includes

the TS Web Access Web Part control which maintains the list of RemoteApps deployed

on the server and keeps the list up to date. A Terminal server session can also be tunneled

through a gateway via the TS Gateway service. It makes the server available over the

Internet by tunneling the RDP data over a HTTPS channel. Both Windows Server 2008

and Windows Home Server can act as TS Gateway servers. Terminal Server can also

integrate with Windows System Resource Manager to throttle resource usage of remote

applications. Terminal Server is managed by the Terminal Server Manager MMC snap-in.

It can be used to configure the sign in requirements, as well as to enforce a single instance

of remote session. It can also be configured by using Group Policy or WMI. It is,

however, not available in client versions of Windows OS, where the server is pre-

configured to allow only one session and enforce the rights of the user account on the

remote session, without any customization.
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