
“Introduction to Semi-conductors”.

In Section 1 of this course you will cover these topics:
Guide To Semi Conductor
Semiconductor Family Tree

Topic Objective:

At the end of the topic the student should be able to:

 Define the term Semiconductor

 Learn about the basic concepts on semiconductor

 Learn about the electronic band structure

 Learn about the energy bands and electrical conduction

 Learn about the function of holes as a charge carrier

 Learn about the energy-momentum dispersion and its equation

 Learn about the concept of carrier generation and combination

 Learn about the concept of doping

 Learn semiconductor materials are produced

Definition/Overview:

Semiconductor: A semiconductor is a solid material that has electrical conductivity in between

that of a conductor and that of an insulator; it can vary over that wide range either permanently
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or dynamically. Semiconductors are tremendously important in technology. Semiconductor

devices, electronic components made of semiconductor materials, are essential in modern

electrical devices. Examples range from computers to cellular phones to digital audio players.

Silicon is used to create most semiconductors commercially, but dozens of other materials are

used as well.

Semiconductors are very similar to insulators. The two categories of solids differ primarily in

that insulators have larger band gaps energies that electrons must acquire to be free to move from

atom to atom. In semiconductors at room temperature, just as in insulators, very few electrons

gain enough thermal energy to leap the band gap from the valence band to the conduction band,

which is necessary for electrons to be available for electric current conduction. For this reason,

pure semiconductors and insulators in the absence of applied electric fields, have roughly similar

resistance. The smaller bandgaps of semiconductors, however, allow for other means besides

temperature to control their electrical properties.

Key Points:

1. Basic Concepts

Any solid has a large number of bands. In theory, it can be said to have infinitely many bands

(just as an atom has infinitely many energy levels). However, all but a few lie at energies so high

that any electron that reaches those energies escapes from the solid. These bands are usually

disregarded. Bands have different widths, based upon the properties of the atomic orbitals from

which they arise. Also, allowed bands may overlap, producing (for practical purposes) a single

large band. Figure 1 shows a simplified picture of the bands in a solid that allows the three major

types of materials to be identified: metals, semiconductors and insulators. Metals contain a band

that is partly empty and partly filled regardless of temperature. Therefore they have very high

conductivity.
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The lowermost, almost fully occupied band in an insulator or semiconductor is called the valence

band by analogy with the valence electrons of individual atoms. The uppermost, almost

unoccupied band is called the conduction band because only when electrons are excited to the

conduction band can current flow in these materials. The difference between insulators and

semiconductors is only that the forbidden band gap between the valence band and conduction

band is larger in an insulator, so that fewer electrons are found there and the electrical

conductivity is lower. Because one of the main mechanisms for electrons to be excited to the

conduction band is due to thermal energy, the conductivity of semiconductors is strongly

dependent on the temperature of the material.

This band gap is one of the most useful aspects of the band structure, as it strongly influences the

electrical and optical properties of the material. Electrons can transfer from one band to the other

by means of carrier generation and recombination processes. The band gap and defect states

created in the band gap by doping can be used to create semiconductor devices such as solar

cells, diodes, transistors, laser diodes, and others.

2. Electronic Band Structure

In solid-state physics, the electronic band structure (or simply band structure) of a solid describes

ranges of energy that an electron is "forbidden" or "allowed" to have. It is due to the diffraction

of the quantum mechanical electron waves in the periodic crystal lattice. The band structure of a

material determines several characteristics, in particular its electronic and optical properties.

The electrons of a single free-standing atom occupy atomic orbitals, which form a discrete set of

energy levels. If several atoms are brought together into a molecule, their atomic orbitals split, as

in a coupled oscillation. This produces a number of molecular orbitals proportional to the

number of atoms. When a large number of atoms (of order 1020 or more) are brought together to

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

3
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



form a solid, the number of orbitals becomes exceedingly large, and the difference in energy

between them becomes very small, so the levels may be considered to form continuous bands of

energy rather than the discrete energy levels of the atoms in isolation. However, some intervals

of energy contain no orbitals, no matter how many atoms are aggregated, forming band gaps.

Within an energy band, energy levels are so numerous as to be a near continuum. First, the

separation between energy levels in a solid is comparable with the energy that electrons

constantly exchange with phonons (atomic vibrations). Second, it is comparable with the energy

uncertainty due to the Heisenberg uncertainty principle, for reasonably long intervals of time. As

a result, the separation between energy levels is of no consequence.

3. Energy Bands and Electrical Conduction

Like in other solids, the electrons in semiconductors can have energies only within certain bands

(ie. ranges of levels of energy) between the energy of the ground state, corresponding to

electrons tightly bound to the atomic nuclei of the material, and the free electron energy, which is

the energy required for an electron to escape entirely from the material. The energy bands each

correspond to a large number of discrete quantum states of the electrons, and most of the states

with low energy (closer to the nucleus) are full, up to a particular band called the valence band.

Semiconductors and insulators are distinguished from metals because the valence band in the

semiconductor materials is very nearly full under usual operating conditions, thus causing more

electrons to be available in the conduction band.

The ease with which electrons in a semiconductor can be excited from the valence band to the

conduction band depends on the band gap between the bands, and it is the size of this energy

bandgap that serves as an arbitrary dividing line (roughly 4 eV) between semiconductors and

insulators. In the picture of covalent bonds, an electron moves by hopping to a neighboring bond.

Because of the Paulis exclusion principle it has to be lifted into the higher anti-bonding state of

that bond. In the picture of delocalized states, for example in one dimension that is in a wire, for
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every energy there is a state with electrons flowing in one direction and one state for the

electrons flowing in the other. For a net current to flow some more states for one direction than

for the other direction have to be occupied and for this energy is needed. For a metal this can be

a very small energy in the semiconductor the next higher states lie above the band gap. Often this

is stated as: full bands do not contribute to the electrical conductivity. However, as the

temperature of a semiconductor rises above absolute zero, there is more energy in the

semiconductor to spend on lattice vibration and more importantly for us on lifting some electrons

into an energy states of the conduction band, which is the band immediately above the valence

band. The current-carrying electrons in the conduction band are known as "free electrons",

although they are often simply called "electrons" if context allows this usage to be clear.

Electrons excited to the conduction band also leave behind electron holes, or unoccupied states

in the valence band. Both the conduction band electrons and the valence band holes contribute to

electrical conductivity. The holes themselves don't actually move, but a neighboring electron can

move to fill the hole, leaving a hole at the place it has just come from, and in this way the holes

appear to move, and the holes behave as if they were actual positively charged particles. One

covalent bond between neighboring atoms in the solid is ten times stronger than the binding of

the single electron to the atom, so freeing the electron does not imply destruction of the crystal

structure.

4. Holes: Electron Absence as a Charge Carrier

The notion of holes, which was introduced for semiconductors, can also be applied to metals,

where the Fermi level lies within the conduction band. With most metals the Hall effect reveals

electrons to be the charge carriers, but some metals have a mostly filled conduction band, and the

Hall effect reveals positive charge carriers, which are not the ion-cores, but holes. Contrast this

to some conductors like solutions of salts, or plasma. In the case of a metal, only a small amount

of energy is needed for the electrons to find other unoccupied states to move into, and hence for

current to flow. Sometimes even in this case it may be said that a hole was left behind, to explain
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why the electron does not fall back to lower energies: It cannot find a hole. In the end in both

materials electron-phonon scattering and defects are the dominant causes for resistance.

The energy distribution of the electrons determines which of the states are filled and which are

empty. This distribution is described by Fermi-Dirac statistics. The distribution is characterized

by the temperature of the electrons, and the Fermi energy or Fermi level. Under absolute zero

conditions the Fermi energy can be thought of as the energy up to which available electron states

are occupied. At higher temperatures, the Fermi energy is the energy at which the probability of

a state being occupied has fallen to 0.5. The dependence of the electron energy distribution on

temperature also explains why the conductivity of a semiconductor has a strong temperature

dependency, as a semiconductor operating at lower temperatures will have fewer available free

electrons and holes able to do the work.

5. Energy-momentum Dispersion

The reason that the energies of the states are broadened into a band is that the energy depends on

the value of the wave vector, or k-vector, of the electron. The k-vector, in quantum mechanics, is

the representation of the momentum of a particle. The dispersion relationship determines the

effective mass, m * , of electrons or holes in the semiconductor, according to the formula:

The effective mass is important as it affects many of the electrical properties of the

semiconductor, such as the electron or hole mobility, which in turn influences the diffusivity of

the charge carriers and the electrical conductivity of the semiconductor. Typically the effective

mass of electrons and holes are different. This affects the relative performance of p-channel and

n-channel IGFETs, for example. The top of the valence band and the bottom of the conduction

band might not occur at that same value of k. Materials with this situation, such as silicon and

germanium, are known as indirect bandgap materials. Materials in which the band extrema are

aligned in k, for example gallium arsenide, are called direct bandgap semiconductors. Direct gap

semiconductors are particularly important in optoelectronics because they are much more

efficient as light emitters than indirect gap materials.
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6. Carrier Generation and Combination

When ionizing radiation strikes a semiconductor, it may excite an electron out of its energy level

and consequently leave a hole. This process is known as electronhole pair generation. Electron-

hole pairs are constantly generated from thermal energy as well, in the absence of any external

energy source. Electron-hole pairs are also apt to recombine. Conservation of energy demands

that these recombination events, in which an electron loses an amount of energy larger than the

band gap, be accompanied by the emission of thermal energy (in the form of phonons) or

radiation (in the form of photons). In some states, the generation and recombination of

electronhole pairs are in equipoise. The number of electron-hole pairs in the steady state at a

given temperature is determined by quantum statistical mechanics. The precise quantum

mechanical mechanisms of generation and recombination are governed by conservation of

energy and conservation of momentum.

As the probability that electrons and holes meet together is proportional to the product of their

amounts, the product is in steady state nearly constant at a given temperature, providing that

there is no significant electric field (which might "flush" carriers of both types, or move them

from neighbour regions containing more of them to meet together) or externally driven pair

generation. The product is a function of the temperature, as the probability of getting enough

thermal energy to produce a pair increases with temperature, being approximately 1exp(−EG / kT),

where k is Boltzmann's constant, T is absolute temperature and EG is band gap. The probability

of meeting is increased by carrier traps impurities or dislocations which can trap an electron or

hole and hold it until a pair is completed. Such carrier traps are sometimes purposely added to

reduce the time needed to reach the steady state.

7. Doping

The property of semiconductors that makes them most useful for constructing electronic devices

is that their conductivity may easily be modified by introducing impurities into their crystal

lattice. The process of adding controlled impurities to a semiconductor is known as doping. The

amount of impurity, or dopant, added to an intrinsic (pure) semiconductor varies its level of

conductivity. Doped semiconductors are often referred to as extrinsic. By adding impurity to
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pure semiconductors, the electrical conductivity may be varied not only by the number of

impurity atoms but also, by the type of impurity atom and the changes may be thousand folds

and million folds. For example - 1 cm3 of a metal or semiconductor specimen has a number of

atoms of the order of 1022. Since every atom in metal donates at least one free electron for

conduction in metal, 1 cm3 of metal contains number of free electrons in the order of 1022. At the

temperature close to 20 C , 1 cm3 of pure germanium contains about 4.2 1022 atoms and 2.5 1013

free electrons and 2.5 1013 holes (empty spaces in crystal lattice having positive charge) The

addition of 0.001% of arsenic (impurity) donates extra 1017 free electrons in the same volume

and the electrical conductivity increases about 10,000 times."

8. Preparation of Semiconductor Materials

Semiconductors with predictable, reliable electronic properties are necessary for mass

production. The level of chemical purity needed is extremely high because the presence of

impurities even in very small proportions can have large effects on the properties of the material.

A high degree of crystalline perfection is also required, since faults in crystal structure (such as

dislocations, twins, and stacking faults) interfere with the semiconducting properties of the

material. Crystalline faults are a major cause of defective semiconductor devices. The larger the

crystal, the more difficult it is to achieve the necessary perfection. Current mass production

processes use crystal ingots between four and twelve inches (300 mm) in diameter which are

grown as cylinders and sliced into wafers.

Because of the required level of chemical purity and the perfection of the crystal structure which

are needed to make semiconductor devices, special methods have been developed to produce the

initial semiconductor material. A technique for achieving high purity includes growing the

crystal using the Czochralski process. An additional step that can be used to further increase

purity is known as zone refining. In zone refining, part of a solid crystal is melted. The impurities

tend to concentrate in the melted region, while the desired material recrystalizes leaving the solid

material more pure and with fewer crystalline faults. In manufacturing semiconductor devices

involving heterojunctions between different semiconductor materials, the lattice constant, which
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is the length of the repeating element of the crystal structure, is important for determining the

compatibility of materials.

Topic Objective:

At the end of the topic the student should be able to:

 Define the terms Analog to Digital Converter and Digital to Analog Converter

 Understand the practical operation of Digital to Analog Converter

 Learn about the applications of DAC

 Learn about the types of DAC

 Understand the ADC Structure

 Learn about the applications of ADC

 Understand the concept of MEMS Technology

Definition/Overview:

Analog-to-Digital Converter: An analog-to-digital converter (abbreviated ADC, A/D or A to

D) is a device which converts continuous signals to discrete digital numbers. The reverse

operation is performed by a digital-to-analog converter (DAC). Typically, an ADC is an

electronic device that converts an input analog voltage (or current) to a digital number. However,

some non-electronic or only partially electronic devices, such as rotary encoders, can also be

considered ADCs. The digital output may use different coding schemes, such as binary, Gray

code or two's complement binary.

Digital to Analog Converter: In electronics, a digital-to-analog converter (DAC or D-to-A) is a

device for converting a digital (usually binary) code to an analog signal (current, voltage or

electric charge).
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Key Points:

1. Practical Operation of Digital to Analog Converter

Instead of impulses, usually the sequence of numbers updates the analogue voltage at uniform

sampling intervals. These numbers are written to the DAC, typically with a clock signal that

causes each number to be latched in sequence, at which time the DAC output voltage changes

rapidly from the previous value to the value represented by the currently latched number. The

effect of this is that the output voltage is held in time at the current value until the next input

number is latched resulting in a piecewise constant or 'staircase' shaped output. This is equivalent

to a zero-order hold operation and has an effect on the frequency response of the reconstructed

signal.

The fact that practical DACs output a sequence of piecewise constant values or rectangular

pulses would cause multiple harmonics above the nyquist frequency. These are typically

removed with a low pass filter acting as a reconstruction filter. However, this filter means that

there is an inherent effect of the zero-order hold on the effective frequency response of the DAC

resulting in a mild roll-off of gain at the higher frequencies (often a 3.9224 dB loss at the

Nyquist frequency) and depending on the filter, phase distortion. This high-frequency roll-off is

the output characteristic of the DAC, and is not an inherent property of the sampled data.

2. Applications of DAC

2.1. Audio

Most modern audio signals are stored in digital form (for example MP3s and CDs) and in

order to be heard through speakers they must be converted into an analog signal. DACs

are therefore found in CD players, digital music players, and PC sound cards. Specialist

stand-alone DACs can also be found in high-end hi-fi systems. These normally take the

digital output of a CD player (or dedicated transport) and convert the signal into a line-
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level output that can then be fed into a pre-amplifier stage. Similar digital-to-analog

converters can be found in digital speakers such as USB speakers, and in sound cards.

2.2. Video

Video signals from a digital source, such as a computer, must be converted to analog

form if they are to be displayed on an analog monitor. As of 2007, analog inputs are more

commonly used than digital, but this may change as flat panel displays with DVI and/or

HDMI connections become more widespread. A video DAC is, however, incorporated in

any Digital Video Player with analog outputs. The DAC is usually integrated with some

memory (RAM), which contains conversion tables for gamma correction, contrast and

brightness, to make a device called a RAMDAC. A device that is distantly related to the

DAC is the digitally controlled potentiometer, used to control an analog signal digitally.

3. Types of DAC

The most common types of electronic DACs are:

 The Pulse Width Modulator, the simplest DAC type. A stable current or voltage is switched

into a low pass analog filter with a duration determined by the digital input code. This technique

is often used for electric motor speed control, and is now becoming common in high-fidelity

audio.

 Oversampling DACs or Interpolating DACs such as the Delta-Sigma DAC, use a pulse

density conversion technique. The oversampling technique allows for the use of a lower

resolution DAC internally. A simple 1-bit DAC is often chosen because the oversampled result is

inherently linear. The DAC is driven with a pulse density modulated signal, created with the use

of a low-pass filter, step nonlinearity (the actual 1-bit DAC), and negative feedback loop, in a

technique called delta-sigma modulation. This results in an effective high-pass filter acting on

the quantization (signal processing) noise, thus steering this noise out of the low frequencies of

interest into the high frequencies of little interest, which is called noise shaping (very high

frequencies because of the oversampling). The quantization noise at these high frequencies are
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removed or greatly attenuated by use of an analog low-pass filter at the output (sometimes a

simple RC low-pass circuit is sufficient). Most very high resolution DACs (greater than 16 bits)

are of this type due to its high linearity and low cost. Higher oversampling rates can either relax

the specifications of the output low-pass filter or enable further suppression of quantization

noise. Speeds of greater than 100 thousand samples per second (for example, 192kHz) and

resolutions of 24 bits are attainable with Delta-Sigma DACs. A short comparison with pulse

width modulation shows that a 1-bit DAC with a simple first-order integrator would have to run

at 3 THz (which is physically unrealizable) to achieve 24 meaningful bits of resolution, requiring

a higher order low-pass filter in the noise-shaping loop. A single integrator is a low pass filter

with a frequency response inversely proportional to frequency and using one such integrator in

the noise-shaping loop is a first order delta-sigma modulator. Multiple higher order topologies

(such as MASH) are used to achieve higher degrees of noise-shaping with a stable topology.

 The Binary Weighted DAC, which contains one resistor or current source for each bit of the

DAC connected to a summing point. These precise voltages or currents sum to the correct output

value. This is one of the fastest conversion methods but suffers from poor accuracy because of

the high precision required for each individual voltage or current. Such high-precision resistors

and current-sources are expensive, so this type of converter is usually limited to 8-bit resolution

or less.

 The R-2R ladder DAC, which is a binary weighted DAC that uses a repeating cascaded

structure of resistor values R and 2R. This improves the precision due to the relative ease of

producing equal valued matched resistors (or current sources). However, wide converters

perform slowly due to increasingly large RC-constants for each added R-2R link.

 The Thermometer coded DAC, which contains an equal resistor or current source segment for

each possible value of DAC output. An 8-bit thermometer DAC would have 255 segments, and a

16-bit thermometer DAC would have 65,535 segments. This is perhaps the fastest and highest

precision DAC architecture but at the expense of high cost. Conversion speeds of >1 billion

samples per second have been reached with this type of DAC.

 Hybrid DACs, which use a combination of the above techniques in a single converter. Most

DAC integrated circuits are of this type due to the difficulty of getting low cost, high speed and

high precision in one device.
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o The Segmented DAC, which combines the thermometer coded principle for the most

significant bits and the binary weighted principle for the least significant bits. In this

way, a compromise is obtained between precision (by the use of the thermometer

coded principle) and number of resistors or current sources (by the use of the binary

weighted principle). The full binary weighted design means 0% segmentation, the full

thermometer coded design means 100% segmentation.

4. ADC Structures

These are the most common ways of implementing an electronic ADC:

 A direct conversion ADC or flash ADC has a bank of comparators, each firing for their

decoded voltage range. The comparator bank feeds a logic circuit that generates a code for each

voltage range. Direct conversion is very fast, but usually has only 8 bits of resolution (255

comparators - since the number of comparators required is 2n - 1) or fewer, as it needs a large,

expensive circuit. ADCs of this type have a large die size, a high input capacitance, and are

prone to produce glitches on the output (by outputting an out-of-sequence code). Scaling to

newer submicron technologies does not help as the device mismatch is the dominant design

limitation. They are often used for video, wideband communications or other fast signals in

optical storage.

 A successive-approximation ADC uses a comparator to reject ranges of voltages, eventually

settling on a final voltage range. Successive approximation works by constantly comparing the

input voltage to the output of an internal digital to analog converter (DAC, fed by the current

value of the approximation) until the best approximation is achieved. At each step in this

process, a binary value of the approximation is stored in a successive approximation register

(SAR). The SAR uses a reference voltage (which is the largest signal the ADC is to convert) for

comparisons. For example if the input voltage is 60 V and the reference voltage is 100 V, in the

1st clock cycle, 60 V is compared to 50 V (the reference, divided by two. This is the voltage at

the output of the internal DAC when the input is a '1' followed by zeros), and the voltage from

the comparator is positive (or '1') (because 60 V is greater than 50 V). At this point the first

binary digit (MSB) is set to a '1'. In the 2nd clock cycle the input voltage is compared to 75 V

(being halfway between 100 and 50 V: This is the output of the internal DAC when its input is
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'11' followed by zeros) because 60 V is less than 75 V, the comparator output is now negative (or

'0'). The second binary digit is therefore set to a '0'. In the 3rd clock cycle, the input voltage is

compared with 62.5 V (halfway between 50 V and 75 V: This is the output of the internal DAC

when its input is '101' followed by zeros). The output of the comparator is negative or '0'

(because 60 V is less than 62.5 V) so the third binary digit is set to a 0. The fourth clock cycle

similarly results in the fourth digit being a '1' (60 V is greater than 56.25 V, the DAC output for

'1001' followed by zeros). The result of this would be in the binary form 1001. This is also called

bit-weighting conversion, and is similar to a binary search. The analogue value is rounded to the

nearest binary value below, meaning this converter type is mid-rise. Because the approximations

are successive (not simultaneous), the conversion takes one clock-cycle for each bit of resolution

desired. The clock frequency must be equal to the sampling frequency multiplied by the number

of bits of resolution desired. For example, to sample audio at 44.1 kHz with 32 bit resolution, a

clock frequency of over 1.4 MHz would be required. ADCs of this type have good resolutions

and quite wide ranges. They are more complex than some other designs.

 A ramp-compare ADC (also called integrating, dual-slope or multi-slope ADC) produces a

saw-tooth signal that ramps up, then quickly falls to zero. When the ramp starts, a timer starts

counting. When the ramp voltage matches the input, a comparator fires, and the timer's value is

recorded. Timed ramp converters require the least number of transistors. The ramp time is

sensitive to temperature because the circuit generating the ramp is often just some simple

oscillator. There are two solutions: use a clocked counter driving a DAC and then use the

comparator to preserve the counter's value, or calibrate the timed ramp. A special advantage of

the ramp-compare system is that comparing a second signal just requires another comparator,

and another register to store the voltage value. A very simple (non-linear) ramp-converter can be

implemented with a microcontroller and one resistor and capacitor. Vice versa a filled capacitor

can be taken from an integrator, time-to-amplitude converter, phase detector, sample and hold

circuit, or peak and hold circuit and discharged. This has the advantage that a slow comparator

cannot be disturbed by fast input changes.

 A delta-encoded ADC has an up-down counter that feeds a digital to analog converter (DAC).

The input signal and the DAC both go to a comparator. The comparator controls the counter. The

circuit uses negative feedback from the comparator to adjust the counter until the DAC's output

is close enough to the input signal. The number is read from the counter. Delta converters have
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very wide ranges, and high resolution, but the conversion time is dependent on the input signal

level, though it will always have a guaranteed worst-case. Delta converters are often very good

choices to read real-world signals. Most signals from physical systems do not change abruptly.

Some converters combine the delta and successive approximation approaches; this works

especially well when high frequencies are known to be small in magnitude.

 A pipeline ADC (also called subranging quantizer) uses two or more steps of subranging.

First, a coarse conversion is done. In a second step, the difference to the input signal is

determined with a digital to analog converter (DAC). This difference is then converted finer, and

the results are combined in a last step. This can be considered a refinement of the successive

approximation ADC wherein the feedback reference signal consists of the interim conversion of

a whole range of bits (for example, four bits) rather than just the next-most-significant bit. By

combining the merits of the successive approximation and flash ADCs this type is fast, has a

high resolution, and only requires a small die size.

 A Sigma-Delta ADC (also known as a Delta-Sigma ADC) oversamples the desired signal by a

large factor and filters the desired signal band. Generally a smaller number of bits than required

are converted using a Flash ADC after the Filter. The resulting signal, along with the error

generated by the discrete levels of the Flash, is fed back and subtracted from the input to the

filter. This negative feedback has the effect of noise shaping the error due to the Flash so that it

does not appear in the desired signal frequencies. A digital filter (decimation filter) follows the

ADC which reduces the sampling rate, filters off unwanted noise signal and increases the

resolution of the output. (sigma-delta modulation, also called delta-sigma modulation)

 A Time-stretch analog-to-digital converter (TS-ADC) digitizes a very wide bandwidth analog

signal, that cannot be digitized by a conventional electronic ADC, by time-stretching the signal

prior to digitization. It commonly uses a photonic preprocessor frontend to time-stretch the

signal, which effectively slows the signal down in time and compresses its bandwidth. As a

result, an electronic backend ADC, that would have been too slow to capture the original signal,

can now capture this slowed down signal. For continuous capture of the signal, the frontend also

divides the signal into multiple segments in addition to time-stretching. Each segment is

individually digitized by a separate electronic ADC. Finally, a digital signal processor rearranges

the samples and removes any distortions added by the frontend to yield the binary data that is the

digital representation of the original analog signal.
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5. Applications of ADC

5.1. Application to Music Recording

ADCs are integral to current music reproduction technology. Since much music

production is done on computers, when an analog recording is used, an ADC is needed to

create the PCM data stream that goes onto a compact disc. The current crop of AD

converters utilized in music can sample at rates up to 192 kilohertz. Many people in the

business consider this an overkill and pure marketing hype, due to the Nyquist-Shannon

sampling theorem. Simply put, they say the analog waveform does not have enough

information in it to necessitate such high sampling rates, and typical recording techniques

for high-fidelity audio are usually sampled at either 44.1 kHz (the standard for CD) or 48

kHz (commonly used for radio/TV broadcast applications).

However, this kind of bandwidth headroom allows the use of cheaper or faster anti-

aliasing filters of less severe filtering slopes. The proponents of oversampling assert that

such shallower anti-aliasing filters produce less deleterious effects on sound quality,

exactly because of their gentler slopes. Others prefer entirely filterless AD conversion,

arguing that aliasing is less detrimental to sound perception than pre-conversion

brickwall filtering. Considerable literature exists on these matters, but commercial

considerations often play a significant role. Most high-profile recording studios record in

24-bit/192-176.4 kHz PCM or in DSD formats, and then downsample or decimate the

signal for Red-Book CD production.

5.2. Other Applications

AD converters are used virtually everywhere where an analog signal has to be processed,

stored, or transported in digital form. Fast video ADCs are used, for example, in TV tuner
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cards. Slow on-chip 8, 10, 12, or 16 bit ADCs are common in microcontrollers. Very fast

ADCs are needed in digital oscilloscopes, and are crucial for new applications like

software defined radio.

6. What is MEMS Technology?

Micro-Electro-Mechanical Systems (MEMS) is the integration of mechanical elements, sensors,

actuators, and electronics on a common silicon substrate through microfabrication technology.

While the electronics are fabricated using integrated circuit (IC) process sequences (e.g., CMOS,

Bipolar, or BICMOS processes), the micromechanical components are fabricated using

compatible "micromachining" processes that selectively etch away parts of the silicon wafer or

add new structural layers to form the mechanical and electromechanical devices.

MEMS promises to revolutionize nearly every product category by bringing together silicon-

based microelectronics with micromachining technology, making possible the realization of

complete systems-on-a-chip. MEMS is an enabling technology allowing the development of

smart products, augmenting the computational ability of microelectronics with the perception

and control capabilities of microsensors and microactuators and expanding the space of possible

designs and applications.

Microelectronic integrated circuits can be thought of as the "brains" of a system and MEMS

augments this decision-making capability with "eyes" and "arms", to allow Microsystems to

sense and control the environment. Sensors gather information from the environment through

measuring mechanical, thermal, biological, chemical, optical, and magnetic phenomena. The

electronics then process the information derived from the sensors and through some decision

making capability direct the actuators to respond by moving, positioning, regulating, pumping,

and filtering, thereby controlling the environment for some desired outcome or purpose. Because

MEMS devices are manufactured using batch fabrication techniques similar to those used for

integrated circuits, unprecedented levels of functionality, reliability, and sophistication can be

placed on a small silicon chip at a relatively low cost.
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In Section 2 of this course you will cover these topics:

How Chips Are Designed

How Chips Are Made

Topic Objective:

At the end of the topic the student should be able to:

 Learn about the Old-style Design Process

 Learn about the EDA Design Tools

 Learn about the Schematic Capture

 Learn about the Hardware Synthesis

 Learn about the Hardware-Description Languages

 Learn about the Producing a Netlist

 Learn about the Floor Planning

 Learn about the Place and Route

 Learn about the verification of the Design Works

Definition/Overview:

Chip: In Electronics, a chip can be defined as an equipment consisting of a small crystal of a

silicon semiconductor fabricated to carry out a number of electronic functions in an integrated

circuit.

Electronic Design Automation: Electronic design automation (EDA) is the category of tools for

designing and producing electronic systems ranging from printed circuit boards (PCBs) to

integrated circuits. This is sometimes referred to as ECAD (electronic computer-aided design) or

just CAD. (Printed circuit boards and wire wrap both contain specialized discussions of the EDA

used for those.)

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

18
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Chip design has come a long way since the first semiconductor chips were assembled, literally,

by hand. Rarely does a profession reinvent itself so often and so fundamentally. New chips today

are designed in a completely different manner from those of just 10 years ago; it's almost certain

that the job description will change again in another 10 years. New chips are designed, naturally

enough, with the help of computers. These computers (often called engineering workstations)

and the chips inside them were themselves designed this way, providing a nice circular closure to

the entire process. The computers that chip-design engineers use are not fundamentally different

from a normal PC, and even the specialized software would not look too alien to a casual PC

user.

Key Points:

1. Old-style Design Process

Before personal computers, EDA, and automated tools, engineers originally used rubylith, a red

plastic film sold by art-supply houses that is still used today by sign makers and graphic artists.

Early chip designers would cut strips of rubylith with X-acto knives and tape them to large

transparent sheets hanging on their wall. Each layer of silicon or aluminum in the final chip

required its own separate sheet, covered with a criss-crossing pattern of taped-on stripes.

By laying two or more of these transparent sheets atop one another and lining them up carefully,

you could check to make sure that the rubylith from one touched the rubylith from another at

exactly the right points. Or, you'd make sure the tape strips didn't touch, creating an unwanted

electrical short in the actual chip. This was painstaking work, to be sure, but such are the

tribulations of the pioneers. The whole process was a bit like designing a tall building by

drawing each floor on a separate sheet and stacking the sheets to be sure the walls, wiring, stairs,

and plumbing all match up precisely. This task was called taping out, for reasons that are fairly
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obvious. Tape out was (and still is) a big milestone in every chip-design project. Once you'd

taped out, you were nearly done. All the preliminary design work was complete, all the

calculations were checked and double-checked, and all the planning was finished. About the only

thing left to do was to wait for the chip to be made.

One last step remained, however, before you could get excited about waiting for silicon. You had

to make film from your oversized rubylith layers. This was a simple photographic reduction

process. Each rubylith-covered layer was used as a mask, projecting criss-crossed shadows onto

a small film negative. It works just like a slide projector showing vacation snapshots on a big

screen, but instead of making the images bigger, the reduction process makes them smaller. Each

separate rubylith layer is projected onto a different film negative that is exactly the size of the

chip itself, less than one inch on a side. Now you have a film set that you can send for

fabrication.

2. EDA Design Tools

Modern chips are far too complex to design manually. No single engineer can personally

understand everything that goes on inside a new chip. Even teams of engineers have no single

member who truly understands all the details and nuances of the design. One person might

manage the project and command the overall architecture of the chip, but individual engineers

will be responsible for portions of the detailed design. They must work together as a team, and

they must rely on and trust each other as well as their tools.

Those tools are all computer programs. Just as an experienced carpenter will accumulate a

toolbox full of favored tools, chip designers develop a repertoire of computer programs that aid

in various aspects of chip design. No single EDA tool can take a chip design from start to finish,

just as no carpenter's tool can do every job. The assortment is important, and using a mixture of

EDA tools is part of an engineer's craft.
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3. Schematic Capture

Schematic diagrams are the time-honored way of representing electrical circuits. At least that's

true for simple electrical circuits. Schematics, or wiring diagrams, are like subway maps. They

draw, more or less realistically, the actual arrangement of wires and components (lines and

stations). The diagram might be stylized a bit for easier understanding, like the classic route map

for the London Underground, but for the most part, schematics are accurate, maps of circuit

connections.

Drawing a schematic on paper doesn't do an engineer any good if the goal is to ultimately

transfer that design into film to have a chip made. Instead, schematics are drawn on a computer

screen using schematic-capture software. With this, you can drag and drop symbols for various

electrical components (adders, resistors, etc.) across your screen and then connect them by

drawing wires between them. The schematic-capture software takes care of the simpler

annotation chores like labeling each function and making sure no wires are left dangling in

midair. Schematic-capture software is a bit like word-processing software in that it won't provide

inspiration or talent or create designs from nothing, but it will catch common mistakes and keep

your workspace free from embarrassing erasure marks.

A number of companies supply schematic-capture software, but most vendors are small firms

and their ranks are dwindling. Modern chips are too complex to be designed this way, not

because the schematic-capture programs can't handle it, but because the engineers can't.

Designing a multimillion-transistor chip using schematic-capture software would be like painting

a bridge with a tiny artist's brush and palette. There's just far too much area to cover and not

enough time.
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4. Hardware Synthesis

To alleviate some of the tedium of designing a chip bit by bit, engineers have turned to a new

method, called hardware synthesis. Synthesis is not quite as space-age as it might sound: Chips

are not magically synthesized from thin air. Instead, engineers feed their computers instructions

about the chip's organization and the computer generates the detailed circuit designs. (The exact

method for doing this is described in the next section.) The engineer still has to design the chip,

just not at such a detailed level. It's like the difference between describing a brick wall, brick by

brick and inch by inch, or telling an as_sistant, "Build me a brick wall that's three feet high by 10

feet long." If you have an assistant you trust who is skilled in bricklaying, you should get the

same result either way.

Theoretically, that's true of hardware synthesis as well, but the reality is somewhat different.

Although today's chip designers have overwhelmingly adopted hardware synthesis for their

work, they still grumble about the trade-offs. For example, synthesized designs tend to run about

20 to 30 percent slower than "handcrafted" chip designs. Instead of running at 500 MHz, a

synthesized chip might run at only 400 MHz. That's fine if it's a low-cost chip that really only

needs to run at, say, 250 MHz. However, it's a showstopper if you're selling prestigious high-end

microprocessors for personal computers. There are a few types of chips, therefore, that are still

not designed using hardware synthesis because the vendor can't afford the reduction in

performance.

Another drawback of hardware synthesis is that the resulting chips are often about 30 to 50

percent larger in terms of silicon real estate. More silicon means more cost, both because they

need more raw material and because fewer chips fit on a round silicon wafer. Bigger chips mean

lower manufacturing yields. Once again, there are certain chip makers that don't use hardware

synthesis because they're shaving every penny of cost possible. Third, chips made from

synthesized designs tend to use more electricity than do manually designed chips. That's a side

effect of the larger silicon size previously mentioned. More silicon means more power drained,

and the difference can be 20 percent or more. For extremely low-power chips, such as the ones
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used in cellular telephones, handcrafted chips are still popular. Despite all these serious

drawbacks, most new chips are created from synthesized designs simply because there's no other

way. Even big engineering teams need the help of hardware-synthesis programs to finish a large

chip in a reasonable amount of time. It takes a long time to finish a cathedral if you're laying

every brick by hand.

Companies will often use design styles, synthesis and handcrafting. The first generation of a new

chip will usually be designed with hardware-syn_thesis languages (described later) to get the

chip out the door and onto the market as quickly as possible. After the chip is released (assuming

that it sells well), the company might order its engineers to revise or redesign the chip, this time

using more labor-intensive methods to shrink the silicon size, reduce power consumption, and

cut manufacturing costs. This "second spin" of the chip will often appear six to nine months after

the first version. When microprocessor makers announce faster, upgraded versions of an existing

chip, this is often how the new chip was created.

5. Hardware-Description Languages

Schematics are fine, up to a point, but they're too detail-oriented for large-scale designs, which

modern chips have become. Instead, engineering teams need something that's more high-level

and more abstract; something that allows them to think big and avoid getting bogged down in so

many of the electrical details of what they're creating. What they'd like is some way to describe

what they want, and have a tool magically produce it.

Enter hardware-description languages (HDLs), the next step up the evolutionary ladder from

schematic-capture programs. HDLs also enable hardware synthesis. Using an HDL, engineering

teams can design the behavior of a circuit without exactly designing the circuit itself in detail.

The HDL tool will translate the engineers' wishes (albeit very specific and carefully defined

wishes) into a circuit design. Instead of using schematic-capture software to draw an adder and
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all of its attendant wiring, an HDL user can simply specify that he or she wants two numbers

added together. The HDL tool handles the detail work of selecting an adder and wiring it up.

HDLs are far from magical. Like all computer programs, they're very literal minded and can

misinterpret their user's wishes. Engineers spend years learning to use HDLs effectively and

have to be very methodical about defining what they want. The bigger the chip design, the

greater the opportunity for failure, so the greater the pressure to make sure everything's right.

HDLs look nothing like schematic capture. Instead of drawing figures on a screen, using an HDL

is more like writing. It's a hardware-description language, after all. Engineers use an HDL to tell

their computer what kind of circuit they want, in the form of a step-by-step procedure. The

computer then interprets the steps and produces an equivalent circuit diagram. If schematics are

blueprints, HDLs are recipes. For a large chip, this procedural description can be hundreds of

thousands of lines long, as long as a novel.

6. Producing a Netlist

Whether engineers use schematic capture or an HDL, their input will eventually be translated

into something called a netlist. A netlist, or a list of nets, is a tangled list of which electrical

circuits are connected to which other circuits. A netlist is generally only readable by a computer;

it's too convoluted and condensed to be of any use to a person. The netlist is just an intermediate

stop along the way to a new chip.

7. Floor Planning

After a chip's circuit design is created, it's time to start getting physical. Because the ultimate

goal is to produce film, which will then be used to fabricate a chip, there comes a point when the

design ceases being an abstract schematic or HDL description and starts to take on a real shape.

It's the point where architecture becomes floor planning. In fact, that's what it's called: chip floor

planning.
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Here a whole new software tool comes out of the engineer's toolbox. A floor-planning program

takes the netlist, counts the number of electronic functions and features that are in it, tallies up

the wires needed to connect it all, and estimates how much silicon real estate the chip will cover.

Naturally, the more complex the chip design, the bigger the chip will be. However, other factors

influence the size of the chip, too, such as precisely what company will be manufacturing the

chip and how fast it needs to run. (Slow-running chips can sometimes be packed more densely

than high-performance chips, saving silicon area and cost.) Many factors affecting a chip's size

and shape are hard to predict, even for the engineers who designed it. If a certain portion of the

chip needs to connect all the other parts of the chip, all the wires, tiny as they are, will take up

space and make the chip bigger.

The real job of the floor-planning program is to find the optimal arrangement for all the parts of

the chip. Which circuits should be near which other circuits? What's the best way to shorten the

wires? How will electricity be distributed among all the portions of the chip? Are there any

sensitive radio receivers or optical sensors on the chip that need to be isolated from other areas?

Of course, the floor planner also needs to pack this all into a rectangular (and ideally square) chip

design. Square chips fit best on a round silicon wafer, yielding more useful chips per wafer and

lowering overall manufacturing costs.

8. Place and Route

After the chip has been floor-planned (a new verb coined by chip engineers), it's time for the

detail work: routing all the tiny wires that connect the chip's various parts. Floor-planning blocks

out the rough shape of the chip and organizes its major components. Place and route (sometimes

shortened to P&R) works out the messy details of exactly where every transistor, capacitor, wire,

and resistor actually goes. It is as detailed a blueprint of the chip as will ever exist. If all goes

well, place and route is the last step in designing the chip before its creators hand it off to be

manufactured. Unfortunately, very little often goes well when a chip is placed and routed for the
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first time. Place and route software is horribly expensive because its task is so difficult. These

programs must manage millions of details, all interconnected with one another, and find the

optimal physical arrangement of the pieces without disturbing any of the connections among

them.

What typically happens after the first bout of placing and routing is that the EDA tool

figuratively throws up its hands and says it cannot complete the task. There might be too many

wire connections and not enough metal layers on which to route them. Or different portions of

the chip might be too far apart to connect them efficiently, a sign that the floor-planning software

has not done a good job. Furthermore, the engineering team might force some constraints on the

place and route program, prohibiting it from routing any wire that would exceed a certain length,

for example. In the world of chip design, if the chip successfully passes place and route the first

time, you weren't trying hard enough.

The next step depends on the attitude of the engineering team, the company's goals, and the time

they feel they have to finish the job. They might resubmit the chip design to the floor-planning

tool and hope (or specify) that it gives them different results. They might decide to loosen some

of the restrictions they placed on the place and route program. They might decide to spend the

extra money on an additional metal layer to ease overcrowding. Or they might go all the way

back to the beginning and change some of their original design, eliminating features or

connecting them in different ways. Either way, it means repeating some or all of the steps

leading up to place and route, and it usually means many sleepless nights bent over a flickering

computer screen, waiting for an encouraging result.

9. Verifying the Design Works

Assuming the chip eventually makes it through place and route in one piece, it would normally

be ready to send to the foundry for manufacturing. However, because the cost of tooling up a

foundry to make a new chip is so expensive (in the neighborhood of $500,000), it's vitally
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important that everyone involved in its design convince themselves that there are no remaining

bugs. There are few things more expensiveor more damaging to one's careerthan a brand new

chip that doesn't work, so verifying the design is the last, nail-biting step on the road to silicon.

The enormous costs of chip manufacturing have spawned a subindustry of companies providing

tools and tests to verify complex chips without actually building them. The business opportunity

for these companies lies in charging only slightly less than the cost of a bad chip. All these

verification tools work by simulating the chip before it's built. As with many things, the quality

of the simulation depends on how much you're willing to spend. There are roughly three levels of

simulation and some engineering teams make use of all three. Others make do with just the

simplest verification, not because they want to but because they can't afford anything more

complete.

9.1. C Modeling

The first and easiest type of simulation is called C modeling. As you might guess, this

consists of writing a computer program in C that attempts to duplicate the features and

functions of the chip's hardware design. The holes in this strategy are fairly obvious: If

the program isn't really an accurate reflection of the chip design, then it won't accurately

reflect any problems, either. This strategy also requires essentially two parallel projects:

the actual chip design, and the separate task of writing a program that's as close to the

chip as the programmer can make it. The major upside of this approach, and the reason so

many engineering teams use it, is its speed. It's quick to compile a C program (a few

minutes at most) and it's quick to run one. Within an hour or so, the engineers could have

a good idea of whatever shortcomings their chip might have. Many chip-design teams

create a new C model every day and run it overnight; the morning's results determine the

hardware team's task for the rest of the day.
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9.2. Hardware Simulation

A significant step up from software simulation of the chip is hardware simulation.

Despite the name, hardware simulation doesn't usually require any special hardware.

Instead, a computer picks through the original hardware description of the chip (usually

written in VHDL or Verilog) and attempts to simulate its behavior. This process is

painfully slow but quite accurate. Because it uses the very HDL description that will be

used to create the chip, there's no quibbling over the fidelity of the model.

Unfortunately, hardware simulation is so slow that large chips are often simulated in

chunks, instead of all at once, and this introduces errors. If there are problems when Part

A of the chip communicates with Part B, and these two chunks are simulated separately,

the hardware simulator won't find them. The alternatives are to let the simulation run for

many days or to buy a faster computer. Regrettably, the larger the chip, the greater the

need for accurate simulation, but the longer that simulation will take.

9.3. Hardware Emulation Boxes

The non plus ultra of chip verification is an emulator box. This is a relatively large box

packed full of reprogrammable logic chips, row after row. To emulate a new chip under

development, you first download the complete netlist of the chip into the emulator box.

The box then acts like a (much) larger and (much) slower version of the chip. The

advantages of this system are many. First, the emulator is real hardware, not a simulation,

so it behaves more or less like the new chip really will. The major exception is speed:

Emulator boxes run at less than 1 percent of the speed of a real chip, but that's still much

faster than a hardware simulator.

Second, emulator boxes generally emulate an entire chip, not just pieces of it. Naturally,

emulating larger chips requires a larger box, and commensurately more expense, but at
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least it's possible. Because the emulator box is real hardware, you can connect it to other

devices in the "real" world outside the box. For example, you can connect an emulated

video chip to a real video camera to see how it works. Finally, the emulator can be used

and reused at different stages in the chip's development, or even for different chips. In

fact, the latter case is often true. Emulator boxes are so expensive that they generally are

treated as company resources, shared among departments as the need arises.

Topic Objective:

At the end of the topic the student should be able to:

 Define the term Integrated Circuit

 Learn about the generations of ICs

 Learn about the manufacturing of ICs

Definition/Overview:

Integrated Circuit: In electronics, an integrated circuit (also known as IC, microcircuit,

microchip, silicon chip, or chip) is a miniaturized electronic circuit (consisting mainly of

semiconductor devices, as well as passive components) that has been manufactured in the surface

of a thin substrate of semiconductor material. Integrated circuits are used in almost all electronic

equipment in use today and have revolutionized the world of electronics. A hybrid integrated

circuit is a miniaturized electronic circuit constructed of individual semiconductor devices, as

well as passive components, bonded to a substrate or circuit board.
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Key Points:

1. Generations of ICs

1.1. SSI, MSI and LSI

The first integrated circuits contained only a few transistors. Called "Small-Scale

Integration" (SSI), they used circuits containing transistors numbering in the tens. SSI

circuits were crucial to early aerospace projects, and vice-versa. Both the Minuteman

missile and Apollo program needed lightweight digital computers for their inertial

guidance systems; the Apollo guidance computer led and motivated the integrated-circuit

technology, while the Minuteman missile forced it into mass-production. These programs

purchased almost all of the available integrated circuits from 1960 through 1963, and

almost alone provided the demand that funded the production improvements to get the

production costs from $1000/circuit (in 1960 dollars) to merely $25/circuit (in 1963

dollars). They began to appear in consumer products at the turn of the decade, a typical

application being FM inter-carrier sound processing in television receivers.

The next step in the development of integrated circuits, taken in the late 1960s,

introduced devices which contained hundreds of transistors on each chip, called

"Medium-Scale Integration" (MSI). They were attractive economically because while

they cost little more to produce than SSI devices, they allowed more complex systems to

be produced using smaller circuit boards, less assembly work (because of fewer separate

components), and a number of other advantages. Further development, driven by the

same economic factors, led to "Large-Scale Integration" (LSI) in the mid 1970s, with

tens of thousands of transistors per chip. Integrated circuits such as 1K-bit RAMs,

calculator chips, and the first microprocessors, that began to be manufactured in moderate

quantities in the early 1970s, had under 4000 transistors. True LSI circuits, approaching

10000 transistors, began to be produced around 1974, for computer main memories and

second-generation microprocessors.
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1.2. VLSI

The final step in the development process, starting in the 1980s and continuing through

the present, was "Very Large-Scale Integration" (VLSI). This could be said to start with

hundreds of thousands of transistors in the early 1980s, and continues beyond several

billion transistors as of 2007. There was no single breakthrough that allowed this increase

in complexity, though many factors helped. Manufacturing moved to smaller rules and

cleaner fabs, allowing them to produce chips with more transistors with adequate yield,

as summarized by the International Technology Roadmap for Semiconductors (ITRS).

Design tools improved enough to make it practical to finish these designs in a reasonable

time. The more energy efficient CMOS replaced NMOS and PMOS, avoiding a

prohibitive increase in power consumption. Better texts such as the landmark textbook by

Mead and Conway helped schools educate more designers, among other factors. In 1986

the first one megabit RAM chips were introduced, which contained more than one

million transistors. Microprocessor chips passed the million transistor mark in 1989 and

the billion transistor mark in 2005. The trend continues largely unabated, with chips

introduced in 2007 containing tens of billions of memory transistors.

1.3. ULSI, WSI, SOC and 3D-IC

To reflect further growth of the complexity, the term ULSI that stands for "Ultra-Large

Scale Integration" was proposed for chips of complexity of more than 1 million

transistors. Wafer-scale integration (WSI) is a system of building very-large integrated

circuits that uses an entire silicon wafer to produce a single "super-chip". Through a

combination of large size and reduced packaging, WSI could lead to dramatically

reduced costs for some systems, notably massively parallel supercomputers. The name is

taken from the term Very-Large-Scale Integration, the current state of the art when WSI

was being developed.
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System-on-a-Chip (SoC or SOC) is an integrated circuit in which all the components

needed for a computer or other system are included on a single chip. The design of such a

device can be complex and costly, and building disparate components on a single piece of

silicon may compromise the efficiency of some elements. However, these drawbacks are

offset by lower manufacturing and assembly costs and by a greatly reduced power

budget: because signals among the components are kept on-die, much less power is

required. Three Dimensional Integrated Circuit (3D-IC) has two or more layers of active

electronic components that are integrated both vertically and horizontally into a single

circuit. Communication between layers uses on-die signaling, so power consumption is

much lower than in equivalent separate circuits. Judicious use of short vertical wires can

substantially reduce overall wire length for faster operation.

2. Manufacturing of ICs

2.1. Fabrication

The semiconductors of the periodic table of the chemical elements were identified as the

most likely materials for a solid state vacuum tube by researchers like William Shockley

at Bell Laboratories starting in the 1930s. Starting with copper oxide, proceeding to

germanium, then silicon, the materials were systematically studied in the 1940s and

1950s. Today, silicon monocrystals are the main substrate used for integrated circuits

(ICs) although some III-V compounds of the periodic table such as gallium arsenide are

used for specialized applications like LEDs, lasers, solar cells and the highest-speed

integrated circuits. It took decades to perfect methods of creating crystals without defects

in the crystalline structure of the semiconducting material. Semiconductor ICs are

fabricated in a layer process which includes these key process steps:
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o Imaging

o Deposition

o Etching

The main process steps are supplemented by doping and cleaning. Mono-crystal silicon

wafers (or for special applications, silicon on sapphire or gallium arsenide wafers) are

used as the substrate. Photolithography is used to mark different areas of the substrate to

be doped or to have polysilicon, insulators or metal (typically aluminum) tracks deposited

on them.

o Integrated circuits are composed of many overlapping layers, each defined by

photolithography, and normally shown in different colors. Some layers mark where

various dopants are diffused into the substrate (called diffusion layers), some define

where additional ions are implanted (implant layers), some define the conductors

(polysilicon or metal layers), and some define the connections between the

conducting layers (via or contact layers). All components are constructed from a

specific combination of these layers.

o In a self-aligned CMOS process, a transistor is formed wherever the gate layer

(polysilicon or metal) crosses a diffusion layer.

o Capacitive structures, in form very much like the parallel conducting plates of a

traditional electrical capacitor, are formed according to the area of the "plates", with

insulating material between the plates. Capacitors of a wide range of sizes are

common on ICs.

o Meandering stripes of varying lengths are sometimes used to form on-chip resistors,

though most logic circuits do not need any resistors. The ratio of the length of the

resistive structure to its width, combined with its sheet resistivity, determines the

resistance.
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o More rarely, inductive structures can be built as tiny on-chip coils, or simulated by

gyrators.

Since a CMOS device only draws current on the transition between logic states, CMOS

devices consume much less current than bipolar devices. A random access memory is the

most regular type of integrated circuit; the highest density devices are thus memories; but

even a microprocessor will have memory on the chip. Although the structures are

intricate with widths which have been shrinking for decades the layers remain much

thinner than the device widths. The layers of material are fabricated much like a

photographic process, although light waves in the visible spectrum cannot be used to

"expose" a layer of material, as they would be too large for the features. Thus photons of

higher frequencies (typically ultraviolet) are used to create the patterns for each layer.

Because each feature is so small, electron microscopes are essential tools for a process

engineer who might be debugging a fabrication process.

Each device is tested before packaging using automated test equipment (ATE), in a

process known as wafer testing, or wafer probing. The wafer is then cut into rectangular

blocks, each of which is called a die. Each good die (plural dice, dies, or die) is then

connected into a package using aluminum (or gold) bond wires which are welded to pads,

usually found around the edge of the die. After packaging, the devices go through final

testing on the same or similar ATE used during wafer probing. Test cost can account for

over 25% of the cost of fabrication on lower cost products, but can be negligible on low

yielding, larger, and/or higher cost devices. As of 2005, a fabrication facility (commonly

known as a semiconductor lab) costs over a billion US Dollars to construct, because

much of the operation is automated. The most advanced processes employ the following

techniques:

o The wafers are up to 300 mm in diameter (wider than a common dinner plate).
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o Use of 65 nanometer or smaller chip manufacturing process. Intel, IBM, NEC, and

AMD are using 45 nanometers for their CPU chips. IBM and AMD are in

development of a 45 nm process using immersion lithography.

o Copper interconnects where copper wiring replaces aluminum for interconnects.

o Low-K dielectric insulators.

o Silicon on insulator (SOI)

o Strained silicon in a process used by IBM known as strained silicon directly on

insulator (SSDOI)

2.2. Packaging

The earliest integrated circuits were packaged in ceramic flat packs, which continued to

be used by the military for their reliability and small size for many years. Commercial

circuit packaging quickly moved to the dual in-line package (DIP), first in ceramic and

later in plastic. In the 1980s pin counts of VLSI circuits exceeded the practical limit for

DIP packaging, leading to pin grid array (PGA) and leadless chip carrier (LCC)

packages. Surface mount packaging appeared in the early 1980s and became popular in

the late 1980s, using finer lead pitch with leads formed as either gull-wing or J-lead, as

exemplified by small-outline integrated circuit -- a carrier which occupies an area about

30 50% less than an equivalent DIP, with a typical thickness that is 70% less. This

package has "gull wing" leads protruding from the two long sides and a lead spacing of

0.050 inches.

Small-outline integrated circuit (SOIC) and PLCC packages. In the late 1990s, PQFP and

TSOP packages became the most common for high pin count devices, though PGA

packages are still often used for high-end microprocessors. Intel and AMD are currently

transitioning from PGA packages on high-end microprocessors to land grid array (LGA)

packages.
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Ball grid array (BGA) packages have existed since the 1970s. Flip-chip Ball Grid Array

packages, which allow for much higher pin count than other package types, were

developed in the 1990s. In an FCBGA package the die is mounted upside-down (flipped)

and connects to the package balls via a package substrate that is similar to a printed-

circuit board rather than by wires. FCBGA packages allow an array of input-output

signals (called Area-I/O) to be distributed over the entire die rather than being confined to

the die periphery.

Traces out of the die, through the package, and into the printed circuit board have very

different electrical properties, compared to on-chip signals. They require special design

techniques and need much more electric power than signals confined to the chip itself.

When multiple dies are put in one package, it is called SiP, for System In Package. When

multiple dies are combined on a small substrate, often ceramic, it's called an MCM, or

Multi-Chip Module. The boundary between a big MCM and a small printed circuit board

is sometimes fuzzy.

In Section 3 of this course you will cover these topics:

Business And Markets

Essential Guide To Microprocessors

Topic Objective:

At the end of the topic the student should be able to:

 Define the term Military Electronics
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 Learn about the Semiconductor Product Markets

 Learn about the New Business Models

 Learn about the Semiconductor Device and Process Technology

Definition/Overview:

The semiconductor industry presents something of a conundrum to the outside observer.

Products based on amazing technologies are developed in huge, sophisticated, very expensive

facilities. The majority of these products are then sold for a few cents or a few dollars each in

mass markets. This market approach is driven by business decisions that:

 Maximize profits and minimize risks in a high-technology market that is extremely capital

intensive and subject to severe industry cycles

 Respond to increasing globalization

Military Electronics: This category gives the latest strategies among a dozen electronics

contract manufacturing companies serving the defense electronics market as well as the

outsourcing needs of a dozen prime and subcontractors for defense and commercial/military air

transportation.

Key Points:

1. Semiconductor Product Markets

The electronics and semiconductor industries, key building blocks of the global economy,

combine macro- and microeconomics in many ways. To understand the importance of these

industries, consider the size of the global economy in relation to the electronics industry.

According to current estimates, the global gross domestic product (GDP) was approximately

US$33 trillion in 2003, and the U.S. GDP was approximately US$10.4 trillion. Electronic
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equipment sales worldwide were estimated at US$1.04 trillion in 2003, and if one includes

software, services, and telecommunications, global spending for information technology (IT)

was US$2.26 trillion, or about 7.5 percent of total global economic activity.

Semiconductors are the basis for the electronics and IT industries, the crucial building blocks for

key elements. The semiconductor industry reached US$178 billion in 2003 and is estimated to

have reached US$223 billion in 2004. Not only is the semiconductor industry large, it also

represents 15.5 to 21.5 percent of the value of the electronics industry, depending on where it is

on the industry cycle in any given year.

Since its beginning as a laboratory experiment, the semiconductor industry has grown to more

than $200 billion, employing slightly less than half a million people worldwide. This exciting

increase has taken place in many technology areas, involves many companies, and has

undergone numerous business cycles, which have regularly shaken up the industry and caused it

to change its competitive structure and the way management addresses the market and invests in

new facilities and technology. In the past 20 years, the cumulative effect has been to compress

the business cycle, thus necessitating short-term planning at the corporate level.

The pressures of the semiconductor business cycle have been compounded by a decrease in the

industrys core growth rate, from approximately 15 to 17 percent through the mid-1990s to 10 to

12 percent in the past decade. The fundamental change in expectations for the industry has

complicated risk management, as executives assess investments for new facilities. When the cost

of a fabrication facility exceeded the billion dollar mark, executives were forced to develop new

business models to minimize their risk.

The cyclical nature and slow growth patterns of the industry also reflect the evolution of core

electronics markets. As electronic equipment proliferated and reached the trillion-dollar sales

level, it reached the limits of market penetration and brought the rate of growth closer to that of

overall global economic growth. The core electronics markets also illustrate the bullwhip effect

on the supply chain, whereby small changes in orders, say, for computers by end users propagate

through the system affecting retailers, distributors, manufacturers, and so on. Eventually, these
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changes have large, volatile effects on the suppliers of semiconductors, wires, and other building

blocks. Thus, the business cycles in the computer, telecommunications, and consumer electronics

industries have strong effects on the business cycle of the semiconductor industry. In the debacle

of 2001, for example, the semiconductor industry shrank by more than 30 percent.

These end-market shifts reflect the manufacturing shift towards Asia, as firms search for

integrated electronic supply chains and lower manufacturing costs. In 2000, the consumption of

semiconductors by region was roughly equal among the Americas, Asia, Europe, and Japan.

Beginning in 2001, however, consumption shifted towards Asia, and expectations are that Asia

will eventually constitute more than 50 percent of the market.

2. Semiconductor Device and Process Technology

As electronics markets adapt to shifting business cycles and changing geographic manufacturing

patterns, semiconductors remain the key technological element in electronic systems.

Researchers have developed a technology spectrum for maintaining a full semiconductor

pipeline and business processes and intellectual property rights regimes for the next 10 years.

Lets look at a few of the initiatives for the near term, midterm, and long term. In the near term

(less than two years), products that will reach their critical market volumes include silicon-

germanium chips, radio-frequency complementary metal-oxide semiconductors (CMOS) chips,

and platform application-specific integrated circuits (ASICs). Multiple competing firms are

bringing these products and technologies to market, and customers are starting to integrate them

into electronic systems. In the midterm (two to five years), technologies such as embedded field

programmable gate array (FPGA) cores and organic light-emitting devices will address

significant customer issues and will attract funding for product development. In the long term

(five to 10 years or more), technologies such as micro-fuel cells, gallium-nitride (GaN) devices,

and polymer memory have shown significant promise. However, these technologies must

overcome many barriers, such as lack of a supply chain infrastructure and the absence of

demonstrated large-scale products, and they may require further development before they can be

integrated into high-volume manufacturing facilities.
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This 10-year time scale is critical to the industry because semiconductor companies are

increasingly adopting smaller scale manufacturing process technologies. The largest and most

capable semiconductor manufacturers are developing products based on small line-width

technologies with the objective of reaching the market ahead of their competitors. New forecasts

for semiconductor fabrication facilities by these leading-edge companies show them to be two to

three years ahead of the rest of the market, and their lead appears to be growing. Thus, Moores

law continues to reflect and influence decision making in the semiconductor industry.

The key metric for the industry is feature size or line width (i.e., the size of the wires embedded

in the silicon to channel electrons). Leading-edge companies, such as Intel and TSMC,

implemented 90-nanometer production facilities in 2004; 65-nanometer processes are expected

to be in volume production by 2006. The wholesale adoption of new technologies continues to

shift the industrys center of gravity towards smaller and smaller process technologies, forcing

leading older facilities to close as they become less and less cost effective. However, companies

that move away from the cutting edge of high-volume manufacturing are finding business

models that continue to leverage older (500-nanometer and larger) processes for all electronic

markets.

3. New Business Models

As companies invest in new fabrication facilities to produce new technologies, the risks inherent

in these business investments continue to increase. In 1983, it cost $200 million to manufacture

1,200-nanometer chips in a leading-edge semiconductor facility. In 1997, it cost approximately

$1.3 billion for a 350-nanometer facility, and in 2003, it cost as much as $3 billion for a 130-

nanometer facility. Because of the large fixed costs of fabrication facilities and the significant

volumes and capital resources necessary to justify them, the number of firms with leading-edge

technology has been restricted to the largest semiconductor firms in the world. By 2003, even

firms in the top 10 had to consider carefully where and how to invest in facilities (Table 1).

Tier 2 and 3 firms must have clear strategies or well defined market niches to compete in this

arena. The decision to build a new facility or set up a laboratory must be based on business

factors, such as which city or region in the United States or Germany or China offers the most
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money and the best incentives, what the markets are demanding, and the cost of capital to build a

$1.5 to $3 billion facility.

The semiconductor foundry market, a model developed in the past decade, is made up of

specialized contract manufacturers (foundries) that perform wafer-fabrication services for

semiconductor companies that do not have fabrication facilities, integrated device manufacturers,

and original equipment manufacturers. In the majority of cases, the customer creates a design for

an integrated circuit and transmits it to the foundry, where it is fabricated on silicon wafers and

delivered to the customer or another contract manufacturer for packaging, assembly, and testing.

By 2003, the center of gravity of the foundry market was in Asia with TSMC with $5.9 billion

and UMC with $2.5 billion in revenue, and IBM positioned as a strong technology developer at

$0.8 billion in revenue.

The emergence of the foundry business model facilitated the rapid increase in fabless start-up

companies (i.e., companies that do not have their own fabrication facilities), which no longer had

to raise enough capital to build a facility. By definition, the fabless sector is highly dynamic,

with many start-ups, many failures, and a few companies fortunate enough to hit on a successful

product or emerging market and ride the wave as long as they can. Predicting which fabless

companies will be winners is all but impossible. Nevertheless, the fabless model is successful,

and the growth of fabless companies as a whole is likely to continue and to outpace the general

semiconductor market. By 2003, six fabless semiconductor firms had exceeded $1 billion in

sales (Qualcomm, NVIDIA, Broadcom, Xilinx, ATI Tech, and MediaTek Inc.)

The intellectual property industry complements the integrated, foundry, and fabless industries,

providing solutions to issues related to specific products. Intellectual property has been

developed for specific process technologies for chip modules, such as the compute engine, logic,

input/output, memory, and so on. By 2003, the intellectual property market had reached critical

mass, with several firms close to or exceeding $100 million in sales (ARM-$175 million,

Rambus-$118 million, and Synopsys-$82 million).
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2003 2000 1997

Intel $27,103 Intel $30,298 Intel $21,746

SAMSUNG
Electronics

$10,502 Toshiba $10,866 NEC $10,222

Renesas
Technology

$7,936 NEC $10,643 Motorola
(Freescale)

$8,067

Texas Instruments $7,410 Samsung $10,585 Texas Instruments $7,352

Toshiba $7,356 Texas Instruments $9,202 Toshiba $7,253

STMicroelectronics $7,180 STMicroelectronics $7,890 Hitachi $6,298

Infineon
Technologies

$6,864 Motorola
(Freescale)

$7678 Samsung $5,856

NEC Electronics $6,312 Hitachi $7,286 Fujitsu $4,622

Motorola
(Freescale)

$4,628 Infineon
Technologies

$6,732 Philips
Semiconductor

$4,440

Philips
Semiconductors

$4,513 Micron Technology $6,314 STMicroelectronics $4,019

[Table 1: Top 10 Semiconductor Firms (in US$ millions)]: Source: Company reports, 2003.

Rank
2008

Rank
2007

Company Country of
origin

Revenue
(million
$ USD)

2008/2007
changes

Market
share

1 1 Intel Corporation USA 34 140 +0.4% 12.8%

2 2 Samsung Electronics South
Korea

17 890 -9.1% 6.7%

3 3 Texas Instruments USA 11 500 -6.3% 4.3%

4 4 Toshiba
Semiconductors

Japan 11 463 -5.9% 4.3%

5 5 STMicroelectronics Italy 10 710 +7.1% 4.0%
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France

6 8 Renesas Technology Japan 7 863 -1.7% 2.9%

7 7 Sony Japan 7 052 -12.5% 2.6%

8 13 Qualcomm USA 6 718 +19.6% 2.5%

9 6 Hynix South
Korea

6 416 -29.1% 2.4%

10 9 Infineon Germany 6 313 +1.8% 2.4%

11 10 AMD USA 5 910 -0.1% 2.2%

12 12 NEC Semiconductors Japan 5 861 +2.1% 2.2%

13 14 Freescale USA 5 276 +0.2% 2.0%

14 19 Broadcom USA 4 736 +26.4 1.8%

15 17 Panasonic Japan 4 544 +17.1% 1.7%

16 15 Micron Technology USA 4 422 -9.2% 1.7%

17 11 NXP
Netherlands

4 374 -23.9% 1.6%

18 18 Elpida Memory Japan 3 851 +0.3% 1.4%

19 21 Sharp Electronics Japan 3 775 +11.0% 1.4%

20 20 NVIDIA USA 3 450 -0.5% 1.3%

Top 20 166 264 -2.7% 62.4%

All Other companies 101 108 -0.8% 37.6%

TOTAL 266 605 -2.0% 100.0%

[Table 2: Forecast Ranking for year 2008]

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

43
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Topic Objective:

At the end of the topic the student should be able to:

 Define the term Microprocessor

 Learn about the historical development of microprocessor

 Understand the logic of microprocessors function.

Definition/Overview:

Microprocessor: A microprocessor incorporates most or all of the functions of a central

processing unit (CPU) on a single integrated circuit (IC). The first microprocessors emerged in

the early 1970s and were used for electronic calculators, using Binary-coded decimal (BCD)

arithmetic on 4-bit words. Other embedded uses of 4- and 8-bit microprocessors, such as

terminals, printers, various kinds of automation etc, followed rather quickly. Affordable 8-bit

microprocessors with 16-bit addressing also led to the first general purpose microcomputers in

the mid-1970s.

Computer processors were for a long period constructed out of small and medium-scale ICs

containing the equivalent of a few to a few hundred transistors. The integration of the whole

CPU onto a single VLSI chip therefore greatly reduced the cost of processing capacity. From

their humble beginnings, continued increases in microprocessor capacity have rendered other

forms of computers almost completely obsolete, with one or more microprocessor as processing

element in everything from the smallest embedded systems and handheld devices to the largest

mainframes and supercomputers.

Since the early 1970s, the increase in capacity of microprocessors has been known to generally

follow Moore's Law, which suggests that the complexity of an integrated circuit, with respect to
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minimum component cost, doubles every two years. In the late 1990s, and in the high

performance microprocessor segment, heat generation (TDP), due to switching losses, static

current leakage, and other factors, emerged as a leading developmental constraint.

Key Points:

1. History

1.1. Notable 8-bit designs

The 4004 was later followed in 1972 by the 8008, the world's first 8-bit microprocessor.

These processors are the precursors to the very successful Intel 8080 (1974), Zilog Z80

(1976), and derivative Intel 8-bit processors. The competing Motorola 6800 was released

August 1974 and the similar MOS Technology 6502 in 1975 (designed largely by the

same people). The 6502 rivaled the Z80 in popularity during the 1980s.

A low overall cost, small packaging, simple computer bus requirements, and sometimes

circuitry otherwise provided by external hardware (the Z80 had a built in memory

refresh) allowed the home computer "revolution" to accelerate sharply in the early 1980s,

eventually delivering such inexpensive machines as the Sinclair ZX-81, which sold for

US$99. The Western Design Center, Inc. (WDC) introduced the CMOS 65C02 in 1982

and licensed the design to several firms. It became the core of the Apple IIc and IIe

personal computers, medical implantable grade pacemakers and defibrilators, automotive,

industrial and consumer devices. WDC pioneered the licensing of microprocessor

technology which was later followed by ARM and other microprocessor Intellectual

Property (IP) providers in the 1990s.

Motorola introduced the MC6809 in 1978, an ambitious and thought through 8-bit design

source compatible with the 6800 and implemented using purely hard-wired logic.

(Subsequent 16-bit microprocessors typically used microcode to some extent, as design
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requirements were getting too complex for hard-wired logic only). Another early 8-bit

microprocessor was the Signetics 2650, which enjoyed a brief surge of interest due to its

innovative and powerful instruction set architecture. A seminal microprocessor in the

world of spaceflight was RCA's RCA 1802 (aka CDP1802, RCA COSMAC) (introduced

in 1976) which was used in NASA's Voyager and Viking spaceprobes of the 1970s, and

onboard the Galileo probe to Jupiter (launched 1989, arrived 1995). RCA COSMAC was

the first to implement C-MOS technology. The CDP1802 was used because it could be

run at very low power, and because its production process (Silicon on Sapphire) ensured

much better protection against cosmic radiation and electrostatic discharges than that of

any other processor of the era. Thus, the 1802 is said to be the first radiation-hardened

microprocessor.

The RCA 1802 had what is called a static design, meaning that the clock frequency could

be made arbitrarily low, even to 0 Hz, a total stop condition. This let the

Voyager/Viking/Galileo spacecraft use minimum electric power for long uneventful

stretches of a voyage. Timers and/or sensors would awaken/improve the performance of

the processor in time for important tasks, such as navigation updates, attitude control,

data acquisition, and radio communication.

1.2. 16-bit designs

The first multi-chip 16-bit microprocessor was the National Semiconductor IMP-16,

introduced in early 1973. An 8-bit version of the chipset was introduced in 1974 as the

IMP-8. During the same year, National introduced the first 16-bit single-chip

microprocessor, the National Semiconductor PACE, which was later followed by an

NMOS version, the INS8900. Other early multi-chip 16-bit microprocessors include one

used by Digital Equipment Corporation (DEC) in the LSI-11 OEM board set and the

packaged PDP 11/03 minicomputer, and the Fairchild Semiconductor MicroFlame 9440,

both of which were introduced in the 1975 to 1976 timeframe.

The first single-chip 16-bit microprocessor was TI's TMS 9900, which was also

compatible with their TI-990 line of minicomputers. The 9900 was used in the TI 990/4
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minicomputer, the TI-99/4A home computer, and the TM990 line of OEM

microcomputer boards. The chip was packaged in a large ceramic 64-pin DIP package,

while most 8-bit microprocessors such as the Intel 8080 used the more common, smaller,

and less expensive plastic 40-pin DIP. A follow-on chip, the TMS 9980, was designed to

compete with the Intel 8080, had the full TI 990 16-bit instruction set, used a plastic 40-

pin package, moved data 8 bits at a time, but could only address 16 KB. A third chip, the

TMS 9995, was a new design. The family later expanded to include the 99105 and 99110.

The Western Design Center, Inc. (WDC) introduced the CMOS 65816 16-bit upgrade of

the WDC CMOS 65C02 in 1984. The 65816 16-bit microprocessor was the core of the

Apple IIgs and later the Super Nintendo Entertainment System, making it one of the most

popular 16-bit designs of all time. Intel followed a different path, having no

minicomputers to emulate, and instead "upsized" their 8080 design into the 16-bit Intel

8086, the first member of the x86 family which powers most modern PC type computers.

Intel introduced the 8086 as a cost effective way of porting software from the 8080 lines,

and succeeded in winning much business on that premise. The 8088, a version of the

8086 that used an external 8-bit data bus, was the microprocessor in the first IBM PC, the

model 5150. Following up their 8086 and 8088, Intel released the 80186, 80286 and, in

1985, the 32-bit 80386, cementing their PC market dominance with the processor

family's backwards compatibility. The integrated microprocessor memory management

unit (MMU) was developed by Childs et al. of Intel, and awarded US patent number

4,442,484.

1.3. 32-bit designs

16-bit designs were in the markets only briefly when full 32-bit implementations started

to appear. The most significant of the 32-bit designs is the MC68000, introduced in 1979.

The 68K, as it was widely known, had 32-bit registers but used 16-bit internal data paths,

and a 16-bit external data bus to reduce pin count, and supported only 24-bit addresses.

Motorola generally described it as a 16-bit processor, though it clearly has 32-bit

architecture. The combination of high performance, large (16 megabytes (2^24)) memory

space and fairly low costs made it the most popular CPU design of its class. The Apple
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Lisa and Macintosh designs made use of the 68000, as did a host of other designs in the

mid-1980s, including the Atari ST and Commodore Amiga.

The world's first single-chip fully-32-bit microprocessor, with 32-bit data paths, 32-bit

buses, and 32-bit addresses, was the AT&T Bell Labs BELLMAC-32A, with first

samples in 1980, and general production in 1982. After the divestiture of AT&T in 1984,

it was renamed the WE 32000 (WE for Western Electric), and had two follow-on

generations, the WE 32100 and WE 32200. These microprocessors were used in the

AT&T 3B5 and 3B15 minicomputers; in the 3B2, the world's first desktop

supermicrocomputer; in the "Companion", the world's first 32-bit laptop computer; and in

"Alexander", the world's first book-sized super microcomputer, featuring ROM-pack

memory cartridges similar to today's gaming consoles. All these systems ran the UNIX

System V operating system.

Intel's first 32-bit microprocessor was the iAPX 432, which was introduced in 1981 but

was not a commercial success. It had an advanced capability-based object-oriented

architecture, but poor performance compared to other competing architectures such as the

Motorola 68000. Motorola's success with the 68000 led to the MC68010, which added

virtual memory support. The MC68020, introduced in 1985 added full 32-bit data and

address busses. The 68020 became hugely popular in the Unix super microcomputer

market, and many small companies (e.g., Altos, Charles River Data Systems) produced

desktop-size systems. The MC68030 was introduced next, improving upon the previous

design by integrating the MMU into the chip. The continued success led to the MC68040,

which included an FPU for better math performance. A 68050 failed to achieve its

performance goals and was not released, and the follow-up MC68060 was released into a

market saturated by much faster RISC designs. The 68K family faded from the desktop in

the early 1990s. Other large companies designed the 68020 and follow-ons into

embedded equipment. At one point, there were more 68020s in embedded equipment

than there were Intel Pentiums in PCs. The ColdFire processor cores are derivatives of

the venerable 68020.
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During this time (early to mid 1980s), National Semiconductor introduced a very similar

16-bit pinout, 32-bit internal microprocessor called the NS 16032 (later renamed 32016),

the full 32-bit version named the NS 32032, and a line of 32-bit industrial OEM

microcomputers. By the mid-1980s, Sequent introduced the first symmetric

multiprocessor (SMP) server-class computer using the NS 32032. This was one of the

design's few wins, and it disappeared in the late 1980s. The MIPS R2000 (1984) and

R3000 (1989) were highly successful 32-bit RISC microprocessors. They were used in

high-end workstations and servers by SGI, among others. Other designs included the

interesting Zilog Z8000, which arrived too late to market to stand a chance and

disappeared quickly.

In the late 1980s, "microprocessor wars" started killing off some of the microprocessors.

Apparently, with only one major design win, Sequent, the NS 32032 just faded out of

existence, and Sequent switched to Intel microprocessors. From 1985 to 2003, the 32-bit

x86 architectures became increasingly dominant in desktop, laptop, and server markets,

and these microprocessors became faster and more capable. Intel had licensed early

versions of the architecture to other companies, but declined to license the Pentium, so

AMD and Cyrix built later versions of the architecture based on their own designs.

During this span, these processors increased in complexity (transistor count) and

capability (instructions/second) by at least 3 orders of magnitude. Intel's Pentium line is

probably the most famous and recognizable 32-bit processor model, at least with the

public at large.

1.4. 64-bit designs in personal computers

While 64-bit microprocessor designs have been in use in several markets since the early

1990s, the early 2000s saw the introduction of 64-bit microchips targeted at the PC

market. With AMD's introduction of a 64-bit architecture backwards-compatible with

x86, x86-64 (now called AMD64), in September 2003, followed by Intel's near fully

compatible 64-bit extensions (first called IA-32e or EM64T, later renamed Intel 64), the

64-bit desktop era began. Both versions can run 32-bit legacy applications without any

performance penalty as well as new 64-bit software. With operating systems Windows
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XP x64, Windows Vista x64, Linux, BSD and Mac OS X that run 64-bit native, the

software is also geared to fully utilize the capabilities of such processors. The move to 64

bits is more than just an increase in register size from the IA-32 as it also doubles the

number of general-purpose registers.

The move to 64 bits by PowerPC processors had been intended since the processors'

design in the early 90s and was not a major cause of incompatibility. Existing integer

registers are extended as are all related data pathways, but, as was the case with IA-32,

both floating point and vector units had been operating at or above 64 bits for several

years. Unlike what happened when IA-32 was extended to x86-64, no new general

purpose registers were added in 64-bit PowerPC, so any performance gained when using

the 64-bit mode for applications making no use of the larger address space is minimal.

1.5. Multicore designs

A different approach to improving a computer's performance is to add extra processors,

as in symmetric multiprocessing designs which have been popular in servers and

workstations since the early 1990s. Keeping up with Moore's Law is becoming

increasingly challenging as chip-making technologies approach the physical limits of the

technology. In response, the microprocessor manufacturers look for other ways to

improve performance, in order to hold on to the momentum of constant upgrades in the

market.

A multi-core processor is simply a single chip containing more than one microprocessor

core, effectively multiplying the potential performance with the number of cores (as long

as the operating system and software is designed to take advantage of more than one

processor). Some components, such as bus interface and second level cache, may be

shared between cores. Because the cores are physically very close they interface at much

faster clock rates compared to discrete multiprocessor systems, improving overall system

performance. In 2005, the first mass-market dual-core processors were announced and as

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

50
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



of 2007 dual-core processors are widely used in servers, workstations and PCs while

quad-core processors are now available for high-end applications in both the home and

professional environments.

Sun Microsystems has released the Niagara and Niagara 2 chips, both of which feature an

eight-core design. The Niagara 2 supports more threads and operates at 1.6 GHz.

High-end Intel Xeon processors that are on the LGA771 socket are DP (dual processor)

capable, as well as the new Intel Core 2 Extreme QX9775 also used in the Mac Pro by

Apple and the Intel Skulltrail motherboard.

1.6. RISC

In the mid-1980s to early-1990s, a crop of new high-performance RISC (reduced

instruction set computer) microprocessors appeared, influenced by discrete RISC-like

CPU designs such as the IBM 801 and others. RISC microprocessors were initially used

in special purpose machines and Unix workstations, but then gained wide acceptance in

other roles.

The first commercial microprocessor design was released by MIPS Technologies, the 32-

bit R2000 (the R1000 was not released). The R3000 made the design truly practical, and

the R4000 introduced the world's first 64-bit design. Competing projects would result in

the IBM POWER and Sun SPARC systems, respectively. Soon every major vendor was

releasing a RISC design, including the AT&T CRISP, AMD 29000, Intel i860 and Intel

i960, Motorola 88000, DEC Alpha and the HP-PA.

Market forces have "weeded out" many of these designs, with almost no desktop or

laptop RISC processors and with the SPARC being used in Sun designs only. MIPS is

primarily used in embedded systems, notably in Cisco routers. The rest of the original

crop of designs have disappeared. Other companies have attacked niches in the market,

notably ARM, originally intended for home computer use but since focussed on the

embedded processor market. Today RISC designs based on the MIPS, ARM or PowerPC

is used in the majority of embedded 32-bit devices, although not in the large quantities in

which embedded 8-bit devices are produced (whether CISC or RISC). As of 2007, two
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64-bit RISC architectures are still produced in volume for non-embedded applications:

SPARC and Power Architecture. The RISC-like Itanium is produced in smaller

quantities. The vast majority of 64-bit microprocessors are now x86-64 CISC designs

from AMD and Intel.]

2. Microprocessor Logic

To understand how a microprocessor works, it is helpful to look inside and learn about the logic

used to create one. In the process you can also learn about assembly language -- the native

language of a microprocessor -- and many of the things that engineers can do to boost the speed

of a processor. A microprocessor executes a collection of machine instructions that tell the

processor what to do. Based on the instructions, a microprocessor does three basic things:

 Using its ALU (Arithmetic/Logic Unit), a microprocessor can perform mathematical operations

like addition, subtraction, multiplication and division. Modern microprocessors contain complete

floating point processors that can perform extremely sophisticated operations on large floating

point numbers.

 A microprocessor can move data from one memory location to another.

 A microprocessor can make decisions and jump to a new set of instructions based on those

decisions.

There may be very sophisticated things that a microprocessor does, but those are its three basic

activities. The following diagram shows an extremely simple microprocessor capable of doing

those three things:

This is about as simple as a microprocessor gets. This microprocessor has:

 An address bus (that may be 8, 16 or 32 bits wide) that sends an address to memory

 A data bus (that may be 8, 16 or 32 bits wide) that can send data to memory or receive data from

memory

 An RD (read) and WR (write) line to tell the memory whether it wants to set or get the addressed

location

 A clock line that lets a clock pulse sequence the processor
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 A reset line that resets the program counter to zero (or whatever) and restarts execution

Let's assume that both the address and data buses are 8 bits wide in this example. Here are the

components of this simple microprocessor:

 Registers A, B and C are simply latches made out of flip-flops.

 The address latch is just like registers A, B and C.

 The program counter is a latch with the extra ability to increment by 1 when told to do so, and

also to reset to zero when told to do so.

 The ALU could be as simple as an 8-bit adder, or it might be able to add, subtract, multiply and

divide 8-bit values.

Let's assume the latter here.

 The test register is a special latch that can hold values from comparisons performed in the ALU.

An ALU can normally compare two numbers and determine if they are equal, if one is greater

than the other, etc. The test register can also normally hold a carry bit from the last stage of the

adder. It stores these values in flip-flops and then the instruction decoder can use the values to

make decisions.

 There are six boxes marked "3-State" in the diagram. These are tri-state buffers. A tri-state buffer

can pass a 1, a 0 or it can essentially disconnect its output (imagine a switch that totally

disconnects the output line from the wire that the output is heading toward). A tri-state buffer

allows multiple outputs to connect to a wire, but only one of them to actually drive a 1 or a 0

onto the line.

 The instruction register and instruction decoder are responsible for controlling all of the other

components.
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In Section 4 of this course you will cover these topics:

Essential Guide To Memory Chips

Essential Guide To Custom And Configurable Chips

Topic Objective:

At the end of the topic the student should be able to:

 Define RAM and ROM

 Learn how RAM works

 Learn about Memory Modules

 Learn how BIOS works

 Learn about Virtual Memory

Definition/Overview:

Random-access memory: Random-access memory (usually known by its acronym, RAM) is a

form of computer data storage. Today it takes the form of integrated circuits that allows the

stored data to be accessed in any order (i.e., at random). The word random thus refers to the fact

that any piece of data can be returned in a constant time, regardless of its physical location and

whether or not it is related to the previous piece of data. This contrasts with storage mechanisms

such as tapes, magnetic discs and optical discs, which rely on the physical movement of the

recording medium or a reading head. In these devices, the movement takes longer than the data

transfer, and the retrieval time varies depending on the physical location of the next item. The

word RAM is mostly associated with volatile types of memory (such as DRAM memory

modules), where the information is lost after the power is switched off. However, many other
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types of memory are RAM as well (i.e., Random Access Memory), including most types of

ROM and a kind of flash memory called NOR-Flash.

Read-only memory: Read-only memory (usually known by its acronym, ROM) is a class of

storage media used in computers and other electronic devices. Because data stored in ROM

cannot be modified (at least not very quickly or easily), it is mainly used to distribute firmware

(software that is very closely tied to specific hardware, and unlikely to require frequent updates).

In its strictest sense, ROM refers only to mask ROM (the oldest type of solid state ROM), which

is fabricated with the desired data permanently stored in it, and thus can never be modified.

However, more modern types such as EPROM and flash EEPROM can be erased and re-

programmed multiple times; they are still described as "read-only memory"(ROM) because the

reprogramming process is generally infrequent, comparatively slow, and often does not permit

random access writes to individual memory locations.

Key Points:

1. How RAM Works

Random access memory (RAM) is the best known form of computer memory. RAM is

considered "random access" because you can access any memory cell directly if you know the

row and column that intersect at that cell. The opposite of RAM is serial access memory (SAM).

SAM stores data as a series of memory cells that can only be accessed sequentially (like a

cassette tape). If the data is not in the current location, each memory cell is checked until the

needed data is found. SAM works very well for memory buffers, where the data is normally

stored in the order in which it will be used (a good example is the texture buffer memory on a

video card). RAM data, on the other hand, can be accessed in any order.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

55
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Similar to a microprocessor, a memory chip is an integrated circuit (IC) made of millions of

transistors and capacitors. In the most common form of computer memory, dynamic random

access memory (DRAM), a transistor and a capacitor are paired to create a memory cell, which

represents a single bit of data. The capacitor holds the bit of information -- a 0 or a 1. The

transistor acts as a switch that lets the control circuitry on the memory chip read the capacitor or

change its state.

A capacitor is like a small bucket that is able to store electrons. To store a 1 in the memory cell,

the buSave Changescket is filled with electrons. To store a 0, it is emptied. The problem with the

capacitor's bucket is that it has a leak. In a matter of a few milliseconds a full bucket becomes

empty. Therefore, for dynamic memory to work, either the CPU or the memory controller has to

come along and recharge all of the capacitors holding a 1 before they discharge. To do this, the

memory controller reads the memory and then writes it right back. This refresh operation

happens automatically thousands of times per second. This refresh operation is where dynamic

RAM gets its name. Dynamic RAM has to be dynamically refreshed all of the time or it forgets

what it is holding. The downside of all of this refreshing is that it takes time and slows down the

memory.

1.1. Memory Modules

The type of board and connector used for RAM in desktop computers has evolved over

the past few years. The first types were proprietary, meaning that different computer

manufacturers developed memory boards that would only work with their specific

systems. Then came SIMM, which stands for single in-line memory module. This

memory board used a 30-pin connector and was about 3.5 x .75 inches in size (about 9 x

2 cm). In most computers, you had to install SIMMs in pairs of equal capacity and speed.

This is because the width of the bus is more than a single SIMM. For example, you

would install two 8-megabyte (MB) SIMMs to get 16 megabytes total RAM. Each SIMM

could send 8 bits of data at one time, while the system bus could handle 16 bits at a time.
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Later SIMM boards, slightly larger at 4.25 x 1 inch (about 11 x 2.5 cm), used a 72-pin

connector for increased bandwidth and allowed for up to 256 MB of RAM.

As processors grew in speed and bandwidth capability, the industry adopted a new

standard in dual in-line memory module (DIMM). With a whopping 168-pin or 184-pin

connector and a size of 5.4 x 1 inch (about 14 x 2.5 cm), DIMMs range in capacity from

8 MB to 1 GB per module and can be installed singly instead of in pairs. Most PC

memory modules and the modules for the Mac G5 systems operate at 2.5 volts, while

older Mac G4 systems typically use 3.3 volts. Another standard, Rambus in-line

memory module (RIMM), is comparable in size and pin configuration to DIMM but

uses a special memory bus to greatly increase speed.

Many brands of notebook computers use proprietary memory modules, but several

manufacturers use RAM based on the small outline dual in-line memory module

(SODIMM) configuration. SODIMM cards are small, about 2 x 1 inch (5 x 2.5 cm), and

have 144 or 200 pins. Capacity ranges from 16 MB to 1 GB per module. To conserve

space, the Apple iMac desktop computer uses SODIMMs instead of the traditional

DIMMs. Sub-notebook computers use even smaller DIMMs, known as MicroDIMMs,

which have either 144 pins or 172 pins.

Most memory available today is highly reliable. Most systems simply have the memory

controller check for errors at start-up and rely on that. Memory chips with built-in error-

checking typically use a method known as parity to check for errors. Parity chips have an

extra bit for every 8 bits of data. The way parity works is simple. Let's look at even

parity first. When the 8 bits in a byte receive data, the chip adds up the total number of

1s. If the total number of 1s is odd, the parity bit is set to 1. If the total is even, the parity

bit is set to 0. When the data is read back out of the bits, the total is added up again and

compared to the parity bit. If the total is odd and the parity bit is 1, then the data is

assumed to be valid and is sent to the CPU. But if the total is odd and the parity bit is 0,

the chip knows that there is an error somewhere in the 8 bits and dumps the data. Odd
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parity works the same way, but the parity bit is set to 1 when the total number of 1s in

the byte are even.

The problem with parity is that it discovers errors but does nothing to correct them. If a

byte of data does not match its parity bit, then the data are discarded and the system tries

again. Computers in critical positions need a higher level of fault tolerance. High-end

servers often have a form of error-checking known as error-correction code (ECC).

Like parity, ECC uses additional bits to monitor the data in each byte. The difference is

that ECC uses several bits for error checking -- how many depends on the width of the

bus -- instead of one. ECC memory uses a special algorithm not only to detect single bit

errors, but actually correct them as well. ECC memory will also detect instances when

more than one bit of data in a byte fails. Such failures are very rare, and they are not

correctable, even with ECC. The majority of computers sold today use nonparity

memory chips. These chips do not provide any type of built-in error checking, but instead

rely on the memory controller for error detection.

2. How BIOS Works

One of the most common uses of Flash memory is for the basic input/output system of your

computer, commonly known as the BIOS (pronounced "bye-ose"). On virtually every computer

available, the BIOS makes sure all the other chips, hard drives, ports and CPU function together.

Every desktop and laptop computer in common use today contains a microprocessor as its central

processing unit. The microprocessor is the hardware component. To get its work done, the

microprocessor executes a set of instructions known as software. You are probably very familiar

with two different types of software:

 The operating system - The operating system provides a set of services for the applications

running on your computer, and it also provides the fundamental user interface for your computer.

Windows 98 and Linux are examples of operating systems.

 The applications - Applications are pieces of software that are programmed to perform specific

tasks. On your computer right now you probably have a browser application, a word processing

application, an e-mail application and so on. You can also buy new applications and install them.
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3. Virtual Memory

Virtual memory is a common part of most operating systems on desktop computers. It has

become so common because it provides a big benefit for users at a very low cost. With virtual

memory, what the computer can do is look at RAM for areas that have not been used recently

and copy them onto the hard disk. This frees up space in RAM to load the new application.

Because this copying happens automatically, you don't even know it is happening, and it makes

your computer feel like is has unlimited RAM space even though it only has 32 megabytes

installed. Because hard disk space is so much cheaper than RAM chips, it also has a nice

economic benefit. The read/write speed of a hard drive is much slower than RAM, and the

technology of a hard drive is not geared toward accessing small pieces of data at a time.

If your system has to rely too heavily on virtual memory, you will notice a significant

performance drop. The key is to have enough RAM to handle everything you tend to work on

simultaneously -- then, the only time you "feel" the slowness of virtual memory is is when there's

a slight pause when you're changing tasks. When that's the case, virtual memory is perfect. When

it is not the case, the operating system has to constantly swap information back and forth

between RAM and the hard disk. This is called thrashing, and it can make your computer feel

incredibly slow. The area of the hard disk that stores the RAM image is called a page file. It

holds pages of RAM on the hard disk, and the operating system moves data back and forth

between the page file and RAM. On a Windows machine, page files have a .SWP extension.

Topic Objective:

At the end of the topic the student should be able to:

 Learn about the CNC Architecture

 Learn about the JDENET and JDEBASE Middleware

 Learn about the Field-programmable Gate Arrays
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 Learn about the Architecture of FPGA

Definition/Overview:

Custom and Configurable Network Computing: Custom and Configurable Network

Computing or CNC is JD Edwards's (JDE) client-server proprietary architecture and

methodology that implements its highly-scalable enterprise-wide business solutions software that

can run on a wide variety of hardware, operating systems (OS) and hardware platforms. Now a

division of the Oracle Corporation, Oracle continues to sponsor ongoing development the JD

Edwards Enterprise Resource Planning (ERP) system. While highly flexible, the CNC

architecture is proprietary and, as such, it cannot be exported to any other systems. While the

CNC architecture's chief claim to fame, insulation of applications from the underlying database

and operating systems, was largely superseded by modern web-based technology, nevertheless

CNC technology continues to be at the heart of both JDEdwards' OneWorld and EnterpriseOne

architecture and will play a significant role Oracle's developing fusion architecture initiative.

While a proprietary architecture, CNC is neither an Oracle nor JDE product offering. The term

CNC also refers to the systems analysts who install, maintain, manage and enhance this

architecture. CNCs are also one of the three technical areas of expertise in the JDEdwards

Enterprise Resource Planning ERP which include developer/report writer and

functional/business analysts.

Key Points:

1. The CNC Architecture

In the CNC architecture, a company's JDEdwards (JDE) business software applications run

transparently insulated from both the database where the business data is stored as well as from

the client computer's underlying operating system and all other intervening JDE business

applications servers. In layman's terms, the business programs don't "care" where the data is or
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which operating system is being used on any of the end user computers. Neither do the

applications servers on which business programs run need to directly "know" what database

systems are being called on the data end or back end. The CNC architecture keeps track of this

through various database tables that point the business applications to the servers that run or

execute the business applications and also include database connection tools called database

drivers that tell the system also where the database servers are and what specific databases to do

lookups, data inserts and data extracts from. Because of the key nature of the underlying

architecture, a sound CNC infrastructure is critical to the success of a JD Edwards One World

installation or implementation. The back-end databases that are supported include Oracle,

Microsoft SQL Server, and IBM DB2 databases. The application server can run on Windows

platforms, Unix/Linux, and the IBM System i (formerly known as iSeries and AS/400). The Web

server can be IBM WebSphere (on Windows, Unix/Llinux, or System i), or the Oracle

Transaction Server .

In what has been known traditionally as client-server environments, applications must

communicate across a combination of different hardware platforms, operating systems and

databases as including. The CNC architecture uses a layer of software, called middleware, which

resides between the platform operating system and the JDE business applications. To accomplish

this, JDE provides two types of middleware, JDENET Communication Middleware for

communication of and JDEBASE Database Middleware. The JDEBASE middleware

communicates with the database through ODBC, JDBC, or SQL*Net.

1.1. Definition and Strengths of the CNC Architecture

According to the JD Edwards document, Configurable Network Computing

Implementation, the CNC architecture is defined as follows:

"CNC is the technical architecture for JDEdwards OneWorld and EnterpriseOne

software. CNC enables highly configurable, distributed applications to run on a variety of

platforms without users or analysts needing to know which platforms or which databases
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are involved in any given task. CNC insulates the business solution from the underlying

technology. Enterprises can grow and adopt new technologies without rewriting

applications....(it is) an application architecture that enables interactive and batch

applications, composed of a single code base, to run across a TCP/IP network of multiple

server platforms and SQL databases. The applications consist of reusable business

functions and associated data that can be configured across the network dynamically. The

overall objective for businesses to provide a future-proof environment that enables them

to change organizational structures, business processes and technologies independently of

each other."

1.2. Weaknesses in the CNC Architecture

1.2.1. Specifications File Corruption

Until the advent of EnterpriseOne applications version 8.12 running on tools

release/service pack 8.96, by far the most vulnerable aspect of the CNC

technology was that proprietary object specifications had to be copied from full

client up to the applications server in order for a JDE user's data selection and

processing options to be run as requested on the server. If those proprietary

specifications became corrupted, the batch application object, in turn, on the

applications server could become corrupted. A rebuild and redeploy of the object

was the only fix. Likewise, if there is some intervening process that corrupts

object specifications as they come down to the client PC, the related object could

become corrupted and no longer function correctly. With the 8.12 applications

upgrade coupled with the 8.94/5/6 tools release systems or foundational service

pack, the proprietary specifications are replaced with XML based object

properties which has proven to be more stable and less prone to corruption.

1.2.2. Specifications portability
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While copying the object specifications between the different Environments

within the same system is easy, the code, once developed in any given system, is

not easily portable to other systems. J.D. Edwards has developed a built-in

process named "Product Packaging" to address this issue, but it's slow, not easy to

use and is limited in a number of ways. Because of this, it's mainly used to deliver

software updates by Oracle itself, while independent software vendors are mostly

using third-party tools like Boomerang.

1.2.3. Specifications readability

Object specifications are not easily accessible to retrieve the data from, because

they are in a proprietary format. A variety of interesting information is therefore

hidden from the view. Some of this data can be retrieved, interpreted and

displayed by the standard JDE software, but in many cases this may not be

enough, nor fast enough, nor in the desirable format. Many third-party software

solutions have been developed to fill this gap.

1.2.4. Complexity of the architecture

While powerful, the CNC architecture can be enormously complex making it

difficult to maintain by anyone except quite senior CNC analysts. It is not

uncommon to see 50 servers in some of the larger implementations and all these

have to be maintained. While virtualization has helped in some areas, a lot of time

has to be invested into keeping all these servers up and operational.
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1.2.5. One operating batch job scheduler server per environment

Because of the way some aspects of the original AS/400-centric CNC

architecture, even when it was ported over to the Windows and Unix/Linux class

servers, the scheduler system, set up to automatically run batch jobs still remains

on only one server per environment. While one can switch scheduler servers from

one to another. Also this limitation makes it difficult to attempt to load-balance

the scheduler server with a virtual server. Batch jobs are thus not easily

distributed among multiple scheduling servers but are limited to a single server.

This is a serious limitation on big JDE implementations. Third party applications

such as Tidal Scheduler which is a JDE client-based product and Appworx, a third

party server-based scheduler, scripting and work-flow product which has been

customized for JDE support largely addressed the one environment scheduler and

other scheduler-related limitations.

2. JDENET and JDEBASE Middleware

JDENET and JDEBase middleware are the two elements in the CNC architecture that allow JDE

applications to communicate across heterogeneous distributed computing environments.

JDENET handles communications at the presentation layer with other internal JDE application,

while JDEBASE is the JDE middleware that provides platform-independent multi-vendor SQL

database access.

2.1. JDENET

JDENET is the message-oriented middleware is the software that connects the generated

presentation layer of JDE applications with business function components through a

standard JDE applications programing interface, or API called jdeCallObject. The

JDENET middleware, running within the CNC architecture, supports the configuration of

business function components for execution in the heterogeneous distributed computing

environment that the CNC architecture support.
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2.2. JDEBASE

JDEBASE database middleware is the JDE software that provides platform-independent

application program interfaces APIs for multi-vendor database access. These APIs are

used in two ways. The first way is by JDE applications that dynamically generate

platform-specific Structured Query Language (SQL), depending on the data source

request. The second way is as open APIs for advanced C language business function

writing. JDE uses these APIs to dynamically generate platform-specific SQL statements.

Thus, this middleware provides workstation-to-server and server-to-server database

access. To accomplish this, both the legacy JDE OneWorld middleware as well as the

newer JDE EnterpriseOne middleware incorporate database driver support for a variety

of third-party database drivers including ODBC, for connection to Microsoft SQL server,

OCI, for connection to Oracle database and Client Access 400 drivers for connectivity to

IBM DB2.

3. Field-programmable Gate Arrays

A field-programmable gate array (FPGA) is a semiconductor device that can be configured by

the customer or designer after manufacturinghence the name "field-programmable". FPGAs are

programmed using a logic circuit diagram or a source code in a hardware description language

(HDL) to specify how the chip will work. They can be used to implement any logical function

that an application-specific integrated circuit (ASIC) could perform, but the ability to update the

functionality after shipping offers advantages for many applications.

FPGAs contain programmable logic components called "logic blocks", and a hierarchy of

reconfigurable interconnects that allow the blocks to be "wired together"somewhat like a one-

chip programmable breadboard. Logic blocks can be configured to perform complex

combinational functions, or merely simple logic gates like AND and XOR. In most FPGAs, the
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logic blocks also include memory elements, which may be simple flip-flops or more complete

blocks of memory.

4. Architecture of FPGA

The most common FPGA architectureconsists of an array of configurable logic blocks (CLBs),

I/O pads, and routing channels. Generally, all the routing channels have the same width (number

of wires). Multiple I/O pads may fit into the height of one row or the width of one column in the

array. An application circuit must be mapped into an FPGA with adequate resources. While the

number of CLBs and I/Os required are easily determined from the design, the amount of routing

tracks needed may vary considerably even among designs with the same amount of logic. (For

example, a crossbar switch requires much more routing than a systolic array with the same gate

count.) Since unused routing tracks increase the cost (and decrease the performance) of the part

without providing any benefit, FPGA manufacturers try to provide just enough tracks so that

most designs that will fit in terms of LUTs and IOs can be routed. This is determined by

estimates such as those derived from Rent's rule or by experiments with existing designs. A

classic FPGA logic block consists of a 4-input lookup table (LUT), and a flip-flop, as shown

below. In recent years, manufacturers have started moving to 6-input LUTs in their high

performance parts, claiming increased performance.

There is only one output, which can be either the registered or the unregistered LUT output. The

logic block has four inputs for the LUT and a clock input. Since clock signals (and often other

high-fanout signals) are normally routed via special-purpose dedicated routing networks in

commercial FPGAs, they and other signals are separately managed. Each input is accessible

from one side of the logic block, while the output pin can connect to routing wires in both the

channel to the right and the channel below the logic block. Each logic block output pin can

connect to any of the wiring segments in the channels adjacent to it.

Similarly, an I/O pad can connect to any one of the wiring segments in the channel adjacent to it.

For example, an I/O pad at the top of the chip can connect to any of the W wires (where W is the
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channel width) in the horizontal channel immediately below it. Generally, the FPGA routing is

unsegmented. That is, each wiring segment spans only one logic block before it terminates in a

switch box. By turning on some of the programmable switches within a switch box, longer paths

can be constructed. For higher speed interconnect, some FPGA architectures use longer routing

lines that span multiple logic blocks.

Whenever a vertical and a horizontal channel intersect, there is a switch box. In this architecture,

when a wire enters a switch box, there are three programmable switches that allow it to connect

to three other wires in adjacent channel segments. The pattern, or topology, of switches used in

this architecture is the planar or domain-based switch box topology. In this switch box topology,

a wire in track number one connects only to wires in track number one in adjacent channel

segments, wires in track number 2 connect only to other wires in track number 2 and so on.

Modern FPGA families expand upon the above capabilities to include higher level functionality

fixed into the silicon. Having these common functions embedded into the silicon reduces the area

required and gives those functions increased speed compared to building them from primitives.

Examples of these include multipliers, generic DSP blocks, embedded processors, high speed IO

logic and embedded memories. FPGAs are also widely used for systems validation including

pre-silicon validation, post-silicon validation, and firmware development. This allows chip

companies to validate their design before the chip is produced in the factory, reducing the time to

market.

In Section 5 of this course you will cover these topics:

Theory

Topic Objective:

At the end of the topic the student should be able to:

 Define the terms Digital Electronics, Boolean Logic, Truth Table

 Learn about Logic Gates

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

67
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 Learn about Symbols

 Learn about De Morgan equivalent symbols

 Learn about Storage of bits

Definition/Overview:

Digital Electronics: Digital electronics are electronics systems that use digital signals. Digital

electronics are representations of Boolean algebra and are used in computers, mobile phones, and

other consumer products. In a digital circuit, a signal is represented in one of two states or logic

levels. The advantages of digital techniques stem from the fact it is easier to get an electronic

device to switch into one of two states, than to accurately reproduce a continuous range of

values. Digital electronics or any digital circuit are usually made from large assemblies of logic

gates, simple electronic representations of Boolean logic functions. To most electronic engineers,

the terms "digital circuit", "digital system" and "logic" are interchangeable in the context of

digital circuits.

Boolean Logic: Boolean logic is a complete system for logical operations. It was named after

George Boole, who first defined an algebraic system of logic in the mid 19th century. Boolean

logic has many applications in electronics, computer hardware and software, and is the base of

digital electronics. In 1938, Claude Shannon showed how electric circuits with relays were a

model for Boolean logic. This fact soon proved enormously consequential with the emergence of

the electronic computer. Using the algebra of sets, this article contains a basic introduction to

sets, Boolean operations, Venn diagrams, truth tables, and Boolean applications. The Boolean

algebra article discusses a type of algebraic structure that satisfies the axioms of Boolean logic.

The binary arithmetic article discusses the use of binary numbers in computer systems.

Truth Table: A truth table is a table that describes the behaviour of a logic gate. It lists the value

of the output for every possible combination of the inputs and can be used to simplify the
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number of logic gates and level of nesting in an electronic circuit. In general the truth table does

not lead to an efficient implementation; a minimization procedure, using Karnaugh maps, the

QuineMcCluskey algorithm or a heuristic algorithm is required for reducing the circuit

complexity.

Key Points:

1. Logic Gates

NAND and NOR logic gates are the two pillars of logic, in that all other types of Boolean logic

gates (i.e., AND, OR, NOT, XOR, XNOR) can be created from a suitable network of just NAND

or just NOR gate(s). They can be built from relays or transistors, or any other technology that

can create an inverter and a two-input AND or OR gate. Hence the NAND and NOR gates are

called the universal gates. For an input of 2 variables, there are 16 possible Boolean algebraic

functions. These 16 functions are enumerated below, together with their outputs for each

combination of inputs variables.

INPUT A 0 0 1 1 Meaning

B 0 1 0 1

OUTPUT FALSE 0 0 0 0 Whatever A and B, the output is false. Contradiction.

A AND B 0 0 0 1 Output is true if and only if (iff) both A and B are

true.

A B 0 0 1 0 A doesn't imply B. True iff A but not B.
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A 0 0 1 1 True whenever A is true.

A B 0 1 0 0 A is not implied by B. True iff not A but B.

B 0 1 0 1 True whenever B is true.

A XOR B 0 1 1 0 True iff A is not equal to B.

A OR B 0 1 1 1 True iff A is true, or B is true, or both.

A NOR B 1 0 0 0 True iff neither A nor B.

A XNOR B 1 0 0 1 True iff A is equal to B.

NOT B 1 0 1 0 True iff B is false.

A B 1 0 1 1 A is implied by B. False if not A but B, otherwise true.

NOT A 1 1 0 0 True iff A is false.

A B 1 1 0 1 A implies B. False if A but not B, otherwise true.

A NAND

B

1 1 1 0 A and B are not both true.

TRUE 1 1 1 1 Whatever A and B, the output is true. Tautology.

[Table 1: Logic Gates Binary Function with two inputs]

The four functions denoted by arrows are the logical implication functions. These functions are

generally less common, and are usually not implemented directly as logic gates, but rather built

out of gates like AND and OR

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

70
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



2. Symbols

There are two sets of symbols in common use, both now defined by ANSI/IEEE Std 91-1984 and

its supplement ANSI/IEEE Std 91a-1991. The "distinctive shape" set, based on traditional

schematics, is used for simple drawings and is quicker to draw by hand. It is sometimes

unofficially described as "military", reflecting its origin if not its modern usage. The "rectangular

shape" set, based on IEC 60617-12, has rectangular outlines for all types of gate, and allows

representation of a much wider range of devices than is possible with the traditional symbols.

The IEC's system has been adopted by other standards, such as EN 60617-12:1999 in Europe and

BS EN 60617-12:1999 in the United Kingdom.

Type Distinctive shape Rectangular shape Boolean algebra
between A & B

Truth table

AND INPUT OUTPUT

A B A AND B

0 0 0

0 1 0

1 0 0

1 1 1

OR A + B INPUT OUTPUT

A B A OR B

0 0 0

0 1 1
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1 0 1

1 1 1

NOT INPUT OUTPUT

A NOT A

0 1

1 0

In electronics a NOT gate is more commonly called an inverter. The circle on the symbol is

called a bubble, and is generally used in circuit diagrams to indicate an inverted (active-low)

input or output.

NAND INPUT OUTPUT

A B A NAND B

0 0 1

0 1 1

1 0 1

1 1 0

NOR INPUT OUTPUT

A B A NOR B

0 0 1

0 1 0

1 0 0

1 1 0
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XOR INPUT OUTPUT

A B A XOR B

0 0 0

0 1 1

1 0 1

1 1 0

XNOR INPUT OUTPUT

A B A XNOR B

0 0 1

0 1 0

1 0 0

1 1 1

[Table 1: The Symbols of Logic Gates]

The goal of IEEE Std 91-1984 was to provide a uniform method of describing the complex logic

functions of digital circuits with schematic symbols. These functions were more complex than

simple AND and OR gates. They could be medium scale circuits such as a 4-bit counter to a

large scale circuits such as a microprocessor. The 1984 version did not include the "distinctive

shape" symbols. These were added to the 1991 supplement with this note: "The distinctive-shape

symbol is, according to IEC Publication 617, Part 12, not preferred, but is not considered to be in

contradiction to that standard."

In the 1980s, schematics were the predominant method to design both circuit boards and custom

ICs known as gate arrays. Today custom ICs and the field-programmable gate array are typically
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designed with Hardware Description Languages (HDL) such as Verilog or VHDL. The need for

complex logic symbols has diminished and distinctive shape symbols are still the predominate

style. In practice, the cheapest gate to manufacture is usually the NAND gate. Additionally,

Charles Peirce showed that NAND gates alone (as well as NOR gates alone) can be used to

reproduce the functions of all the other logic gates.

Two more gates are the exclusive-OR or XOR function and its inverse, exclusive-NOR or

XNOR. The two input Exclusive-OR is true only when the two input values are different, false if

they are equal, regardless of the value. If there are more than two inputs, the gate generates a true

at its output if the number of trues at its input is odd (). In practice, these gates are built from

combinations of simpler logic gates.

3. De Morgan equivalent symbols

By use of De Morgan's theorem, an AND gate can be turned into an OR gate by inverting the

sense of the logic at its inputs and outputs. This leads to a separate ends can be replaced by a

simple bubble-less connection and a suitable change of gate. If the NAND is drawn as OR with

input bubbles, and a NOR as AND with input bubbles, this gate substitution occurs automatically

in the diagram (effectively, bubbles "cancel"). This is commonly seen in real logic diagrams -

thus the reader must not get into the habit of associating the shapes exclusively as OR or AND

shapes, but also take into account the bubbles at both inputs and outputs in order to determine the

"true" logic function indicated.

4. Storage of bits

Related to the concept of logic gates (and also built from them) is the idea of storing a bit of

information. None of the gates discussed up to here can store a value by itself: when the inputs

change, the outputs immediately react. It is possible to make a storage element either through a

capacitor (which stores charge due to its physical properties) or by feedback. Connecting the
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output of a gate to the input causes it to be put through the logic again, and choosing the

feedback correctly allows it to be preserved or modified through the use of other inputs. A set of

gates arranged in this fashion is known as a "latch", and more complicated designs that utilize

clock signals and change only on the rising edge are called edge-triggered "flip-flops". The

combination of multiple flip-flops in parallel, to store a multiple-bit value, is known as a register.

When using any of these gate setups the overall system has memory; it is then called a sequential

logic system since its output can be influenced by its previous state(s). These registers or

capacitor-based circuits are known as computer memory. They vary in performance, based on

factors of speed, complexity, and reliability of storage, and many different types of designs are

used based on the application.
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