
ADVANCE DATA STRUCTURES

Topic Objective:

At the end of this topic the student will be able to understand:

 Software Engineering and Object-Oriented Design

 Achieving a Better Solution

 Key Issues in Programming

Definition/Overview:

Overview: Software engineering is the application of a systematic, disciplined, quantifiable

approach to the development, operation, and maintenance of software, and the study of these

approaches. That is the application of engineering to software. The term software engineering

first appeared in the 1968 NATO Software Engineering Conference and was meant to

provoke thought regarding the current "software crisis" at the time. Since then, it has

continued as a profession and field of study dedicated to creating software that is of higher

quality, cheaper, maintainable, and quicker to build. A data type in programming languages is

an attribute of a data which tells the computer (and the programmer) something about the

kind of data it is. This involves setting constraints on the datum, such as what values it can

take and what operations may be performed upon it.In a broad sense, a data type defines a set

of values and the allowable operations on those values . Almost all programming languages

explicitly include the notion of data type, though different languages may use different

terminology. Most programming languages also allow the programmer to define additional

data types, usually by combining multiple elements of other types and defining the valid

operations of the new data type. For example, a programmer might create a new data type

named "Person" that specifies that data interpreted as Person would include a name and a

date of birth.

Key Points:

1. Software Engineering and Object-Oriented Design

While some areas, such as Ontario, Canada , license software engineers; most places in the

world have no laws regarding the profession of software engineers. Yet there are some guides
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from the IEEE Computer Society and the ACM, the two main professional organizations of

software engineering. The Guide to the Software Engineering Body of Knowledge - 2004

Version or SWEBOK defines the field and gives a coverage of the knowledge practicing

software engineers should know. There is also a "Software Engineering Code of Ethics".

In 2004, the U. S. Bureau of Labor Statistics counted 760,840 software engineers holding

jobs in the U.S.; in the same time period there were some 1.4 million practitioners employed

in the U.S. in all other engineering disciplines combined. Due to its relative newness as a

field of study, formal education in software engineering is often taught as part of a computer

science curriculum, and as a result most software engineers hold computer science degrees.

Most software engineers work as employees or contractors. Software engineers work with

businesses, government agencies (civilian or military), and non-profit organizations. Some

software engineers work for themselves as freelancers. Some organizations have specialists to

perform each of the tasks in the software development process. Other organizations require

software engineers to do many or all of them. In large projects, people may specialize in only

one role. In small projects, people may fill several or all roles at the same time.

Specializations include: in industry (analysts, architects, developers, testers, technical

support, managers) and in academia (educators, researchers).

There is considerable debate over the future employment prospects for Software Engineers

and other IT Professionals. For example, an online futures market called the "ITJOBS Future

of IT Jobs in America" attempts to answer whether there will be more IT jobs, including

software engineers, in 2012 than there were in 2002.

Professional certification of software engineers is a contentious issue.[citation needed] Some

see it as a tool to improve professional practice.

Most successful certification programs in the software industry are oriented toward specific

technologies, and are managed by the vendors of these technologies.[citation needed] These

certification programs are tailored to the institutions that would employ people who use these

technologies.

The ACM had a professional certification program in the early 1980s, which was

discontinued due to lack of interest. . As of 2006[update], the IEEE had certified over 575

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

2
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



software professionals. In Canadathe Canadian Information Processing Society has developed

a legally recognized professional certification called Information Systems Professional (ISP).

An object contains encapsulated data and procedures grouped together to represent an entity.

The 'object interface', how the object can be interacted, is also defined. An object-oriented

program is described by the interaction of these objects. Object-oriented design is the

discipline of defining the objects and their interactions to solve a problem that was identified

and documented during object-oriented analysis.

From a business perspective, Object Oriented Design refers to the objects that make up that

business. For example, in a certain company, a business object can consist of people, data

files and database tables, artefacts, equipment, vehicles, etc.

What follows is a description of the class-based subset of object-oriented design, which does

not include object prototype-based approaches where objects are not typically obtained by

instancing classes but by cloning other (prototype) objects.

2. Achieving A Better Solution

2.1 Input (sources) for object-oriented design

The input for object-oriented design is provided by the output of object-oriented

analysis. Realize that an output artefact does not need to be completely developed to

serve as input of object-oriented design; analysis and design may occur in parallel,

and in practice the results of one activity can feed the other in a short feedback cycle

through an iterative process. Both analysis and design can be performed

incrementally, and the artefacts can be continuously grown instead of completely

developed in one shot.

Some typical input artefacts for object-oriented design are:

o Conceptual model: Conceptual model is the result of object-oriented analysis, it

captures concepts in the problem domain. The conceptual model is explicitly

chosen to be independent of implementation details, such as concurrency or

data storage.
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o Use case: Use case is description of sequences of events that, taken together,

lead to a system doing something useful. Each use case provides one or more

scenarios that convey how the system should interact with the users called

actors to achieve a specific business goal or function. Use case actors may be

end users or other systems. In many circumstances use cases are further

elaborated into use case diagrams. Use case diagrams are used to identify the

actor (users or other systems) and the processes they perform.

o System Sequence Diagram: System Sequence diagram (SSD) is a picture that

shows, for a particular scenario of a use case, the events that external actors

generate, their order, and possible inter-system events.

o User interface documentations (if applicable): Document that shows and

describes the look and feel of the end product's user interface. It is not

mandatory to have this, but it helps to visualize the end-product and therefore

helps the designer.

o Relational data model (if applicable): A data model is an abstract model that

describes how data is represented and used. If an object database is not used,

the relational data model should usually be created before the design, since the

strategy chosen for object-relational mapping is an output of the OO design

process. However, it is possible to develop the relational data model and the

object-oriented design artefacts in parallel, and the growth of an artefact can

stimulate the refinement of other artefacts.

2.2 Object-oriented concepts

The five basic concepts of object-oriented design are the implementation level

features that are built into the programming language. These features are often

referred to by these common names:

o Object/Class: A tight coupling or association of data structures with the methods

or functions that act on the data. This is called a class, or object (an object is

created based on a class). Each object serves a separate function. It is defined
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by its properties, what it is and what it can do. An object can be part of a class,

which is a set of objects that are similar.

o Information hiding: The ability to protect some components of the object from

external entities. This is realized by language keywords to enable a variable to

be declared as private or protected to the owning class.

o Inheritance: The ability for a class to extend or override functionality of another

class. The so-called subclass has a whole section that is the superclass and

then it has its own set of functions and data.

o Interface: The ability to defer the implementation of a method. The ability to

define the functions or methods signatures without implementing them.

o Polymorphism: The ability to replace an object with its subobjects. The ability

of an object-variable to contain, not only that object, but also all of its

subobjects.

2.3 Designing concepts

o Defining objects, creating class diagram from conceptual diagram: Usually map

entity to class.

o Identifying attributes.

o Use design patterns (if applicable): A design pattern is not a finished design, it is

a description of a solution to a common problem, in a context. The main

advantage of using a design pattern is that it can be reused in multiple

applications. It can also be thought of as a template for how to solve a problem

that can be used in many different situations and/or applications. Object-

oriented design patterns typically show relationships and interactions between

classes or objects, without specifying the final application classes or objects

that are involved.

o Define application framework (if applicable): Application framework is a term

usually used to refer to a set of libraries or classes that are used to implement
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the standard structure of an application for a specific operating system. By

bundling a large amount of reusable code into a framework, much time is

saved for the developer, since he/she is saved the task of rewriting large

amounts of standard code for each new application that is developed.

o Identify persistent objects/data (if applicable): Identify objects that have to last

longer than a single runtime of the application. If a relational database is used,

design the object relation mapping.

o Identify and define remote objects (if applicable).

2.4 Output (deliverables) of object-oriented design

o Sequence Diagrams: Extend the System Sequence Diagram to add specific

objects that handle the system events.

o A sequence diagram shows, as parallel vertical lines, different processes or

objects that live simultaneously, and, as horizontal arrows, the messages

exchanged between them, in the order in which they occur.

o Class diagram: A class diagram is a type of static structure UML diagram that

describes the structure of a system by showing the system's classes, their

attributes, and the relationships between the classes. The messages and classes

identified through the development of the sequence diagrams can serve as

input to the automatic generation of the global class diagram of the system.

2.5 Some design principles and strategies using C++

o Dependency injection: The basic idea is that if an object depends upon having

an instance of some other object then the needed object is "injected" into the

dependent object; for example, being passed a database connection as an

argument to the constructor instead of creating one internally.

o Acyclic dependencies principle: The dependency graph of packages or

components should have no cycles. This is also referred to as having a directed

acyclic graph. For example, package C depends on package B, which depends
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on package A. If package A also depended on package C, then you would

have a cycle.

o Composite reuse principle: Favor polymorphic composition of objects over

inheritance

3. Key Issues in Programming

Programming languages generally support a set of operators that are similar to operators in

mathematics. A language may contain a fixed number of built-in operators (e.g., C

programming language) or it may allow the creation of programmer-defined operators (e.g.,

C++).

Some built-in operators supported by a language have a direct mapping to a small number of

instructions commonly found on central processing units, though others (e.g. '+' used to

express string concatenation) may have complicated implementations. The specification of a

language will specify the precedence and associativity of the operators it supports. Most

programming language operators take one or two operands, with a few supporting more

operands (e.g., the ?: operator in C). The position of the operator with respect to its operands

may be prefix, infix or postfix.

3.1 Operator overloading

In some programming languages an operator may be ad-hoc polymorphic, that is,

have definitions for more than one kind of data, (such as in Java where the + operator

is used both for the addition of numbers and for the concatenation of strings). Such an

operator is said to be overloaded. In languages that support operator overloading by

the programmer but have a limited set of operators, such as C++, operator overloading

is often used to define customized uses for operators.

3.2 Operand coercion

Some languages also allow for the operands of an operator to be implicitly converted

or coerced to suitable data types for the operation to occur. For example, in Perl

coercion rules lead into 12 + "3.14" producing the result of 15.14. The text "3.14" is

converted to the number 3.14 before addition can take place. Further, 12 is an integer
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and 3.14 is either a floating or fixed-point number (a number that has a decimal place

in it) so the integer is then converted to a floating point or fixed-point number

respectively.

In the presence of coercions in a language, the programmer must be aware of the

specific rules regarding operand types and the operation result type to avoid subtle

programming mistakes.

In computer science, type conversion or typecasting refers to changing an entity of

one data type into another. This is done to take advantage of certain features of type

hierarchies. For instance, values from a more limited set, such as integers, can be

stored in a more compact format and later converted to a different format enabling

operations not previously possible, such as division with several decimal places'

worth of accuracy. In object-oriented programming languages, type conversion allows

programs to treat objects of one type as one of their ancestor types to simplify

interacting with them.

There are two types of conversion: implicit and explicit. The term for implicit type

conversion is coercion. The most common form of explicit type conversion is known

as casting. Explicit type conversion can also be achieved with separately defined

conversion routines such as an overloaded object constructor.

3.3 Operators in APL

In the Iverson Notation that later became APL, Kenneth E. Iverson defined several

operators (reduction, inner product, outer product) acting on functions to produce

functions. So, for example, +/ (plus-reduce) applies the reduction operator to the

binary function + to create a function for adding vectors, rows of matrices, etc.

APL (A Programming Language) is an array programming language based on a

notation invented in 1957 by Kenneth E. Iverson while at HarvardUniversity. It

originated as an attempt to provide consistent notation for the teaching and analysis of

topics related to the application of computers. Iverson published his notation in 1962

in a book titled A Programming Language. By 1965, a subset of the notation was

implemented as a programming language, then known as IVSYS. Later, prior to its
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commercial release, APL got its name from the title of the book. Iverson received the

Turing Award in 1979 for his work.

Iverson's notation was later used to describe the IBM System/360 machine

architecture, a description much more concise and exact than the existing

documentation and revealing several previously unnoticed problems. Later, a

Selectric typeball was specially designed to write a linear representation of this

notation. This distinctive aspect of APL, the use of a special character set visually

depicting the operations to be performed, remains fundamentally unchanged today.

The APL language features a rich set of operations which work on entire arrays of

data, like the vector instruction set of a SIMD architecture. While many computer

languages would require iteration to, for example, add two arrays together, functions

in APL typically deal with entire arrays at once. In conjunction with a special

character set where glyphs represent operations to be performed, this drastically

reduces the potential number of loops and allows for smaller, more concise and

compact programs.

As with all programming languages that have had several decades of continual use,

APL has evolved significantly, generally in an upward-compatible manner, from its

earlier releases. APL is usually interpretive and interactive, and normally features a

read-evaluate-print loop (REPL) for command and expression input. Today, nearly all

modern implementations support structured programming while several dialects now

feature some form of object oriented programming constructs.

Topic : Recursion: The Mirrors

Topic Objective:

At the end of this topic the student will be able to understand:

 Recursive Solutions

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

9
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 Counting Things

 Searching an Array

 Organizing Data

 Recursion and Efficiency

Definition/Overview:

Overview: Recursion (computer science) is a way of thinking about and solving problems. In

fact, recursion is one of the central ideas of computer science. Solving a problem using

recursion means the solution depends on solutions to smaller instances of the same problem.

Most high-level computer programming languages support recursion by allowing a function

to call itself within the program text. Imperative languages define looping constructs like

while and for loops that are used to perform repetitive actions. Some functional programming

languages do not define any looping constructs but rely solely on recursion to repeatedly call

code. Computability theory has proven that these recursive only languages are

mathematically equivalent to the imperative languages, meaning they can solve the same

kinds of problems even without the typical control structures like while and for.

Key Points:

1. Recursive Solutions

A common method of simplification is to divide a problem into sub-problems of the same

type. This is known as dialecting. As a computer programming technique, this is called divide

and conquer, and it is key to the design of many important algorithms, as well as a

fundamental part of dynamic programming.

Virtually all programming languages in use today allow the direct specification of recursive

functions and procedures. When such a function is called, the computer (for most languages

on most stack-based architectures) or the language implementation keeps track of the various

instances of the function (on many architectures, by using a call stack, although other

methods may be used). Conversely, every recursive function can be transformed into an

iterative function by using a stack.

Most (but not all) functions and procedures that can be evaluated by a computer can be

expressed in terms of a recursive function (without having to use pure iteration),[citation
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needed] in continuation-passing style; conversely any recursive function can be expressed in

terms of (pure) iteration, since recursion in itself is iterative too.[citation needed] In order to

evaluate a function by means of recursion, it has to be defined as a function of itself (e.g. the

factorial n! = n * (n - 1)! , where 0! is defined as 1). Clearly thus, not all function evaluations

lend itself for a recursive approach. In general, all non-infinite functions can be described

recursively directly; infinite functions (e.g. the series for e = 1/1! + 2/2! + 3/3!...) need an

extra 'stopping criterium', e.g. the number of iterations, or the number of significant digits,

because otherwise recursive iteration would result in an endless loop.

To make a very literal example out of this: If an unknown word is seen in a book, the reader

can make a note of the current page number and put the note on a stack (which is empty so

far). The reader can then look the new word up and, while reading on the subject, may find

yet another unknown word. The page number of this word is also written down and put on

top of the stack. At some point an article is read that does not require any explanation. The

reader then returns to the previous page number and continues reading from there. This is

repeated, sequentially removing the topmost note from the stack. Finally, the reader returns to

the original book. This is a recursive approach.

Some languages designed for logic programming and functional programming provide

recursion as the only means of repetition directly available to the programmer. Such

languages generally make tail recursion as efficient as iteration, letting programmers express

other repetition structures (such as Scheme's map and for) in terms of recursion.

Recursion is deeply embedded in the theory of computation, with the theoretical equivalence

of μ-recursive functions and Turing machines at the foundation of ideas about the

universality of the modern computer.

2. Counting Things

The binary search algorithm is a method of searching and counting an ordered array for a

single element by cutting the array in half with each pass. The trick is to pick a midpoint near

the center of the array, compare the data at that point with the data being searched and then

responding to one of three possible conditions: the data is found, the data at the midpoint is

greater than the data being searched for, or the data at the midpoint is less than the data being

searched for.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

11
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Recursion is used in this algorithm because with each pass a new array is created by cutting

the old one in half. The binary search procedure is then called recursively, this time on the

new (and smaller) array. Typically the array's size is adjusted by manipulating a beginning

and ending index. The algorithm exhibits a logarithmic order of growth because it essentially

divides the problem domain in half with each pass.

3. Searching an Array

An important application of recursion in computer science is in defining dynamic data

structures such as Lists and Trees. Recursive data structures can dynamically grow to a

theoretically infinite size in response to runtime requirements; in contrast, a static array's size

requirements must be set at compile time.

4. Organizing Data

In the "factorial" example the iterative implementation is likely to be slightly faster in

practice than the recursive one. This is almost definite for the Euclidean Algorithm

implementation. This result is typical, because iterative functions do not pay the "function-

call overhead" as many times as recursive functions, and that overhead is relatively high in

many languages. (Note that an even faster implementation for the factorial function on small

integers is to use a lookup table.)

There are other types of problems whose solutions are inherently recursive, because they

need to keep track of prior state. One example is tree traversal; others include the Ackermann

function and divide-and-conquer algorithms such as Quicksort. All of these algorithms can be

implemented iteratively with the help of a stack, but the need for the stack arguably nullifies

the advantages of the iterative solution.

Another possible reason for choosing an iterative rather than a recursive algorithm is that in

today's programming languages, the stack space available to a thread is often much less than

the space available in the heap, and recursive algorithms tend to require more stack space

than iterative algorithms. However, see the caveat below regarding the special case of tail

recursion.

5. Recursion and Efficiency

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

12
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Creating a recursive procedure essentially requires defining a "base case", and then defining

rules to break down more complex cases into the base case. Key to a recursive procedure is

that with each recursive call, the problem domain must be reduced in such a way that

eventually the base case is arrived at.

Some authors classify recursion as either "generative" or "structural". The distinction is made

based on where the procedure gets the data that it works on. If the data comes from a data

structure like a list, then the procedure is "structurally recursive"; otherwise, it is

"generatively recursive.

Topic : Data Abstraction: The Walls

Topic Objective:

At the end of this topic the student will be able to understand:

 Abstract Data Types

 Specifying ADTs

 Implementing ADTs

Definition/Overview:

Overview: In computer science, abstraction is a mechanism and practice to reduce and factor

out details so that one can focus on a few concepts at a time. The concept is by analogy with

abstraction in mathematics. The mathematical technique of abstraction begins with

mathematical definitions; this has the fortunate effect of finessing some of the vexing

philosophical issues of abstraction. For example, in both computing and in mathematics,

numbers are concepts in the programming languages, as founded in mathematics.

Implementation details depend on the hardware and software, but this is not a restriction

because the computing concept of number is still based on the mathematical concept.
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Key Points:

1. Abstract Data Types

1.1 Programming languages

Different programming languages provide different types of abstraction, depending on

the applications for which the language is intended. For example:

o In object-oriented programming languages such as C++, Object Pascal, or Java,

the concept of abstraction is itself a declarative statement - using the keywords

virtual (in C++) or abstract (in Java). After such a declaration, it is the

responsibility of the programmer to implement a class to instantiate the object

of the declaration.

o In functional programming languages, it is common to find abstractions related

to functions, such as lambda abstractions (making a term into a function of

some variable), higher-order functions (parameters are functions), bracket

abstraction (making a term into a function of a variable).

o The Linda abstracts the concepts of server and shared data-space to facilitate

distributed programming.

1.2 Specification methods

There are various methods that have been developed to formally specify software

systems. Some known methods are : Abstract model based method (VDM, Z);

Algebraic techniques (Larch, CLEAR, OBJ, ACT ONE); Process based techniques

(LOTOS, SDL, Estelle); Trace base techniques (SPECIAL, TAM); Knowledge based

techniques (Refine, Gist).

1.3 Specification languages

Specification languages generally rely on abstractions of one kind or another, since

specifications are typically defined earlier in a project, and at a more abstract level,
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than an eventual implementation. The UML specification language, for example,

allows the definition of abstract classes, which are simply left abstract during the

architecture and specification phase of the project.

2. Specifying ADTs

Data abstraction is the enforcement of a clear separation between the abstract properties of a

data type and the concrete details of its implementation. The abstract properties are those that

are visible to client code that makes use of the data type--the interface to the data type--while

the concrete implementation is kept entirely private, and indeed can change, for example to

incorporate efficiency improvements over time. The idea is that such changes are not

supposed to have any impact on client code, since they involve no difference in the abstract

behaviour.

For example, one could define an abstract data type called lookup table, where keys are

uniquely associated with values, and values may be retrieved by specifying their

corresponding keys. Such a lookup table may be implemented in various ways: as a hash

table, a binary search tree, or even a simple linear list. As far as client code is concerned, the

abstract properties of the type are the same in each case.

Of course, this all relies on getting the details of the interface right in the first place, since any

changes there can have major impacts on client code. Another way to look at this is that the

interface forms a contract on agreed behaviour between the data type and client code;

anything not spelled out in the contract is subject to change without notice.

Languages that implement data abstraction include Adaand Modula-2. Object-oriented

languages are commonly claimed to offer data abstraction; however, their inheritance concept

tends to put information in the interface that more properly belongs in the implementation;

thus, changes to such information ends up impacting client code, leading directly to the

Fragile binary interface problem.

3. Implementing ADTs

In object-oriented programming theory, abstraction is the facility to define objects that

represent abstract "actors" that can perform work, report on and change their state, and

"communicate" with other objects in the system. The term encapsulation refers to the hiding
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of state details, but extending the concept of data type from earlier programming languages to

associate behavior most strongly with the data, and standardizing the way that different data

types interact, is the beginning of abstraction. When abstraction proceeds into the operations

defined, enabling objects of different types to be substituted, it is called polymorphism. When

it proceeds in the opposite direction, inside the types or classes, structuring them to simplify a

complex set of relationships, it is called delegation or inheritance.

Various object-oriented programming languages offer similar facilities for abstraction, all to

support a general strategy of polymorphism in object-oriented programming, which includes

the substitution of one type for another in the same or similar role. Although it is not as

generally supported, a configuration or image or package may predetermine a great many of

these bindings at compile-time, link-time, or loadtime. This would leave only a minimum of

such bindings to change at run-time.

In Common Lisp Object System or self, for example, there is less of a class-instance

distinction, more use of delegation for polymorphism, and individual objects and functions

are abstracted more flexibly to better fit with a shared functional heritage from Lisp.

Another extreme is C++, which relies heavily on templates and overloading and other static

bindings at compile-time, which in turn has certain flexibility problems.

Although these are alternate strategies for achieving the same abstraction, they do not

fundamentally alter the need to support abstract nouns in code - all programming relies on an

ability to abstract verbs as functions, nouns as data structures, and either as processes.

If a more differentiated hierarchy of animals is required to differentiate, say, those who

provide milk from those who provide nothing except meat at the end of their lives, that is an

intermediary level of abstraction, probably DairyAnimal (cows, goats) who would eat foods

suitable to giving good milk, and Animal (pigs, steers) who would eat foods to give the best

meat quality.

Such an abstraction could remove the need for the application coder to specify the type of

food, so s/he could concentrate instead on the feeding schedule. The two classes could be

related using inheritance or stand alone, and varying degrees of polymorphism between the

two types could be defined. These facilities tend to vary drastically between languages, but in
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general each can achieve anything that is possible with any of the others. A great many

operation overloads, data type by data type, can have the same effect at compile-time as any

degree of inheritance or other means to achieve polymorphism. The class notation is simply a

coder's convenience.

When discussing formal semantics of programming languages, formal methods or abstract

interpretation, abstraction refers to the act of considering a less accurate, but safe, definition

of the observed program behaviors. For instance, one may observe only the final result of

program executions instead of considering all the intermediate steps of executions.

Abstraction is defined to a concrete (more precise) model of execution.

Abstraction may be exact or faithful with respect to a property if it is possible to answer a

question about the property equally well on the concrete or abstract model. For instance, if

we wish to know what the result of the evaluation of a mathematical expression involving

only integers +, -, , is worth modulo n, it is sufficient to perform all operations modulo n (a

familiar form of this abstraction is casting out nines).

Abstractions, however, are not necessarily exact, but one requires that they should be sound.

That is, it should be possible to get sound answers from themeven though the abstraction may

simply yield a result of undecidability. For instance, we may abstract the students in a class

by their minimal and maximal ages; if one asks whether a certain person belongs to that class,

one may simply compare that person's age with the minimal and maximal ages; if his age lies

outside the range, one may safely answer that the person does not belong to the class; if it

does not, one may only answer "I don't know".

The level of abstraction included in a programming language can influence its overall

usability. The Cognitive dimensions framework includes the concept of abstraction gradient

in a formalism. This framework allows the designer of a programming language to study the

trade-offs between abstraction and other characteristics of the design, and how changes in

abstraction influence the language usability.

Abstractions are useful when dealing with computer programs, because non-trivial properties

of computer programs are essentially undecidable (see Rice's theorem). As a consequence,

automatic methods for deriving information on the behavior of computer programs either

have to drop termination (on some occasions, they may fail, crash or never yield out a result),
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soundness (they may provide false information), or precision (they may answer "I don't

know" to some questions).

Abstraction is the core concept of abstract interpretation. Model checking is generally

performed on abstract versions of the studied systems.

In Section 2 of this course you will cover these topics:
Linked Lists

Recursion As A Problem-Solving Technique

Stacks

Topic : Linked Lists

Topic Objective:

At the end of this topic the student will be able to understand:

 History

 Applications of linked lists

 Tradeoffs

 Internal and external storage

Definition/Overview:

Overview: In computer science, a linked list is one of the fundamental data structures, and

can be used to implement other data structures. It consists of a sequence of nodes, each

containing arbitrary data fields and one or two references ("links") pointing to the next and/or

previous nodes. The principal benefit of a linked list over a conventional array is that the

order of the linked items may be different from the order that the data items are stored in

memory or on disk, allowing the list of items to be traversed in a different order. A linked list

is a self-referential datatype because it contains a pointer or link to another datum of the same

type. Linked lists permit insertion and removal of nodes at any point in the list in constant
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time, but do not allow random access. Several different types of linked list exist: singly-

linked lists, doubly-linked lists, and circularly-linked lists.

Linked lists can be implemented in most languages. Languages such as Lisp and Scheme

have the data structure built in, along with operations to access the linked list. Procedural or

object-oriented languages such as C, C++, and Java typically rely on mutable references to

create linked lists.

Key Points:

1. History

Linked lists were developed in 1955-56 by Allen Newell, Cliff Shaw and Herbert Simon at

RAND Corporation as the primary data structure for their Information Processing Language.

IPL was used by the authors to develop several early artificial intelligence programs,

including the Logic Theory Machine, the General Problem Solver, and a computer chess

program. Reports on their work appeared in IRE Transactions on Information Theory in

1956, and several conference proceedings from 1957-1959, including Proceedings of the

Western Joint Computer Conference in 1957 and 1958, and Information Processing

(Proceedings of the first UNESCO International Conference on Information Processing) in

1959. The now-classic diagram consisting of blocks representing list nodes with arrows

pointing to successive list nodes appears in "Programming the Logic Theory Machine" by

Newell and Shaw in Proc. WJCC, February 1957. Newell and Simon were recognized with

the ACM Turing Award in 1975 for having "made basic contributions to artificial

intelligence, the psychology of human cognition, and list processing".

The problem of machine translation for natural language processing led Victor Yngve at

Massachusetts Institute of Technology (MIT) to use linked lists as data structures in his

COMIT programming language for computer research in the field of linguistics. A report on

this language entitled "A programming language for mechanical translation" appeared in

Mechanical Translation in 1958.

LISP, standing for list processor, was created by John McCarthy in 1958 while he was at MIT

and in 1960 he published its design in a paper in the Communications of the ACM, entitled
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"Recursive Functions of Symbolic Expressions and Their Computation by Machine, Part I".

One of LISP's major data structures is the linked list.

By the early 1960s, the utility of both linked lists and languages which use these structures as

their primary data representation was well established. Bert Green of the MIT Lincoln

Laboratory published a review article entitled "Computer languages for symbol

manipulation" in IRE Transactions on Human Factors in Electronics in March 1961 which

summarized the advantages of the linked list approach. A later review article, "A Comparison

of list-processing computer languages" by Bobrow and Raphael, appeared in

Communications of the ACM in April 1964.

Several operating systems developed by Technical Systems Consultants (originally of West

Lafayette Indiana, and later of Chapel Hill, North Carolina) used singly linked lists as file

structures. A directory entry pointed to the first sector of a file, and succeeding portions of the

file were located by traversing pointers. Systems using this technique included Flex (for the

Motorola 6800 CPU), mini-Flex (same CPU), and Flex9 (for the Motorola 6809 CPU). A

variant developed by TSC for and marketed by Smoke Signal Broadcasting in California,

used doubly linked lists in the same manner.

The TSS operating system, developed by IBM for the System 360/370 machines, used a

double linked list for their file system catalog. The directory structure was similar to Unix,

where a directory could contain files and/or other directories and extend to any depth. A

utility flea was created to fix file system problems after a crash, since modified portions of

the file catalog were sometimes in memory when a crash occurred. Problems were detected

by comparing the forward and backward links for consistency. If a forward link was corrupt,

then if a backward link to the infected node was found, the forward link was set to the node

with the backward link. A humorous comment in the source code where this utility was

invoked stated "Everyone knows a flea collar gets rid of bugs in cats".

2. Applications of linked lists

Linked lists are used as a building block for many other data structures, such as stacks,

queues and their variations. The "data" field of a node can be another linked list. By this

device, one can construct many linked data structures with lists; this practice originated in the

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

20
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Lisp programming language, where linked lists are a primary (though by no means the only)

data structure, and is now a common feature of the functional programming style.

Sometimes, linked lists are used to implement associative arrays, and are in this context

called association lists. This use of linked lists is easily outperformed by other data structures

such as self-balancing binary search trees even on small data sets (see the discussion in

associative array). However, sometimes a linked list is dynamically created out of a subset of

nodes in such a tree, and used to more efficiently traverse that set.

3. Tradeoffs

As with most choices in computer programming and design, no method is well suited to all

circumstances. A linked list data structure might work well in one case, but cause problems in

another. This is a list of some of the common tradeoffs involving linked list structures. In

general, if you have a dynamic collection, where elements are frequently being added and

deleted, and the location of new elements added to the list is significant, then benefits of a

linked list increase.

3.1 Linked lists vs. arrays

Linked lists have several advantages over arrays. Elements can be inserted into linked

lists indefinitely, while an array will eventually either fill up or need to be resized, an

expensive operation that may not even be possible if memory is fragmented.

Similarly, an array from which many elements are removed may become wastefully

empty or need to be made smaller.

Further memory savings can be achieved, in certain cases, by sharing the same "tail"

of elements among two or more lists that is, the lists end in the same sequence of

elements. In this way, one can add new elements to the front of the list while keeping

a reference to both the new and the old versions a simple example of a persistent data

structure.

On the other hand, arrays allow random access, while linked lists allow only

sequential access to elements. Singly-linked lists, in fact, can only be traversed in one

direction. This makes linked lists unsuitable for applications where it's useful to look

up an element by its index quickly, such as heapsort. Sequential access on arrays is
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also faster than on linked lists on many machines due to locality of reference and data

caches. Linked lists receive almost no benefit from the cache.

Another disadvantage of linked lists is the extra storage needed for references, which

often makes them impractical for lists of small data items such as characters or

boolean values. It can also be slow, and with a nave allocator, wasteful, to allocate

memory separately for each new element, a problem generally solved using memory

pools.

A number of linked list variants exist that aim to ameliorate some of the above

problems. Unrolled linked lists store several elements in each list node, increasing

cache performance while decreasing memory overhead for references. CDR coding

does both these as well, by replacing references with the actual data referenced, which

extends off the end of the referencing record.

A good example that highlights the pros and cons of using arrays vs. linked lists is by

implementing a program that resolves the Josephus problem. The Josephus problem is

an election method that works by having a group of people stand in a circle. Starting

at a predetermined person, you count around the circle n times. Once you reach the

nth person, take them out of the circle and have the members close the circle. Then

count around the circle the same n times and repeat the process, until only one person

is left. That person wins the election. This shows the strengths and weaknesses of a

linked list vs. an array, because if you view the people as connected nodes in a

circular linked list then it shows how easily the linked list is able to delete nodes (as it

only has to rearrange the links to the different nodes). However, the linked list will be

poor at finding the next person to remove and will need to recurse through the list

until it finds that person. An array, on the other hand, will be poor at deleting nodes

(or elements) as it cannot remove one node without individually shifting all the

elements up the list by one. However, it is exceptionally easy to find the nth person in

the circle by directly referencing them by their position in the array.

The list ranking problem concerns the efficient conversion of a linked list

representation into an array. Although trivial for a conventional computer, solving this

problem by a parallel algorithm is complicated and has been the subject of much

research.
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3.2 Doubly-linked vs. singly-linked

Double-linked lists require more space per node (unless one uses xor-linking), and

their elementary operations are more expensive; but they are often easier to

manipulate because they allow sequential access to the list in both directions. In

particular, one can insert or delete a node in a constant number of operations given

only that node's address. Comparing with singly-linked lists, it requires the previous

node's address in order to correctly insert or delete. Some algorithms require access in

both directions. On the other hand, they do not allow tail-sharing, and cannot be used

as persistent data structures.

3.3 Circularly-linked vs. linearly-linked

Circular linked lists are most useful for describing naturally circular structures, and

have the advantage of regular structure and being able to traverse the list starting at

any point. They also allow quick access to the first and last records through a single

pointer (the address of the last element). Their main disadvantage is the complexity of

iteration, which has subtle special cases.

3.4 Sentinel nodes (header nodes, starter nodes)

Doubly linked lists can be structured without using a front and NULL pointer to the

ends of the list. Instead, a node of object type T set with specified default values is

used to indicate the "beginning" of the list. This node is known as a Sentinel node and

is commonly referred to as a "header" node. Common searching and sorting

algorithms are made less complicated through the use of a header node, as every

element now points to another element, and never to NULL. The header node, like

any other, contains a "next" pointer that points to what is considered by the linked list

to be the first element. It also contains a "previous" pointer which points to the last

element in the linked list. In this way, a doubly linked list structured around a Sentinel

Node is circular.

The Sentinel node is defined as another node in a doubly linked list would be, but the

allocation of a front pointer is unnecessary as the next and previous pointers of the

Sentinel node will point to itself. This is defined in the default constructor of the list.
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next == this; prev == this;

If the previous and next pointers point to the Sentinel node, the list is considered

empty. Otherwise, if one or more elements is added, both pointers will point to

another node, and the list will contain those elements.

Sentinel node may simplify certain list operations, by ensuring that the next and/or

previous nodes exist for every element. However sentinel nodes use up extra space

(especially in applications that use many short lists), and they may complicate other

operations. To avoid the extra space requirement the sentinel nodes can often be

reused as references to the first and/or last node of the list.

The Sentinel node eliminates the need to keep track of a pointer to the beginning of

the list, and also eliminates any errors that could result in the deletion of the first

pointer, or any accidental relocation.'

4. Internal and external storage

When constructing a linked list, one is faced with the choice of whether to store the data of

the list directly in the linked list nodes, called internal storage, or merely to store a reference

to the data, called external storage. Internal storage has the advantage of making access to the

data more efficient, requiring less storage overall, having better locality of reference, and

simplifying memory management for the list (its data is allocated and deallocated at the same

time as the list nodes).

External storage, on the other hand, has the advantage of being more generic, in that the same

data structure and machine code can be used for a linked list no matter what the size of the

data is. It also makes it easy to place the same data in multiple linked lists. Although with

internal storage the same data can be placed in multiple lists by including multiple next

references in the node data structure, it would then be necessary to create separate routines to

add or delete cells based on each field. It is possible to create additional linked lists of

elements that use internal storage by using external storage, and having the cells of the

additional linked lists store references to the nodes of the linked list containing the data.

In general, if a set of data structures needs to be included in multiple linked lists, external

storage is the best approach. If a set of data structures need to be included in only one linked
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list, then internal storage is slightly better, unless a generic linked list package using external

storage is available. Likewise, if different sets of data that can be stored in the same data

structure are to be included in a single linked list, then internal storage would be fine.

Another approach that can be used with some languages involves having different data

structures, but all have the initial fields, including the next (and prev if double linked list)

references in the same location. After defining separate structures for each type of data, a

generic structure can be defined that contains the minimum amount of data shared by all the

other structures and contained at the top (beginning) of the structures. Then generic routines

can be created that use the minimal structure to perform linked list type operations, but

separate routines can then handle the specific data. This approach is often used in message

parsing routines, where several types of messages are received, but all start with the same set

of fields, usually including a field for message type. The generic routines are used to add new

messages to a queue when they are received, and remove them from the queue in order to

process the message. The message type field is then used to call the correct routine to process

the specific type of message.

Topic : Recursion As A Problem-Solving Technique

Topic Objective:

At the end of this topic the student will be able to understand:

 Recursive algorithms

 Recursive programming

 Binary search

 Recursive data structures

 Recursion versus iteration
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Definition/Overview:

Definition: Recursion (computer science) is a way of thinking about and solving problems.

In fact, recursion is one of the central ideas of computer science. Solving a problem using

recursion means the solution depends on solutions to smaller instances of the same problem.

Most high-level computer programming languages support recursion by allowing a function

to call itself within the program text. Imperative languages define looping constructs like

while and for loops that are used to perform repetitive actions. Some functional programming

languages do not define any looping constructs but rely solely on recursion to repeatedly call

code. Computability theory has proven that these recursive only languages are

mathematically equivalent to the imperative languages, meaning they can solve the same

kinds of problems even without the typical control structures like while and for.

Key Points:

1. Recursive algorithms

A common method of simplification is to divide a problem into sub-problems of the same

type. This is known as dialecting. As a computer programming technique, this is called divide

and conquer, and it is key to the design of many important algorithms, as well as a

fundamental part of dynamic programming.

Virtually all programming languages in use today allow the direct specification of recursive

functions and procedures. When such a function is called, the computer (for most languages

on most stack-based architectures) or the language implementation keeps track of the various

instances of the function (on many architectures, by using a call stack, although other

methods may be used). Conversely, every recursive function can be transformed into an

iterative function by using a stack.

Most (but not all) functions and procedures that can be evaluated by a computer can be

expressed in terms of a recursive function (without having to use pure iteration),[citation

needed] in continuation-passing style; conversely any recursive function can be expressed in

terms of (pure) iteration, since recursion in itself is iterative too.[citation needed] In order to

evaluate a function by means of recursion, it has to be defined as a function of itself (e.g. the

factorial n! = n * (n - 1)! , where 0! is defined as 1). Clearly thus, not all function evaluations
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lend itself for a recursive approach. In general, all non-infinite functions can be described

recursively directly; infinite functions (e.g. the series for e = 1/1! + 2/2! + 3/3!...) need an

extra 'stopping criterium', e.g. the number of iterations, or the number of significant digits,

because otherwise recursive iteration would result in an endless loop.

To make a very literal example out of this: If an unknown word is seen in a book, the reader

can make a note of the current page number and put the note on a stack (which is empty so

far). The reader can then look the new word up and, while reading on the subject, may find

yet another unknown word. The page number of this word is also written down and put on

top of the stack. At some point an article is read that does not require any explanation. The

reader then returns to the previous page number and continues reading from there. This is

repeated, sequentially removing the topmost note from the stack. Finally, the reader returns to

the original book. This is a recursive approach.

Some languages designed for logic programming and functional programming provide

recursion as the only means of repetition directly available to the programmer. Such

languages generally make tail recursion as efficient as iteration, letting programmers express

other repetition structures (such as Scheme's map and for) in terms of recursion.

Recursion is deeply embedded in the theory of computation, with the theoretical equivalence

of μ-recursive functions and Turing machines at the foundation of ideas about the

universality of the modern computer.

2. Recursive programming

Creating a recursive procedure essentially requires defining a "base case", and then defining

rules to break down more complex cases into the base case. Key to a recursive procedure is

that with each recursive call, the problem domain must be reduced in such a way that

eventually the base case is arrived at.

Some authors classify recursion as either "generative" or "structural". The distinction is made

based on where the procedure gets the data that it works on. If the data comes from a data

structure like a list, then the procedure is "structurally recursive"; otherwise, it is

"generatively recursive.
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3. Binary search

he binary search algorithm is a method of searching an ordered array for a single element by

cutting the array in half with each pass. The trick is to pick a midpoint near the center of the

array, compare the data at that point with the data being searched and then responding to one

of three possible conditions: the data is found, the data at the midpoint is greater than the data

being searched for, or the data at the midpoint is less than the data being searched for.

Recursion is used in this algorithm because with each pass a new array is created by cutting

the old one in half. The binary search procedure is then called recursively, this time on the

new (and smaller) array. Typically the array's size is adjusted by manipulating a beginning

and ending index. The algorithm exhibits a logarithmic order of growth because it essentially

divides the problem domain in half with each pass.

4. Recursive data structures (structural recursion)

An important application of recursion in computer science is in defining dynamic data

structures such as Lists and Trees. Recursive data structures can dynamically grow to a

theoretically infinite size in response to runtime requirements; in contrast, a static array's size

requirements must be set at compile time.

5. Recursion versus iteration

In the "factorial" example the iterative implementation is likely to be slightly faster in

practice than the recursive one. This is almost definite for the Euclidean Algorithm

implementation. This result is typical, because iterative functions do not pay the "function-

call overhead" as many times as recursive functions, and that overhead is relatively high in

many languages. (Note that an even faster implementation for the factorial function on small

integers is to use a lookup table.)

There are other types of problems whose solutions are inherently recursive, because they

need to keep track of prior state. One example is tree traversal; others include the Ackermann

function and divide-and-conquer algorithms such as Quicksort. All of these algorithms can be

implemented iteratively with the help of a stack, but the need for the stack arguably nullifies

the advantages of the iterative solution.
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Another possible reason for choosing an iterative rather than a recursive algorithm is that in

today's programming languages, the stack space available to a thread is often much less than

the space available in the heap, and recursive algorithms tend to require more stack space

than iterative algorithms. However, see the caveat below regarding the special case of tail

recursion.

Topic : Stacks

Topic Objective:

At the end of this topic the student will be able to understand:

 Introduction to Stacks

 Security of Stacks

Definition/Overview:

Overview: In computer science, a stack is an abstract data type and data structure based on

the principle of Last in First out (LIFO). Stacks are used extensively at every level of a

modern computer system. For example, a modern PC uses stacks at the architecture level,

which are used in the basic design of an operating system for interrupt handling and operating

system function calls. Among other uses, stacks are used to run a Java Virtual Machine, and

the Java language itself has a class called "Stack", which can be used by the programmer. The

stack is ubiquitous. A stack-based computer system is one that stores temporary information

primarily in stacks, rather than hardware CPU registers (a register-based computer system).

Key Points:

1. Introduction to Stacks

As an abstract data type, the stack is a container of nodes and has two basic operations: push

and pop. Push adds a given node to the top of the stack leaving previous nodes below. Pop

removes and returns the current top node of the stack. A frequently used metaphor is the idea
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of a stack of plates in a spring loaded cafeteria stack. In such a stack, only the top plate is

visible and accessible to the user, all other plates remain hidden. As new plates are added,

each new plate becomes the top of the stack, hiding each plate below, pushing the stack of

plates down. As the top plate is removed from the stack, they can be used, the plates pop back

up, and the second plate becomes the top of the stack. Two important principles are

illustrated by this metaphor: the Last In First Out principle is one; the second is that the

contents of the stack are hidden. Only the top plate is visible, so to see what is on the third

plate, the first and second plates will have to be removed. This can also be written as FILO-

First In Last Out, i.e. the record inserted first will be popped out at last.

2. Security of Stacks

Some computing environments use stacks in ways that may make them vulnerable to security

breaches and attacks. Programmers working in such environments must take special care to

avoid the pitfalls of these implementations.

For example, some programming languages use a common stack to store both data local to a

called procedure and the linking information that allows the procedure to return to its caller.

This means that the program moves data into and out of the same stack that contains critical

return addresses for the procedure calls. If data is moved to the wrong location on the stack,

or an oversized data item is moved to a stack location that is not large enough to contain it,

return information for procedure calls may be corrupted, causing the program to fail.

Malicious parties may attempt to take advantage of this type of implementation by providing

oversized data input to a program that does not check the length of input. Such a program

may copy the data in its entirety to a location on the stack, and in so doing it may change the

return addresses for procedures that have called it. An attacker can experiment to find a

specific type of data that can be provided to such a program such that the return address of

the current procedure is reset to point to an area within the stack itself (and within the data

provided by the attacker), which in turn contains instructions that carry out unauthorized

operations.

This type of attack is a variation on the buffer overflow attack and is an extremely frequent

source of security breaches in software, mainly because some of the most popular

programming languages (such as C) use a shared stack for both data and procedure calls, and
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do not verify the length of data items. Frequently programmers do not write code to verify the

size of data items, either, and when an oversized or undersized data item is copied to the

stack, a security breach may occur.

In Section 3 of this course you will cover these topics:
Queues

Advanced C++

Algorithm Efficiency And Sorting

Topic : Queues

Topic Objective:

At the end of this topic the student will be able to understand:

 Introduction

 Representing a Queue

 Characteristics

Definition/Overview:

Definition: A queue (pronounced /kjuː/) is a particular kind of collection in which the entities

in the collection are kept in order and the principal (or only) operations on the collection are

the addition of entities to the rear terminal position and removal of entities from the front

terminal position. This makes the queue a First-In-First-Out (FIFO) data structure. In a FIFO

data structure, the first element added to the queue will be the first one to be removed. This is

equivalent to the requirement that whenever an element is added, all elements that were

added before have to be removed before the new element can be invoked. A queue is an

example of a linear data structure.
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Key Points:

1. Introduction

Queues provide services in computer science, transport and operations research where

various entities such as data, objects, persons, or events are stored and held to be processed

later. In these contexts, the queue performs the function of a buffer. Queues are common in

computer programs, where they are implemented as data structures coupled with access

routines, as an abstract data structure or in object-oriented languages as classes. Common

implementations are circular buffers and linked lists.

2. Representing a Queue

The defining attribute of a queue data structure is the fact that allows access to only the front

and back of the structure. Furthermore, elements can only be removed from the front and can

only be added to the back. In this way, an appropriate metaphor often used to represent

queues is the idea of a checkout line. Other examples of queues are people traveling up an

escalator, machine parts on an assembly line, or cars in line at a gas station. The recurring

theme is clear: queues are essentially the same as a queue you would get in a shop waiting to

pay.

In each of the cases, the customer or object at the front of the line was the first one to enter,

while at the end of the line is the last to have entered. Every time a customer finishes paying

for their items (or a person steps off the escalator, or the machine part is removed from the

assembly line, etc.) that object leaves the queue from the front. This represents the queue

dequeue function. Every time another object or customer enters the line to wait, they join the

end of the line and represent the enqueue function. The queue size function would return the

length of the line, and the empty function would return true only if there was nothing in the

line.

3. Characteristics

Theoretically, one characteristic of a queue is that it does not have a specific capacity.

Regardless of how many elements are already contained, a new element can always be added.

It can also be empty, at which point removing an element will be impossible until a new

element has been added again. A practical implementation of a queue e.g. with pointers of
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course does have some capacity limit, that depends on the concrete situation it is used in. For

a data structure the executing computer will eventually run out of memory, thus limiting the

queue size. Queue overflow results from trying to add an element onto a full queue and queue

underflow happens when trying to remove an element from an empty queue. A bounded

queue is a queue limited to a fixed number of items.

Topic : Advanced C++

Topic Objective:

Topic Objective:

At the end of this topic the student will be able to understand:

 Parsing and processing C++ source code

 Compatibility

 Advancements

Definition/Overview:

Overview: C++ ("C Plus Plus", pronounced /ˌsiːˌplʌsˈplʌs/) is a general-purpose

programming language. It is regarded as a middle-level language, as it comprises a

combination of both high-level and low-level language features. It was developed by

Bjarne Stroustrup in 1979 at Bell Labs as an enhancement to the C programming

language and originally named "C with Classes". It was renamed to C++ in 1983. C++

is widely used in the software industry. Some of its application domains include systems

software, device drivers, embedded software, high-performance server and client

applications, and entertainment software such as video games. Several groups provide

both free and proprietary C++ compiler software, including the GNU Project,

Microsoft, Intel, Borland and others. The language began as enhancements to C, first

adding classes, then virtual functions, operator overloading, multiple inheritance,

templates, and exception handling among other features. After years of development,
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the C++ programming language standard was ratified in 1998 as ISO/IEC 14882:1998.

The current standard is the 2003 version, ISO/IEC 14882:2003. The next standard

version (known informally as C++0x) is in development.

Key Points:

1. Parsing and processing C++ source code

It is relatively difficult to write a good C++ parser with classic parsing algorithms such

as LALR(1). This is partly because the C++ grammar is not LALR. Because of this,

there are very few tools for analyzing or performing non-trivial transformations (e.g.,

refactoring) of existing code. One way to handle this difficulty is to choose a different

syntax, such as Significantly Prettier and Easier C++ Syntax, which is LALR(1)

parsable. More powerful parsers, such as GLR parsers, can be substantially simpler

(though slower).

Parsing (in the literal sense of producing a syntax tree) is not the most difficult problem

in building a C++ processing tool. Such tools must also have the same understanding of

the meaning of the identifiers in the program as a compiler might have. Practical

systems for processing C++ must then not only parse the source text, but be able to

resolve for each identifier precisely which definition applies (e.g. they must correctly

handle C++'s complex scoping rules) and what its type is, as well as the types of larger

expressions.

Finally, a practical C++ processing tool must be able to handle the variety of C++

dialects used in practice (such as that supported by the GNU Compiler Collection and

that of Microsoft's Visual C++) and implement appropriate analyzers, source code

transformers, and regenerate source text. Combining advanced parsing algorithms such

as GLR with symbol table construction and program transformation machinery can

enable the construction of arbitrary C++ tools.

2. Compatibility

Producing a reasonably standards-compliant C++ compiler has proven to be a difficult

task for compiler vendors in general. For many years, different C++ compilers

implemented the C++ language to different levels of compliance to the standard, and

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

34
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



their implementations varied widely in some areas such as partial template

specialization. Recent releases of most popular C++ compilers support almost the entire

C++ 1998 standard.

One particular point of contention is the export keyword, intended to allow template

definitions to be separated from their declarations. The first compiler to implement

export was Comeau C/C++, in early 2003 (5 years after the release of the standard); in

2004, the beta compiler of Borland C++ Builder X was also released with export. Both

of these compilers are based on the EDG C++ front end. It should also be noted that

many C++ books provide example code using the keyword export (for example,

Beginning ANSI C++ by Ivor Horton) which will not compile in most compilers, but

there is no reference to the problem with the keyword export mentioned. Other

compilers such as GCC do not support it at all. Herb Sutter, secretary of the C++

standards committee, recommended that export be removed from future versions of the

C++ standard, but finally the decision was made to retain it.

In order to give compiler vendors greater freedom, the C++ standards committee

decided not to dictate the implementation of name mangling, exception handling, and

other implementation-specific features. The downside of this decision is that object code

produced by different compilers is expected to be incompatible. There are, however,

third party standards for particular machines or operating systems which attempt to

standardize compilers on those platforms (for example C++ ABI); some compilers adopt

a secondary standard for these items.

C++ is often considered to be a superset of C, but this is not strictly true. Most C code

can easily be made to compile correctly in C++, but there are a few differences that

cause some valid C code to be invalid in C++, or to behave differently in C++.

One commonly encountered difference is that C allows implicit conversion from void*

to other pointer types, but C++ does not. Another common portability issue is that C++

defines many new keywords, such as new and class, that may be used as identifiers (e.g.

variable names) in a C program.

Some incompatibilities have been removed by the latest (C99) C standard, which now

supports C++ features such as // comments and mixed declarations and code. However,
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C99 introduced a number of new features that C++ does not support (such as variable-

length arrays, native complex-number types, designated initializers and compound

literals), so the languages may be diverging more than they are converging. However, at

least some of the new C99 features will likely be included in the next version of the C++

standard, C++0x.

In order to intermix C and C++ code, any function declaration or definition that is to be

called from/used both in C and C++ must be declared with C linkage by placing it

within an extern "C" { ... } block. Such a function may not rely on features depending

on name mangling (i.e., function overloading).

3. Advancements

Modern critics of the language raise several points. First, since C++ is based on and

largely compatible with C, it inherits most of the criticisms leveled at that language.

Taken as a whole, C++ has a large feature set, including all of C, plus a large set of its

own additions, in part leading to criticisms of being a "bloated" and complicated

language.[citation needed] Bjarne Stroustrup points out that resultant executables don't

support these claims of bloat: "I have even seen the C++ version of the 'hello world'

program smaller than the C version." The Embedded C++ standard was specified to

deal with part of this, but it received criticism for leaving out useful parts of the

language that incur no runtime penalty. Because of its large feature set, it is difficult to

fully master C++.

While C++ is more complex than some other programming languages, Bjarne

Stroustrup points out that "The programming world is far more complex today than it

was 30 years ago, and modern programming languages reflect that." The ISO standard

of the C++ language is about 310 pages (excluding library). For comparison, the C

programming language's is about 160 pages, even though it was designed more than 15

years prior and doesn't consider object-oriented programming.

Other criticism stems from what is missing from C++. For example, the current version

of Standard C++ provides no language features to create multi-threaded software.

These facilities are present in some other languages including Java, Ada, and C# (see
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also Lock). It is possible to use operating system calls or third party libraries to do

multi-threaded programming, but both approaches may create portability concerns.

C++ is also sometimes compared unfavorably with single-paradigm object-oriented

languages such as Smalltalk, Java or Eiffel on the basis that it allows programmers to

"mix and match" object-oriented and procedural programming, rather than strictly

enforcing a single paradigm. This is part of a wider debate on the relative merits of the

two programming styles.

Topic : Algorithm Efficiency And Sorting

Topic Objective:

At the end of this topic the student will be able to understand:

 Introduction

 Memory usage patterns and index sorting

Definition/Overview:

Overview: In computer science and mathematics, a sorting algorithm is an algorithm that

puts elements of a list in a certain order. The most-used orders are numerical order and

lexicographical order. Efficient sorting is important to optimizing the use of other algorithms

(such as search and merge algorithms) that require sorted lists to work correctly; it is also

often useful for canonicalizing data and for producing human-readable output. More

formally, the output must satisfy two conditions:

1. The output is in nondecreasing order (each element is no smaller than the previous

element according to the desired total order);

2. The output is a permutation, or reordering, of the input.
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Key Points:

1. Introduction

Since the dawn of computing, the sorting problem has attracted a great deal of research,

perhaps due to the complexity of solving it efficiently despite its simple, familiar statement.

For example, bubble sort was analyzed as early as 1956. Although many consider it a solved

problem, useful new sorting algorithms are still being invented (for example, library sort was

first published in 2004). Sorting algorithms are prevalent in introductory computer science

classes, where the abundance of algorithms for the problem provides a gentle introduction to

a variety of core algorithm concepts, such as big O notation, divide and conquer algorithms,

data structures, randomized algorithms, best, worst and average case analysis, time-space

tradeoffs, and lower bounds.

2. Memory usage patterns and index sorting

When the size of the array to be sorted approaches or exceeds the available primary memory,

so that (much slower) disk or swap space must be employed, the memory usage pattern of a

sorting algorithm becomes important, and an algorithm that might have been fairly efficient

when the array fit easily in RAM may become impractical. In this scenario, the total number

of comparisons becomes (relatively) less important, and the number of times sections of

memory must be copied or swapped to and from the disk can dominate the performance

characteristics of an algorithm. Thus, the number of passes and the localization of

comparisons can be more important than the raw number of comparisons, since comparisons

of nearby elements to one another happen at system bus speed (or, with caching, even at CPU

speed), which, compared to disk speed, is virtually instantaneous.

For example, the popular recursive quicksort algorithm provides quite reasonable

performance with adequate RAM, but due to the recursive way that it copies portions of the

array it becomes much less practical when the array does not fit in RAM, because it may

cause a number of slow copy or move operations to and from disk. In that scenario, another

algorithm may be preferable even if it requires more total comparisons.

One way to work around this problem, which works well when complex records (such as in a

relational database) are being sorted by a relatively small key field, is to create an index into
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the array and then sort the index, rather than the entire array. (A sorted version of the entire

array can then be produced with one pass, reading from the index, but often even that is

unnecessary, as having the sorted index is adequate.) Because the index is much smaller than

the entire array, it may fit easily in memory where the entire array would not, effectively

eliminating the disk-swapping problem. This procedure is sometimes called "tag sort".

Another technique for overcoming the memory-size problem is to combine two algorithms in

a way that takes advantages of the strength of each to improve overall performance. For

instance, the array might be subdivided into chunks of a size that will fit easily in RAM (say,

a few thousand elements), the chunks sorted using an efficient algorithm (such as quicksort or

heapsort), and the results merged as per mergesort. This is less efficient than just doing

mergesort in the first place, but it requires less physical RAM (to be practical) than a full

quicksort on the whole array.

Techniques can also be combined. For sorting very large sets of data that vastly exceed

system memory, even the index may need to be sorted using an algorithm or combination of

algorithms designed to perform reasonably with virtual memory, i.e., to reduce the amount of

swapping required.

In Section 4 of this course you will cover these topics:
Trees

Tables And Priority Queues

Advanced Implementations Of Tables: Balanced Search Trees And Hashing

Topic : Trees

Topic Objective:

At the end of this topic the student will be able to understand:

 Types of binary trees

 Definition in graph theory

 Combinatorics
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Definition/Overview:

Overview: In computer science, a binary tree is a tree data structure in which each node has

at most two children. Typically the child nodes are called left and right. Binary trees are

commonly used to implement binary search trees and binary heaps.

Key Points:

1. Types of binary trees

 A rooted binary tree is a rooted tree in which every node has at most two children.

 A full binary tree (sometimes proper binary tree or 2-tree) is a tree in which every node other

than the leaves has two children.

 A perfect binary tree is a full binary tree in which all leaves are at the same depth or same

Level. (This is ambiguously also called a complete binary tree.)

 A complete binary tree is a binary tree in which every level, except possibly the last, is

completely filled, and all nodes are as far left as possible.

 An infinite complete binary tree is a tree with levels, where for each level d the number of

existing nodes at level d is equal to 2d. The cardinal number of the set of all nodes is . The

cardinal number of the set of all paths is .

 A balanced binary tree is where the depth of all the leaves differs by at most 1. Balanced trees

have a predictable depth (how many nodes are traversed from the root to a leaf, root counting

as node 0 and subsequent as 1, 2, ..., depth). This depth is equal to the integer part of log2(n)

where n is the number of nodes on the balanced tree. Example 1: balanced tree with 1 node,

log2(1) = 0 (depth = 0). Example 2: balanced tree with 3 nodes, log2(3) = 1.59 (depth=1).

Example 3: balanced tree with 5 nodes, log2(5) = 2.32 (depth of tree is 2 nodes).

 A rooted complete binary tree can be identified with a free magma.

 An almost complete binary tree is a tree in which each node that has a right child also has a

left child. Having a left child does not require a node to have a right child. Stated alternately,

an almost complete binary tree is a tree where for a right child, there is always a left child,

but for a left child there may not be a right child.

 A degenerate tree is a tree where for each parent node, there is only one associated child

node. This means that in a performance measurement, the tree will behave like a linked list

data structure.
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 The number of nodes n in a perfect binary tree can be found using this formula: n = 2h + 1 −

1 where h is the height of the tree.

 The number of leaf nodes n in a perfect binary tree can be found using this formula: n = 2h

where h is the height of the tree.

 The number of nodes n in a complete binary tree is minimum: n = 2h and maximum: n = 2h +

1 − 1 where h is the height of the tree.

 The number of NULL links in a Complete Binary Tree of n-node is (n+1).

 The number of leaf node in a Complete Binary Tree of n-node is UpperBound(n / 2).

2 Definition in graph theory

Graph theorists use the following definition: A binary tree is a connected acyclic graph such

that the degree of each vertex is no more than 3. It can be shown that in any binary tree, there

are exactly two more nodes of degree one than there are of degree three, but there can be any

number of nodes of degree two. A rooted binary tree is such a graph that has one of its

vertices of degree no more than 2 singled out as the root.

With the root thus chosen, each vertex will have a uniquely defined parent, and up to two

children; however, so far there is insufficient information to distinguish a left or right child. If

we drop the connectedness requirement, allowing multiple connected components in the

graph, we call such a structure a forest.

Another way of defining binary trees is a recursive definition on directed graphs. A binary

tree is either:

 A single vertex.

 A graph formed by taking two binary trees, adding a vertex, and adding an edge directed

from the new vertex to the root of each binary tree.

This also does not establish the order of children, but does fix a specific root node.

3. Combinatorics

The groupings of pairs of nodes in a tree can be represented as pairs of letters, surrounded by

parenthesis. Thus, (a b) denotes the binary tree whose left subtree is a and whose right subtree

is b. Strings of balanced pairs of parenthesis may therefore be used to denote binary trees in
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general. The set of all possible strings consisting entirely of balanced parentheses is known as

the Dyck language.

Given n nodes, the total number of ways in which these nodes can be arranged into a binary

tree is given by the Catalan number Cn. For example, C2 = 2 declares that (a 0) and (0 a) are

the only binary trees possible that have two nodes, and C3 = 5 declares that ((a 0) 0), (0 a) 0),

(0 (a 0)), (0 (0 a)), and (a b) are the only five binary trees possible that have 3 nodes. Here 0

represents a subtree that is not present.

The ability to represent binary trees as strings of symbols and parentheses implies that binary

trees can represent the elements of a magma. Conversely, the set of all possible binary trees,

together with the natural operation of attaching trees to one-another, forms a magma, the free

magma.

Given a string representing a binary tree, the operators to obtain the left and right subtrees are

sometimes referred to as car and cdr.

Topic : Tables And Priority Queues

Topic Objective:

At the end of this topic the student will be able to understand:

 Introduction

 Representing a Queue

 Characteristics

Definition/Overview:

Definition: A queue (pronounced /kjuː/) is a particular kind of collection in which the entities

in the collection are kept in order and the principal (or only) operations on the collection are

the addition of entities to the rear terminal position and removal of entities from the front

terminal position. This makes the queue a First-In-First-Out (FIFO) data structure. In a FIFO
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data structure, the first element added to the queue will be the first one to be removed. This is

equivalent to the requirement that whenever an element is added, all elements that were

added before have to be removed before the new element can be invoked. A queue is an

example of a linear data structure.

Key Points:

1. Introduction

Queues provide services in computer science, transport and operations research where

various entities such as data, objects, persons, or events are stored and held to be processed

later. In these contexts, the queue performs the function of a buffer. Queues are common in

computer programs, where they are implemented as data structures coupled with access

routines, as an abstract data structure or in object-oriented languages as classes. Common

implementations are circular buffers and linked lists.

2. Representing a Queue

The defining attribute of a queue data structure is the fact that allows access to only the front

and back of the structure. Furthermore, elements can only be removed from the front and can

only be added to the back. In this way, an appropriate metaphor often used to represent

queues is the idea of a checkout line. Other examples of queues are people traveling up an

escalator, machine parts on an assembly line, or cars in line at a gas station. The recurring

theme is clear: queues are essentially the same as a queue you would get in a shop waiting to

pay.

In each of the cases, the customer or object at the front of the line was the first one to enter,

while at the end of the line is the last to have entered. Every time a customer finishes paying

for their items (or a person steps off the escalator, or the machine part is removed from the

assembly line, etc.) that object leaves the queue from the front. This represents the queue

dequeue function. Every time another object or customer enters the line to wait, they join the

end of the line and represent the enqueue function. The queue size function would return the

length of the line, and the empty function would return true only if there was nothing in the

line.
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3. Characteristics

Theoretically, one characteristic of a queue is that it does not have a specific capacity.

Regardless of how many elements are already contained, a new element can always be added.

It can also be empty, at which point removing an element will be impossible until a new

element has been added again. A practical implementation of a queue e.g. with pointers of

course does have some capacity limit, that depends on the concrete situation it is used in. For

a data structure the executing computer will eventually run out of memory, thus limiting the

queue size. Queue overflow results from trying to add an element onto a full queue and queue

underflow happens when trying to remove an element from an empty queue. A bounded

queue is a queue limited to a fixed number of items.

Topic : Advanced Implementations Of Tables: Balanced Search Trees And Hashing

Topic Objective:

At the end of this topic the student will be able to understand:

 Balanced Search Trees

 2-3 Trees

 2-3-4 Trees

 AVL Trees

 Hashing

 Hash Functions

 Resolving Collisions

 The Efficiency of hashing

 Table Traversal: An Inefficient Operation Under Hashing

 Data with Multiple Organizations
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Definition/Overview:

Hashing: Enables access to table items in time that is relatively constant regardless of their

locations.

Key Points:

1. Balanced Search Trees

The efficiency of the binary search tree implementation of the ADT ( Abstract data Type)

table is related to the trees height.

1.1 Height of a binary search tree of nitems

Maximum: n

Minimum: log2(n + 1)

Sensitive to the order of insertions and deletions

(a) A search tree of maximum height; (b) a search tree of minimum height

2. 2-3 Trees

2.1 Have 2-nodes and 3-nodes

A 2-node has one data item and two children

A 3-node has two data items and three children

 Are general trees, not binary trees

 Are never taller than a minimum-height binary tree

A 2-3 tree with n nodes never has height greater than log2(n+ 1)

To traverse a 2-3 tree

Perform the analogue of an in order traversal

Searching a 2-3 tree is as efficient as searching the shortest binary search tree
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O(log2 n)

Insertion into a 2-node leaf is simple

Insertion into a 3-node causes it to divide

2.2 Placing Data Items in a 2-3 Tree

A 2-node contains a single data item whose search key Ssatisfies the following:

S > the left childs search key(s)

S < the right childs search key(s)

A leaf may contain either one or two data items

2.3. 2-3 Trees: Inserting Into a 2-3 Tree

2.3.1. To insert an item I into a 2-3 tree

Locate the leaf at which the search for I would terminate

Insert the new item I into the leaf

If the leaf now contains only two items, you are done

If the leaf now contains three items, split the leaf into two nodes, n1 and n2

2.3.2. When an internal node contains three items

Split the node into two nodes

Accommodate the nodes children

2.3.3. When the root contains three items

Split the root into two nodes

Create a new root node

Tree grows in height
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2.4 Advantages of a 2-3 tree over a balanced binary search tree

Maintaining the balance of a 2-3 tree is relatively easy

Maintaining the balance of a binary search tree is difficult

A 2-3 implementation of a table is O(log2 n) for all table operations

2.5 A 2-3 Tree is a compromise

Searching a 2-3 tree is not more efficient than searching a binary search tree of

minimum height

The 2-3 tree might be shorter, but that advantage is offset by the extra comparisons in a

node having two values

A 2-3 tree is relatively simple to maintain

3. 2-3-4 Trees

2-3-4 trees have 2-nodes, 3-nodes, and 4-nodes

A 2-node has one data item and two children

A 3-node has two data items and three children

A 4-node has three data items and four children

Are general trees, not binary trees

Are never taller than a 2-3 tree

Search and traversal algorithms for a 2-3-4 tree are simple extensions of the corresponding

algorithms for a 2-3 tree

3.1Nodes in a 2-3-4 Tree

A 2-node contains a single data item and has at most two children

A 3-node contains two data items and has at most three children

A 4-node contains three data items and has at most three children
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3.2. 2-3-4 Trees: Splitting 4-nodes During Insertion

The insertion algorithm for a 2-3-4 tree

Splits a 4-node by moving one of its items up to its parent node

Splits 4-nodes as soon as its encounters them during a search from the root

to a leaf

3.3. 2-3-4 Trees: Splitting 4-nodes During Insertion

A 4-node that is split will

Be the root, or

Have a 2-node parent, or

Have a 3-node parent

Result: When a 4-node is split, the parent cannot possibly be a 4-node, so it can

accommodate the item moved up from the 4-node.

3.4. 2-3-4 Trees: Deleting

Locate the node n that contains the item the Item

Find the Items in order successor and swap it with the Item (deletion will always be at

a leaf)

If that leaf is a 3-node or a 4-node, remove the Item

To ensure that the Item does not occur in a 2-node

Transform each 2-node encountered into a 3-node or a 4-node

Apply the appropriate transformation for splitting nodes during insertions, but in

reverse
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4. AVL Trees

 An AVL tree

A balanced binary search tree

Can be searched almost as efficiently as a minimum-height binary search tree

Maintains a height close to the minimum

Requires far less work than would be necessary to keep the height exactly equal to

the minimum

 After each insertion or deletion

Check whether the tree is still balanced

If the tree is unbalanced, rotate to restore the balance

4.1.AVL Trees: Rotations

 Rotations to restore the trees balance

Single rotation

Double rotation

 Advantage

Height of an AVL tree with n nodes is always very close to the theoretical

minimum.

 Disadvantage

An AVL tree implementation of a table is more difficult than other

implementations.
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5. Hashing

5.1. Hash function

Maps the search key of a table item into a location that will contain the item

5.2. Hash table

An array that contains the table items, as assigned by a hash function

5.3.A perfect hash function

Maps each search key into a unique location

Possible if all the search keys are known

5.4. Collision

Occurs when the hash function maps two or more itemsall having different search

keys into the same array location

5.5. Collision-resolution scheme

Assigns distinct locations in the hash table to items involved in a collision.

5.6. Requirements for a hash function

Is easy and fast to compute

Places items evenly throughout the hash table

Involves the entire search key

Uses a prime base, if it uses modulo arithmetic

6. Hash Functions

 Simple hash functions

Selecting digits

Does not distribute items evenly

Folding
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Modulo arithmetic

The table size should be prime

Converting a character string to an integer

Use the integer in the hash function instead of the string search key

7. Resolving Collisions

7.1. Approach 1: Open addressing

A category of collision resolution schemes that probe for an empty, or open,

location in the hash table

As the hash table fills, collisions increase

The size of the hash table must be increased

Need to hash the items again\

Linear probing

Searches the hash table sequentially, starting from the original location

specified by the hash function

Quadratic probing

Searches the hash table beginning at the original location specified by the

hash function and continuing at increments of 12, 22, 32, and so on

Double hashing

Uses two hash functions

One specifies the first location, the other gives the step size

7.2 Approach 2: Restructuring the hash table

Allows the hash table to accommodate more than one item in the same location
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Buckets

Each location in the hash table is itself an array

Separate chaining

Each hash table location is a linked list

Successfully resolves collisions

The size of the hash table is dynamic

8. The Efficiency of Hashing

 An analysis of the average-case efficiency

 Load factor 

Ratio of the current number of items in the table to the maximum size of

the array table

Measures how full a hash table is

Should not exceed 2/3

 Hashing efficiency for a particular search also depends on whether the search is successful

Unsuccessful searches generally require more time than successful

searches

9. Table Traversal: An Inefficient Operation Under Hashing

 Hashing as an implementation of the ADT table

For many applications, hashing provides the most efficient implementation

Hashing is a poor choice for certain operations
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Traversal in sorted order

Finding the item that has the smallest or largest search key

Range query

20. Data with Multiple Organizations

 Many applications require a data organization that simultaneously supports several different

data-management tasks

I. Several independent data structures

Do not support all operations efficiently

Waste space

II. Interdependent data structures

Provide a better way to support a multiple organization of data

In Section 5 of this course you will cover these topics:
Graphs

Processing Data In External Storage

Topic : Graphs

Topic Objective:

At the end of this topic the student will be able to understand:

 History

 Applications
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Definition/Overview:

Overview: In mathematics and computer science, graph theory is the study of graphs:

mathematical structures used to model pairwise relations between objects from a certain

collection. A "graph" in this context refers to a collection of vertices or 'nodes' and a

collection of edges that connect pairs of vertices. A graph may be undirected, meaning that

there is no distinction between the two vertices associated with each edge, or its edges may

be directed from one vertex to another; see graph (mathematics) for more detailed definitions

and for other variations in the types of graphs that are commonly considered. The graphs

studied in graph theory should not be confused with "graphs of functions" and other kinds of

graphs..

Key Points:

1. History

The paper written by Leonhard Euler on the Seven Bridges of Knigsberg and published in

1736 is regarded as the first paper in the history of graph theory. This paper, as well as the

one written by Vandermonde on the knight problem, carried on with the analysis situs

initiated by Leibniz. Euler's formula relating the number of edges, vertices, and faces of a

convex polyhedron was studied and generalized by Cauchy and L'Huillier, and is at the origin

of topology.

More than one century after Euler's paper on the bridges of Knigsberg and while Listing

introduced topology, Cayley was led by the study of particular analytical forms arising from

differential calculus to study a particular class of graphs, the trees. This study had many

implications in theoretical chemistry. The involved techniques mainly concerned the

enumeration of graphs having particular properties. Enumerative graph theory then rose from

the results of Cayley and the fundamental results published by Plya between 1935 and 1937

and the generalization of these by De Bruijn in 1959. Cayley linked his results on trees with

the contemporary studies of chemical composition. The fusion of the ideas coming from

mathematics with those coming from chemistry is at the origin of a part of the standard

terminology of graph theory. In particular, the term "graph" was introduced by Sylvester in a

paper published in 1878 in Nature.
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One of the most famous and productive problems of graph theory is the four color problem:

"Is it true that any map drawn in the plane may have its regions colored with four colors, in

such a way that any two regions having a common border have different colors?". This

problem was first posed by Francis Guthrie in 1852 and its first written record is in a letter of

De Morgan addressed to Hamilton the same year. Many incorrect proofs have been proposed,

including those by Cayley, Kempe, and others. The study and the generalization of this

problem by Tait, Heawood, Ramsey and Hadwiger led to the study of the colorings of the

graphs embedded on surfaces with arbitrary genus. Tait's reformulation generated a new class

of problems, the factorization problems, particularly studied by Petersen and Kőnig. The

works of Ramsey on colorations and more specially the results obtained by Turn in 1941 was

at the origin of another branch of graph theory, extremal graph theory.

The four color problem remained unsolved for more than a century. A proof produced in

1976 by Kenneth Appel and Wolfgang Haken, which involved checking the properties of

1,936 configurations by computer, was not fully accepted at the time due to its complexity. A

simpler proof considering only 633 configurations was given twenty years later by

Robertson, Seymour, Sanders and Thomas.

The autonomous development of topology from 1860 and 1930 fertilized graph theory back

through the works of Jordan, Kuratowski and Whitney. Another important factor of common

development of graph theory and topology came from the use of the techniques of modern

algebra. The first example of such a use comes from the work of the physicist Gustav

Kirchhoff, who published in 1845 his Kirchhoff's circuit laws for calculating the voltage and

current in electric circuits.

The introduction of probabilistic methods in graph theory, especially in the study of Erdős

and Rnyi of the asymptotic probability of graph connectivity, gave rise to yet another branch,

known as random graph theory, which has been a fruitful source of graph-theoretic results.

2. Applications

Applications of graph theory are primarily, but not exclusively, concerned with labeled

graphs and various specializations of these.
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Structures that can be represented as graphs are ubiquitous, and many problems of practical

interest can be represented by graphs. The link structure of a website could be represented by

a directed graph: the vertices are the web pages available at the website and a directed edge

from page A to page B exists if and only if A contains a link to B. A similar approach can be

taken to problems in travel, biology, computer chip design, and many other fields. The

development of algorithms to handle graphs is therefore of major interest in computer

science. There, the transformation of graphs is often formalized and represented by graph

rewrite systems. They are either directly used or properties of the rewrite systems(e.g.

confluence) are studied.

A graph structure can be extended by assigning a weight to each edge of the graph. Graphs

with weights, or weighted graphs, are used to represent structures in which pairwise

connections have some numerical values. For example if a graph represents a road network,

the weights could represent the length of each road. A digraph with weighted edges in the

context of graph theory is called a network.

Networks have many uses in the practical side of graph theory, network analysis (for

example, to model and analyze traffic networks). Within network analysis, the definition of

the term "network" varies, and may often refer to a simple graph.

Many applications of graph theory exist in the form of network analysis. These split broadly

into three categories. Firstly, analysis to determine structural properties of a network, such as

the distribution of vertex degrees and the diameter of the graph. A vast number of graph

measures exist, and the production of useful ones for various domains remains an active area

of research. Secondly, analysis to find a measurable quantity within the network, for

example, for a transportation network, the level of vehicular flow within any portion of it.

Thirdly, analysis of dynamical properties of networks.

Graph theory is also used to study molecules in chemistry and physics. In condensed matter

physics, the three dimensional structure of complicated simulated atomic structures can be

studied quantitatively by gathering statistics on graph-theoretic properties related to the

topology of the atoms. For example, Franzblau's shortest-path (SP) rings. In chemistry a

graph makes a natural model for a molecule, where vertices represent atoms and edges bonds.

This approach is especially used in computer processing of molecular structures, ranging

from chemical editors to database searching.
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Graph theory is also widely used in sociology as a way, for example, to measure actors'

prestige or to explore diffusion mechanisms, notably through the use of social network

analysis software.

Topic : Processing Data In External Storage

Topic Objective:

At the end of this topic the student will be able to understand:

 External Data Storage

 File systems and operating systems

 Data retrieval process

Definition/Overview:

Overview: In computing, a file system (often also written as filesystem) is a method for

storing and organizing computer files and the data they contain to make it easy to find and

access them. File systems may use a data storage device such as a hard disk or CD-ROM and

involve maintaining the physical location of the files, they might provide access to data on a

file server by acting as clients for a network protocol (e.g., NFS, SMB, or 9P clients), or they

may be virtual and exist only as an access method for virtual data (e.g., procfs). It is

distinguished from a directory service and registry. More formally, a file system is a special-

purpose database for the storage, organization, manipulation, and retrieval of data.

Key Points:

1. Introduction

Most file systems make use of an underlying data storage device that offers access to an array

of fixed-size blocks, sometimes called sectors, generally a power of 2 in size (512 bytes or 1,

2, or 4 KiB are most common). The file system software is responsible for organizing these

sectors into files and directories, and keeping track of which sectors belong to which file and
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which are not being used. Most file systems address data in fixed-sized units called "clusters"

or "blocks" which contain a certain number of disk sectors (usually 1-64). This is the smallest

amount of disk space that can be allocated to hold a file.

However, file systems need not make use of a storage device at all. A file system can be used

to organize and represent access to any data, whether it be stored or dynamically generated

(e.g., procfs).

2. External Data Storage

File system types can be classified into disk file systems, network file systems and special

purpose file systems.

2.1 Disk file systems

A disk file system is a file system designed for the storage of files on a data storage

device, most commonly a disk drive, which might be directly or indirectly connected

to the computer. Examples of disk file systems include FAT (FAT12, FAT16, FAT32,

exFAT), NTFS, HFS and HFS+, HPFS, ext2, ext3, ISO 9660, ODS-5, ZFS and UDF.

Some disk file systems are journaling file systems or versioning file systems.

2.2 Flash file systems

A flash file system is a file system designed for storing files on flash memory devices.

These are becoming more prevalent as the number of mobile devices is increasing,

and the capacity of flash memories increase. While a disk file system can be used on a

flash device, this is suboptimal for several reasons:

o Erasing blocks: Flash memory blocks have to be explicitly erased before they

can be rewritten. The time taken to erase blocks can be significant, thus it is

beneficial to erase unused blocks while the device is idle.

o Random access: Disk file systems are optimized to avoid disk seeks whenever

possible, due to the high cost of seeking. Flash memory devices impose no

seek latency.
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o Wear levelling: Flash memory devices tend to wear out when a single block is

repeatedly overwritten; flash file systems are designed to spread out writes

evenly.

Log-structured file systems have many of the desirable properties for a flash file

system. Such file systems include JFFS2 and YAFFS.

2.3 Database file systems

A new concept for file management is the concept of a database-based file system.

Instead of, or in addition to, hierarchical structured management, files are identified

by their characteristics, like type of file, topic, author, or similar metadata.

2.4 Transactional file systems

Each disk operation may involve changes to a number of different files and disk

structures. In many cases, these changes are related, meaning that it is important that

they all be executed at the same time. Take for example a bank sending another bank

some money electronically. The bank's computer will "send" the transfer instruction

to the other bank and also update its own records to indicate the transfer has occurred.

If for some reason the computer crashes before it has had a chance to update its own

records, then on reset, there will be no record of the transfer but the bank will be

missing some money.

Transaction processing introduces the guarantee that at any point while it is running, a

transaction can either be finished completely or reverted completely (though not

necessarily both at any given point). This means that if there is a crash or power

failure, after recovery, the stored state will be consistent. (Either the money will be

transferred or it will not be transferred, but it won't ever go missing "in transit".) This

type of file system is designed to be fault tolerant, but may incur additional overhead

to do so. Journaling file systems are one technique used to introduce transaction-level

consistency to file system structures.
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2.5 Network file systems

A network file system is a file system that acts as a client for a remote file access

protocol, providing access to files on a server. Examples of network file systems

include clients for the NFS, AFS, SMB protocols, and file-system-like clients for FTP

and WebDAV.

2.6 Special purpose file systems

A special purpose file system is basically any file system that is not a disk file system

or network file system. This includes systems where the files are arranged

dynamically by software, intended for such purposes as communication between

computer processes or temporary file space.

Special purpose file systems are most commonly used by file-centric operating

systems such as Unix. Examples include the procfs (/proc) file system used by some

Unix variants, which grants access to information about processes and other operating

system features.

Deep space science exploration craft, like Voyager I & II used digital tape-based

special file systems. Most modern space exploration craft like Cassini-Huygens used

Real-time operating system file systems or RTOS influenced file systems. The Mars

Rovers are one such example of an RTOS file system, important in this case because

they are implemented in flash memory.

Crash counting is a feature of a file system designed as an alternative to journaling. It

is claimed[who?] that it maintains consistency across crashes without the code

complexity of implementing journaling.

3. File systems and operating systems

Most operating systems provide a file system, as a file system is an integral part of any

modern operating system. Early microcomputer operating systems' only real task was file

management a fact reflected in their names (see DOS). Some early operating systems had a

separate component for handling file systems which was called a disk operating system. On

some microcomputers, the disk operating system was loaded separately from the rest of the
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operating system. On early operating systems, there was usually support for only one, native,

unnamed file system; for example, CP/M supports only its own file system, which might be

called "CP/M file system" if needed, but which didn't bear any official name at all.

Because of this, there needs to be an interface provided by the operating system software

between the user and the file system. This interface can be textual (such as provided by a

command line interface, such as the Unix shell, or OpenVMS DCL) or graphical (such as

provided by a graphical user interface, such as file browsers). If graphical, the metaphor of

the folder, containing documents, other files, and nested folders is often used (see also:

directory and folder).

3.1 Flat file systems

In a flat file system, there are no subdirectorieseverything is stored at the same (root)

level on the media, be it a hard disk, floppy disk, etc. While simple, this system

rapidly becomes inefficient as the number of files grows, and makes it difficult for

users to organize data into related groups.

Like many small systems before it, the original Apple Macintosh featured a flat file

system, called Macintosh File System. Its version of Mac OS was unusual in that the

file management software (Macintosh Finder) created the illusion of a partially

hierarchical filing system on top of MFS. This structure meant that every file on a

disk had to have a unique name, even if it appeared to be in a separate folder. MFS

was quickly replaced with Hierarchical File System, which supported real directories.

A recent addition to the flat file system family is Amazon's S3, a remote storage

service, which is intentionally simplistic to allow users the ability to customize how

their data is stored. The only constructs are buckets (imagine a disk drive of unlimited

size) and objects (similar, but not identical to the standard concept of a file). Advance

file management is allowed by being able to use nearly any character (including '/') in

the objects name, and the ability to select subsets of the bucket's content based on

identical prefixes.
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3.2 File systems under Unix-like operating systems

Unix-like operating systems create a virtual file system, which makes all the files on

all the devices appear to exist in a single hierarchy. This means, in those systems,

there is one root directory, and every file existing on the system is located under it

somewhere. Unix-like systems can use a RAM disk or network shared resource as its

root directory.

Unix-like systems assign a device name to each device, but this is not how the files on

that device are accessed. Instead, to gain access to files on another device, the

operating system must first be informed where in the directory tree those files should

appear. This process is called mounting a file system. For example, to access the files

on a CD-ROM, one must tell the operating system "Take the file system from this

CD-ROM and make it appear under such-and-such directory". The directory given to

the operating system is called the mount point - it might, for example, be /media. The

/media directory exists on many Unix systems (as specified in the Filesystem

Hierarchy Standard) and is intended specifically for use as a mount point for

removable media such as CDs, DVDs and like floppy disks. It may be empty, or it

may contain subdirectories for mounting individual devices. Generally, only the

administrator (i.e. root user) may authorize the mounting of file systems.

Unix-like operating systems often include software and tools that assist in the

mounting process and provide it new functionality. Some of these strategies have

been coined "auto-mounting" as a reflection of their purpose.

o In many situations, file systems other than the root need to be available as soon

as the operating system has booted. All Unix-like systems therefore provide a

facility for mounting file systems at boot time. System administrators define

these file systems in the configuration file fstab or vfstab in Solaris Operating

Environment, which also indicates options and mount points.

o In some situations, there is no need to mount certain file systems at boot time,

although their use may be desired thereafter. There are some utilities for Unix-

like systems that allow the mounting of predefined file systems upon demand.
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o Removable media have become very common with microcomputer platforms.

They allow programs and data to be transferred between machines without a

physical connection. Common examples include USB flash drives, CD-

ROMs, and DVDs. Utilities have therefore been developed to detect the

presence and availability of a medium and then mount that medium without

any user intervention.

o Progressive Unix-like systems have also introduced a concept called

supermounting; see, for example, the Linux supermount-ng project. For

example, a floppy disk that has been supermounted can be physically removed

from the system. Under normal circumstances, the disk should have been

synchronized and then unmounted before its removal. Provided

synchronization has occurred, a different disk can be inserted into the drive.

The system automatically notices that the disk has changed and updates the

mount point contents to reflect the new medium. Similar functionality is found

on Windows machines.

o A similar innovation preferred by some users is the use of autofs, a system that,

like supermounting, eliminates the need for manual mounting commands. The

difference from super mount, other than compatibility in an apparent greater

range of applications such as access to file systems on network servers, is that

devices are mounted transparently when requests to their file systems are

made, as would be appropriate for file systems on network servers, rather than

relying on events such as the insertion of media, as would be appropriate for

removable media.

3.3 File systems under Linux

Linux supports many different file systems, but common choices for the system disk

include the ext* family (such as ext2 and ext3), XFS, JFS and ReiserFS.

3.4 File systems under Solaris

The Sun Microsystems Solaris operating system in earlier releases defaulted to (non-

journaled or non-logging) UFS for bootable and supplementary file systems. Solaris
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(as most operating systems based upon open standards and/or open source[citation

needed]) defaulted to, supported, and extended UFS.

Support for other file systems and significant enhancements were added over time,

including Veritas Software Corp. (Journaling) VxFS, Sun Microsystems (Clustering)

QFS, Sun Microsystems (Journaling) UFS, and Sun Microsystems (open source,

poolable, 128 bit compressible, and error-correcting) ZFS.

Kernel extensions were added to Solaris to allow for bootable Veritas VxFS

operation. Logging or Journaling was added to UFS in Sun's Solaris 7. Releases of

Solaris 10, Solaris Express, OpenSolaris, and other open source variants of the Solaris

operating system later supported bootable ZFS.

Logical Volume Management allows for spanning a file system across multiple

devices for the purpose of adding redundancy, capacity, and/or throughput. Legacy

environments in Solaris may use Solaris Volume Manager (formerly known as

Solstice DiskSuite.) Multiple operating systems (including Solaris) may use Veritas

Volume Manager. Modern Solaris based operating systems eclipse the need for

Volume Management through leveraging virtual storage pools in ZFS.

3.5 File systems under Mac OS X

Mac OS X uses a file system that it inherited from classic Mac OS called HFS Plus.

HFS Plus is a metadata-rich and case preserving file system. Due to the Unix roots of

Mac OS X, Unix permissions were added to HFS Plus. Later versions of HFS Plus

added journaling to prevent corruption of the file system structure and introduced a

number of optimizations to the allocation algorithms in an attempt to defragment files

automatically without requiring an external defragmenter.

Filenames can be up to 255 characters. HFS Plus uses Unicode to store filenames. On

Mac OS X, the filetype can come from the type code, stored in file's metadata, or the

filename.

HFS Plus has three kinds of links: Unix-style hard links, Unix-style symbolic links

and aliases. Aliases are designed to maintain a link to their original file even if they
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are moved or renamed; they are not interpreted by the file system itself, but by the

File Manager code in userland.

Mac OS X also supports the UFS file system, derived from the BSD Unix Fast File

System via NeXTSTEP. However, as of Mac OS X 10.5 (Leopard), Mac OS X can no

longer be installed on a UFS volume, nor can a pre-Leopard system installed on a

UFS volume be upgraded to Leopard.

3.6 File systems under Plan 9 from Bell Labs

Plan 9 from Bell Labs was originally designed to extend some of Unix's good points,

and to introduce some new ideas of its own while fixing the shortcomings of Unix.

With respect to file systems, the Unix system of treating things as files was continued,

but in Plan 9, everything is treated as a file, and accessed as a file would be (i.e., no

ioctl or mmap). Perhaps surprisingly, while the file interface is made universal it is

also simplified considerably, for example symlinks, hard links and suid are made

obsolete, and an atomic create/open operation is introduced. More importantly the set

of file operations becomes well defined and subversions of this like ioctl are

eliminated.

Secondly, the underlying 9P protocol was used to remove the difference between

local and remote files (except for a possible difference in latency). This has the

advantage that a device or devices, represented by files, on a remote computer could

be used as though it were the local computer's own device(s). This means that under

Plan 9, multiple file servers provide access to devices, classing them as file systems.

Servers for "synthetic" file systems can also run in user space bringing many of the

advantages of micro kernel systems while maintaining the simplicity of the system.

Everything on a Plan 9 system has an abstraction as a file; networking, graphics,

debugging, authentication, capabilities, encryption, and other services are accessed

via I-O operations on file descriptors. For example, this allows the use of the IP stack

of a gateway machine without need of NAT, or provides a network-transparent

window system without the need of any extra code.
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Another example: a Plan-9 application receives FTP service by opening an FTP site.

The ftpfs server handles the open by essentially mounting the remote FTP site as part

of the local file system. With ftpfs as an intermediary, the application can now use the

usual file-system operations to access the FTP site as if it were part of the local file

system.

3.7 File systems under Microsoft Windows

The File Allocation Table (FAT) filing system, supported by all versions of Microsoft

Windows, was an evolution of that used in Microsoft's earlier operating system (MS-

DOS which in turn was based on 86-DOS). FAT ultimately traces its roots back to the

short-lived M-DOS project and Standalone disk BASIC before it. Over the years

various features have been added to it, inspired by similar features found on file

systems used by operating systems such as Unix.

Older versions of the FAT file system (FAT12 and FAT16) had file name length

limits, a limit on the number of entries in the root directory of the file system and had

restrictions on the maximum size of FAT-formatted disks or partitions. Specifically,

FAT12 and FAT16 had a limit of 8 characters for the file name, and 3 characters for

the extension (such as .exe). This is commonly referred to as the 8.3 filename limit.

VFAT, which was an extension to FAT12 and FAT16 introduced in Windows NT 3.5

and subsequently included in Windows 95, allowed long file names (LFN). FAT32

also addressed many of the limits in FAT12 and FAT16, but remains limited

compared to NTFS.

NTFS, introduced with the Windows NT operating system, allowed ACL-based

permission control. Hard links, multiple file streams, attribute indexing, quota

tracking, compression and mount-points for other file systems (called "junctions") are

also supported, though not all these features are well-documented.

Unlike many other operating systems, Windows uses a drive letter abstraction at the

user level to distinguish one disk or partition from another. For example, the path

C:\WINDOWS represents a directory WINDOWS on the partition represented by the

letter C. The C drive is most commonly used for the primary hard disk partition, on

which Windows is usually installed and from which it boots. This "tradition" has
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become so firmly ingrained that bugs came about in older versions of Windows which

made assumptions that the drive that the operating system was installed on was C.

The tradition of using "C" for the drive letter can be traced to MS-DOS, where the

letters A and B were reserved for up to two floppy disk drives. Network drives may

also be mapped to drive letters.

4. Data retrieval process

The operating system calls on the IFS (Installable File System) manager. The IFS calls on the

correct FSD (File System Driver) in order to open the selected file from a choice of four

FSDs that work with different storage systemsNTFS, VFAT, CDFS (for optical drives), and

Network. The FSD gets the location on the disk for the first cluster of the file from the FAT

(File Allocation Table), FAT32, VFAT (Virtual File Allocation Table), or, in the case of

Windows NT based, the MFT (Master File Table). In short, the whole point of the FAT,

FAT32, VFAT, or MFT is to map out all the files on the disk and record where they are

located (which track and sector of the disk).
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