
 “Econometrics”.  

 

In Section 1 of this course you will cover these topics: 

      Economic Questions And Data  

      Review Of Probability  

      Review Of Statistics  

      Linear Regression With One Regressor 

 

 

Topic : Economic Questions And Data 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Economic Questions under Consideration 

2.   Randomized Controlled Experiments 

3.   Forecasting and causality 

4.   Data: Sources and Types 

  

Definition/Overview: 

Economic data or economic statistics may refer to data (quantitative measures) describing an 

actual economy, past or present. These are typically found in time-series form, that is, covering 

more than one time period (say the monthly unemployment rate for the last five years) or 

in cross-sectional data in one time period (say for consumption and income levels 

for sample households). Data may also be collected from surveys of for example individuals and 
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firms
 
or aggregated to sectors and industries of a single economy or for the international 

economy. A collection of such data in table form comprises a d ata set. 

  

Key Points: 

1. Economic Questions under Consideration 

  

1.1 Question #1: Does Reducing Class Size Improve Elementary School Education? 

  

Research and common sense suggest that smaller classes offer teachers the chance to 

devote more time to each student so as to improve their learning. A number of states have 

already implemented class size reduction programs, and others are in the process of 

development. Skeptics worry that reducing class size will increase costs without 

producing substantial benefits, however, and class size reduction programs certainly 

present challenging problems as well as opportunities. Does reducing class size really 

improve students' education? Should teachers hired to teach in smaller classes be 

prepared differently? Will hiring more teachers in order to reduce class size exhaust the 

supply of qualified teachers? The available research evidence contains some useful 

guidance for educators and policymakers who face these questions as they try to craft the 

most beneficial class size reduction strategies. 

  

         Research on Class Size 

  

Researchers have used various techniques to study how class size affects the 

quality of education. They have looked at the relationship between class size and 
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student achievement, and have conducted various kinds of studies related to class 

size and its possible influences on educational practice. In the last 20 years, 

enough research has been done for researchers to have taken the results of many 

experiments and data collections and synthesized the accumulated findings into 

general conclusions. In some analyses, the researchers have used data about 

student/teacher ratios as a means to examine the class size effects, because the 

original research lacked a direct measure of class size. Some of the statistical 

analyses in the last 10 years have been quite large in scale. 

  

Several recent experimental studies have contributed substantially to the research 

knowledge about class size. Not all the questions about the impact of class size 

reductions have been answered, nor have all the debates been settled. Overall, 

however, the pattern of research findings points more and more clearly toward the 

beneficial effects of reducing class size. 

  

     Research Syntheses 

  

Several major analyses have used various analytical methods to draw 

conclusions through reviews of already existing research studies. The methods 

used and the studies included vary somewhat, but most of them have 

concluded that reducing class size is related to increased student learning: 

  

        In 1978, Smith and Glass published a meta-analysis combining the 

results of 77 empirical studies pertaining to the relationship between class 

size and achievement, and soon followed it with a second meta-analysis 

analyzing the relationship between class size and other outcomes. Overall, 
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they found that small classes were associated with higher achievement at 

all grade levels, especially if students were in the small classes for more 

than 100 hours, and if student assignment was carefully controlled. They 

found that the major benefits of reducing class size occurred where the 

number of students in the class was fewer than 20. In their second study, 

they concluded that small classes were superior in terms of students' 

reactions, teacher morale, and the quality of the instructional environment. 

  

        In 1989, Slavin employed a best evidence synthesis strategy to analyze 

empirical studies that met 3 specified criteria: a study was included only if 

class size had been reduced for at least a year, classes of less than 20 

students were compared to substantially larger classes, and students in the 

larger and smaller classes were comparable. Slavin found that reduced 

class size had a small positive effect on students that did not persist after 

their reduced class experience. 

  

        In 1986, Robinson and Wittebols published a review of more than 100 

relevant research studies using a related cluster analysis approach. Similar 

kinds of research studies were "clustered" or grouped together, such as 

studies of the same grade level, subject area, or student characteristics. 

They concluded that the clearest evidence of positive effects is in the 

primary grades, particularly kindergarten through third grade, and that 

reducing class size is especially promising for disadvantaged and minority 

students. At the same time, they cautioned that positive effects were less 

likely if teachers did not change their instructional methods and classroom 

procedures in the smaller classes.  
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Other research analyses have concluded that class size reduction does not 

have an appreciable effect. Tomlinson examined trend data from the 1950s to 

1986 in the United States and did not find any consistent relationship between 

class size and standardized test scores; he concluded that the existing research 

did not justify a policy to reduce class size, in view of the costs involved and 

the potential negative impact on the quality of the teaching force. 4Critics 

pointed out that this analysis combined students from all grade levels together, 

that the reliance on student/teacher ratios was an inadequate measure of class 

size, and that Tomlinson ignored a host of intervening factors and social 

changes which may have masked the relationship. Odden reviewed the 

existing research and argued that a system-wide class reduction policy would 

produce only modest gains in student achievement and incur an unjustifiably 

high cost. He opted instead for certain targeted class reduction strategies in 

conjunction with a series of other interventions, and claimed that his proposals 

could produce greater benefits with lower costs. An analysis of the 

relationship between class size and student achievement for Florida students 

using 1993-94 school level data found no relationship between smaller classes 

and student achievement; however, the study's authors expressed caution 

about drawing conclusions from the analysis, based on the limitations of the 

available data. 

  

More positive conclusions have been drawn from an analysis of a substantial 

database about the Texas education system. Using data from more than 800 

districts containing more than 2.4 million students, Ferguson found significant 

relationships among teacher quality, class size, and student achievement. For 

first through seventh grades, using student/teacher ratio as a measure of class 

size, Ferguson found that district student achievement fell as the 

student/teacher ratio increased for every student above an 18 to 1 ratio. 

Measures of teacher quality (that is, teacher literacy skills and professional 

experience) were even more strongly related to higher student scores. 
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Hanushek has repeatedly reviewed the available studies that permit a 

comparison of various school resource inputsincluding class size 

reductionsand student outcomes and has concluded that reducing class size 

should not be expected to produce better student performance. His analyses 

have found that the relationships between various school 

expendituresincluding class size reductionsand student achievement are 

remarkably weak, leading him to call for a drastic re-thinking of public 

education policy. Others have used somewhat different analytical techniques 

to examine the same data and have disputed Hanushek's conclusions, arguing 

that the data do show important effects for student achievement, including the 

influence of smaller classes.10Still others have raised questions about the 

limitations of the basic analytical approach used here because it relies on 

student/teacher ratios as a measure for class size, it usually groups the data for 

all grade levels together, and the data represent student achievement at the 

level of school or school district average scores instead of representing 

individual students placed in larger or smaller classes. 

  

         A National Scale Analysis of Data Related to Class Size 

  

In 1997, Wenglinsky published research findings concerning the relationship 

between class size and student achievement based on his analysis of data drawn 

from three national level databases. The study was designed to investigate the 

relationship between spending in education and student performance, and 

combined data from three different databases generated by the National Center for 

Education Statistics. Based on an analysis of data on fourth-graders in 203 

districts and eighth-graders in 182 school districts from across the United States, 

Wenglinsky found that class size served as an important link between school 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

6
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



education spending and student mathematics achievement at both the fourth- and 

the eighth-grade levels, although in different ways: 

  

     At the fourth-grade level, lower student/teacher ratios are positively related to 

higher mathematics achievement. 

     At the eighth-grade level, lower student/teacher ratios improve the school 

social environment, which in turn leads to higher achievement. 

  

For purposes of the analysis, Wenglinsky divided the school districts included in 

the study according to whether they served above-average or below-average 

socioeconomic status students, and whether they had above-average or below-

average teacher costs. With respect to these four subgroups of districts, the largest 

effects for mathematics achievement gains occurred in districts where there were 

below-average socioeconomic status students, accompanied by above-average 

teacher costs. 

  

         Recent Experimental Studies of Class Size 

  

Data from several more recent initiatives have added considerably to the research 

evidence concerning class size reduction in the United States in the early primary 

grades. Efforts in Indiana, Tennessee, North Carolina, and Wisconsin have 

reported important data, with the Tennessee projects currently providing the most 

complete and well-designed study of class size reduction effects. 
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     Indiana 

  

Beginning in 1984, Indiana's Prime Time project allocated money to support 

the reduction of class size to 18 in first-, second-, and then kindergarten and 

third-grade classrooms. Implementation of Prime Time was not rigorously 

controlled, and the results were mixed. An evaluation of the Prime Time 

project analyzed achievement scores for first- and second-grade students, 

comparing mean class scores in reading and mathematics from 10 school 

districts for tests that were administered the year immediately preceding the 

project with tests administered in the first year of the project. In these districts, 

the average first-grade class size was reduced from 22 to 19 students, and in 

second grade from 21 to 20 students. Tests of student achievement found that 

for students in the smaller classes, the reading scores for first-graders showed 

the greatest improvement, with smaller gains in mathematics. 

  

     Tennessee 

  

Tennessee's Project STAR (Student-Teacher Achievement Ratio) and two 

associated data collections have made important contributions to the quality of 

research evidence concerning the reduction of class size. STAR was a 4-year 

longitudinal study of kindergarten, first-, second-, and third-grade classrooms 

in Tennessee which began in 1985. STAR compared classes of 13-17 students 

with classes of 22-26 students both with and without an additional 

instructional aide in the larger classes. Participating teachers did not receive 

any professional training focusing on teaching in reduced size classes. STAR 

was unusual because it possessed essential features of a controlled research 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

8
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



experiment designed to produce reliable evidence about the effects of 

reducing class size: 

  

        Study size: Project STAR included 79 schools, more than 300 

classrooms and 7,000 students, with students being followed through 4 

years of experience in the given class size. 

        Random assignment: Teachers and students were randomly assigned to 

the three different kinds of classes in order to ensure that the study was not 

biased by who was in which type of class. 

        In-school design: All participating schools implemented at least one of 

each of the three types of classes in order to cancel out the possible 

influences coming from variations in the quality of the participating 

schools that might affect the quality of the classroom activity. 

  

The evidence from student testing in STAR showed that the students in the 

smaller classes outperformed the students in the larger classes, whether or not 

the larger class teachers had an aide helping them. Project STAR found that: 

  

        Smaller class students substantially outperformed larger class students 

on both standardized (Stanford Achievement Tests) and curriculum-based 

tests (Basic Skills First). This was true for both, white and minority 

students in smaller classes, and for smaller class students from inner city, 

urban, suburban, and rural schools. 
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        The positive achievement effect of smaller classes on minority students 

was double that for majority students initially, and then was about the 

same. 

        A smaller proportion of students in the smaller classes was retained in-

grade, and there was more early identification of students' special 

educational needs. 

        There were no significant differences in academic achievement for 

students in the larger classes with or without an additional instructional 

aide. 

  

Subsequent research efforts provided important additional evidence on the 

positive effects of class size reduction. In 1989, the Lasting Benefits Study 

began a follow-up study to examine whether the effects of the smaller class 

size experience persisted when students were returned to normal size classes. 

The study is still ongoing. To date, the research findings include: 

  

        In fourth grade, students from the smaller classes still outperformed the 

students from the larger classes in all academic subjects. 

        In fourth grade, students from the smaller classes were better behaved 

than students from the larger classes (i.e., student classroom effort, 

initiative, and disruptiveness). 

        At least through eighth grade, a decreasing but still significant higher 

academic achievement level for the students from the smaller classes 

persists. 
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In Project Challenge, Tennessee sought to put the Project STAR findings to 

use by implementing smaller class sizes in of the state's poorest school 

districts. Beginning in 1990, the state phased in smaller classes at the 

kindergarten through third-grade levels in districts with the lowest per capita 

income and highest proportion of students in the subsidized school lunch 

program. The results of this effort were evaluated by examining the effect on 

the ranking of the school districts according to student performance on a 

statewide achievement test. The Project Challenge districts moved from near 

the bottom of school district performance in Tennessee to near the middle in 

both reading and mathematics for second grade. 

  

Project Challenge districts' average rankings before 

and after class size reduction, 

according to second-grade student achievement in 

reading and mathematics 

Total number of 

districts in 

Tennessee: 138 

Average ranking 

of Project 

Challenge districts 

before class size 

reduction (1990) 

Average ranking 

of Project 

Challenge districts 

after class size 

reduction (1993) 

Second-Grade 

Reading 

Achievement 

99
th

 78
th

 

Second-Grade 

Mathematics 

Achievement 

85
th

 57
th
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In addition, in-grade retention of students was reduced in the Project 

Challenge districts when smaller classes were implemented. 

  

Taken together, the Tennessee studies have been viewed as landmark 

research. Finn concluded that "this research leaves no doubt that small classes 

have an advantage over larger classes in school performance in the early 

primary grades." Mosteller, Light, and Sachs called it "... one of the great 

experiments in education in U.S. History." Krueger, in an external re-analysis 

of the Project STAR data, re-confirmed the original finding that "students in 

small classes scored higher on standardized tests than students in regular 

classes" even when the data analysis took into account adjustments for school 

effects, attrition, re-randomization after kindergarten, nonrandom transitions, 

and variability in actual class size. Project STAR and the associated 

Tennessee studies provide the strongest evidence available to date regarding 

the positive effects of class size reduction. 

  

     Burke County, North Carolina 

  

A recent initiative to reduce class size in Burke County, North Carolina, has 

also produced noteworthy data. Beginning in 1990, Burke County pilot-tested 

and then phased in a class size reduction project in the county school district. 

In 1995-96, 1,193 first-graders and 1,125 second-graders participated in the 

initiative. The program's goal has been to reduce class size to 15 students in 

all first- grade, second- grade, and third-grade classes. The Burke County 
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project also included professional development activities covering instruction 

and assessment, and so the effects are not necessarily simply a function of 

reducing class size. Evaluation of the initiative has produced the following 

findings: 

  

        Compared to a matched group of students in classes that had not been 

phased into the smaller class initiative, students in the smaller classes 

outperformed the comparison group in first, second, and third grades on 

both reading and mathematics achievement tests. 

        Based on independent observations of classroom activity, the 

percentage of classroom time devoted to instruction in the smaller classes 

increased from 80 percent to 86 percent compared to the larger classes, 

while the percentage of time devoted to non-instructional activities such as 

discipline decreased from percent to 14 percent. 

  

     Wisconsin 

  

Beginning in 1996-97, Wisconsin began a class size reduction program called 

the Student Achievement Guarantee in Education (SAGE) Program. The 

SAGE Program's objective is to phase in class size reduction in kindergarten 

through third grade in school districts serving students from low-income 

families. The SAGE Program reduced class sizes in kindergarten and first 

grade in 1996-97, added class size reductions in second grade in 1997-98, and 

added third grade class size reductions in 1998-1999. Its aim is to reduce class 

size in the appropriate grade levels to a student/teacher ratio of 15 to 1 or less. 

SAGE program classroom arrangements in the first two years of 
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implementation were several, including regular classrooms with 1 teacher and 

15 students, 2 teacher teams with 30 students, and 4 other types of 

arrangements reflecting the constraints of existing classroom settings and 

teacher assignments. In the 1997-98 school year there were 30 schools from 

school districts participating in the SAGE program, and 14 schools in 7 

districts providing comparison student background and achievement data for 

an evaluation study of the program that is ongoing. 

  

SAGE and comparison school students' academic learning was measured at 

the beginning and end of the first-grade year, and again at the end of the 

second-grade year. The students' scores were compared to those of students in 

matching comparison schools serving similar populations of students, with the 

following results: 

  

        SAGE first-grade students performed consistently better than 

comparison students in mathematics, reading, language arts, and total 

scores for the Comprehensive Test of Basic Skills. 

        The achievement gap lessened between white and African-American 

students in the SAGE smaller classes in the first grade, in contrast to a 

widening of the gap between white and African-American students in the 

larger classes of the comparison schools. 

        Second-grade SAGE students' academic achievement remained higher 

than that of the comparison school second-graders, but the difference did 

not increase substantially. 
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These findings are consistent with the findings in Project STAR, but there are 

two important qualifications to make regarding the SAGE project data. First, 

these are second year evaluation data from an ongoing study, and so the 

findings of this research may change substantially as the program is phased in 

and additional data analyses are performed. Second, the SAGE project class 

size reductions were accompanied by other program initiatives: participating 

schools were also required to implement a rigorous academic curriculum, 

provide before and after school activities for students and community 

members, and implement professional development and accountability 

programs. Data analysis in the second year evaluation suggests that these 

other components of the SAGE program have not had an impact on student 

achievement, but it is still possible that the other components may exert some 

influence. 

  

     Research Conclusions 

  

Overall, the pattern of findings drawn from the existing research leads to the 

following three conclusions: 

  

        A consensus of research indicates that class size reduction in the early 

grades leads to higher student achievement. Researchers are more cautious 

about the question of the positive effects of class size reduction in 4th 

through 12th grades. The significant effects of class size reduction on 

student achievement appear when class size is reduced to a point 

somewhere between 15 and 20 students, and continue to increase as class 

size approaches the situation of a 1-to-1 tutorial. 
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        The research data from the relevant studies indicate that if class size is 

reduced from substantially more than 20 students per class to below 20 

students, the related increase in student achievement moves the average 

student from the 50th percentile up to somewhere above the 60th 

percentile. For disadvantaged and minority students the effects are 

somewhat larger. 

  

        Students, teachers, and parents all report positive effects from the 

impact of class size reductions on the quality of classroom activity. 

  

         State Initiatives 

  

Large-scale efforts to reduce class size have not been limited to Indiana and 

Tennessee. Some states initiated targeted class size reduction policies some time 

ago, while others are only in the early stages of development and implementation. 

In 1984, Texas passed legislation requiring class size to be limited to students in 

kindergarten through 4th grade, with the provision going into effect for 

kindergarten through 2nd grade in 1985-86 and for 3rd and 4th grade in 1988-89. 

Nevada began a class size reduction program in 1990-91, beginning with a target 

of a 15 to 1 student/teacher ratio for kindergarten and 1st grade, then applying that 

ratio in 2nd grade and 3rd grade, to be followed by efforts to reduce the ratio to 22 

to 1 for 4th through 6th grade, and then 25 to 1 for 7th through 12th-grade. In 

1995, Virginia began an effort to reduce class size in kindergarten through 3rd-

grade classes for at-risk students, using a strategy in which local systems that 

devote funds to the voluntary program may receive matching funds from the state. 
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Other states reported to be involved in or considering some sort of class size 

reduction initiative include Arizona, Connecticut, Florida, Georgia, Hawaii, 

Illinois, Iowa, Kansas, Kentucky, Louisiana, Massachusetts, Michigan, 

Minnesota, Nebraska, New Hampshire, New York, North Carolina, Oklahoma, 

and Utah. 

  

In the 1996-97 school year, California began its Class Size Reduction Program, 

through which it is giving money to school districts for the purpose of reducing 

the student/teacher ratio to 20 to 1 in kindergarten through third grade. The 

California Class Size Reduction Program represents an important initiative whose 

implementation may provide instructive lessons. In the 1997-98 school year, 1.9 

million children were assigned to smaller classes in California schools. California 

school districts hired 18,000 new teachers in 1996, and almost one-quarter of 

them had no teaching credentials. Districts also have had to use various means to 

create sufficient classroom space. Class size reduction clearly increases the 

demand for more classrooms and qualified teachers. Implementation of class size 

reduction policies on a large scale requires careful planning and attention. 

  

The impact of class size reduction reforms, their cost, and their relationship to 

professional development are major questions facing current education reform in 

the United States. Only with information about these questions will policymakers 

be able to make knowledgeable decisions about the cost-effectiveness and 

feasibility of various reform options. 
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         Explanation 

  

     Why Do Smaller Classes Make a Difference? 

  

The higher student achievement brought about by class size reduction may 

result from some of the ways in which reducing class size naturally alters the 

classroom environment. On being assigned to smaller classes, teachers report 

that the classroom atmosphere is better, that students can receive more 

individualized attention, and that the teachers have more flexibility to use 

different instructional approaches and assignments. One unanticipated result 

of the Burke County reduced class size initiative was that the teachers found 

themselves with more classroom space to work with, because they were using 

the same classrooms with smaller numbers of students. Class size reduction 

also changes the educational opportunities beyond the classroom, insofar as 

teachers have a larger portion of time to devote to working with each of their 

students parents. 

  

Class size reduction changes numerous features of the classroom situation. 

There are fewer students to distract each other. Each student in a reduced size 

class gets more attention on average from the teacher, and more time to speak 

while the others listen. Reduced class size also reduces the level of noise in a 

class. One theory offered to explain the positive effects of class size reduction 

on student achievement simply argues that in smaller classes each student 

receives a larger portion of the educational resources represented by the 

teacher's instructional time, and consequently, learns more. 
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Other researchers have drawn attention to the quality of teaching in smaller 

classes, rather than the quantity. The SAGE evaluation study used teacher 

interviews, classroom observation, and other data-gathering techniques to 

study what happens in smaller classes, and these researchers suggest that 

students are benefiting from more individualized attention. The teachers know 

each of their students better, and can keep track of how each student is doing 

on the learning task of the moment. This knowledge enables the teacher to 

intervene more effectively to help the individual student make progress. 

  

Researchers also have suggested that smaller classes are more likely to be 

"friendlier" places, where students develop better relationships with their 

classmates and with the teacher, encouraging students to become more 

engaged in classroom learning activities. The smaller the class, the harder it is 

to escape the positive influence of the classroom educational experience. The 

explanation for why reduced class size is especially beneficial in the early 

grades may derive from the fact that in the early grades children are learning 

how to be students in classrooms where the number of people is larger than 

the number of people in their families and students are learning a new routine. 

This socialization theory is also consistent with the research finding in both 

Project STAR and SAGE that the largest increase in student achievement 

occurs in the first year of a student's experience in a smaller class. 

  

These various explanations for why class size reduction increases student 

achievement are not incompatible with each other, and they do not preclude 

other potential influences. It may be that class size reduction improves student 

achievement because there is more time for learning and more individualized 

attention and a better introduction to classroom routine. And if teachers were 

trained to adapt their teaching in other ways that are suited to smaller classes, 
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such as initiating different kinds of student activities that are possible in 

smaller classes, this might produce an additional benefit. 

  

The focus on class size reduction in the early grades also suggests that smaller 

classes represent a preventive, rather than a remedial, approach. If smaller 

classes help students start off on the right foot in learning how to adjust to the 

classroom situation and get engaged in learning activities, then students avoid 

the more difficult educational path of falling behind, finding help, and 

catching up to their schoolmates. 

  

     When is a Reduction Not a Reduction? 

  

The question of class size is not simply a matter of less is more. The pattern of 

research evidence only favors class size reduction if it is substantial and brings 

the class size below a certain threshold. Reducing class size from 30 to 25, for 

example, may well have no effect whatsoever. The research evidence from 

Project STAR showed that students in smaller classes with fewer than 18 

students did better when compared with students in larger classes. Given the 

variations among individual students and teachers and the way they interact, it 

is unlikely that there is a single "magic number" below which class size 

suddenly produces a beneficial effect. But it is fairly clear that class size must 

get somewhere below 20 in order to make a real difference. 

  

Reducing the ratio of students to teachers does not necessarily mean a 

reduction in class size. This issue was a complicating factor in most of the 

research studies described earlier, where questions were raised about the 
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adequacy of using the student/teacher ratio as a measure of class size. Policy 

initiatives may aim to change the ratio of students to teachers, and if reduced 

class size is key, such initiatives may miss the mark. Some initiatives permit 

officials to include other education staff besides the classroom teachers in the 

calculation of the ratio, such as resource teachers in special education, music, 

and physical education. Consequently, school systems could increase the 

number of teachers without necessarily reducing class size; and particularly 

since the number of available classrooms is both a practical and a budget 

issue, officials may be tempted to solve the ratio problem by adding another 

teacher to a larger class. The research findings from Project STAR and SAGE 

are relevant here: In Project STAR, the larger classes with instructional aides 

did not produce the same benefits as the smaller classes; in the SAGE 

program, however, the increase in student achievement occurred in both the 

15:1 and the 30:2 student/teacher classrooms. 

  

Reducing class size does not necessarily reduce the teacher's workload, or 

even the number of students they teach each day. If a teacher is assigned to 

teach more classes because the number of students in each class is reduced, 

the teacher spends more time teaching and has no fewer students. Such 

problems might be resolved by strategies such as year-round schooling, but 

this still implies either that teachers teach all year or that more teachers get 

hired. The common assumption is that smaller classes allow teachers to 

increase the time devoted to each student, either individually or in smaller 

groups, and thereby improve the quality of the students' education. If this 

assumption is true, successful class size reduction programs will have to 

attend to the impact on teachers' workloads. 
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School arrangements that reduce class size only for particular students or 

subjects may achieve greater results with lower costs, depending on how they 

are organized and what exactly makes the smaller class experience better. It 

may be more important to reduce class size for reading than for physical 

education, and the research suggests that minority and economically 

disadvantaged students benefit most from smaller classes. Educators and 

policymakers should not blindly assume that an across-the-board, across-the-

school-day approach to class size reduction is best. 

  

School officials and policymakers also have to face the problem of the effect 

of class size reduction on the supply of teachers. If the supply of teachers 

remains the same and class size reduction increases the demand, then it would 

seem that class size reduction policies will result in the hiring of less qualified 

teachers. Right now many states are having trouble finding qualified teachers 

to hire. With the current concerns about teacher quality in general, and the call 

for professional development focusing on teaching in smaller classes, 

policymakers want to strengthen teacher quality, not weaken it. It may be, 

however that class size reduction policies will not have such a detrimental 

effect on teacher quality. Currently, many teachers leave the classroom after 

only a few years to pursue some other profession. Class size reduction might 

lessen this problem of teacher attrition, because of its popularity. If teachers 

find teaching in a smaller class more personally rewarding, they may stay in 

the profession longer, decreasing the frequency of the need to hire and train 

new teachers. Only the future will tell if this potential benefit of class size 

reduction will come to pass. 

  

     What Do Teachers Do or Not Do, and How Might They Do Better? 
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Effective professional training may augment the positive effects of reduced 

class size beyond whatever gains are generated by reduced class size alone. 

Reduced classes offer teachers the opportunity to teach differently from the 

way they teach in larger classes. They don't have to spend as much time 

lecturing, for example, or having all the students doing worksheets at their 

own desks. Having more time for students means that teachers can organize 

classroom learning activities differently and have students demonstrate their 

achievement through exercises that don't have to be read or corrected in the 

shortest time possible. In the Burke County project, for example, the reduced 

class size initiative was coupled with professional development activities 

designed to enable teachers to use different instructional strategies and 

different assessment methods. Wisconsin's SAGE Program also includes 

professional development efforts. If schools are going to devote substantial 

energy and resources to reducing class size, the extent of the benefits derived 

from such efforts may depend in part on how teachers take advantage of the 

smaller class size to improve the quality of students' educational experiences. 

  

Teachers do not necessarily change their behavior when they move to smaller 

classes. In one observational research study, even though the teachers 

assigned to smaller classes thought they were teaching differently, the 

independent observers saw no discernable difference in teacher behavior. 

Research studies suggest that teachers do not just automatically change their 

behavior to optimize the potential benefits of smaller class size, and there is a 

considerable body of research that shows that creating substantial changes in 

teachers' classroom behavior is no easy feat. Both teachers who are used to 

teaching in larger classes and teachers newly hired due to the hiring needs 

associated with class size reduction initiatives will need to have professional 

training and support to enable them to utilize more fully the advantages of 

smaller classes. It is clear that many schools will face this challenge in the 

coming years. The best ways to meet that challenge remain to be found. 
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         Conclusion 

  

Reducing class size to below 20 students leads to higher student achievement. 

However, class size reduction represents a considerable commitment of funds, 

and its implementation can have a sizable impact on the availability of qualified 

teachers. Strengthening teacher quality also leads to higher student achievement. 

There is more than one way to implement class size reduction, and more than one 

way to teach in a smaller class. Depending on how it is done, the benefits of class 

size reduction will be larger or smaller. 

  

1.2 Question #2: Is There Racial Discrimination in the Market for Home Loans? 

  

Charges of Institutional discrimination in the United States housing market holds that 

discrimination and segregation in the United States housing market have endured despite 

the condemnation of discriminatory practices. Institutionalized, or systematic, racism has 

been shown to occur even though overt racist policies have been discontinued. Race is 

the biggest factor in residential segregation, not class. Socioeconomic factors generally 

do not keep from desegregating communities. Non-discriminatory policies have been 

created in order to help desegregate neighborhoods and help everyone purchase homes. 

However, most of the policies created to help African Americans and other minorities 

have done little to help, and in some cases even hurt them more. 
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         Discrimination 

In the past, African Americans have faced overtly racist policies, such as being 

legally prohibited to use the same parts of restaurants and beaches. Jim Crow 

racism was based on the idea that blacks are biologically different from white 

European Americans, and that difference made them lesser. This type of racism 

led to a great deal of discrimination. However, such blatant discrimination has 

taken a back-seat to a much more secretive type of racism. Laissez-faire racism is 

based on the idea that black people have a cultural inferiority to other races, i.e. 

African Americans' are responsible themselves for the gap between whites and 

blacks in America. This idea allows white people to hold blacks responsible for 

the inequalities that they face, including the discrimination that they receive in the 

housing market. By assigning fault to blacks for the discrimination that occurs, 

whites are then able to perceive themselves as not racist, because they are not at 

guilty for the flaws of the African American community. Whites in different areas 

of the country surveyed about the characteristics of African Americans admitted 

to believing that they do not keep their homes as well as whites and other 

minorities and cause lower property values in their communities that they inhabit. 

People surveyed also believe that blacks are more likely to become violent and 

will increase crime in their neighborhoods. This type of racism employs many 

contradictions between how a person acts and what they say. It gives whites the 

ability to express racist views, while not sounding traditionally racist. 

  

     Hyper-segregation 

Blacks are typically the group that whites keep the most social distance from. 

Although most white people claim to hold no racist beliefs in a study 

conducted in a Detroit neighborhood by Douglas Massey and Nancy Denton 

over 6o percent of the whites in the neighborhood would do everything in 

their power to move to a different area if their community was composed 57 
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percent by African Americans. Eighty four percent of white people said that 

they would not consider moving to a neighborhood that had such a high 

number of blacks living in it. As the percentage of African Americans went 

down, the more white people were willing to continue living in their 

neighborhood or consider moving to the community. In a similar survey from 

the Detroit area done by Massey and Denton 55 percent of blacks responded 

that they would prefer to live in a community that was about 70 percent black 

and 30 percent white and other. Their least preferable neighborhood would be 

an area that is overwhelming occupied by whites. In San Francisco (1973) 

when whites were surveyed: 

  

        41 percent thought that blacks do not take care of their homes and 

yards 

        24 percent more likely to steal or cheat 

        14 percent more likely to commit sex crimes 

        In the Detroit area, white response to the survey was: 

        70 percent believed that blacks do not take care of their homes and 

yards 

        59 percent thought that blacks were more likely to be violent 

        Nearly 50 percent thought that blacks are less moral than whites. 

  

Middle class blacks have a difficult time turning their economic success into a 

residential change, due to the prejudice that is held against them in the housing 

market. One way that white people view the highly racially segregated 
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neighborhoods is that people live where they want to live, which is the idea of 

individualized choice. If an African American family wanted to move into a 

neighborhood that was predominantly white, they can. This view of individual 

choice allows whites to see segregated communities as a choice that was made, 

not created out of racial discrimination. 

  

         Federal Housing Act of 1934 

The Federal Housing Act of 1934 was created to aid prospective home-buyers, 

especially during the time of the Great Depression. It was created as a New Deal 

program, in order to stimulate house construction and home purchases. This act 

put the credit of the United States government behind private lenders, so that 

private loans could be made available in order to buy or build houses. Instead of 

helping everyone however it funneled money towards whites and away from 

urban areas, due to the racist polices of the FHA's city surveys. This helped to 

create the residential segregation that has formed in the United States. 

  

         Systematic redlining 

The invention of redlining is often credited to the Home Owners Loan 

Corporation (HOLC), which designed a rating system for neighborhoods. There 

were four ratings, green, blue, yellow, or red. The neighborhood that received the 

highest rating, green, were white and middle class, while the lowest rating, red, 

was used for neighborhoods that were nonwhite or mixed and working-class. The 

higher the rating equaled higher property values and were seen as good 

investments, whereas the area that were red, or redlined, were considered to be 

poor investments. Banks viewed the redlined areas as high risk and would not 

give loans for the properties in these neighborhoods. This program made it nearly 

impossible for African Americans to borrow money in order to purchase a home 
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or improve theirs. Due to redlining, minority and black neighborhoods receive 

less economic assistance than other neighborhoods in terms of loans and 

mortgage money as economically equal white communities. 

  

         White resistance to policies 

There was a lot of resistance to the policies that were put into place by the Federal 

Housing Agency by white organizations. For example: the refusal to follow the 

Supreme Court's decision to ban restrictive contracts. White agencies skirted the 

rules that were put in place in order to eliminate the discrimination that African 

Americans faced in the housing market. Although realtors, home owners, and 

bankers continue to include the racist policies in their contracts, they also began to 

use other devices more heavily, including redlining, directing minorities to 

nonwhite neighborhoods, and block busting. Another example of white resistance 

is the response to President John F. Kennedy's Executive Order 11063. The order 

instructed that government agencies to fight against discrimination in federally 

sponsored housing. However, the agencies refused to pass on the order to local 

agencies, even the FHA did not apply Order 11063 to its policies. Although 

President Kennedy created the order, he did so as a response to minority 

population's request for fair housing. Also, realtors are able to make it extremely 

difficult for black home buyers to purchase a home in a white community. In the 

1970s and 1980s an experiment created sent out African Americans to ask about 

houses that were for rent or sale, 

  

     15 percent of the time they received less information about a home for sale 

than the whites also participating in the study and, 

     27 percent of black participants received less information about rental homes 

than white participants. 
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Realtors are able to show them houses that are located within highly minority 

neighborhoods or lie about the home (it has already been rented, quoting a higher 

rent/purchase price) are all tactics that can be used in order to continue to 

segregate communities, despite non-discriminatory policies. Two acts that were 

created for the intention of non-discrimination in the housing market were the 

1975 Home Mortgage Disclosure Act and the 1977 Community Reinvestment 

Act. These acts required lenders to keep track of what communities they loaned 

money to for mortgages and home-improvement. The Reagan administration 

ignored the acts, rendering them completely useless. Unfortunately, they were 

created in a way that made it possible for white agencies to get around them. 

  

         Title VIII of the Fair Housing Act 

Title VIII of the Fair Housing Act allowed the white authorities to discriminate 

further against African Americans in the housing market, even though it had been 

created as a part of the Fair Housing Act. It allowed people to bring complaints of 

discrimination to the Department of Housing and Urban Development (HUD). 

The agency was only allowed to look into complaints that were made to the HUD 

secretary, and the secretary had only thirty days to process and decides whether 

the case required action. If it was found that the party that made the complaint had 

been discriminated against the agency had no authority to enforce any type of 

punishment. If a person had been treated unlawfully then it was up to them to 

bring the case to court, which meant that they had to take on the costs themselves. 

Even if they won the case the maximum in damages that they could be paid was 

$1,000. This left many people unable to receive any type of justice in these 

situations 
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         Urban renewal 

Urban renewal programs throughout the United States caused the devastation of 

many minority communities. During the time of attempted urban renewal in the 

1950s, 1960s, and 1970s federal government projects: 

  

     Demolished 20 percent of urban housing units inhabited by African 

Americans. 

     At the same time they only demolished 10 percent of urban units occupied by 

whites. 

     More than 60 percent of people displaced by projects were minorities. 

     Of the $120 billion of housing created between 1934 and 1962 by the FHA and 

Veterans Administration only 2 percent was available to minorities. 

  

During the time of urban renewal even liberal mayors attempted to justify the 

programs by claiming that they created more housing for the poor, however it did 

the exact opposite and destroyed more than was built. Urban renewal targeted 

minority communities and increased the disparities between the white 

communities and minority areas. During the 1970s African Americans who lived 

in urban areas still lost housing at about 80 percent of what had been lost in the 

60s. It helped to provide white European Americans the distance that was needed 

to create a stronger white identity away from black communities. 
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         Effects on African Americans 

It has been estimated that discrimination has caused black homeowners to pay 

more than $10.5 billion in extra home payments, and that black American 

homeowners lost $4,000 due to their home mortgages being 54 percent higher 

than whites'. This has also caused a disparity in the education that their children 

are able to receive, since education opportunities vary throughout communities, 

based on taxes. Schools in more impoverished areas are unable to provide the 

same type of educational opportunities as other communities. School building 

tends to be more rundown and the technology is typically older. 

  

1.3 Question #3: How Much Do Cigarette Taxes Reduce Smoking? 

  

         Raising cigarette taxes reduces smoking, especially among kids (and the 

cigarette companies know it) 

The cigarette companies have opposed tobacco tax increases by arguing that 

raising cigarette prices would not reduce adult or youth smoking. But the 

companies internal documents, disclosed in the tobacco lawsuits, show that they 

know very well that raising cigarette prices is one of the most effective ways to 

prevent and reduce smoking, especially among kids. 

  

         Economic Research Confirms That Cigarette Tax Increases Reduce 

Smoking 

Numerous economic studies in peer-reviewed journals have documented that 

cigarette tax or price increases reduce both adult and underage smoking. The 

general consensus is that every 10 percent increase in the real price of cigarettes 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

31
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



reduces overall cigarette consumption by approximately three to five percent, 

reduces the number of young-adult smokers by 3.5 percent, and reduces the 

number of kids who smoke by six or seven percent.9 Research studies have also 

found that: 

  

     Cigarette price and tax increases work even more effectively to reduce 

smoking among males, Blacks, Hispanics, and lower-income smokers. 

     A cigarette tax increase that raises prices by ten percent will reduce smoking 

among pregnant women by seven percent, preventing thousands of 

spontaneous abortions and still-born births, and saving tens of thousands of 

newborns from suffering from smoking-affected births and related health 

consequences. 

     Higher taxes on smokeless tobacco reduce its use, particularly among young 

males; and increasing cigar prices through tax increases reduce adult and 

youth cigar smoking. 

     Cigarette price increases not only reduce youth smoking but also reduce both 

the number of kids who smoke marijuana and the amount of marijuana 

consumed by continuing users. 

     By reducing smoking levels, cigarette tax increases reduce secondhand smoke 

exposure among nonsmokers, especially children and pregnant women. 

  

         Recent State Experiences 

In every single state that has significantly raised its cigarette tax rate, pack sales 

have gone down sharply. While some of the decline in pack sales comes from 

interstate smuggling and from smokers going to other lower-tax states to buy their 
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cigarette, reduced consumption from smokers quitting and cutting back plays a 

more powerful role. As shown in more detail, below, nationwide data which 

counts both legal in-state purchases and the vast majority of packs purchased 

through cross-border, Internet, or smuggled sales shows that overall packs sales 

go down as state cigarette tax increases push up the average national price. 

  

In-state evidence shows that state cigarette tax increases are prompting many 

smokers to quit or cutback. For example, the Wisconsin Quit Line received a 

record-breaking 20,000 calls in the first two months after its $1.00 per cigarette 

pack increase (it typically receives 9,000 calls per year). Likewise, in Texas and 

Iowa, which each increased their cigarette taxes by $1.00 in 2007, the number of 

calls to the state quit-lines have been much higher compared to the year before.15 

It is also clear that these efforts to quit by smokers after tax increases translate 

directly into lower future smoking rates. In Washington State, for example, adult 

smoking from the year before its 60-cent cigarette tax increase in 2002 to the year 

afterwards declined from 22.6 to 19.7 percent, reducing the number of adult 

smokers in the state by more than 100,000, despite overall population increases. 

 Increasing U.S. Cigarette Prices and Declining Consumption 

Although there are many other factors involved, comparing the trends in cigarette 

prices and overall U.S. cigarette consumption from 1970 to 2007 shows that there 

is a strong correlation between increasing prices and decreasing consumption. 

 

While U.S. cigarette prices are largely controlled by the cigarette companies 

price-setting decisions, from 1970 to 2006, the federal tax on cigarettes also 

increased from eight cents to 39 cents per pack and the average state cigarette tax 

increased from 10 cents to $1.07 per pack during that time period. Without these 

Raising Cigarette Taxes Reduces Smoking, Especially Among Kids / 3 federal 
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and state tax increases, U.S. cigarette prices would be much lower and U.S. 

smoking levels would be much higher. 

  

         Prices and Youth Smoking Rates  

The chart below shows how closely youth smoking prevalence is to cigarette pack 

prices. As prices climbed in the late 1990s and early 2000s, youth smoking rates 

declined, but as the price decreased between 2003 and 2005 (along with funding 

for tobacco prevention programs in many states), youth rates increased. Even the 

slight increase in price between 2005 and 2007 corresponds with a decline in 

youth smoking rates. 

  

         Expert Conclusions on Cigarette Prices and Smoking Levels 

     In its 2007 report, Ending the Tobacco Problem: A Blueprint for the Nation, 

the National Academy of Sciences Institute of Medicine recommends raising 

cigarette taxes in states with low rates and indexing them to inflation, to 

reduce cigarette consumption and to provide money for tobacco control. The 

report states, Tobacco excise tax revenues pose a potential funding stream for 

state tobacco control programs. Setting aside about one-third of the per-capita 

proceeds from tobacco excise taxes would help states fund programs at the 

level suggested by CDC. 

  

     The Presidents Cancer Panels 2007 report, Promoting Healthy Lifestyles, 

advised increasing state tobacco taxes, stating, Increases in tobacco excise 

taxes, which are passed along to consumers in the form of higher tobacco 

product prices, have proven highly effective in reducing tobacco use by 

promoting cessation among current users, discouraging relapse among former 
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users, preventing initiation among potential users, and reducing consumption 

among those who continue to use tobacco. These revenues also provide 

crucial dollars needed to fund anti-tobacco efforts. 

  

     The 2000 U.S. Surgeon Generals Report, Reducing Tobacco Use, found that 

raising tobacco-product prices decreases the prevalence of tobacco use, 

particularly among kids and young adults, and that tobacco tax increases 

produce substantial long-term improvements in health. From its review of 

existing research, the report concluded that raising tobacco taxes is one of the 

most effective tobacco prevention and control strategies. 

  

     Wall Street tobacco industry analysts have long recognized the powerful role 

increased cigarette taxes and rising cigarette prices play in reducing U.S. 

smoking levels. For example, a December 1998 Sensitivity Analysis on 

Cigarette Price Elasticity by Credit Suisse First Boston Corporation settled on 

a conservative estimate that cigarette consumption will decline by four percent 

for every 10 percent increase in price. 

  

     In its 1998 report, Taking Action to Reduce Tobacco Use, the National 

Academy of Sciences Institute of Medicine concluded that the single most 

direct and reliable method for reducing consumption is to increase the price of 

tobacco products, thus encouraging the cessation and reducing the level of 

initiation of tobacco use. 
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1.4 Question #4: What Will the Rate of Inflation Be Next Year? 

  

         Inflation Forecast 

The inflation rate may be the most fundamental determinant of the discount rate 

used to calculate the present value of an investment. Changes in the inflation rate 

therefore affect stock market valuation. 

  

     Forecast 

The following chart shows our forecast for the 12-month trailing, non-

seasonally adjusted total and core inflation rates over the next year by month. 

The error bars indicate one standard deviation above and below the forecasts 

based on a back test of all forecasts since 1990. We have not tested the degree 

to which the distribution of errors is normal; to the extent it is not, the normal 

interpretation of standard deviation as a measure of potential variability may 

not apply. 

  

 

  

These forecasts, along with an S&P 500 operating earnings forecast, drive REY 

Model projections. 
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         Methodology 

We rely on simple technical analysis to forecast the inflation rate. By technical 

analysis, we mean prediction based only on past Consumer Price Index (CPI) and 

associated inflation rate data rather than prediction based on fundamental 

economic data such as trends in commodity prices, employment levels and wages. 

Key guiding beliefs for this analysis are: 

  

     There is probably an important degree of calendar regularity to the inflation 

rate, perhaps due to seasonal variation in supply of and demand for goods and 

services. In other words, the inflation rate for a particular month during the 

next 12 months is likely related more to past inflation rate behavior during 

that same calendar month than to inflation rates during other past months. 

     For a short-term inflation rate forecast, momentum is probably more important 

than reversion. In other words, the inflation rate does not revert to its long-

term trend quickly, and recent changes in CPI are more indicative of near-

term future changes than are changes in CPI from the more distant past. 

     The political cycle, and attendant economic/fiscal policy, may be significant 

for inflation rate behavior. In other words, inflation rate trends should 

consider at least four years of history and should consider history in four-year 

increments.  

  

Relevant to the first point, the following chart shows how the non-seasonally 

adjusted CPI varies by calendar month during 1951-2011 and two sub-periods, 

1951-1989 and 1990-2011. Results indicate that inflation seasonality varies over 

time, with relatively low inflation in November and December the only clearly 

consistent finding. 
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 Based on these beliefs and some sensitivity testing, we choose for our inflation 

rate forecast four years of historical data, with most recent data weighted more 

heavily than older data via a simple algorithm. So, for example, we estimate the 

change in CPI for next September by extrapolating the changes in CPI from the 

four most recent Septembers, weighting newer historical data more heavily than 

older data. Note that sensitivity testing is susceptible to data snooping bias. 

  

We generate variability ranges for the total and core inflation rate forecasts by 

applying this methodology to each month since January 1990 and calculating the 

standard deviations of the differences between forecasted inflation rates and the 

actual inflation rates for each of forecasted months 1 through 12. 

  

2. Randomized Controlled Experiments 

Consider a situation where you, as a researcher, have some control over the data you collect. In 

many applications this is increasingly not just a dream, this is a reality the use of field 

experiments gives researchers the ability to let questions determine the data to be obtained, 

instead of the data determining the questions that can be asked. However field experiments are 

much easier to implement in some areas of economics than others e.g. they have become much 

more common in development. 

  

Lets consider a very abstract question we are interested in knowing the answer to - suppose we 

wanted to estimate the causal effect of a variable X on an outcome variable y. If you could 

choose the source of variation in X in your data how would you do it? 
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The answer is that there are good reasons why you would want to allocate X at random i.e. to 

give treatment to all sample members with equal probability. This is what is known as a 

randomized controlled experiment. Evidence from randomized controlled experiments are 

sometimes referred to as the gold standard of empirical research the reason for this is that 

random assignment avoids the problems of identifying causal effects discussed previously. By 

design your X will be independent of any other pretreatment influences on y in the whole wide 

world. That is an amazing claim but it is true X will be independent of your age, gender, 

education, hair colour. This knowledge is of enormous use in estimating the causal effect of X on 

y. 

  

Lets give an example of this in practice. Whether black people face discrimination in 

employment is an important question. If one estimates an earnings function in which the 

dependent variable is the log of the hourly wage and one includes a dummy variable for whether 

the individual is black as well as some other controls for education, age and age squared one 

finds something like (this is US Current Population Survey Data for men for 2002)- 

  

This shows that, controlling for education and age, black men seem to earn 16.7 log 

points (about 18.1%) less per hour than white men. But, perhaps the quality of 

educational institutions attended by blacks is worse or perhaps employers have access to 

other information that is not observable to the researcher so this might not be a good 

estimate of the causal effect of being black on wages. Economists have spent more than 

40 years arguing about these issues but without resolving them. Perhaps a randomized 

experiment would help - one would like to do an experiment in which people are 

randomly made black or white and then sees what happens to them in the labour market. 

  

This experiment is essentially what is done in the paper Are Emily and Greg More 

Employable than Lakisha and Jamal (published in the American Economic Review, 
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2004) by Marianne Bertrand and Sendhil Mullanaithan. They sent fake CVs in response 

to job advertisements. They randomly varied the content of these applications and also 

the name on the top. They used names that sound white (e.g. Emily/Greg) and names that 

sound black (e.g. Lakisha/Jamal) to convey an impression of the race of the applicant 

(though employers may be inferring more than just race from the name). Thus they end 

up with a situation in which they know all the information that is available about the 

applicant to the employer, and the name is random with respect to the other information 

on the CV.  

  

The outcome measure is the call-back rate, the first step in getting a job. They are 

interested in the causal effect of having a black-sounding name on this outcome measure. 

  

How would you estimate the causal effect of X on y with experimental data? To keep 

things simple, assume that X is binary (i.e. can only take the values 0 or 1) though 

nothing is much more complicated if X can take on more values or even if it is 

continuous. We will refer to those sample members for whom X=1 as being in the 

treatment group and those for whom X=0 as being in the control group. The causal effect 

is sometimes referred to as the treatment effect in line with this terminology.  

  

The following result is very useful. It may be very obvious but a formal proof is given 

here.  

  

         Proposition: Random assignment of X implies that any other pre-treatment 

variable must be independent of X. 
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     Proof: Denote the other pre-treatment variables by W. Denote by f (W, X) the 

joint density of W and X, fw(W) the marginal density of W and by fX/W (X/W) 

the joint density of X conditional on W. By the usual relationship between 

marginal, joint and conditional densities we will have: 

 

  

Because of the random assignment of X we will have that the joint density of 

X conditional on W is equal to the marginal density of X so that one can write 

the joint density of X and W as: 

 

  

so the joint density can be written as the product of the two marginal densities. 

This is the definition of independence of two sets of random variables so 

implies that the distribution of W conditional on X does not depend on X. 

  

Note that the fact that W and X are independent does not mean they will 

necessarily be uncorrelated in the actual data (though they will be in large 

samples), though the correlation will, on average, be zero. 

  

The fact that the distribution of variables W is the same in treatment and 

control groups means that the only systematic reason for the outcome variable 

to vary is because of the treatment. Hence differences in outcomes can 

reasonably be ascribed to the causal effect of treatment. 
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2.1 Estimating Causal Effects in Randomized Controlled Experiments 

If we are just interested in the causal effect of X on the mean of y then we would like to 

have a good estimate of: 

  

 

  

This will be an estimate of the causal effect of y because the randomisation in X means 

that it is the only possible reason for differences in means between the treatment and 

control groups. 

  

Of course, X might not just have an effect on the mean of Y; it might affect the whole 

distribution. In some situations this might be something we are interested in, in others a 

possibility that we need to have in the back of our mind. 

  

     Differences in Means the Statistics Course Approach 

One estimator would be to simply take the sample equivalent of the 

population moments and to estimate the causal effect as the difference in the 

sample means for those in the treatment and control groups this is the way 

things are typically done in an introductory statistics course. Denote these 

means by 1 and 0. One way of writing this is: 
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There is no real problem in computing the estimate of the causal effect in this 

way, but it is useful to derive it via a regression. 

  

         Differences in Means: the Regression Based Approach 

Suppose we run the regression: 

 

We can prove the following result. 

         Proposition: The OLS estimator of 1 is an unbiased estimator of the 

causal effect of X on the mean of Y as defined in. 

        Proof: There are many ways to prove this but the simplest given what 

we have done so far is to invoke Proposition and think of the regression 

function as the conditional mean in which case: 

One way to understand this is that the OLS estimate of 0 will be the mean of the 

value of y for those in the control group and the estimate of 1 will be the 

difference in the mean of the value of y between the control and treatment 

group i.e. the causal effect of interest. This is what Stock and Watson call the 

differences estimator. 

  

The regression method for deriving the causal effect has the advantage that it 

naturally generalizes to the case where X is not binary as one can simply run a 

regression of Y on X whatever the form of X. 
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2.2 Computing Standard Errors 

The regression output will also give you an estimate of the standard error on the 

coefficient on X which can be used to test hypotheses about the causal effect. Let us 

reflect for a minute on the way in which that standard error is computed.  

The homoskedasticity assumption means that: 

  

 

  

The equality on the left-hand side is the assumption that the treatment has no effect on the 

variance of y even though it may have an effect on the mean. That is a strong assumption 

to make and typically there will be no very good reason to believe it. If there is an effect 

of the treatment on the variance of y then this will imply that e is heteroskedastic. You 

know from what you did last term that this does not affect the bias or consistency of the 

OLS estimator. But it does mean that the estimate of the standard errors may be 

inconsistent so all our hypothesis testing will be messed up so we would like to have a 

consistent estimate. 

  

There are a number of ways to derive consistent estimates of the standard errors. 

  

         Method 1: The Statistics Course Approach 

Get an estimate of Var(yi|Xi=1) from the data - this will just be the sample 

variance for the treatment group probably with a degrees of freedom correction. 
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Then use this to get an estimate of the variance of the sample mean for the 

treatment group. Do the same for the control group and then the variance of the 

difference in the group means will be: 

  

 

  

as the two samples are independent of each other. If you have done a course in 

statistics then this is the way in which one tests for the equality of means in two 

samples. 

  

         Method 2: Separate Regression for Treatment and Control Group 

A regression way of doing this would be to estimate two separate regressions, one 

for the treatment group and one for the control group. The intercepts in these 

regressions will be the means for the treatment and control groups and the 

regression output will also give standard errors for these estimates they will 

actually just be the square root of the sample variances as referred to above. Then 

do the hypotheses test as above. 

  

         Method 3: Single Regression with Robust Standard Errors 

Both of these methods exploit the fact that X is binary and we are only interested 

in how the variance of varies with X. They cannot be very easily generalised to 

other applications. But there is a regression-based method that is of very wide 

application what was described to you last term as White standard errors. They 

are often referred to by different names Huber standard errors, robust standard 
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errors, heteroskedastic consistent standard errors but the same thing is always 

meant.  

  

The robust standard errors are computed in the following way. The OLS estimator 

can be written as: 

 

The asymptotic variance of can be written as: 

  

 

  

All of the elements in the last line of the formula can be estimated consistently by 

their sample equivalents with replaced by the residuals from the equation. 

There is often a small sample correction with N replaced by the degrees of 

freedom. 

  

One implication of the formula is that heteroskedasticity only causes 

inconsistency in the standard errors if the variance of the residuals is correlated 

with then regressors. To see this, we will prove the following Proposition: 
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         Proposition: If and X are independent of each other the standard formula for 

the standard errors of b will be consistent even if the variance of e differs across 

individuals. 

     Proof: If and X are independent then the middle term in the last line of 

above formula can be written as: 

 

Putting this into the asymptotic variance of formula leads to: 

 

A consistent estimate of the final term is the mean of the squared residuals i.e. 

the usual maximum likelihood estimate of so that the usual way in which 

standard errors are computed will not be misleading. 

  

However, one should note that in this case should be interpreted not as the 

common variance in the error but the mean of the error variance across the 

population where this might vary (though remember we are still making the 

assumption of no correlation in the residuals across observations). 

  

Consider the case where X is one dimensional. Then one can write the robust 

estimate of the variance of the coefficient on X, as: 

 

 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

47
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



3. Forecasting and Causality 

  

Forecasting is the process of making statements about events whose actual outcomes 

(typically) have not yet been observed. A commonplace example might be estimation for 

some variable of interest at some specified future date. Prediction is a similar, but more 

general term. Both might refer to formal statistical methods employing time series, cross-

sectional or longitudinal data, or alternatively to less formal judgmental methods. In any 

case, the data must be up to date in order for the forecast to be as accurate as possible 

Usage can differ between areas of application: Risk and uncertainty are central to 

forecasting and prediction; it is generally considered good practice to indicate the degree 

of uncertainty attaching to forecasts. 

  

3.1 Causal / econometric forecasting methods 

  

Some forecasting methods use the assumption that it is possible to identify the underlying factors 

that might influence the variable that is being forecast. For example, including information about 

weather conditions might improve the ability of a model to predict umbrella sales. This is a 

model of seasonality which shows a regular pattern of up and down fluctuations. In addition to 

weather, seasonality can also be due to holidays and customs such as predicting that sales in 

college football apparel will be higher during football season as opposed to the off season.  

  

Casual forecasting methods are also subject to the discretion of the forecaster. There are several 

informal methods which do not have strict algorithms, but rather modest and unstructured 

guidance. One can forecast based on, for example, linear relationships. If one variable is linearly 

related to the other for a long enough period of time, it may be beneficial to predict such a 

relationship in the future. This is quite different from the aforementioned model of seasonality 
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whose graph would more closely resemble a sine or cosine wave. The most important factor 

when performing this operation is using concrete and substantiated data. Forecasting off of 

another forecast produces inconclusive and possibly erroneous results. 

  

Such methods include: 

         Regression analysis includes a large group of methods that can be used to 

predict future values of variable using information about other variables. These 

methods include both parametric (linear or non-linear) and non-parametric 

techniques. 

         Autoregressive moving average with exogenous inputs (ARMAX) 

  

4. Data Sources and Types 

  

4.1 Experimental Versus Observational Data 

Data used in statistics can come from a variety of sources. Most data used by students is 

observational data. This may be data you collect from watching something happen or it 

can be data someone else collected that you think might be useful for what you are 

studying. 

  

An example of observational data would be a survey. Suppose you go to all your friends 

in the school and ask them how many hours of TV they watched on Monday night. This 

data would give you a good idea of TV viewing by your friends. It would not tell you 

about how much TV is watched overall by the students in your school, or by students 

your age from around the country. 
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Experimental data is collected from a study or experiment specifically designed to answer 

a particular question. In medicine, drug companies must do careful experiments to prove 

that a new drug works and does not cause harmful side effects. If you just went and asked 

people if they felt better you would not get good experimental data. 

  

Sometimes you can use experimental data collected for another purpose to help answer 

other questions. In the United States, the Center for Disease Control (CDC) collects data 

on the cause of death of everyone in the country. From this data they look for patterns 

and then may do a specific experiment to get more specific data. It is known that there are 

"disease clusters" that occur in particular ethnic groups, but not as frequently in the 

general population. CDC data was used to justify a study that looked for gene markers on 

the DNA of people sick with the disease. Now that information can be used to treat 

people before they show symptoms so they can lead a longer and healthier life. 

  

4.2 Cross-Sectional Data 

Cross-sectional data or cross section (of a study population) in statistics and econometrics 

is a type of one-dimensional data set. Cross-sectional data refers to data collected by 

observing many subjects (such as individuals, firms or countries/regions) at the same 

point of time, or without regard to differences in time. Analysis of cross-sectional data 

usually consists of comparing the differences among the subjects. 

  

For example, we want to measure current obesity levels in a population. We could draw a 

sample of 1,000 people randomly from that population (also known as a cross section of 

that population), measure their weight and height, and calculate what percentage of that 

sample is categorized as obese. For example, 30% of our sample was categorized as 
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obese. This cross-sectional sample provides us with a snapshot of that population, at that 

one point in time. Note that we do not know based on one cross-sectional sample if 

obesity is increasing or decreasing; we can only describe the current proportion. 

  

Cross-sectional data differs from time series data also known as longitudinal data, which 

follows one subject's changes over the course of time. Another variant, panel data (or 

time-series cross-sectional (TSCS) data), combines both and looks at multiple subjects 

and how they change over the course of time. Panel analysis uses panel data to examine 

changes in variables over time and differences in variables between subjects. 

  

In a rolling cross-section, both the presence of an individual in the sample and the time at 

which the individual is included in the sample are determined randomly. For example, a 

political poll may decide to interview 100,000 individuals. It first selects these 

individuals randomly from the entire population. It then assigns a random date to each 

individual. This is the random date on which that individual will be interviewed, and thus 

included in the survey. 

  

4.3 Time Series Data 

In statistics, signal processing, econometrics and mathematical finance, a time series is a 

sequence of data points, measured typically at successive time instants spaced at uniform 

time intervals. Examples of time series are the daily closing value of the Dow Jones index 

or the annual flow volume of the Nile River at Aswan. Time series analysis comprises 

methods for analyzing time series data in order to extract meaningful statistics and other 

characteristics of the data. Time series forecasting is the use of a model to predict future 

values based on previously observed values. Time series are very frequently plotted via 

line charts. 
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Time series data have a natural temporal ordering. This makes time series analysis 

distinct from other common data analysis problems, in which there is no natural ordering 

of the observations (e.g. explaining people's wages by reference to their education level, 

where the individuals' data could be entered in any order). Time series analysis is also 

distinct from spatial data analysis where the observations typically relate to geographical 

locations (e.g. accounting for house prices by the location as well as the intrinsic 

characteristics of the houses). A time series model will generally reflect the fact that 

observations close together in time will be more closely related than observations further 

apart. In addition, time series models will often make use of the natural one-way ordering 

of time so that values for a given period will be expressed as deriving in some way from 

past values, rather than from future values. 

  

Methods for time series analyses may be divided into two classes: frequency-domain 

methods and time-domain methods. The former include spectral analysis and recently 

wavelet analysis; the latter include auto-correlation and cross-correlation analysis. 

  

4.4 Panel Data 

In statistics and econometrics, the term panel data refers to multi-dimensional data. Panel 

data contains observations on multiple phenomena observed over multiple time periods 

for the same firms or individuals. In biostatistics, the term longitudinal data is often used 

instead, wherein a subject constitutes a panel. 

  

Time series and cross-sectional data are special cases of panel data that are in one-

dimension only. 
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Topic : Review Of Probability 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Probabilities 

2.   Sample Space and random Variables 

3.   Probability Distribution of a Discrete Random Variable 

4.   Expected Value of a Random Variable 

5.   Variance and Standard Deviation 

6.   Mean and Variance of a Linear Function 

7.   Random Variables 

8.   The Normal Distribution 

9.   Chi-Squared Distribution 

10.  Students t-Distribution 

11.  F-Distribution 

12.  Sampling Distribution of the Mean 

13.  Random Sampling 

14.  Central Limit Theorem 
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Definition/Overview: 

Probability is a branch of mathematics that deals with calculating the likelihood of a given 

event's occurrence, which is expressed as a number between 1 and 0. An event with a probability 

of 1 can be considered a certainty: for example, the probability of a coin toss resulting in either 

"heads" or "tails" is 1, because there are no other options, assuming the coin lands flat. An event 

with a probability of .5 can be considered to have equal odds of occurring or not occurring: for 

example, the probability of a coin toss resulting in "heads" is .5, because the toss is equally as 

likely to result in "tails." An event with a probability of 0 can be considered impossibility: for 

example, the probability that the coin will land (flat) without either side facing up is 0, because 

either "heads" or "tails" must be facing up. A little paradoxical, probability theory applies precise 

calculations to quantify uncertain measures of random events. 

  

In its simplest form, probability can be expressed mathematically as: the number of occurrences 

of a targeted event divided by the number of occurrences plus the number of failures of 

occurrences (this adds up to the total of possible outcomes): 

  

p(a) = p(a)/[p(a) + p(b)] 

  

Key Points: 

1. Probabilities 

According to the definition, probability is a function on the subsets of a sample space. 

Let's see how it could be defined on the simplest sample space of a single coin toss, {H, 

T}. 
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The two element sample space {H, T} has four subsets: 

Φ = {}, {H}, {T}, {H, T} = Ω 

  

To be a probability, a function P defined on these four sets must be non-negative and not 

exceeding 1. In addition, on the two fundamental sets Φ and Ω it must take on 

the prescribed values: 

P(Φ) = 0 and P(Ω) = 1. 

  

The values P({H}) and P({T}) which we shall write more concisely as P(H) and P(T) 

must be somewhere in-between. P(H) is expected to be the probability of a coin landing 

heads up; P(T) should be the probability of its landing tails up. This is up to us to assign 

those probabilities. Intuitively those numbers should be expressing our notion of certainty 

with which the coin lands one way or the other. Since, for a fair coin, there is no way to 

prefer one side to the other, the most natural and common way is to make the two 

probabilities equal: 

  

 

  

As in real life, the choices we make have consequences. Once we decided that the two 

probabilities are equal, we are no longer at liberty to choose their common value. The 

definitions take over and dictate the result. Indeed, the two events {H} and {T} 

are mutually exclusive so that a probability function should satisfy the additivity 

requirement: 
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The combination of (1) and (2) leads inevitably to the conclusion that a probability 

function that models a toss of a fair coin is bound to satisfy: 

  

P(H) = P(T) = 1/2. 

  

Two events that have equal probabilities are said to be equiprobable. It's a common 

approach, especially in the introductory probability courses, to define a probability 

function on a finite sample space by declaring all elementary events equiprobable and 

building up the function using the additivity requirement. Having a formal definition 

of probability function avoids the apparent circularity of the construction hinted at 

elsewhere. 

  

Let's consider the experiment of rolling a die. The sample space consists of 6 possible 

outcomes which, with no indication that the die used is loaded, are declared to be 

equiprobable. 

  

{1, 2, 3, 4, 5, 6} 

  

From here, the additivity requirement leads necessarily to: 
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P(1) = P(2) = P(3) = P(4) = P(5) = P(6) = 1/6. 

  

Since all 6 elementary events - {1}, {2}, {3}, {4}, {5}, {6} - are mutually exclusive, we 

may readily apply the required additivity, for example: 

  

P({1, 2}) = P({1}) + P({2}) = 1/6 + 1/6 = 1/3 

  

And similarly 

  

P({4, 5, 6}) = P({4}) + P({5}) + P({6}) = 1/6 + 1/6 + 1/6 = 1/2 

  

Note that a 2-element event {1, 2} has the probability of 1/3 = 21/6, whereas a 3-element 

event {4, 5, 6} has the probability of 1/2 = 31/6. 

  

Let X be the random variable associated with the experiment of rolling the dice. The 

introduction of a random variable allows for naming various sets in a convenient manner, 

e.g. 

  

{1, 2} = {x: x < 3} 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

57
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



and, for the probability, P({1, 2}) = P(X < 3) = 1/3. Similarly, 

  

P({4, 5, 6}) = P(X > 3) = 1/2 

  

Here are a few additional examples: 

P({2, 4, 6}) = P(X is even) = 1/2, 

P({1, 2, 4, 5}) = P(X is not divisible by 3) = 

2/3, 

P({2, 3, 5}) = P(X is prime) = 1/2. 

  

In general, if an event A has m favorable elementary outcomes, the additively 

requirement implies P(A) = m/6. In other experiments, with n possible equiprobable 

elementary outcomes, we would have P(A) = m/n. 

  

For example, under normal circumstances, drawing a particular card from a deck of 52 

cards is assigned a probability of 1/52. Drawing a named (A, K, Q, J) card (of which 

there are 44 = 16 cards) has a probability of 16/52. The event of drawing a black card has 

the probability of 26/52 = 1/2, that of drawing a hearts the probability of 13/52 = 1/4 and 

the probability of drawing a 10 is 4/52 = 1/13. 

  

Later on, we shall have examples of sample spaces where considering the elementary 

events as equiprobable is unjustified. However, whenever this is possible, the evaluation 

of probabilities becomes a combinatorial problem that requires finding the total number n 

of possible outcomes and the number m of the outcomes favorable to the event at hand. It 
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is then natural that properties of combinatorial counting have bearings on the assignment 

and evaluation of probabilities. 

  

When tossing two distinct (say, first and second) coins there are four possible outcomes 

{HH, HT, TH, TT} and no reason to declare one more likely than another. Thus each 

event is assigned the probability of 1/4. Here are more examples: 

  

P({H popped up at least once}) = P({HH, HT, TH}) = 3/4, 

P(First coin came up heads) = P({HH, HT}) = 2/4 = 1/2, 

P(Two outcomes were different) = P({HT, TH}) = 2/4 = 1/2 

  

We consider tossing two coins as completely independent experiments, the outcome of 

one having no effect on the outcome of the other. It follows then from the Sequential, or 

Product, Rule that the size of the sample space of the two experiments is the product of 

the sizes of the two sample spaces and the same holds of the probabilities. For example, 

  

P({HT}) = 1/4 = 1/21/2 = P({H})P({T}). 

  

  

More generally, when two sample spaces are given S1 and S2 with the number of 

equiprobable outcomes, n1 and n2 and two events E1 (on S1) and E2 (on S2) with the 

number of favorable outcomes m1 and m2. Then P(E1) = m1/n1 and P(E2) = m2/n2. The 

sample space of two successive experiments has a sample space with n1n2 outcomes. The 
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event E1E2 which occurs if E1 took place followed by E2 taking place consists of 

m1m1 favorable outcomes so that: 

  

P(E1E2) = m1m2/n1n2 = m1/n1  m2/n2 = P(E1)P(E2). 

  

The two coins may be indistinguishable and, when thrown together, may produce only 

three possible outcomes {{H, H}, {H, T}, {T, T}} where the set notations are used to 

emphasize that the order of the outcomes of the two coins is irrelevant in this case. 

However, assigning each of the elementary events the probability of 1/3 is probably a bad 

choice. A more reasonable assignment is: 

  

P({H, H}) = 1/4, 

P({H, T}) = 1/2, 

P({T, T}) = 1/4. 

  

This is because the results of the two experiments won't change if we imagine the two 

coins different; say if we think of them as being blue and red. But, for different coins, the 

number of elementary events is 4, with two of them - HT and TH were destined to 

coalesce into one - {H, T} - when we back off from our fantasy. The other two - HH and 

TT - will still have the probabilities of 1/4 and the remaining total of 1/2 should be given 

to {H, T}. 
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When rolling two die, the sample space consists of 36 equiprobable elementary events 

each with probability 1/36. The possible sums of the two die range from 2 through 12 and 

the number of favorable events can be observed from the table below: 

  

 

  

Using S for the random variable equal to the sum of the two die, the additivity 

requirement leads to the following probabilities: 

  

 

  

Note that the events are mutually exclusive and exhaustive: their probabilities add up to 

1. 

(As a curiosity, note that, say, both sums of 4 and 5 come up in two ways, viz., 4 = 1 + 

3, 4 = 2 + 2,5 = 1 + 4, and 5 = 2. 

  

However, as we just saw, P(S = 4) < P(S = 5). That this is so may be bewildering to the 

uninitiated. Let's return to throwing a dice. (For an historic example, see the Chevalier de 

Mr's Problem.) With 3 die, the sample space consists of 8 = 2
3
 possible outcomes. Four 4 

die the number grows to 16 = 2
4
,and so on. We obtain a curious sample space tossing the 

coin until the first tail comes up. The probability P (T) that it will happen on the first toss 

equals 1/2. The probability P(HT) that it will happen on the second toss is evaluated 

under the assumption that the first toss showed heads, for, otherwise, the experiment 
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would have stopped right after the first stop. The outcome of the first toss has no effect 

on the outcome of the second: 

  

P(HT) = P(H)P(T) = 1/2 1/2 = 1/4 

  

Continuing in this way, P(HHT) = 1/21/21/2 = 1/8 is the probability of getting the tails on 

the third toss; P(HHHT) = 1/16 is the probability of getting the tails on the fourth toss, 

and so on. The events are mutually exclusive and exhaustive, as the sum of a geometric 

series starting at 1/2 with the factor also of 1/2. 

  

P(T) + P(HT) + P(HHT) + ... = 1/2 + 1/4 + 1/8 + ... 

  = 1/21 / (1 - 1/2) 

  = 1 

  

This is a curiosity because there is one event that has been left over: this is the event in 

which the outcome T never occurs. An infinite number of coin tosses is called for, each 

with the outcome of heads: HHHH ... Although abstractedly this event is complementary 

to the possibility of having a tails in a finite number of steps, this event is 

practically impossible because it requires an infinite number of coin tosses. Deservedly it 

is assigned the probability of 0. 

  

The probability that tails will show up in four tosses or less equals: 
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P(T) + P(HT) + 

P(HHT) + P(HHHT) 

= 1/2 + 1/4 + 

1/8 + 1/16 

  

= 1/2(1 - 

1/2
4
)/ (1 - 

1/2). 
 

  

More generally, the probability that the tails will show up in at most n tosses equals to the 

sum 

  

1/2 + 1/4 + 1/8 + ... + 1/2
n
 = 1/2(1 - 1/2

n
)/ (1 - 1/2) 

  

The interpretation of the infinite sum 1/2 + 1/4 + 1/8 + ... is that this is the probability of 

the tails showing up in a finite number of steps. This probability is 1 so that one should 

expect to get the tails sooner or later. For this sample space, an event with probability 0 is 

conceivable but practically impossible. In continuous sample spaces, events with 

probability 0 are a regular phenomenon and far from being impossible. 

  

2. Sample Space and random Variables 

A sample space is a collection of all possible outcomes of a random experiment. A random 

variable is a function defined on a sample space. We shall consider several examples 

shortly. Later on we shall introduce probability functions on the sample spaces. A sample space 

may be finite or infinite. Infinite sample spaces may be discrete or continuous. 
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2.1 Finite Sample Spaces 

         Tossing a coin. The experiment is tossing a coin (or any other object with two 

distinct sides.) The coin may land and stay on the edge, but this event is so 

enormously unlikely as to be considered impossible and be disregarded. So the 

coin lands on either one or the other of its two sides. One is usually called head, 

the other tail. These are two possible outcomes of a toss of a coin. In the case of a 

single toss, the sample space has two elements that interchangeably, may be 

denoted as, say, 

  

{Head, Tail}, or {H, T}, or {0, 1}... 

  

         Rolling a die. The experiment is rolling a die. A common die is a small cube 

whose faces shows numbers 1, 2, 3, 4, 5, 6 one way or another. These may be the 

real digits or arrangements of an appropriate number of dots, e.g. like these 

  

 

  

There are six possible outcomes and the sample space consists of six 

elements: 

{1, 2, 3, 4, 5, 6} 
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Many random variables may be associated with this experiment: the square of 

the outcome f(x) = x
2
, with values from 

{1, 4, 9, 16, 25, 36}, 

  

Centered values from 

{-2.5, -1.5, -0.5, 0.5, 1.5, 2.5}, 

  

With the variable defined by f(x) = x - 3.5, etc. 

  

         Drawing a card. The experiment is drawing a card from a standard deck of 52 

cards. The cards are of two colors - black (spades and clubs) and red (diamonds 

and hearts), four suits (spades, clubs, diamonds, hearts), 13 values (2, 3, 4, 5, 6, 7, 

8, 9, 10, Jack, Queen, King, Ace). (Some decks use 4 colors, others use different 

names. For example, a Jack may be called a Knave. We shall abbreviate the 

named designations as J, Q, K, A.) There are 52 possible outcomes with the 

sample space 

{2♠, 2♣, 2♦, 2♥, 3♠, 3♣, 3♦, 3♥, ..., A♠, A♣, A♦, A♥}. 

  

Of course, if we are only interested in the color of a drawn card, or its suite, or 

perhaps the value, then it would be as natural to consider other sample spaces: 

{b, r}, 

{♠, ♣, ♦, ♥} or 

{2, 3, 4, 5, 6, 7, 8, 9, 10, J, Q, K, A} 
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         Choosing a birthday. The experiment is to select a single date during a given 

year. This can be done, for example, by picking a random person and inquiring 

for his or her birthday. Disregarding leap years for the sake of simplicity, there are 

365 possible birthdays, which may be enumerated 

{1, 2, 3, 4, ..., 365}. 

  

         Tossing two coins. The experiment is tossing two coins. One may toss two 

coins simultaneously, or one after the other. The difference is in that in the second 

case we can easily differentiate between the coins: one is the first, the other 

second. If the two indistinguishable coins are tossed simultaneously, there are just 

three possible outcomes, {H, H}, {H, T}, and {T, T}. If the coins are different, or 

if they are thrown one after the other, there are four distinct outcomes: (H, H), (H, 

T),(T, H), (T, T), which are often presented in a more concise form: HH, HT, TH, 

TT. Thus, depending on the nature of the experiment, there are 3 or 4 outcomes, 

with the sample spaces 

  

Indistinguishable coins 

{{H, H}, {H, T}, {T, T}}. 
 

  

Distinct coins 

{HH, HT, TH, TT} 
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         Rolling two dice. The experiment is rolling two dice. If the dice are distinct or 

if they are rolled successively, there are 36 possible outcomes: 11, 12, ..., 16, 21, 

22, ..., 66. If they are indistinguishable, then some outcomes, like 12 and 21, fold 

into one. There are 65/2 = 15 such pairs giving the total number of possible 

outcomes as 36 - 15 = 21. In the first case, the sample space is: 

  

{11, 12, ..., 16, 21, 22, ..., 66}. 

  

When we throw two dice we are often interested not in individual numbers that 

show up, but in their sum. The sum of the two top numbers is an example of a 

random variable, say Y(ab) = a + b(where a, b range from 1 through 6), that takes 

values from the set {2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12}. It is also possible to think of 

this set of a sample space of a random experiment. However, there is a point in 

working with random variables. It is often a convenience to be able to consider 

several random variables related to the same experiment, i.e., to the same sample 

space. For example, besides Y, we may be interested in the product (or some 

other function) of the two numbers. 

  

2.3 Infinite Discrete Sample Spaces 

      First tail: The experiment is to repeatedly toss a coin until first tail shows up. 

Possible outcomes are sequences of H that, if finite, end with a single T, and an 

infinite sequence of H: 

  

{T, HT, HHT, HHHT, ..., {HHH...}}. 
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As we shall see elsewhere, this is a remarkable space that contains a not 

impossible event whose probability is 0. One random variable is defined most 

naturally as the length of an outcome. It draws values from the set of whole 

numbers augmented by the symbol of infinity: 

  

{1, 2, 3, 4, ..., ∞}. 

  

2.4 Continuous Sample Spaces 

  

         Arrival time: The experimental setting is a metro (underground) station where 

trains pass (ideally) with equal intervals. A person enters the station. The 

experiment is to note the time of arrival past the departure time of the last train. 

If T is the interval between two consecutive trains, then the sample space for the 

experiment is the interval: 

  

[0, T], or 

[0, T] = {t: 0 ≤ y ≤ T} 

  

         Chord length: Given a circle of radius R, the experiment is to randomly select a 

chord in that circle. There are many ways to accomplish such a selection. 

However the sample space is always the same: 
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{AB: A and B are points on a given circle}. 

  

One natural random variable defined on this space is the length of the chord. 

  

         Human height: The experiment is to randomly select a human and measure 

his or her length. Depending on how far reaching our means of selection is it 

is possible to consider a sample space of about 6.6 billion humans inhabiting 

the planet Earth. In this case, the height of the selected person becomes a 

random variable. However, it is also possible to consider the sample space 

consisting of all possible values of height measurements of the world 

population. The tallest man ever measured lived in the United States and had a 

height of 272 cm (8'11''). The height of the shortest person is more difficult to 

determine. Zero is clearly the low bound, but, for a living adult, it may be 

safely raised to, say, 40 cm. This suggests a sample space which is a line 

segment [40, 272] in centimeters. While at all times the human population is 

discrete, we may assume that in some height range near the normal average, 

all possible heights are realized making a continuous classification. Still, very 

certainly at the top end there are gaps and unique measurements making the 

upper part of the range rather discrete. 
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3. Probability Distribution of a Discrete Random Variable 

  

3.1 Random Variables 

  

A random variable, usually written X, is a variable whose possible values are numerical 

outcomes of a random phenomenon. There are two types of random variables, discrete and 

continuous. 

  

3.2 Discrete Random Variables 

  

A discrete random variable is one which may take on only a countable number of distinct values 

such as 0, 1,2,3,4,....... Discrete random variables are usually (but not necessarily) counts. If a 

random variable can take only a finite number of distinct values, then it must be discrete. 

Examples of discrete random variables include the number of children in a family, the Friday 

night attendance at a cinema, the number of patients in a doctor's surgery, the number of 

defective light bulbs in a box of ten. 

  

The probability distribution of a discrete random variable is a list of probabilities associated with 

each of its possible values. It is also sometimes called the probability function or the probability 

mass function. 

  

Suppose a random variable X may take k different values, with the probability that X = xi defined 

to be P(X = xi) = pi. The probabilities pi must satisfy the following: 
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1: 0 < pi < 1 for each i 

2: p1 + p2 + ... + pk = 1. 

  

         Example 

  

Suppose a variable X can take the values 1, 2, 3, or 4.  

The probabilities associated with each outcome are described by the following 

table: 

  

Outcome 1 2 3 4 

Probability 0.1 0.3 0.4 0.2 

 

The probability that X is equal to 2 or 3 is the sum of the two probabilities: P(X = 

2 or X = 3) = P(X = 2) + P(X = 3)  

= 0.3 + 0.4 = 0.7. Similarly, the probability that X is greater than 1 is equal to 1 - 

P(X = 1) = 1 - 0.1 = 0.9, by the complement rule. 
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This distribution may also be described by the probability histogram shown to the 

right:  

  

All random variables (discrete and continuous) have a cumulative distribution 

function. It is a function giving the probability that the random variable X is less 

than or equal to x, for every value x. For a discrete random variable, the 

cumulative distribution function is found by summing up the probabilities. 

  

         Example 

  

The cumulative distribution function for the above probability distribution is 

calculated as follows:  

     The probability that X is less than or equal to 1 is 0.1,  

     the probability that X is less than or equal to 2 is 0.1+0.3 = 0.4,  

     the probability that X is less than or equal to 3 is 0.1+0.3+0.4 = 0.8, and  

     the probability that X is less than or equal to 4 is 0.1+0.3+0.4+0.2 = 1. 

     The probability histogram for the cumulative distribution of this random 

variable is shown to the right: 
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3.3 Continuous Random Variables 

A continuous random variable is one which takes an infinite number of possible values. 

Continuous random variables are usually measurements. Examples include height, weight, the 

amount of sugar in an orange, the time required to run a mile. 

  

A continuous random variable is not defined at specific values. Instead, it is defined over an 

interval of values, and is represented by the area under a curve (in advanced mathematics, this is 

known as an integral). The probability of observing any single value is equal to 0, since the 

number of values which may be assumed by the random variable is infinite. 

  

Suppose a random variable X may take all values over an interval of real numbers. Then the 

probability that X is in the set of outcomes A, P(A), is defined to be the area above A and under 

a curve. The curve, which represents a function p(x), must satisfy the following: 

  

                     i.        1: The curve has no negative values (p(x) > 0 for all x) 

                    ii.        2: The total area under the curve is equal to 1. 

  

A curve meeting these requirements is known as a density curve. 
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         The Uniform Distribution 

  

A random number generator acting over an interval of numbers (a,b) has a 

continuous distribution. Since any interval of numbers of equal width has an equal 

probability of being observed, the curve describing the distribution is a rectangle, 

with constant height across the interval and 0 height elsewhere. Since the area 

under the curve must be equal to 1, the length of the interval determines the height 

of the curve. 

  

The following graphs plot the density curves for random number generators over 

the intervals (4,5) (top left), (2,6) (top right), (5,5.5) (lower left), and (3,5) (lower 

right). The distributions corresponding to these curves are known as uniform 

distributions. 

  

Consider the uniform random variable X defined on the interval (2,6). Since the 

interval has width = 4, the curve has height = 0.25 over the interval and 0 

elsewhere. The probability that X is less than or equal to 5 is the area between 2 

and 5, or (5-2)*0.25 = 0.75. The probability that X is greater than 3 but less than 4 

is the area between 3 and 4, (4-3)*0.25 = 0.25. To find that probability that X is 

less than 3 or greater than 5, add the two probabilities:  

  

P(X < 3 and X > 5) = P(X < 3) + P(X > 5) = (3-2)*0.25 + (6-5)*0.25 = 0.25 + 

0.25 = 0.5. 
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The uniform distribution is often used to simulate data. Suppose you would like to 

simulate data for 10 rolls of a regular 6-sided die. Using the MINITAB "RAND" 

command with the "UNIF" subcommand generates 10 numbers in the interval 

(0,6): 

  

MTB > RAND 10 c2; 

SUBC> unif 0 6. 

  

Assign the discrete random variable X to the values 1, 2, 3, 4, 5, or 6 as follows: 

if 0<X<1, X=1 

if 1<X<2, X=2 

if 2<X<3, X=3 

if 3<X<4, X=4 

if 4<X<5, X=5 

if X>5, X=6. 

  

Use the generated MINITAB data to assign X to a value for each roll of the die: 

  

Uniform Data X Value 

4.53786 5 

5.77474 6 

3.69518 4 
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1.03929  2 

4.23835 5 

0.37096 1 

0.75272 1 

5.56563 6 

0.89045 1 

3.18086 4 

  

Another type of continuous density curve is the normal distribution. The area 

under the curve is not easy to calculate for a normal random variable X with mean 

 and standard deviation  . However, tables (and computer functions) are 

available for the standard random variable Z, which is computed from X by 

subtracting  and dividing by . All of the rules of probability apply to the 

normal distribution. 

  

4. Expected Value of a Random Variable 

The mean of a random variable, also known as its expected value, is the weighted 

average of all the values that a random variable would assume in the long run. The 

expected value of a random variable can be thought of this way: the random variable is 

made to assume values according to its probability distribution, all the values are 

recorded and the mean is computed. If this process is repeated indefinitely, the calculated 

mean of the values will approach some finite quantity, assuming that the mean of the 

random variable does exist (i.e., it does not diverge to infinity). This finite value is the 

mean of the random variable. 
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The expected value of a random variable X is denoted by E(X). For a discrete random 

variable, E(X) is calculated as 

 

         Example: The random variable X has the following probability distribution: 

x pX(x) 

2 1 / 36 

3 2 / 36 

4 3 / 36 

5 4 / 36 

6 5 / 36 

7 6 / 36 

8 5 / 36 

9 4 / 36 

10 3 / 36 

11 2 / 36 

12 1 / 36 

The random variable X assumes a value equal to the sum of two dice rolls. Its 

expected value is calculated as: 
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= 2(1/36) + 3(2/36) + 4(3/36) + 5(4/36) + 6(5/36) + 7(6/36) + 8(5/36) + 9(4/36) + 

10(3/36) + 11(2/36) + 12(1/36) 

= (1/36) (2 + 6 + 12 + 20 + 30 + 42 + 40 + 36 + 30 + 22 + 12) 

= (252/36) = 7 

  

In the long run, the average value of two dice rolls using regular dice is 7. 

  

The expected value of the function g(X) of a discrete random variable X is the mean of 

another random variable Y which assumes the values of g(X) according to the probability 

distribution of X. Denoted by E[g(X)], it is calculated as: 

 

  

The expected value of a discrete random variable X is actually a special case of E[g(X)], 

where g(X) = x. 

  

The expected value of the function g(X,Y) of two discrete random variables, with joint 

probability mass function pX,Y(x,y), is denoted by E[g(X,Y)] and is calculated as: 
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This definition can be extended to three or more discrete random variables. In general, if 

a set of random variables X1 , X2, .... , Xn has a joint probability function p(x1 , x2 , ...., 

xn), the expected value of the function g(X1 , X2 , .... , Xn ) is given by: 

  

 

  

EX. The random variable X that assumes the value of a dice roll has the probability mass 

function p(x) = 1/6 for x Î {1, 2, 3, 4, 5, 6}. If g(X) = X
2
, then 

  

 

  

         Example: Two random variables X and Y have the following joint probability 

distribution 

(x,y) pX,Y(x,y) 

(1,1) 1/3 

(1,2) 1/8 

(2,1) 1/2 

(2,2) 1/24 

The expected value of the function g(X,Y) = XY is calculated as follows: 
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For any discrete random variable whose expected value exists and is E(X), the expected 

value of g(X) = aX + b, where a and b are constants, is given by: 

  

 

From this equality, 

 

  

The first statement asserts that the expected value of a scalar function of a random 

variable is the product of the expected value of the random variable and the scalar value. 

The second statement asserts that the expected value of a constant is the constant itself. 

  

The expected value of the sum of two discrete random variables X and Y is 

 

  

Similarly, E(X - Y) = E(X) - E(Y). 

The mean of the product of two independent discrete random variables is 
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The mean of the product of two independent random variables is simply the product of 

the mean of the two independent random variables. 

  

5. Variance and Standard Deviation 

Frequency distributions illustrate graphically how the values in the population of data are 

dispersed in the form of a shape. In order to use frequency distributions we need more 

information than just the shape. 

  

For example, one important parameter is where the centre of the distribution is located, 

known as central tendency, i.e. the averages, notably the arithmetic mean, 

median and mode amongst others. We also need to know the dispersion of the data, that 

is, how spread out from the mean is the values (e.g. are they all closely clustered around 

the mean or are they well scattered). The three most usual measures of dispersion are: 

         Range: the distance between the smallest value and the largest value. 

         Variance: the most sophisticated and useful measure, leading to: 

         Standard deviation: is the square root of the variance. 

  

5.1 Uses of standard deviation 

The standard deviations are essential for: 

         Assessing the degree of dispersion of the values around its mean. 

         Assessing the error to which the mean of a sample is subject when estimating 

the mean of a population from which the sample was taken. 

 

         Finding probabilities of events occurring in a given. 
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5.2 Various forms of standard deviation 

Standard deviation is usually denoted by the Greek symbol sigma (ζ). The calculation 

of ζ depends on the format of the data or variables, which can be divided into three 

categories: 

         Continuous variables, which are numerical values in units of length, mass, time, 

electrical measures etc. on a continuous scale 

         Discrete variables, also numerical values but can only be particular numbers, 

such as numbers of employees in companies or shoe sizes (7,7,8,8 etc), 

         Attribute variables, which are descriptive, like defective products, scratches or 

other damage on a surface, proportions of people voting or not voting, or activity 

sampling (e.g. "operator working" or "not working"). 

  

5.3 Calculating Standard deviation for continuous variables and discrete variables 

The variance is: (sum of the deviations of the values from their mean)
2
 divided by 

(sample size). In symbolic form this is: 

         var = (ζ(x - mean))
2
  n, hence, standard deviation is: 

         ζ = √[(Σ(x - mean))
2
  n] where n is the sample size 

Example: Calculate the standard deviation for the following ten lengths: 

Values: 12, 9, 3, 10, 12, 22, 7, 11, 15 and 19cm. 

Mean = 120 10 = 12 

  

 
1 2 3 4 5 6 7 8 9 10 Sum 

Values (cm) 12 9 3 10 12 22 7 11 15 19 120 

Deviations 0 -3 -9 -2 0 10 -5 -1 3 7 0 

Dev.squared 0 9 81 4 0 100 25 1 9 49 278 

  

Sum of the deviations squared = 278 
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So the variance = 278 10 = 27.8 cm 

And standard deviation = √27.8 = 5.27 cm 

  

5.4 Calculating Standard deviation for attributes data: 

         Binomial: ζ = √[p(1-p) x n] where p is the proportion of the values and ζ is 

the absolute standard deviation also ζ = √[p(1-p) n] where p is the proportion of 

the values and ζ is the proportional standard deviation. 

  

     Examples: An activity sampling study shows that the number of times the 

subject was observed to be working during the day was 36 out of a total of 

50 random observations. Estimate the probable proportion of the day the 

subject was actually working. 

  

Using the second, proportional, formula: 

p = 36 out of 50 = 0.72, (or 72%). 

So, ζ = √[0.72*(1-0.72) 50] = √(0.2 50) = 0.063 or 6.3% 

  

Therefore, our estimate of the proportion of a day the subject was working: 

  

= p standard deviation = 0.72 0.063 or 72% 6.3% 

(i.e. somewhere between 65.7% and 78.3%). 

  

         Note on significance: as we have only taken one standard deviation in the 

calculation this result is only reliable to 68%. In other words we are only 68% 

confident that the result for a whole day actually IS between 65.7% and 78.3%. 

To be more accurate we need to take a larger sample and to be more confident in 

the result, more standard deviations. Statistical tables tell us that for 95.4% 

confidence we must take 2 s.d. and for 99.8% confidence we must take 3 s.d. 

  

So in the above calculations the estimates become, respectively: 
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95.4% confidence: estimated mean = 0.72 (2 x 0.063) or 72% 12.6% 

99.8% confidence: estimated mean = 0.72 (3 x 0.063) or 72% 18.9% 

  

It is clear that the more confident we wish to be that the result is reliable, the 

bigger the possible error. (What you gain on the swings you lose on the 

roundabouts). 

  

         Where n is not known 

Example: A company calculates the mean number of orders placed per week is 

400 but obviously it cannot know the number of orders not placed. This is a case 

of the Poisson distribution, the standard deviation for which is simply: ζ = 

√mean. So in this example, ζ = 20 orders. 

  

         Extension of σ to other distributions 

Each distribution (such as Beta, Gamma, exponential, Weibull among others) has 

its own particular standard deviation formula. The standard deviation all other 

types of data such as continuous and discrete data can be used similarly to assess 

errors on sample means. However, standard deviations must be converted 

into standard errors. 

  

6. Mean and Variance of a Linear Function 

         Overview: If X is a discrete random variable with possible values xi having 

probabilities pi, then: 

  

Mean of x values = m = x1p1 + x2p2+ ... + xkpk= sum (xipi) 

Variance of x values = s = (x1-m)
2
p1+ (x2-m)

2
p2+ ... + (xk-m)

2
pk= sum[(xi-m)

2
pi] 

 

 Example: Consider a random variable x that assumes he values 1,2,3 with 

respective probabilities 60%, 30%, 10%. The following table illustrates use of the 

formulas in the overview. 
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The formulas shown are consistent with previously established formulas for 

mean, standard deviation, and variance. To illustrate this, note that in the example 

above, one would "expect" this distribution of the random variable in ten trials: 

{1,1,1,1,1,1,2,2,2,3}. If you place this set in listL1 and calculate 1-Var Stats, you 

will find that the mean is 1.5 and the standard deviation is 0.6708203932. 

Squaring the standard deviation to obtain variance yields: 0.4499999999, or 0.45. 

  

6.1 Law of Large Numbers: This says that the actual mean of many trials gets closeto 

the distribution mean as more trials are made. 

  

         Example: When you flip a coin numerous times, you "expect" heads 50% of 

the time. 

      Flip ten coins and count the number of heads. Do this many times. It is highly 

likely that in some of the trials, the percentage of heads will be 30% or less. 

      Flip one hundred coins and count the number of heads. Do this many times. It 

is highly unlikely that any of the trials will yield a percentage of heads that is 

30% or less. 

  

On TI-83, binomcdf(10,.5,3) = .171875 and binomcdf(100,.5,30) =.00003925. 

Basically, if you flip 10 coins, the probability of 3 or fewer heads is about 17%. If 

you flip 100 coins, the probability of30 or fewer heads is very close to 0%. 

6.2 Rules for Means 

The purpose here is to illustrate important rules relating to the mean statistic. 

         Let Sx= {1,3}. The mean of Sx is 2. Now, multiply each element by 7, and then 

add 5, producing the setS7x+5 ={12,26}. 

         The mean of S7x+5 is 19 = 9(2) + 5. 

         In this situation, mean (S7x+5) = 7 mean (Sx) + 5. 

         Now, let Sy = {5,9,22}, which has mean=12. Construct the set Sx+y 

={1+5,1+9,1+22,3+5,3+9,3+22} = {6,8,10,12,23,25}. 
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         The mean of Sx+y is 14 = 2 + 12. In this situation, mean (Sx+y) =mean(Sx) 

+mean(Sy). 

  

6.3 Rules for Variances: 

         Let Tx = {10, 14}. The mean, standard deviation, and variance of Tx are, 

respectively, 12, 2 and 4. 

         Now, multiply each element by 3 and add 5, obtaining the setT3x+5 ={35,47}. 

         The mean, standard deviation, and variance ofT3x+5 are, respectively, 41, 6, 

and 36. Note that 36 = 32(4). 

         In other words, var(T3x+5) =32var(Tx). Note also that StDev(T3x+5)= 

3StDev(Tx).  

         Now, let Ty = {6,9,12}. The mean, standard deviation, and variance of Ty are, 

respectively 9, 2.4494897, and 6. 

         Assume that Tx and Ty are independent sets. Construct the set Tx-y ={10-6,10-

9,10-12,14-6,14-9,14-12} = {-2,1,2,4,5,8}. 

         The mean, standard deviation, and variance for T are, respectively, 3, 

3.16227766, and 10 respectively. 

         Note that 10 = 4 + 6, or var(Tx-y) =var(Tx) +var(Ty). Ifyou construct the set 

Tx+y, you will find that var(Tx+y) = var(Tx-y) = var(Tx) + var(Ty). 

  

In a nutshell, with independence, variances add when sets Tx+y and Tx-y are constructed 

as indicated above. Note carefully that the standard deviations do not add. You should 

also note mean(Tx-y) = 3 = 12 - 9 = mean(Tx) - mean(Ty). If you construct Tx+y, you 

will find that mean(Tx+y) = mean(Tx) + mean(Ty). 

  

7. Random Variables 

In probability and statistics, a random variable or stochastic variable is, roughly speaking, 

a variable whose value results from a measurement on some type of random process. 

Formally, it is a function from a probability space, typically to the real numbers, which is 

measurable. (For finite probability spaces, the measurable requirement is superfluous.) 

Intuitively, a random variable is a numerical description of the outcome of an experiment 
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(e.g., the possible results of rolling two dice: (1, 1), (1, 2), etc.) Random variables can be 

classified as either discrete (a random variable that may assume either a finite number of 

values or an infinite sequence of values) or as continuous (a variable that may assume 

any numerical value in an interval or collection of intervals). A random variable's 

possible values might represent the possible outcomes of a yet-to-be-performed 

experiment, or the potential values of a quantity whose already-existing value is uncertain 

(e.g., as a result of incomplete information or imprecise measurements). Intuitively, a 

random variable can be thought of as a quantity whose value is not fixed, but which can 

take on different values; a probability distribution is used to describe the probabilities of 

different values occurring. Realizations of a random variable are called random variates. 

  

Random variables are usually real-valued, but one can consider arbitrary types such as 

boolean values, complex numbers, vectors, matrices, sequences, trees, sets, shapes, 

manifolds, functions, and processes. The term random element is used to encompass all 

such related concepts. A related concept is the stochastic process, a set of indexed 

random variables. 

  

7.1 Real-valued random variables 

In this case the observation space is the real numbers. Recall, is the 

probability space. For real observation space, the function is a real-valued random 

variable if: 

  

 

  

This definition is a special case of the above because generates the 

Borel sigma-algebra on the real numbers, and it is enough to check measurability on a 

generating set.  

  

7.2 Distribution functions of random variables 

Associating a cumulative distribution function (CDF) with a random variable is a 

generalization of assigning a value to a variable. If the CDF is a (right continuous) 
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Heaviside step function then the variable takes on the value at the jump with probability 

1. In general, the CDF specifies the probability that the variable takes on particular 

values.  

  

If a random variable defined on the probability space is given. This 

is the same as the probability of the event which is often written as 

for short, and easily obtained since  

  

When recording all these probabilities of output ranges of a real-valued random variable 

X yields the probability distribution of X. The probability distribution "forgets" about the 

particular probability space used to define X and only records the probabilities of various 

values of X. Such a probability distribution can always be captured by its cumulative 

distribution function and sometimes also using a probability density function. In measure-

theoretic terms, we use the random variable X to "push-forward" the measure P on Ω to a 

measure dF on R. The underlying probability space Ω is a technical device used to 

guarantee the existence of random variables, and sometimes to construct them. In 

practice, one often disposes of the space Ω altogether and just puts a measure on R that 

assigns measure 1 to the whole real line, i.e., one works with probability distributions 

instead of random variables. 

  

7.3 Moments 

The probability distribution of a random variable is often characterized by a small 

number of parameters, which also have a practical interpretation. For example, it is often 

enough to know what its "average value" is. This is captured by the mathematical concept 

of expected value of a random variable, denoted E[X], and also called the first moment. 

In general, E[f(X)] is not equal to f(E[X]). Once the "average value" is known, one could 

then ask how far from this average value the values of X typically are, a question that is 

answered by the variance and standard deviation of a random variable. E[X] can be 

viewed intuitively as an average obtained from an infinite population, the members of 

which are particular evaluations of X. 
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Mathematically, this is known as the (generalized) problem of moments: for a given class 

of random variables X, find a collection {fi} of functions such that the expectation values 

E [fi(X)] fully characterize the distribution of the random variable X. 

  

8. The Normal Distribution 

A normal distribution has a bell-shaped density curve described by its mean   and 

standard deviation . The density curve is symmetrical, centered about its mean, with its 

spread determined by its standard deviation. The height of a normal density curve at a 

given point x is given by: 

  

 

8.1 Standard Normal Curve 

The Standard Normal curve, shown here, has mean 0 and standard deviation 1. If a 

dataset follows a normal distribution, then about 68% of the observations will fall within 

  of the mean , which in this case is with the interval (-1,1). About 95% of the 

observations will fall within 2 standard deviations of the mean, which is the interval (-

2,2) for the standard normal, and about 99.7% of the observations will fall within 3 

standard deviations of the mean, which corresponds to the interval (-3,3) in this case. 

Although it may appear as if a normal distribution does not include any values beyond a 

certain interval, the density is actually positive for all values,  . Data from any 

normal distribution may be transformed into data following the standard normal 

distribution by subtracting the mean  and dividing by the standard deviation . 

  

 

  

For the first 10 sorted observations, the table below displays the original temperature 

values in the first column, standardized values in the second column (calculated by 

subtracting the mean 98.249 and dividing by the standard deviation 0.733), and 

corresponding normal scores in the third column. 
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96.3 -2.65894 -2.58163 

96.4 -2.52251 -2.24352 

96.7 -2.11323 -1.98066 

96.7 -2.11323 -1.98066 

96.8 -1.97681 -1.80820 

96.9 -1.84038 -1.71725 

97.0 -1.70396 -1.63847 

97.1 -1.56753 -1.50561 

97.1 -1.56753 -1.50561 

97.1 -1.56753 -1.50561 

  

The standardized values in the second column and the corresponding normal quantile 

scores are very similar, indicating that the temperature data seem to fit a normal 

distribution. The plot of these columns, with the temperature values on the horizontal axis 

and the normal quantile scores on the vertical axis, is shown to the right (the two scales in 

the horizontal axis provide original and standardized values). This plot indicates that the 

data appear to follow a normal distribution, with only the three largest values deviating 

from a straight diagonal line. 

  

 

Like any continuous density curve, the probabilities of observing values within any 

interval on the normal density are given by the area of the curve above that interval. For 

example, the probability of observing a value less than or equal to zero on the standard 

normal density curve is 0.5, since exactly half of the area of the density curve lies to the 

left of zero. There is no explicit formula for that area (so calculus is not of much help 

here). Instead, the probabilities for the standard normal distribution are given by tabulated 

values (found in Table A in Moore and McCabe or in any statistical software). 
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To compute the probability of observing values within an interval, one must subtract the 

cumulative probability for the smaller value from the cumulative probability for the 

larger value. Suppose, for example, we are interested in the probability of observing 

values within the standard normal interval (0,0.5). The probability of observing a value 

less than or equal to 0.5 (from Table A) is equal to 0.6915, and the probability of 

observing a value less than or equal to 0 is 0.5. The probability of the normal interval (0, 

0.5) is equal to 0.6915 - 0.5 = 0.1915. 

  

9. Chi-Squared Distribution 

In probability theory and statistics, the chi-squared distribution (also chi-square or χ-

distribution) with k degrees of freedom is the distribution of a sum of the squares of k 

independent standard normal random variables. It is one of the most widely used 

probability distributions in inferential statistics, e.g., in hypothesis testing or in 

construction of confidence intervals. When there is a need to contrast it with the non-

central chi-squared distribution, this distribution is sometimes called the central chi-

squared distribution. 

  

The chi-squared distribution is used in the common chi-squared tests for goodness of fit 

of an observed distribution to a theoretical one, the independence of two criteria of 

classification of qualitative data, and in confidence interval estimation for a population 

standard deviation of a normal distribution from a sample standard deviation. Many other 

statistical tests also use this distribution, like Friedman's analysis of variance by ranks. 

If Yi have normal independent distributions with mean 0 and variance 1, then it is 

distributed as X
2
  with r  degrees of freedom. This makes a X

2
 distribution a gamma 

distribution with =2 and =r/2 , where r is the number of degrees of freedom. 
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More generally, if X
2

i are independently distributed according to a X
2
   distribution with 

r1, r2,, rk , degrees of freedom, then it is distributed according to X
2
 with  

 degrees of freedom: 

  

 

 The probability density function for the X
2
 distribution with r degrees of freedom is 

given by 

  

 

  

10. Students t-Distribution 

In probability and statistics, Students t-distribution (or simply the t-distribution) is a 

continuous probability distribution that arises when estimating the mean of a normally 

distributed population in situations where the sample size is small and population 

standard deviation is unknown. It plays a role in a number of widely-used statistical 

analyses, including the Students t-test for assessing the statistical significance of the 

difference between two sample means, the construction of confidence intervals for the 

difference between two population means, and in linear regression analysis. The Students 

t-distribution also arises in the Bayesian analysis of data from a normal family. 

  

The t-distribution is symmetric and bell-shaped, like the normal distribution, but has 

heavier tails, meaning that it is more prone to producing values that fall far from its mean. 

This makes it useful for understanding the statistical behavior of certain types of ratios of 

random quantities, in which variation in the denominator is amplified and may produce 

outlying values when the denominator of the ratio falls close to zero. The Students t-

distribution is a special case of the generalized hyperbolic distribution. 

  

 

Students t-Distribution: Probability Distribution Function 
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Students t-Distribution: Cumulative Distribution Function 

 

10.1 Probability density function 

Student's t-distribution has the probability density function given by 

  

 

  

Where; ν is the number of degrees of freedom and Γ is the Gamma function. This may 

also be written as 

  

 

  

Where; B is the Beta function. 

  

For ν even, 

 

For ν odd, 

  

The overall shape of the probability density function of the t-distribution resembles the 

bell shape of a normally distributed variable with mean 0 and variance 1, except that it is 

a bit lower and wider. As the number of degrees of freedom grows, the t-distribution 

approaches the normal distribution with mean 0 and variance 1. 
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The following images show the density of the t-distribution for increasing values of ν. 

The normal distribution is shown as a blue line for comparison. Note that the t-

distribution (red line) becomes closer to the normal distribution as ν increases. 

  

Density of the t-distribution (red) for 1, 2, 3, 5, 10, and 30 df compared to the standard 

normal distribution (blue). Previous plots has been shown in green. 

10.2 Cumulative distribution function 

The cumulative distribution function can be written in terms of I, the 

regularized incomplete beta function. For t > 0: 

  

 

  

Where; 2F1 is a particular case of the hyper-geometric function. 

  

         Special cases 

Certain values of ν give an especially simple form. 

     ν = 1 

Distribution function: 

 

Density function: 

 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

94
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



     ν = 2 

Distribution function: 

 

Density function: 

 

  

     ν = 3 

Density function: 

 

  

11. F-Distribution 

In probability theory and statistics, the F-distribution is a continuous probability 

distribution. It is also known as Snedecor's F distribution or the Fisher-Snedecor 

distribution (after R.A. Fisher and George W. Snedecor). The F-distribution arises 

frequently as the null distribution of a test statistic, most notably in the analysis of 

variance. 

  

11.1 Definition 

If a random variable X has an F-distribution with parameters d1 and d2, we write 

XF(d1,d2) . Then the probability density function for X is given by: 
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For real x0. Here B is the beta function. In many applications, the 

parameters d1 and d2 are positive integers, but the distribution is well-defined for positive 

real values of these parameters. 

  

The cumulative distribution function is: 

  

 

  

Where; I is the regularized incomplete beta function. 

  

The expectation, variance, and other details about the F (d1, d2) are given in the side-

box; for d2 > 8, the excess kurtosis is: 

  

. 

  

The k
th

 moment of an F(d1,d2) distribution exists and is finite only when 2k < d2 and it is 

equal to: 

 

  

The F-distribution is a particular parameterization of the beta prime distribution, which is 

also called the beta distribution of the second kind. The characteristic function is listed 

incorrectly in many standard references (e.g.,). The correct expression is: 
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Where; U(a,b,z) is the confluent hyper-geometric function of the second kind. 

  

11.2 Characterization 

A random variate of the F-distribution with parameters d1 and d2 arises as the ratio of two 

appropriately scaled chi-squared variates: 

  

 

Where: 

         U1 and U2 have chi-squared distributions with d1 and d2 degrees of 

freedom respectively, and 

         U1 and U2 are independent. 

  

In instances where the F-distribution is used, for instance in the analysis of variance, 

independence of U1 and U2 might be demonstrated by applying Cochran's theorem. 

  

12. Random Sampling 

In random sampling, each item or element of the population has an equal chance of being 

chosen at each draw. A sample is random if the method for obtaining the sample meets 

the criterion of randomness (each element having an equal chance at each draw). The 

actual composition of the sample itself does not determine whether or not it was a 

random sample. 
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13. Sampling Distribution of the Mean 

The shape of the distribution of the sample mean is not any possible shape. The shape of 

the distribution of the sample mean, at least for good random samples with a sample size 

larger than 30, is a normal distribution. That is, if you take random samples of 30 or more 

elements from a population, calculate the sample mean, and then create a relative 

frequency distribution for the means, the resulting distribution will be normal. 

  

In the following diagram the underlying data is bimodal and is depicted by the light blue 

columns. Thirty data elements were sampled forty times and forty sample means were 

calculated. A relative frequency histogram of the sample means is plotted in a heavy 

black outline. Note that though the underlying distribution is bimodal, the distribution of 

the forty means is heaped and close to symmetrical. The distribution of the forty sample 

means is normal. 

  

The center of the distribution of the sample means is, theoretically, the population mean. 

To put this, another simpler way, the average of the sample averages is the population 

mean. Actually, the average of the sample averages approaches the population mean as 

the number of sample averages approaches infinity. 

  

 

  

         Another Example (2002) 

Consider a population consisting of 61 body fat measurements for women at the 

COM-FSM national campus: 

  

15.6, 18.9, 20, 20.3, 20.6, 20.8, 21.9, 22.1, 22.2, 22.2, 22.4, 22.7, 22.8, 22.8, 23.5, 

23.5, 23.6, 23.8, 23.9, 24.3, 24.4, 25.2, 25.2, 25.5, 25.6, 26.1, 26.2, 27.3, 27.5, 

27.8, 27.9, 28, 28, 28.1, 28.1, 28.3, 28.4, 29.2, 29.3, 29.3, 29.5, 29.8, 30.5, 31.1, 

31.6, 32.9, 34, 34.4, 34.9, 35.5, 35.8, 35.9, 36, 37.5, 38.2, 38.8, 40, 40.8, 44.1, 47, 

50.1 
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The population mean (parameter) for the above data is 28.7. Consider those 

measurements as being the total population. The distribution of those 

measurements using an eight bin histogram is seen below. 

  

 

The distribution is skewed right, as seen above. 

  

If we were doing a statistical study, we would measure a random sample of women from 

the population and calculate the mean body fat for our sample. Then we would use our 

sample statistic (our sample mean) to estimate the population parameter (the population 

mean). Understanding the SHAPE of the distribution of many sample means is a key to 

using a single sample mean (a statistic) to estimate the population mean (a parameter). 

  

The table that follows consists of ten randomly selected samples from the population and 

the means for each sample. Each sample has a size of n=10 women. The bottom row is 

the mean of each sample. 

  

 

  

The mean of the values in the last row is 29.4. This could be called the mean of the 

sample means! A histogram can be used to show the distribution of these sample means. 

These frequencies and relative frequencies are in the two rightmost columns of the table 

below. 

  

 

  

Note that the sample means are clustered tightly about the population mean. This can be 

seen below where the sample mean distribution is superimposed (placed on top of!) the 

population distribution. 
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14. The Central Limit Theorem 

  

The central limit theorem explains why many distributions tend to be close to the normal 

distribution. The key ingredient is that the random variable being observed should be the 

sum or mean of many independent identically distributed random variables. One version 

of the theorem is 

  

 

  

In this applet, we look at rolling dice again. Let X be the number of spots showing when 

one die is rolled. The mean value   for rolling one die is 3.5, and the variance is 
2=35/12

. 

If Sn is the number of spots showing when n dice are rolled, then if n is ``large'' the 

random variable should be approximately standard normal, so Sn itself should be 

approximately normal with mean 3.5*n and variance 35n/12. The red curve is the graph 

of the density function with these parameters. 

  

 

  

Topic : Review Of Statistics 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Estimating the Population Mean 

2.   Importance of Random Sampling 
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3.   Null and Alternative Hypothesis 

4.   P- Values 

5.   Statistical hypothesis testing 

6.   Standard Error 

7.   Standard Deviation 

8.   t- Test 

9.   Confidence Interval of a Population Mean 

10.  Comparison of Two Means 

11.  Using the t-Statistic When the Sample Size Is Small 

12.  Scatter Plots 

13.  Sample Covariance and Correlation 

  

Definition/Overview: 

Statistics is the study of the collection, organization, analysis, and interpretation of data. It deals 

with all aspects of this, including the planning of data collection in terms of the design of surveys 

and experiments. 

  

A statistician is someone who is particularly well versed in the ways of thinking necessary for 

the successful application of statistical analysis. Such people have often gained this experience 

through working in any of a wide number of fields. There is also a discipline called mathematical 

statistics that studies statistics mathematically. 
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The word statistics, when referring to the scientific discipline, is singular, as in "Statistics is an 

art." This should not be confused with the word statistic, referring to a quantity (such as mean or 

median) calculated from a set of data, whose plural is statistics ("this statistic seems wrong" or 

"these statistics are misleading"). 

  

Key Points: 

1. Estimating the Population Mean 

  

1.1 Estimation Requirements 

The approach is valid whenever the following conditions are met: 

         The sampling method is simple random sampling. 

         The sampling distribution is approximately normally distributed. 

  

Generally, the sampling distribution will be approximately normally distributed if any of 

the following conditions apply. 

         The population distribution is normal. 

         The sampling distribution is symmetric, unimodal, without outliers, and the 

sample size is 15 or less. 

         The sampling distribution is moderately skewed, unimodal, without outliers, 

and the sample size is between 16 and 40. 
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         The sample size is greater than 40, without outliers. 

  

1.2 The Variability of the Sample Mean 

To construct a confidence interval for a sample mean, we need to know the variability of 

the sample mean. This means we need to know how to compute the standard deviation or 

the standard error of the sampling distribution. 

  

         Suppose k possible samples of size n can be selected from a population of size 

N. The standard deviation of the sampling distribution is the "average" deviation 

between the k sample means and the true population mean, μ. The standard 

deviation of the sample mean ζx is: 

  

 

  

Where ζ is the standard deviation of the population, N is the population size, and 

n is the sample size. When the population size is much larger (at least 10 times 

larger) than the sample size, the standard deviation can be approximated by: 

 When the standard deviation of the population ζ is unknown, the standard 

deviation of the sampling distribution cannot be calculated. Under these 

circumstances, use the standard error. The standard error (SE) provides an 

unbiased estimate of the standard deviation. It can be calculated from the equation 

below. 
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Where s is the standard deviation of the sample, N is the population size, and n is 

the sample size. When the population size is much larger (at least 10 times larger) 

than the sample size, the standard error can be approximated by: 

 

  

1.3 How to Find the Confidence Interval for a Mean 

Previously, we described how to construct confidence intervals. For convenience, we 

repeat the key steps below. 

  

         Identify a sample statistic. Use the sample mean to estimate the population 

mean. 

         Select a confidence level. The confidence level describes the uncertainty of a 

sampling method. Often, researchers choose 90%, 95%, or 99% confidence 

levels; but any percentage can be used. 

         Find the margin of error.  

         Specify the confidence interval. The range of the confidence interval is defined 

by the sample statistic + margin of error. And the uncertainty is denoted by the 

confidence level. 
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2. Importance of Random Sampling 

It is very important to develop a sampling plan that permits legitimate generalization 

from the survey results to the population of interest (unless the study specifically calls for 

a non-probability sample design). The key is the use of statistically derived random 

sampling procedures. These ensure that survey results can be defended as statistically 

representative of the population. Surveys that do not follow these procedures can produce 

results that lead to misguided market research, strategic, or policy decisions. Any so-

called "survey" in which no attempt is made to randomly select respondents, such as call-

in readers' or viewers' "polls", is likely to produce results that in no way reflect overall 

public opinion--even if many thousands of individuals participate. 

  

2.1 Sample Size 

Surprisingly, the accuracy of a given sample size in reflecting the characteristics of a 

population usually is not greatly affected by the size of the population. (Note that the 

concept of sampling error assumes that the sample was selected following statistically 

random procedures.) If the sample comprises less than about a fifth of the population, 

then the size of the population is not important in determining how accurate a given 

sample size will be. For example, as shown in the table below, the maximum sampling 

error for a random sample of 500 is 4.4 percentage points. This is true regardless of 

whether the sample was selected from a population of 5,000 people or one of 5,000,000 

people. 

 

  

*i.e., With a random sample of 50, the percentage who provide a given response will be 

within 13.8 percentage points of the true population percentage in 95 surveys out of 100. 
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If the sample size for each group of interest is more than about 200, the accuracy of the 

survey results is often more seriously affected by low response rates than by small sample 

sizes. Thus, funds usually should be invested to enhance the response rate rather than to 

increase the sample size beyond the minimum number necessary to achieve the desired 

level of sampling accuracy. 

  

One must also remember that sampling accuracy is dependent on the sample size of the 

particular group whose responses are being reported. Thus, a random sample of, say, 

1,000 respondents has an overall sampling error of 3.1%, but if one is looking at the 

responses of white males (of whom there might be about 400 if this is a national 

probability sample), then the sampling error is 4.9%. And if one is looking at the 

responses of black males (of whom there are probably only about 60, unless blacks were 

oversampled), then the sampling error jumps to 12.6%. Therefore, the subgroups in 

which one is interested, and their frequency of occurrence in the population, often are 

important considerations in determining the optimal sample size. 

  

3. Null and Alternative Hypothesis 

The logic of traditional hypothesis testing requires that we set up two competing 

statements or hypotheses referred to as the null hypothesis and the alternative hypothesis. 

These hypotheses are mutually exclusive and exhaustive. 

  

H0: The finding occurred by chance. 

  

H1: The finding did not occur by chance. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

106
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



  

The null hypothesis is then assumed to be true unless we find evidence to the contrary. If 

we find that the evidence is just too unlikely given the null hypothesis, we assume the 

alternative hypothesis is more likely to be correct. In "traditional statistics" a probability 

of something occurring of less than .05 (= 5% = 1 chance in 20) is conventionally 

considered "unlikely". 

  

4. P- Values 

Consider an experiment where you've measured values in two samples, and the means are 

different. How sure are you that the population means are different as well? There are 

two possibilities: 

  

         The populations have different means. 

         The populations have the same mean, and the difference you observed is a 

coincidence of random sampling. 

         The P value is a probability, with a value ranging from zero to one. It is the 

answer to this question: If the populations really have the same mean overall, 

what is the probability that random sampling would lead to a difference between 

sample means as large (or larger) than you observed? 

  

4.1 How are P values calculated?  

There are many methods, and you'll need to read a statistics text to learn about them. The 

choice of statistical tests depends on how you express the results of an experiment 

(measurement, survival time, proportion, etc.), on whether the treatment groups are 
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paired, and on whether you are willing to assume that measured values follow a Gaussian 

bell-shaped distribution. 

  

4.2 Common misinterpretation of a P value 

  

If the P value is 0.03, that means that there is a 3% chance of observing a difference as 

large as you observed even if the two population means are identical. It is tempting to 

conclude, therefore, that there is a 97% chance that the difference you observed reflects a 

real difference between populations and a 3% chance that the difference is due to chance. 

Wrong. What you can say is that random sampling from identical populations would lead 

to a difference smaller than you observed in 97% of experiments and larger than you 

observed in 3% of experiments. 

  

You have to choose. Would you rather believe in a 3% coincidence? Or that the 

population means are really different? 

  

4.3 "Extremely significant" results 

  

Intuitively, you probably think that P=0.0001 is more statistically significant than P=0.04. 

Using strict definitions, this is not correct. Once you have set a threshold P value for 

statistical significance, every result is either statistically significant or is not statistically 

significant. Some statisticians feel very strongly about this. 
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Many scientists are not so rigid, and refer to results as being "very significant" or 

"extremely significant" when the P value is tiny. Often, results are flagged with a single 

asterisk when the P value is less than 0.05, with two asterisks when the P value is less 

than 0.01, and three asterisks when the P value is less than 0.001. This is not a firm 

convention, so you need to check the figure legends when you see asterisks to find the 

definitions the author used. 

  

4.4 One- vs. two-tail P values 

  

When comparing two groups, you must distinguish between one- and two-tail P values. 

Start with the null hypothesis that the two populations really are the same and that the 

observed discrepancy between sample means is due to chance. 

  

         The two-tail P value answers this question: Assuming the null hypothesis, what 

is the chance that randomly selected samples would have means as far apart as 

observed in this experiment with either group having the larger mean? 

         To interpret a one-tail P value, you must predict which group will have the 

larger mean before collecting any data. The one-tail P value answers this 

question: Assuming the null hypothesis, what is the chance that randomly selected 

samples would have means as far apart as observed in this experiment with the 

specified group having the larger mean? 

  

A one-tail P value is appropriate only when previous data, physical limitations or 

common sense tell you that a difference, if any, can only go in one direction. The issue is 

not whether you expect a difference to exist - that is what you are trying to find out with 
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the experiment. The issue is whether you should interpret increases and decreases the 

same. 

  

You should only choose a one-tail P value when you believe the following: 

  

         Before collecting any data, you can predict which group will have the larger 

mean (if the means are in fact different). 

         If the other group ends up with the larger mean, then you should be willing to 

attribute that difference to chance, no matter how large the difference. 

  

It is usually best to use a two-tail P value for these reasons: 

  

         The relationship between P values and confidence intervals is more clear with 

two-tail P values. 

         Some tests compare three or more groups, which makes the concept of tails 

inappropriate (more precisely, the P values have many tails). A two-tail P value is 

more consistent with the P values reported by these tests. 

         Choosing a one-tail P value can pose a dilemma. What would you do if you 

chose a one-tail P value, but observed a large difference in the opposite direction 

to the experimental hypothesis? To be rigorous, you should conclude that the 

difference is due to chance, and that the difference is not statistically significant. 

But most people would be tempted to switch to a two-tail P value or to reverse the 

direction of the experimental hypothesis. You avoid this situation by always using 

two-tail P values. 
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5. Statistical hypothesis testing 

  

The P value is a fraction. In many situations, the best thing to do is report that number to 

summarize the results of a comparison. If you do this, you can totally avoid the term 

"statistically significant", which is often misinterpreted. 

  

In other situations, one will want to make a decision based on a single comparison. In 

these situations, follow the steps of statistical hypothesis testing. 

  

         Set a threshold P value before you do the experiment. Ideally, you should set 

this value based on the relative consequences of missing a true difference or 

falsely finding a difference. In fact, the threshold value (called alpha) is 

traditionally almost always set to 0.05. 

         Define the null hypothesis. If you are comparing two means, the null hypothesis 

is that the two populations have the same mean. 

         Do the appropriate statistical test to compute the P value. 

         Compare the P value to the preset threshold value. If the P value is less than the 

threshold, state that you "reject the null hypothesis" and that the difference is 

"statistically significant". If the P value is greater than the threshold, state that you 

"do not reject the null hypothesis" and that the difference is "not statistically 

significant". 
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Note that statisticians use the term hypothesis testing very differently than scientists. 

  

5.1 Statistical significance 

  

The term significant is seductive, and it is easy to misinterpret it. A result is said to be 

statistically significant when the result would be surprising if the populations were really 

identical. A result is said to be statistically significant when the P value is less than a 

preset threshold value. 

  

It is easy to read far too much into the word significant because the statistical use of the 

word has a meaning entirely distinct from its usual meaning. Just because a difference is 

statistically significant does not mean that it is important or interesting. And a result that 

is not statistically significant (in the first experiment) may turn out to be very important. 

  

If a result is statistically significant, there are two possible explanations: 

  

         The populations are identical, so there really is no difference. You happened to 

randomly obtain larger values in one group and smaller values in the other, and 

the difference was large enough to generate a P value less than the threshold you 

set. Finding a statistically significant result when the populations are identical is 

called making a Type I error. 

         The populations really are different, so your conclusion is correct. 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

112
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



There are also two explanations for a result that is not statistically significant: 

  

         The populations are identical, so there really is no difference. Any difference 

you observed in the experiment was a coincidence. Your conclusion of no 

significant difference is correct. 

         The populations really are different, but you missed the difference due to some 

combination of small sample size, high variability and bad luck. The difference in 

your experiment was not large enough to be statistically significant. Finding 

results that are not statistically significant when the populations are different is 

called making a Type II error. 

  

6. Standard Error 

The standard error is the standard deviation of the sampling distribution of a statistic. The 

term may also be used to refer to an estimate of that standard deviation, derived from a 

particular sample used to compute the estimate. 

  

For example, the sample mean is the usual estimator of a population mean. However, 

different samples drawn from that same population would in general have different 

values of the sample mean. The standard error of the mean (i.e., of using the sample mean 

as a method of estimating the population mean) is the standard deviation of those sample 

means over all possible samples (of a given size) drawn from the population. Secondly, 

the standard error of the mean can refer to an estimate of that standard deviation, 

computed from the sample of data being analyzed at the time. 
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A way for remembering the term standard error is that, as long as the estimator is 

unbiased, the standard deviation of the error (the difference between the estimate and the 

true value) is the same as the standard deviation of the estimates themselves; this is true 

since the standard deviation of the difference between the random variable and its 

expected value is equal to the standard deviation of a random variable itself. 

  

In practical applications, the true value of the standard deviation (of the error) is usually 

unknown. As a result, the term standard error is often used to refer to an estimate of this 

unknown quantity. In such cases it is important to be clear about what has been done and 

to attempt to take proper account of the fact that the standard error is only an estimate. 

Unfortunately, this is not often possible and it may then be better to use an approach that 

avoids using a standard error, for example by using maximum likelihood or a more 

formal approach to deriving confidence intervals. One well-known case where a proper 

allowance can be made arises where Student's t-distribution is used to provide a 

confidence interval for an estimated mean or difference of means. In other cases, the 

standard error may usefully be used to provide an indication of the size of the uncertainty, 

but its formal or semi-formal use to provide confidence intervals or tests should be 

avoided unless the sample size is at least moderately large. Here "large enough" would 

depend on the particular quantities being analyzed. 

  

In regression analysis, the term "standard error" is also used in the phrase standard error 

of the regression to mean the ordinary least squares estimate of the standard deviation of 

the underlying errors. 
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For a value that is sampled with an unbiased normally distributed error, 

the above depicts the proportion of samples that would fall between 0, 1, 2, and 3 

standard deviations above and below the actual value. 

  

6.1 Standard Error of Mean 

The standard error of the mean (SEM) is the standard deviation of the sample-mean 

estimate of a population mean. (It can also be viewed as the standard deviation of the 

error in the sample mean relative to the true mean, since the sample mean is an unbiased 

estimator.) SEM is usually estimated by the sample estimate of the population standard 

deviation (sample standard deviation) divided by the square root of the sample size 

(assuming statistical independence of the values in the sample): 

  

  

  

Where: 

s is the sample standard deviation (i.e., the sample-based estimate of the standard 

deviation of the population) 

n is the size (number of observations) of the sample. 

  

This estimate may be compared with the formula for the true standard deviation of the 

sample mean: 

  

  

Where; ζ is the standard deviation of the population. This formula may be derived from 

what we know about the variance of a sum of independent random variables. If X1, X2, 
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..., Xn are n independent observations from a population that has a mean μ and standard 

deviation ζ, then the variance of the total: 

  

T = (X1 + X2 + ... + Xn) is nζ
2
. 

  

The variance of T / n must be: 

 

  

And the standard deviation of T / n must be . Of course, T / n is the sample mean 

  

  

7. Standard Deviation 

The standard deviation of the mean (SD) is the most commonly used measure of the 

spread of values in a distribution. SD is calculated as the square root of the variance (the 

average squared deviation from the mean). 

Variance in a population is: 

 

Where: 

x is a value from the population, 

m is the mean of all x, 
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n is the number of x in the population, 

S is the summation 

Variance is usually estimated from a sample drawn from a population. The unbiased 

estimate of population variance calculated from a sample is: 

  

 

Where: 

x is an observation from the sample, 

x-bar is the sample mean, 

n (sample size) -1 is degrees of freedom, 

S is the summation 

The spread of a distribution is also referred to as dispersion and variability. All three 

terms mean the extent to which values in a distribution differ from one another. 

SD is the best measure of spread of an approximately normal distribution. This is not the 

case when there are extreme values in a distribution or when the distribution is skewed. 

In these situations interquartile range or semi-interquartile are preferred measures of 

spread. Interquartile range is the difference between the 25th and 75th centiles. Semi-

interquartile range is half of the difference between the 25th and 75th centiles. For any 

symmetrical (not skewed) distribution, half of its values will lie one semi-interquartile 

range either side of the median, i.e. in the interquartile range. When distributions are 

approximately normal, SD is a better measure of spread because it is less susceptible to 

sampling fluctuation than (semi-) interquartile range. 
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If a variable y is a linear (y = a + bx) transformation of x then the variance of y is b times 

the variance of x and the standard deviation of y is b times the variance of x. 

The standard error of the mean is the expected value of the standard deviation of means 

of several samples, this is estimated from a single sample as: 

  

 

Where: 

s is standard deviation of the sample mean, 

n is the sample size 

  

8. t- Test 

The t is pretty similar to the z, in fact, its almost identical. The only difference is that we 

have to estimate the population standard deviation,  . Remember, if you know  , then 

use the z-test; if you dont know , then estimate   (find s ) as described below and in 

the text, and use the t-test. 

  

We have already discussed how to estimate  from a sample of scores. The formula is: 

  

 

  

Notice that our estimate uses n - 1 in the denominator. The main point of this chapter can 

be boiled down to the following: 
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To calculate the t-test, we calculate the standard error of the estimate, , and use 

the formula  . Notice the similarity between the z-test and the t-test. The only 

difference is that in the z-test we use , and in the t-test we use s. 

  

Once we have calculated a t for our sample, we have to compare it to some critical 

value(s) that we look up in a table. When we used the z-test, we used the normal 

distribution table to find the critical values for a specific  . We assumed that z-scores 

were normally distributed. Unlike z-scores, t-scores are not perfectly normally 

distributed. This is due to the fact that we are estimating the population variability, and 

we can never estimate it perfectly, especially if we have a very small n. 

  

Therefore, we have to use a different table to find the critical values for a t-test, and the 

critical values depend on our sample size. In general, our critical values are smaller with 

a big n than they are with a small n. In other words, if we use a big sample size, we do 

not have to have as big a t-score to reject Ho as we would need with a small sample size. 

The "power" of the test increases with a large n. 

  

In order to find the critical value(s) in the table, you have to know that you will be using, 

whether your test is one-tailed or two, and the degrees of freedom (df). Degrees of 

freedom are a function of the number of independent data values in your sample and the 

number of parameters that you must estimate in your statistic. In the t-test, the degrees of 

freedom are the total number of subjects (which were independently selected from the 

population) minus one, because we are estimating one parameter, the population standard 

deviation. Thus, df  =  n - 1. 

  

Read about the two assumptions of the t-test. The first is that the values in your sample 

should be independent of each other. In other words, the selection of one value from the 

population should not affect the selection of another. This is typically accomplished by 

random sampling. The second assumption is that your population should be normally 
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distributed. Just as with the z-test, if it is not normal, then your distribution of samples 

will not be normal unless your sample size is large. 

  

9. Confidence Interval of a Population Mean 

  

9.1 Confidence Intervals 

In statistical inference, one wishes to estimate population parameters using observed 

sample data. 

  

A confidence interval gives an estimated range of values which is likely to include an 

unknown population parameter, the estimated range being calculated from a given set of 

sample data. The common notation for the parameter in question is . Often, this 

parameter is the population mean , which is estimated through the sample mean . 

  

The level C of a confidence interval gives the probability that the interval produced by 

the method employed includes the true value of the parameter . 

  

         Example 

Suppose a student measuring the boiling temperature of a certain liquid observes the 

readings (in degrees Celsius) 102.5, 101.7, 103.1, 100.9, 100.5, and 102.2 on 6 

different samples of the liquid. He calculates the sample mean to be 101.82. If he 

knows that the standard deviation for this procedure is 1.2 degrees, what is the 

confidence interval for the population mean at a 95% confidence level? 

  

In other words, the student wishes to estimate the true mean boiling temperature of 

the liquid using the results of his measurements. If the measurements follow a normal 
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distribution, then the sample mean will have the distribution (, ). Since the 

sample size is 6, the standard deviation of the sample mean is equal to 1.2/sqrt(6) = 

0.49. 

  

 

  

9.2 Confidence Intervals for Unknown Mean and Known Standard Deviation 

For a population with unknown mean   and known standard deviation , a confidence 

interval for the population mean, based on a simple random sample (SRS) of size n, is  

 + z
*
 , where z

*
 is the upper (1-C)/2 critical value for the standard normal 

distribution. 

  

In the example above, the student calculated the sample mean of the boiling temperatures 

to be 101.82, with standard deviation 0.49. The critical value for a 95% confidence 

interval is 1.96, where (1-0.95)/2 = 0.025. A 95% confidence interval for the unknown 

mean  is ((101.82 - (1.96*0.49)), (101.82 + (1.96*0.49))) = (101.82 - 0.96, 101.82 + 

0.96) = (100.86, 102.78). 

  

As the level of confidence decreases, the size of the corresponding interval will decrease. 

Suppose the student was interested in a 90% confidence interval for the boiling 

temperature. In this case, C = 0.90, and (1-C)/2 = 0.05. The critical value z
*
 for this level 

is equal to 1.645, so the 90% confidence interval is ((101.82 - (1.645*0.49)), (101.82 + 

(1.645*0.49))) = (101.82 - 0.81, 101.82 + 0.81) = (101.01, 102.63) 
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An increase in sample size will decrease the length of the confidence interval without 

reducing the level of confidence. This is because the standard deviation decreases 

as n increases. The margin of error m of a confidence interval is defined to be the value 

added or subtracted from the sample mean which determines the length of the interval: m 

= z
*
 . 

  

Suppose in the example above, the student wishes to have a margin of error equal to 0.5 

with 95% confidence. Substituting the appropriate values into the expression for m and 

solving for n gives the calculation n = (1.96*1.2/0.5) = (2.35/0.5) = 4.7 = 22.09. To 

achieve a 95% confidence interval for the mean boiling point with total length less than 1 

degree, the student will have to take 23 measurements. 

  

9.3 Confidence Intervals for Unknown Mean and Unknown Standard Deviation 

In most practical research, the standard deviation for the population of interest is not 

known. In this case, the standard deviation  is replaced by the estimated standard 

deviation s, also known as the standard error. Since the standard error is an estimate for 

the true value of the standard deviation, the distribution of the sample mean   is no 

longer normal with mean   and standard deviation . Instead, the sample mean follows 

the t distribution with mean   and standard deviation . The t distribution is also 

described by its degrees of freedom. For a sample of size n, the t distribution will have n-

1 degrees of freedom. The notation for a t distribution with k degrees of freedom is t(k). 

As the sample size n increases, the t distribution becomes closer to the normal 

distribution, since the standard error approaches the true standard deviation  for large n. 

  

For a population with unknown mean  and unknown standard deviation, a confidence 

interval for the population mean, based on a simple random sample (SRS) of size n, is  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

122
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



 + t
*
 , where t

*
 is the upper (1-C)/2 critical value for the t distribution with n-

1 degrees of freedom, t(n-1). 

  

10. Comparison of Two Means 

In many cases, a researcher is interesting in gathering information about two populations 

in order to compare them. As in statistical inference for one population 

parameter, confidence intervals and tests of significance are useful statistical tools for the 

difference between two population parameters. 

  

10.1 Confidence Interval for the Difference between Two Means 

A confidence interval for the difference between two means specifies a range of values 

within which the difference between the means of the two populations may lie. These 

intervals may be calculated by, for example, a producer who wishes to estimate the 

difference in mean daily output from two machines; a medical researcher who wishes to 

estimate the difference in mean response by patients who are receiving two different 

drugs; etc. The confidence interval for the difference between two means contains all the 

values of (1 - 2) (the difference between the two population means) which would not 

be rejected in the two-sided hypothesis test of  

 

H0:   =   against Ha:      , i.e.  

H0:   -   = 0 against Ha:   -     0. 

  

If the confidence interval includes 0 we can say that there is no significant difference 

between the means of the two populations, at a given level of confidence. 
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10.2 Tests of Significance for Two Unknown Means and Known Standard 

Deviations 

Given samples from two normal populations of size n1 and n2 with unknown 

means 1 and 2 and known standard deviations 1 and 2 , the test statistic comparing 

the means is known as the two-sample z statistic 

 

 

Which has the standard normal distribution (N(0,1)). The null hypothesis always assumes 

that the means are equal, while the alternative hypothesis may be one-sided or two-sided. 

  

10.3 Tests of Significance for Two Unknown Means and Unknown Standard 

Deviations 

In general, the population standard deviations are not known, and are estimated by the 

calculated values s1 and s2. In this case, the test statistic is defined by the two-sample t 

statistic 

 

  

Although the two-sample statistic does not exactly follow the t distribution (since two 

standard deviations are estimated in the statistic), conservative P-values may be obtained 

using the t(k) distribution where k represents the smaller of n1-1 and n2-1. . 

The confidence interval for the difference in means   -   is given by 
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Where t
*
 is the upper (1-C)/2 critical value for the t distribution with k degrees of 

freedom (with k equal to either the smaller of n1-1 and n1-2 or the calculated degrees of 

freedom). 

  

10.4 Pooled t Procedures 

If it reasonable to assume that two populations have the same standard deviation, than an 

alternative procedure known as the pooled t procedure may be used instead of the general 

two-sample t procedure. Since only one standard deviation is to be estimated in this case, 

the resulting test statistic will exactly follow a t distribution with n1 + n2 - 2 degrees of 

freedom. The pooled estimator of the variance 

 

 is used in the pooled two-sample t statistic 

 

which has a t(n1 + n2 -2) distribution. 

  

11. Using the t-Statistic When the Sample Size Is Small 

Small samples taken from an essentially normal population have a distribution 

characterized by the sample size. The population does not have to be exactly normal, only 

unimodal and basically symmetric. This is often characterized as heap-shaped or mound 

shaped. 
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Following are the important properties of the Student t distribution. 

  

         The Student t distribution is different for different sample sizes. 

         The Student t distribution is generally bell-shaped, but with smaller sample 

sizes shows increased variability (flatter). In other words, the distribution is less 

peaked than a normal distribution and with thicker tails. As the sample size 

increases, the distribution approaches a normal distribution. For n > 30, the 

differences are negligible. 

         The mean is zero (much like the standard normal distribution). 

         The distribution is symmetrical about the mean. 

         The variance is greater than one, but approaches one from above as the sample 

size increases ([sigma] 2=1 for the standard normal distribution). 

         The population standard deviation is unknown. 

         The population is essentially normal (unimodal and basically symmetric)  

  

To use the Student t distribution which is often referred to just as the t distribution, the 

first step is to calculate a t-score. This is much like finding the z-score. The formula is: 

  

t = ([x bar] - ) (s/sqrt(n)) 

  

Actually, since the population mean is likely also unknown, often the t-score will be 

looked up based on the level of confidence desired and the degrees of freedom and the 
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population estimated. Degrees of freedom are a fairly technical term which permeates all 

of inferential statistics. In this case, it is n-1. 

  

In general, the degree of freedom is the number of values that can vary after certain 

restrictions have been imposed on all values. 

  

12. Scatter Plots 

Scatter plots are similar to line graphs in that they use horizontal and vertical axes to plot 

data points. However, they have a very specific purpose. Scatter plots show how much 

one variable is affected by another. The relationship between two variables is called their 

correlation. 

  

Scatter plots usually consist of a large body of data. The closer the data points come 

when plotted to making a straight line, the higher the correlation between the two 

variables, or the stronger the relationship. 

  

If the data points make a straight line going from the origin out to high x- and y-values, 

then the variables are said to have a positive correlation. If the line goes from a high-

value on the y-axis down to a high-value on the x-axis, the variables have a negative 

correlation. 

  

A perfect positive correlation is given the value of 1. A perfect negative correlation is 

given the value of -1. If there is absolutely no correlation present the value given is 0. 

The closer the number is to 1 or -1, the stronger the correlation, or the stronger the 
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relationship between the variables. The closer the number is to 0, the weaker the 

correlation. So something that seems to kind of correlate in a positive direction might 

have a value of 0.67, whereas something with an extremely weak negative correlation 

might have the value -0.21. 

  

An example of a situation where you might find a perfect positive correlation, as we have 

in the graph on the left above, would be when you compare the total amount of money 

spent on tickets at the movie theater with the number of people who go. This means that 

every time that "x" number of people go, "y" amount of money is spent on tickets without 

variation. 

  

An example of a situation where you might find a perfect negative correlation, as in the 

graph on the right above, would be if you were comparing the amount of time it takes to 

reach a destination with the distance of a car (traveling at constant speed) from that 

destination. 

  

On the other hand, a situation where you might find a strong but not perfect positive 

correlation would be if you examined the number of hours students spent studying for an 

exam versus the grade received. This won't be a perfect correlation because two people 

could spend the same amount of time studying and get different grades. But in general the 

rule will hold true that as the amount of time studying increases so does the grade 

received. 
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13. Sample Covariance and Correlation 

  

13.1 The Bivariate Model 

As usual, we start with a basic random experiment that has a sample space and a 

probability measure. Suppose that X and Y are real-valued random variables for the 

experiment. We will denote the means, variances, and covariance as follows: 

         X = E(X) 

         Y = E(Y) 

         dX
2
 = var(X) 

         dY
2
 = var(Y) 

         dX,Y = cov(X, Y) 

  

Finally, the correlation is pX,Y = cor(X, Y) = dX,Y / (dX dY). 

  

Now suppose that we repeat the experiment n times to get n independent, random vectors, 

each with the same distribution as (X, Y). That is, we get a random sample of size n from 

this distribution: 

(X1, Y1), (X2, Y2), ..., (Xn, Yn). 

  

As above, we will use the subscripts to distinguish the sample mean and the sample 

variance for the X variables and for the Y variables. These sample statistics depend on the 

sample size n, of course, but for simplicity we will suppress this dependence in the 

notation. 
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Statistics are natural estimators of the distribution covariance and correlation. These 

statistics will be measures of the linear relationship of the sample points in the plane. As 

usual, the definitions depend on what other parameters are known and unknown. 

  

13.2 An Estimator of the Covariance When X, Y are Known 

Suppose first that means X, Y are known. This is usually an unrealistic assumption, of 

course, but is still a good place to start because the analysis is very simple and the results 

we obtain will be useful below. A natural estimator of dX,Y in this case: 

  

WX,Y = (1 / n) i = 1, ..., n (Xi - X)(Yi - Y) 

  

Exercise 1: Show that WX,Y is the sample mean for a random sample of 

size n from the distribution of (X - X)(Y - Y). 

  

Exercise 2: Use the result of Exercise 1 to show that 

a)   E(WX,Y) = dX,Y. 

b)   WX,Y   dX,Y as n     with probability 1. 

  

In particular, WX,Y is an unbiased estimator of dX,Y. 

  

13.3 The Sample Covariance 

Consider now the more realistic assumption that the means X, Y are unknown. A natural 

approach in this case is to average (Xi - MX)(Yi - MY) over i = 1, 2, ..., n. But rather than 

dividing by n in our average, we should divide by whatever constant gives an unbiased 

estimator of dX,Y. 

  

Exercise 3: Interpret the sign of the (Xi - MX)(Yi - MY) geometrically, in terms of 

the scatterplot of points and its center. 
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Exercise 4: Show that cov(MX, MY) = dX,Y / n. 

  

Exercise 5: Show that i  = 1, ..., n (Xi - MX)(Yi - MY) = n [WX,Y - (MX - X)(M2 - Y)]. 

  

Exercise 6: Use the result of Exercise 5 and basic properties of expected value to 

show that 

  

E [ i = 1, ..., n (Xi - MX)(Yi - MY)] = (n - 1)dX,Y. 

  

Therefore, to have an unbiased estimator of dX,Y, we should define the sample 

covariance to be the random variable: 

  

SX,Y = [1 / (n - 1)]  i = 1, ..., n (Xi - MX)(Yi - MY). 

  

As with the sample variance, when n is large, it makes little difference whether 

we divide by n or n - 1. 

  

13.4 Properties 

The formula in the following exercise is sometimes better than the definition for 

computational purposes. 

  

Exercise 7: Show that: 

  

SX,Y = [1 / (n - 1)]  i = 1, ..., n XiYi - [n / (n - 1)]MXMY. 

  

Exercise 8: Use the result of Exercise 5 and the strong law of large numbers to 

show that: 

  

SX,Y   dX,Y as n     with probability 1. 
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The properties established in the following exercises are analogues of properties for the 

distribution covariance 

  

Exercise 9: Show that SX,X = SX
2
. 

  

Exercise 10: Show that SX,Y = SY,X. 

  

Exercise 11: Show that if a is a constant then SaX, Y = a SX,Y. 

  

Exercise 12: Suppose that we have a random sample of size n from the 

distribution of (X, Y, Z). Show that: 

  

SX,Y + Z = SX,Y + SX,Z. 

  

13.5 Sample Correlation 

By analogy with the distribution correlation, the sample correlation is obtained by 

dividing the sample covariance by the product of the sample standard deviations: 

  

RX,Y = SX,Y / (SXSY). 

  

Exercise 13: Use the strong law of large numbers to show that RX,Y  

 pX,Y as n     with probability 1. 

  

Exercise 14: Click in the interactive scatter-plot to define 20 points and try to 

come as close as possible to the following conditions: sample means 0, sample 

standard deviations 1, sample correlation as follows: 0, 0.5, -0.5, 0.7, -0.7, 0.9, -

0.9. 

  

Exercise 15: Click in the interactive scatter-plot to define 20 points and try to 

come as close as possible to the following conditions: X sample mean 1, Y sample 
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mean 3, X sample standard deviation 2, Y sample standard deviation 1, sample 

correlation as follows: 0, 0.5, -0.5, 0.7, -0.7, 0.9, -0.9. 

  

13.6 The Best Linear Predictor 

Recall that in the section on (distribution) correlation and regression, we showed that the 

best linear predictor of Y based on X, in the sense of minimizing mean square error, is 

aX + b where a = dX,Y / dX
2
 and b = Y - a X .  

  

Moreover, the (minimum) value of the mean square error, with this choice of a and b, is: 

  

E{[Y - (aX + b)]
2
} = dY

2
 (1 - pX,Y

2
). 

  

Of course, in real applications, we are unlikely to know the distribution parameters that 

go into the definition of a and b above. Thus, in this section, we are interested in the 

problem of estimating the best linear predictor of Y based on X from our sample data. 

  

(X1, Y1), (X2, Y2), ..., (Xn, Yn). 

  

One natural approach is to find the line: y = Ax + B that fits the sample points best. This 

is a basic and important problem in many areas of mathematics, not just statistics. The 

term best means that we want to find the line (that is, find A and B) that minimizes the 

average of the squared errors between the actual y values in our data and the 

predicted y values 

  

MSE = [1 / (n - 1)] i = 1, ..., n[Yi - (AXi + B)]
2
. 

Finding A and B that minimize MSE is a standard problem in calculus. 

  

Exercise 16: Show that MSE is minimized when 

a.     = SX,Y / SX
2
. 

b.    B = MY - AMX. 
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Exercise 17: Show that the minimum value of MSE, with A and B given in 

Exercise xvi, is MSE = SY
2
[1 - RX,Y

2
]. 

  

Exercise 18: Use the result of Exercise xvii to show that 

a.    RX,Y   [-1, 1]. 

b.    RX,Y = -1 if and only if the sample points lie on a line with negative 

slope. 

c.    RX,Y = 1 if and only if the sample points lie on a line with positive 

slope. 

  

Thus, the sample correlation measures the degree of linearity of the sample points. The 

results in Exercise xviii can also be obtained by noting that the sample correlation is 

simply the correlation of the empirical distribution. Of course, properties (a), (b), and (c) 

are known for the distribution correlation. 

  

The fact that the results in Exercises xvii and xviii are the sample analogues of the 

corresponding distribution results is beautiful and reassuring. The line y = Ax + B, 

where A and B are given in Exercise xvii, is known as the (sample) regression 

line for Y based on X. Note from xvii (b) that the sample regression line passes through 

(MX , MY ), the center of the empirical distribution. Naturally, A and B can be viewed as 

estimators of a and b, respectively. 

  

Exercise 19: Use the law of large numbers to show that, with probability 

1, A converges to a and B converges to b as n increases to infinity. As with the 

distribution of regression lines, the choice of predictor and response variables is 

important. 
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Exercise 20: Show that the sample regression line for Y based on X and the 

sample regression line for X based on Y are not the same line, except in the trivial 

case where the sample points all lie on a line. 

  

Recall that the constant B that minimizes MSE = [1 / (n - 1)] i = 1, ..., n (Yi - B)
2
 is 

the sample mean MY, and the minimum value of MSE is the sample variance SY
2
. 

Thus, the difference between this value of the mean square error and the one in 

Exercise xvii, namely SY
2 
RX,Y

2
, is the reduction in the variability of the Y data 

when the linear term in X is added to the predictor. The fractional reduction 

is RX,Y
2
, and hence this statistics is called the (sample) coefficient of 

determination. 

  

  

Topic : Linear Regression With One Regressor 

 

Topic Objective: 

At the end of the topic student would be able to understand: 

1.   The Linear Regression Model 

2.   Estimating the Coefficients of the Linear Regression Model 

3.   The Least Squares Assumptions 

4.   The R
2
 and the Standard Error of the Regression 

5.   The Sampling Distribution of OLS Estimators 
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Definition/Overview: 

In statistics, linear regression is an approach to modeling the relationship between a scalar 

variable y and one or more explanatory variables denoted X. The case of one explanatory 

variable is called simple regression. More than one explanatory variable is multiple regression. 

  

In linear regression, data are modeled using linear functions, and unknown model 

parameters are estimated from the data. Such models are called linear models. Most commonly, 

linear regression refers to a model in which the conditional mean of y given the value of X is 

an affine function of X. Less commonly, linear regression could refer to a model in which 

the median, or some other quantile of the conditional distribution of y given X is expressed as a 

linear function of X. Like all forms of regression analysis, linear regression focuses on 

the conditional probability distribution of y given X, rather than on the joint probability 

distribution of y and X, which is the domain of multivariate analysis. 

  

Linear regression was the first type of regression analysis to be studied rigorously, and to be used 

extensively in practical applications. This is because models which depend linearly on their 

unknown parameters are easier to fit than models which are non-linearly related to their 

parameters and because the statistical properties of the resulting estimators are easier to 

determine. 

  

Linear regression has many practical uses. Most applications of linear regression fall into one of 

the following two broad categories: 

  

         If the goal is prediction, or forecasting, linear regression can be used to fit a 

predictive model to an observed data set of y and X values. After developing such 

a model, if an additional value of X is then given without its accompanying value 

of y, the fitted model can be used to make a prediction of the value of y. 
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         Given a variable y and a number of variables X1, ..., Xp that may be related to y, 

linear regression analysis can be applied to quantify the strength of the 

relationship between y and the Xj, to assess which Xj may have no relationship 

with y at all, and to identify which subsets of the Xj contain redundant 

information about y. 

  

Key Points: 

1. The Linear Regression Model 

The superintendent of an elementary school district must decide whether to hire 

additional teachers and she wants your advice. If she hires the teachers, she will reduce 

the number of students per teacher (the student-teacher ratio) by two. She faces a 

tradeoff. Parents want smaller classes so that their children can receive more 

individualized attention. But hiring more teachers means spending more money, which is 

not to the liking of those paying the bill! So she asks you: If she cuts class sizes, what 

will the effect be on student performance? 

  

In many school districts, student performance is measured by standardized tests, and the 

job status or pay of some administrators can depend in part on how well their students do 

on these tests. We therefore sharpen the superintendents question: If she reduces the 

average class size by two students, what will the effect be on standardized test scores in 

her district? 

  

A precise answer to this question requires a quantitative statement about changes. If the 

superintendent changes the class size by a certain amount, what would she expect the 

change in standardized test scores to be? We can write this as a mathematical relationship 

using the Greek letter beta, ClassSize where the subscript ClassSize distinguishes the 

effect of changing the class size from other effects. Thus, 
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Where; the Greek letter D (delta) stands for change in. That is, bClassSize is the change 

in the test score that results from changing the class size, divided by the change in the 

class size. 

  

If you were lucky enough to know ClassSize you would be able to tell the 

superintendent that decreasing class size by one student would change district wide test 

scores by ClassSize. You could also answer the superintendents actual question, which 

concerned changing class size by two students per class. To do so, rearrange Equation 

(4.1) so that 

  

 

  

Suppose that ClassSize= −0.6. Then a reduction in class size of two students per class 

would yield a predicted change in test scores of ( −0.6) (−2) = 1.2; that is, you would 

predict that test scores would rise by 1.2 points as a result of the reduction in class sizes 

by two students per class. 

  

Equation (4.1) is the definition of the slope of a straight line relating test scores and class 

size. This straight line can be written  
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Where; 0 is the intercept of this straight line, and, as before, ClassSize is the slope. 

According to Equation (4.3), if you knew 0 and ClassSize, not only would you be able to 

determine the change in test scores at a district associated with a change in class size, you 

also would be able to predict the average test score itself for a given class size. 

  

When you propose Equation (4.3) to the superintendent, she tells you that something is 

wrong with this formulation. She points out that class size is just one of many facets of 

elementary education, and that two districts with the same class sizes will have different 

test scores for many reasons. One district might have better teachers or it might use better 

textbooks. Two districts with comparable class sizes, teachers, and textbooks still might 

have very different student populations; perhaps one district has more immigrants (and 

thus fewer native English speakers) or wealthier families. Finally, she points out that, 

even if two districts are the same in all these ways, they might have different test scores 

for essentially random reasons having to do with the performance of the individual 

students on the day of the test. She is right, of course; for all these reasons, Equation (4.3) 

will not hold exactly for all districts. Instead, it should be viewed as a statement about a 

relationship that holds on average across the population of districts. 

  

A version of this linear relationship that holds for each district must incorporate these 

other factors influencing test scores, including each districts unique characteristics 

(quality of their teachers, background of their students, how lucky the students were on 

test day, etc.). One approach would be to list the most important factors and to introduce 

them explicitly into Equation (4.3) For now, however, we simply lump all these other 

factors together and write the relationship for a given district as 
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Thus, the test score for the district is written in terms of one component, 0+ ClassSize x 

ClassSize, that represents the average effect of class size on scores in the population of 

school districts and a second component that represents all other factors. 

  

Although this discussion has focused on test scores and class size, the idea expressed in 

Equation (4.4) is much more general, so it is useful to introduce more general notation. 

Suppose you have a sample of n districts. Let Yi be the average test score in the i
th

 district, 

let Xi be the average class size in the i
th 

district, and let ui denote the other factors 

influencing the test score in the i
th

 district. Then Equation (4.4) can be written more 

generally as: 

  

 

  

For each district, that is, i=1,., n, where 0 is the intercept of this line and 1 is the slope. 

(The general notation 1 is used for the slope in Equation (4.5) instead of ClassSize 

because this equation is written in terms of a general variable Xi.) 

  

Equation (4.5) is the linear regression model with a single regressor, in which Y is the 

dependent variable and X is the independent variable or the regressor. 

  

The first part of Equation (4.5), 0+1Xi, is the population regression line or the 

population regression function. This is the relationship that holds between Y and X on 

average over the population. Thus, if you knew the value of X, according to this 
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population regression line you would predict that the value of the dependent variable, Y, 

is 0+1Xi. 

  

The intercept 0 and the slope 1 are the coefficients of the population regression line, 

also known as the parameters of the population regression line. The slope 1 is the 

change in Y associated with a unit change in X. The intercept is the value of the 

population regression line when X = 0; it is the point at which the population regression 

line intersects the Y axis.  

  

The term ui in Equation (4.5) is the error term. The error term incorporates all of the 

factors responsible for the difference between the i
th

 districts average test score and the 

value predicted by the population regression line. This error term contains all the other 

factors besides X that determine the value of the dependent variable, Y, for a specific 

observation, it i. In the class size example, these other factors include all the unique 

features of the i
th 

district that affect the performance of its students on the test, including 

teacher quality, student economic background, luck, and even any mistakes in grading the 

test. 

  

Figure 4.1 summarizes the linear regression model with a single regressor for seven 

hypothetical observations on test scores (Y) and class size (X). The population regression 

line is the straight line 0+1. The population regression line slopes down, that is, 1<0 

which means that districts with lower student-teacher ratios (smaller classes) tend to have 

higher test scores. The intercept 0 has a mathematical meaning as the value of the Y 

axis intersected by the population regression line, but, as mentioned earlier, it has no real-

world meaning in this example. 
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Because of the other factors that determine test performance, the hypothetical 

observations in Figure 4.1 do not fall exactly on the population regression line. For 

example, the value of Y for district #1, Y1, is above the population regression line. This 

means that test scores in district #1 were better than predicted by the population 

regression line, so the error term for that district, u1 is positive. In contrast, Y2 is below 

the population regression line, so test scores for that district were worse than predicted, 

and u2 < 0. 

  

 

2. Estimating the Coefficients of the Linear Regression Model 

In a practical situation, such as the application to class size and test scores, the intercept 

0 and slope 1 of the population regression line are unknown. Therefore, we must use 

data to estimate the unknown slope and intercept of the population regression line. 

  

This estimation problem is similar to others you have faced in statistics. For example, 

suppose you want to compare the mean earnings of men and women who recently 

graduated from college. Although the population mean earnings are unknown, we can 

estimate the population means using a random sample of male and female college 

graduates. Then the natural estimator of the unknown population mean earnings for 

women, for example, is the average earnings of the female college graduates in the 

sample. 

  

The same idea extends to the linear regression model. We do not know the population 

value of ClassSize the slope of the unknown population regression line relating X (class 

size) and Y (test scores). But just as it was possible to learn about the population mean 
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using a sample of data drawn from that population, so is it possible to learn about the 

population slope ClassSize using a sample of data. 

  

The data we analyze here consist of test scores and class sizes in 1998 in 420 California 

school districts that serve kindergarten through eighth grade. The test score is the district-

wide average of reading and math scores for fifth graders. Class size can be measured in 

various ways. The measure used here is one of the broadest, which is the number of 

students in the district divided by the number of teachers, that is, the district-wide 

student-teacher ratio.  

  

Table 4.1 summarizes the distributions of test scores and class sizes for this sample. The 

average student-teacher ratio is 19.6 students per teacher and the standard deviation is 1.9 

students per teacher. The 10th percentile of the distribution of the student-teacher ratio is 

17.3 (that is, only 10% of districts have student- teacher ratios below 17.3), while the 

district at the 90th percentile has a student-teacher ratio of 21.9. 

  

A scatter-plot of these 420 observations on test scores and the student-teacher ratio is 

shown in Figure 4.2. The sample correlation is −0.23, indicating a weak negative 

relationship between the two variables. Although larger classes in this sample tend to 

have lower test scores, there are other determinants of test scores that keep the 

observations from falling perfectly along a straight line. 

  

Despite this low correlation, if one could somehow draw a straight line through these 

data, then the slope of this line would be an estimate of ClassSize based on these data. One 

way to draw the line would be to take out a pencil and a ruler and to eyeball the best line 
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you could. While this method is easy, it is very unscientific and different people will 

create different estimated lines. 

  

By far the most common way is to choose the line that produces the least squares fit to 

these data, that is, to use the ordinary least squares (OLS) estimator. 

  

2.1 The Ordinary Least Square Estimator 

The OLS estimator chooses the regression coefficients so that the estimated regression 

line is as close as possible to the observed data, where closeness is measured by the sum 

of the squared mistakes made in predicting Y given X. 

  

The sample average, is the least squares estimator of the population mean, E(Y); that 

is, minimizes the total squared estimation mistakes among all possible 

estimators m). 

  

The OLS estimator extends this idea to the linear regression model. Let b0 and b1 be 

some estimators of B0 and B1. The regression line based on these estimators is b0 + b1X, 

so the value of Yi predicted using this line is b0+b1X1. Thus, the mistake made in 

predicting the ith observation is Yi-(b0+b1X1) = Yi-b0-b1Xi. The sum of these squared 

prediction mistakes over all n observations is 
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The sum of the squared mistakes for the linear regression model in expression (4.6) is the 

extension of the sum of the squared mistakes for the problem of estimating the mean in 

expression. In fact, if there is no regressor, then b1 does not enter expression (4.6) and the 

two problems are identical except for the different notation. Just as there is a unique 

estimator, that minimizes the expression, so is there a unique pair of estimators of B0 

and that minimize expression (4.6).  

  

The estimators of the intercept and slope that minimize the sum of squared mistakes in 

expression (4.6) are called the ordinary least squares (OLS) estimators of B0 and B1. 

  

OLS has its own special notation and terminology. The OLS estimator of 0 is denoted 

, and the OLS estimator of 1 is denoted . The OLS regression line is the straight 

line constructed using the OLS estimators that is . The predicted value of Yi 

given Xi, based on the OLS regression line, is . The residual for the ith 

observation is the difference between Yi and its predicted value; that is, the residual is 

. 

  

You could compute the OLS estimators and by trying different values of b0 and b1 

repeatedly until you find those that minimize the total squared mistakes in expression 

(4.6); they are the least squares estimates. This method would be quite tedious, however. 
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Fortunately there are formulas, derived by minimizing expression (4.6) using calculus, 

that streamline the calculation of the OLS estimators. 

  

2.3 OLS Estimates of the Relationship between Test Scores and the StudentTeacher 

Ratio 

When OLS is used to estimate a line relating the student-teacher ratio to test scores using 

the 420 observations in Figure 4.2, the estimated slope is −2.28 and the estimated 

intercept is 698.9. Accordingly, the OLS regression line for these 420 observations is 

  

 

Where Test-Score is the average test score in the district and STR is the student-teacher 

ratio. The symbol over TestScore in Equation (4.7) indicates that this is the predicted 

value based on the OLS regression line. Figure 4.3 plots this OLS regression line 

superimposed over the scatter-plot of the data previously shown in Figure 4.2. 

The slope of −2.28 means that an increase in the student-teacher ratio by one student per 

class is, on average, associated with a decline in district-wide test scores by 2.28 points 

on the test. A decrease in the student-teacher ratio by 2 students per class is, on average, 

associated with an increase in test scores of 4.56 points (= −2 (−2.28)). The negative 

slope indicates that more students per teacher (larger classes) is associated with poorer 

performance on the test. 

  

It is now possible to predict the district-wide test score given a value of the student-

teacher ratio. For example, for a district with 20 students per teacher, the predicted test 

score is 698.9 − 2.28 20 = 653.3. Of course, this prediction will not be exactly right 
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because of the other factors that determine a districts performance. But the regression line 

does give a prediction (the OLS prediction) of what test scores would be for that district, 

based on their student-teacher ratio, absent those other factors. 

  

Is this estimate of the slope large or small? To answer this, we return to the 

superintendents problem. Recall that she is contemplating hiring enough teachers to 

reduce the student-teacher ratio by 2. Suppose her district is at the median of the 

California districts. From Table 4.1, the median student-teacher ratio is 19.7 and the 

median test score is 654.5. A reduction of 2 students per class, from 19.7 to 17.7, would 

move her student-teacher ratio from the 50th percentile to very near the 10th percentile. 

This is a big change, and she would need to hire many new teachers. How would it affect 

test scores? 

  

 

According to Equation (4.7), cutting the student-teacher ratio by 2 is predicted to increase 

test scores by approximately 4.6 points; if her districts test scores are at the median, 

654.5, they are predicted to increase to 659.1. Is this improvement large or small? 

According to Table 4.1, this improvement would move her district from the median to 

just short of the 60th percentile. Thus, a decrease in class size that would place her 

district close to the 10% with the smallest classes would move her test scores from the 

50th to the 60th percentile. According to these estimates, at least, cutting the student-

teacher ratio by a large amount (2 students per teacher) would help and might be worth 

doing depending on her budgetary situation, but it would not be a panacea. 

  

What if the superintendent were contemplating a far more radical change, such as 

reducing the student-teacher ratio from 20 students per teacher to 5? Unfortunately, the 
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estimates in Equation (4.7) would not be very useful to her. This regression was 

estimated using the data in Figure 4.2, and as the figure shows, the smallest student-

teacher ratio in these data is 14. These data contain no information on how districts with 

extremely small classes perform, so these data alone are not a reliable basis for predicting 

the effect of a radical move to such an extremely low student-teacher ratio. 

  

2.4 Why Use the OLS Estimator? 

There are both practical and theoretical reasons to use the OLS estimators and . 

Because OLS is the dominant method used in practice, it has become the common 

language for regression analysis throughout economics, finance, and the social sciences 

more generally. Presenting results using OLS means that you are speaking the same 

language as other economists and statisticians. The OLS formulas are built into virtually 

all spreadsheet and statistical software packages, making OLS easy to use. 

  

The OLS estimators also have desirable theoretical properties. For example, the sample 

average is an unbiased estimator of the mean E(Y), that is, E( )= Y; is a 

consistent estimator of Y; and in large samples the sampling distribution of is 

approximately normal. The OLS estimators and also have these properties. Under a 

general set of assumptions, and are unbiased and consistent estimators of 0 and 1 and 

their sampling distribution is approximately normal.  

  

3. The Least Squares Assumptions 

A set of three assumptions on the linear regression model and the sampling scheme under 

which OLS provides an appropriate estimator of the unknown regression coefficients, 0 

and 1. Initially these assumptions might appear abstract. They do, however, have natural 
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interpretations, and understanding these assumptions is essential for understanding when 

OLS willand will notgive useful estimates of the regression coefficients. 

  

3.1 Assumption #1: The Conditional Distribution of ui given Xi Has a Mean of Zero 

The first least squares assumption is that the conditional distribution of ui given Xi has a 

mean of zero. This assumption is a formal mathematical statement about the other factors 

contained in ui and asserts that these other factors are unrelated to Xi in the sense that, 

given a value of Xi, the mean of the distribution of these other factors is zero. 

  

This is illustrated in Figure 4.4. The population regression is the relationship that holds 

on average between class size and test scores in the population, and the error term ui 

represents the other factors that lead test scores at a given district to differ from the 

prediction based on the population regression line. As shown in Figure 4.4, at a given 

value of class size, say 20 students per class, sometimes these other factors lead to better 

performance than predicted (ui > 0) and sometimes to worse (ui < 0), but on average over 

the population the prediction is right. In other words, given Xi = 20, the mean of the 

distribution of ui is zero. In Figure 4.4, this is shown as the distribution of ui being 

centered on the population regression line at Xi = 20 and, more generally, at other values 

x of Xi as well. Said differently, the distribution of ui, conditional on Xi =x, has a mean of 

zero; stated mathematically, E(ui|Xi)=0 or, in somewhat simpler notation, ui . 

  

As shown in Figure 4.4, the assumption that E(ui|Xi)=0 is equivalent to assuming that the 

population regression line is the conditional mean of Yi given Xi. 
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3.2 Assumption #2: (Xi,Yi),1=1,,n Are Independently and Identically Distributed 

The second least squares assumption is that (Xi,Yi),1=1,,n are independently and 

identically distributed (i.i.d.) across observations. If the observations are drawn by simple 

random sampling from a single large population, then (Xi,Yi),1=1,,n are i.i.d. For 

example, let X be the age of a worker and Y is his or her earnings, and imagine drawing a 

person at random from the population of workers. That randomly drawn person will have 

a certain age and earnings (that is, X and Y will take on some values). If a sample of n 

workers is drawn from this population, then (Xi, Yi ), i = 1, . . . , n, necessarily have the 

same distribution, and if they are drawn at random they are also distributed independently 

from one observation to the next; that is, they are i.i.d.  

The i.i.d. assumption is a reasonable one for many data collection schemes. For example, 

survey data from a randomly chosen subset of the population typically can be treated as 

i.i.d. 

Not all sampling schemes produce i.i.d. observations on (Xi,Yi), however. One example 

is when the values of X are not drawn from a random sample of the population but rather 

are set by a researcher as part of an experiment. For example, suppose a horticulturalist 

wants to study the effects of different organic weeding methods (X) on tomato production 

(Y) and accordingly grows different plots of tomatoes using different organic weeding 

techniques. If she picks the techniques (the level of X) to be used on the ith plot and 

applies the same technique to the ith plot in all repetitions of the experiment, then the 

value of Xi does not change from one sample to the next. Thus Xi is nonrandom 

(although the outcome Yi is random), so the sampling scheme is not i.i.d. The results 

presented in this chapter developed for i.i.d. regressors are also true if the regressors are 

nonrandom. The case of a nonrandom regressor is, however, quite special. For example, 

modern experimental protocols would have the horticulturalist assign the level of X to the 

different plots using a computerized random number generator; thereby circumventing 

any possible bias by the horticulturalist (she might use her favorite weeding method for 
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the tomatoes in the sunniest plot). When this modern experimental protocol is used, the 

level of X random and (Xi,Yi) are i.i.d. 

  

Another example of non-i.i.d. sampling is when observations refer to the same unit of 

observation over time. For example, we might have data on inventory levels (Y) at a firm 

and the interest rate at which the firm can borrow (X), where these data are collected over 

time from a specific firm; for example, they might be recorded four times a year 

(quarterly) for 30 years. This is an example of time series data, and a key feature of time 

series data is that observations falling close to each other in time are not independent but 

rather tend to be correlated with each other; if interest rates are low now, they are likely 

to be low next quarter. This pattern of correlation violates the independence part of the 

i.i.d. assumption. 

  

3.3 Assumption #3: Xi and Ui have Four Moments 

The third least squares assumption is that the fourth moments of Xi and ui are non-zero 

and finite (0<E(X4i) < and 0<E(X4i) < ) or, equivalently, that the fourth moments of Xi 

and Yi are nonzero and finite. This assumption limits the probability of drawing an 

observation with extremely large values of Xi or ui. Were we to draw an observation with 

extremely large Xi or Yi that is, with Xi or Yi far outside the normal range of the datathen 

that observation would be given great importance in an OLS regression and would make 

the regression results misleading. 

  

The assumption of finite fourth moments is used in the mathematics that justifies the 

large-sample approximations to the distributions of the OLS test statistics. 
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One could argue that this assumption is a technical fine point that regularly holds in 

practice. Class size is capped by the physical capacity of a classroom; the best you can do 

on a standardized test is to get all the questions right and the worst you can do is to get all 

the questions wrong. Because class size and test scores have a finite range, they 

necessarily have finite fourth moments. More generally, commonly used distributions 

such as the normal have four moments. Still, as a mathematical matter, some distributions 

have infinite fourth moments, and this assumption rules out those distributions. If this 

assumption holds then it is unlikely that statistical inferences using OLS will be 

dominated by a few observations. 

3.4 Use of the Least Squares Assumptions  

The least squares assumptions play twin roles. Their first role is mathematical: if these 

assumptions hold, then, in large samples the OLS estimators have sampling distributions 

that are normal. In turn, this large-sample normal distribution lets us develop methods for 

hypothesis testing and constructing confidence intervals using the OLS estimators. 

Their second role is to organize the circumstances that pose difficulties for OLS 

regression. As we will see, the first least squares assumption is the most important to 

consider in practice. One reason why the first least squares assumption might not hold in 

practice. 

It is also important to consider whether the second assumption holds in an application. 

Although it plausibly holds in many cross-sectional data sets, it is inappropriate for time 

series data.  

  

4. The R
2
 and the Standard Error of the Regression 

The R2 and the standard error of the regression is two measures of how well the OLS 

regression line fits the data. The R
2
 ranges between 0 and 1 and measures the fraction of 
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the variance of Yi is explained by variation in Xi. The standard error of the regression 

measures how far Yi typically is from its predicted value. 

  

4.1 The R2 

The regression R
2
 is the fraction of the sample variance of Yi explained by Xi. The 

definitions of the predicted value and the residual allow us to write the dependent 

variable Yi as the sum of the predicted value, Yi plus the residual: 

 

In this notation, the R
2
 is the ratio of the sample variance of to the sample variance of 

Yi. Mathematically, the R
2
 can be written as the ratio of the explained sum of squares to 

the total sum of squares. The explained sum of squares, or ESS, is the sum of squared 

deviations of the predicted values of Yi, from their average, and the total sum of 

squares, or TSS, is the sum of squared deviations of from its average: 

 

  

Where uses the fact that equals the sample average OLS 

predicted value. 

  

The R
2
 is the ratio of the explained sum of squares to the total sum of squares: 
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Alternatively, the R
2
 can be written in terms of the fraction of the variance of Yi not 

explained by Xi. The sum of squared residuals, or SSR, is the sum of the squared OLS 

residuals: 

 

  

The R
2
 also can be expressed as one minus the ratio of the sum of squared residuals to the 

total sum of squares: 

 

  

Finally, the R
2 

of the regression of Y on the single regressor X is the square of the 

correlation coefficient between Y and X. 

  

The R
2
 ranges between zero and one. If =0, then Xi explains none of the variation of Yi 

and the predicted value of Yi based on the regression is just the sample average of Yi. In 

this case, the explained sum of the squares is zero and the sum of squared residuals 

equals the total sum of squares; thus the R
2
 is zero. In contrast, if Xi explains all of the 

variation of Yi, then Yi = for all I and every residual is zero (that is, = 0), so that ESS = 

TSS and R
2 

= 1. In general, the R
2
 does not take on the extreme values of zero or one but 

falls somewhere in between. An R
2
 near one indicates that the regressor is good at 

predicting Yi, while an R
2
 near zero indicates that the regressor is not very good at 

predicting Yi . 
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4.2 The Standard Error of the Regression 

The standard error of the regression, or SER, is an estimator of the standard deviation of 

the regression error ui. Because the regression errors u1,, un are unobserved, the SER is 

computed using their sample counterparts, the OLS residuals . The formula 

for the SER is: 

  

 

Where the formula for uses the fact that the sample average of the OLS residuals is 

zero. 

  

5. The Sampling Distribution of OLS Estimators 

5.1 Review of the Sampling of  

The sampling distribution of the sample average, an estimator of the unknown 

population mean of Y,Y. Because is calculated using a randomly drawn sample, is a 

random variable that takes on different values from one sample to the next; the 

probability of these different values is summarized in its sampling distribution. Although 

the sampling distribution of can be complicated when the sample size is small, it is 

possible to make certain statements about it that hold for all n. In particular, the mean of 

the sampling distribution is Y, that is, so is an unbiased estimator of 

Y. If n is large, then more can be said about the sampling distribution. In particular, the 

central limit theorem states that this distribution is approximately normal. 
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5.2 The Sampling Distribution of 0 and 1 

These ideas carry over to the OLS estimators and of the unknown intercept 0 and 

slope 1 of the population regression line. Because the OLS estimators are calculated 

using a random sample, and are random variables that take on different values from 

one sample to the next; the probability of these different values is summarized in their 

sampling distributions. 

Although the sampling distribution of and can be complicated when the sample size 

is small, it is possible to make certain statements about it that hold for all n. In particular, 

the mean of the sampling distributions of and are 0 and 1. 

  

 

  

If the sample is sufficiently large by the central limit theorem, the sampling distribution 

of and are well approximated by the bivariate normal distribution. This implies 

that the marginal distributions of and are normal in large samples. 

This argument invokes the central limit theorem. Technically, the central limit theorem 

concerns the distribution of averages (like ). The central limit theorem applies to this 

average so that, like the simpler average , it is normally distributed in large samples. In 

virtually all modern econometric applications n > 100, so we will treat the normal 

approximations to the distributions of the OLS estimators as reliable unless there are 

good reasons to think otherwise. 

OLS estimators are consistent; that is, when the sample size is large, and will be 

close to the true population coefficients 0 and 1 with high probability. This is because 
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the variances and of the estimators decrease to zero as n increases (n appears in 

the denominator of the formulas for the variances), so the distribution of the OLS 

estimators will be tightly concentrated around their means, 0 and 1, when n is large. 

 

 

 In Section 2 of this course you will cover these topics: 

      Regression With A Single Regressor: Hypothesis Tests And Confidence Intervals  

      Linear Regression With Multiple Regressors  

      Hypothesis Tests And Confidence Intervals In Multiple Regression  

      Nonlinear Regression Functions  

Topic : Regression With A Single Regressor: Hypothesis Tests And Confidence Intervals 

 

Topic Objective: 

At the end of the topic student would be able to understand: 

1.   Two-Sided Hypotheses Concerning  

2.   One-Sided Hypotheses Concerning 1 

3.   Testing Hypothesis about the Intercept 0 

4.   Confidence Intervals for a Regression Coefficient 

5.   Regression when X is a Binary Variable 

6.   Heteroskedasticity and Homoskedasticity 

7.   Mathematical Implications of Homoskedasticity 

8.   Linear Conditionally Unbiased Estimators and the GaussMarkov Theorem 
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Definition/Overview: 

Linear regression models are often fitted using the least squares approach, but they may also be 

fitted in other ways, such as by minimizing the lack of fit in some other norm (as with least 

absolute deviations regression), or by minimizing a penalized version of the least squares loss 

function as in ridge regression. Conversely, the least squares approach can be used to fit models 

that are not linear models. Thus, while the terms "least squares" and "linear model" are closely 

linked, they are not synonymous. 

  

Key Points: 

1. Two-Sided Hypotheses Concerning  

The general approach to testing hypotheses about these coefficients is the same as to 

testing hypotheses about the population mean, so we begin with a brief review. 

  

1.1 Testing hypotheses about the population mean 

The null hypothesis that the mean of Y is a specific value Y,0 can be written as 

H0:E(Y)= Y,0, and the two-sided alternative is H0:E(Y)≠Y,0. 

  

The test of the null hypothesis Ho against the two-sided alternative is preceded in the 

three steps. The first is to compute the standard error of , which is an estimator 

of the standard deviation of the sampling distribution of . The second step is to 

compute the t-statistic, which has the general form applied here, the t-statistic is t=(Y-

Y,0)/SE(Y) 
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The third step is to compute the p-value, which is the smallest significance level at which 

the null hypothesis could be rejected, based on the test statistic actually observed; 

equivalently, the p-value is the probability of obtaining a statistic, by random sampling 

variation, at least as different from the null hypothesis value as is the statistic actually 

observed, assuming that the null hypothesis is correct. Because the t-statistic has a 

standard normal distribution in large samples under the null hypothesis, the p-value for a 

two-sided hypothesis test is 2Ф(-|t
act

|), where t
act

 is the value of the t-statistic actually 

computed and Ф is the cumulative standard normal distribution. Alternatively, the third 

step can be replaced by simply comparing the t-statistic to the critical value appropriate 

for the test with the desired significance level; for example, a two-sided test with a 5% 

significance level would reject the null hypothesis if |t
act

|, > 1.96. In this case, the 

population mean is said to be statistically significantly different than the hypothesized 

value at the 5% significance level. 

  

1.2 Testing hypotheses about the slope 1 

At a theoretical level, the critical feature justifying the foregoing testing procedure for the 

population mean is that, in large samples, the sampling distribution of is approximately 

normal. Because 1 also has a normal sampling distribution in large samples, hypotheses 

about the true value of the slope 1 can be tested using the same general approach. 

  

The null and alternative hypotheses need to be stated precisely before they can be tested. 

The angry taxpayers hypothesis is that ClassSize= 0. More generally, under the null 

hypothesis the true population slope 1 takes on some specific value 1,0. Under the two-

sided alternative, 1 does not equal 1,0. That is, the null hypothesis and the two-sided 

alternative hypothesis are. 
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To test the null hypothesis H0, we follow the same three steps as for the population mean. 

The first step is to compute the standard error of . The standard error of is an 

estimator of , the standard deviation of the sampling distribution of . Specifically, 

 

  

Although the formula for is complicated, in applications the standard error is computed 

by regression software so that it is easy to use in practice. The second step is to compute 

the t-statistic 

 

  

The third step is to compute the p-value, that is, the probability of observing a value of 

at least as different from 1,0 as the estimate actually computed , assuming 

that the null hypothesis is correct. Stated mathematically,  
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Where, PrH0 denotes the probability computed under the null hypothesis, the second 

equality follows by dividing by , and t
act

 is the value of the t-statistic actually 

computed. Because is approximately normally distributed in large samples, under the null 

hypothesis the t-statistic is approximately distributed as a standard normal random 

variable, so in large samples, 

  

 

  

A small value of the p-value, say less than 5%, provides evidence against the null 

hypothesis in the sense that the chance of obtaining a value of by pure random variation 

from one sample to the next is less than 5% if in fact the null hypothesis is correct. If so, 

the null hypothesis is rejected at the 5% significance level. 

  

Alternatively, the hypothesis can be tested at the 5% significance level simply by 

comparing the value of the t-statistic to 1.96, the critical value for a two-sided test, and 

rejecting the null hypothesis at the 5% level if |t
act

 |>1.96. 

  

2. One-Sided Hypotheses Concerning 1  

This is a two-sided hypothesis test, because under the alternative 1 could be either 

larger or smaller than 1,0. Sometimes, however, it is appropriate to use a one-sided 

hypothesis test. For example, in the student-teacher ratio/test score problem, many people 

think that smaller classes provide a better learning environment. Under that hypothesis, 

1 is negative: smaller classes lead to higher scores. It might make sense, therefore, to 

test the null hypothesis that 1=0 (no effect) against the one-sided alternative that 1<0. 

For a one-sided test, the null hypothesis and the one-sided alternative hypothesis are 
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Where 1,0 is the value of b1 under the null (0 in the student-teacher ratio example) and 

the alternative is that 1 is less than 1,0. If the alternative is that b1 is greater than 1,0 , 

the inequality in Equation (4.23) is reversed.  

  

Because the null hypothesis is the same for a one- and a two-sided hypothesis test, the 

construction of the t-statistic is the same. The only difference between a one- and two-

sided hypothesis tests is how you interpret the t-statistic. For the one-sided alternative in 

(4.23), the null hypothesis is rejected against the one-sided alternative for large negative, 

but not large positive, values of the t-statistic: instead of rejecting if |t
act

 |>1.96, the 

hypothesis is rejected at the 5% significance level if t
act

< -1.645. 

  

The p-value for a one-sided test is obtained from the cumulative standard normal 

distribution as: 

  

. 

  

If the alternative hypothesis is that 1 is greater than 1=0, the inequalities in Equations 

(4.23) and (4.24) are reversed, so the p-value is the right-tail probability 1=0  

2.1 When should a one-sided test be used? 

In practice, one-sided alternative hypotheses should be used when there is a clear reason 

for 1 being on a certain side of the null value 1,0 under the alternative. This reason 
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could stem from economic theory, prior empirical evidence, or both. However, even if it 

initially seems that the relevant alternative is one-sided, upon reflection this might not 

necessarily be so.  

  

3. Testing Hypothesis about the Intercept 0  

Occasionally, the hypothesis concerns the intercept, 0. The null hypothesis concerning 

the intercept and the two-sided alternative are: 

  

 

  

If the alternative is one-sided, this approach is modified. Hypothesis tests are useful if 

you have a specific null hypothesis in mind. Being able to accept or to reject this null 

hypothesis based on the statistical evidence provides a powerful tool for coping with the 

uncertainty inherent in using a sample to learn about the population. Yet, there are many 

times that no single hypothesis about a regression coefficient is dominant, and instead 

one would like to know a range of values of the coefficient that are consistent with the 

data. This calls for constructing a confidence interval. 

  

4. Confidence Intervals for a Regression Coefficient 

Because any statistical estimate of the slope 1 necessarily has sampling uncertainty, we 

cannot determine the true value of 1 exactly from a sample of data. It is, however, 

possible to use the OLS estimator and its standard error to construct a confidence interval 

for the slope 1 or for the intercept 0. 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

163
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



4.1 Confidence interval for 1 

First, it is the set of values that cannot be rejected using a two-sided hypothesis test with a 

5% significance level. Second, it is an interval that has a 95% probability of containing 

the true value of 1; that is, in 95% of possible samples that might be drawn, the 

confidence interval will contain the true value of b1. Because this interval contains the 

true value in 95% of all samples, it is said to have a confidence level of 95%. 

The reason these two definitions are equivalent is as follows. A hypothesis test with a 5% 

significance level will, by definition, reject the true value of 1 in only 5% of all possible 

samples; that is, in 95% of all possible samples the true value of 1 will not be rejected. 

Because the 95% confidence interval is the set of all values of 1 that are not rejected at 

the 5% significance level, it follows that the true value of 1 will be contained in the 

confidence interval in 95% of all possible samples. 

  

As in the case of a confidence interval for the population mean, in principle a 95% 

confidence interval can be computed by testing all possible values of 1 (that is, testing 

the null hypothesis 1 = 1,o for all values of 1,0) at the 5% significance level using the 

t-statistic. The 95% confidence interval is then the collection of all the values of b1 that 

are not rejected. But constructing the t-statistic for all values of 1 would take forever. 

An easier way to construct the confidence interval is to note that the t-statistic will reject 

the hypothesized value 1,o whenever 1,o is outside the range 1.96SE ( ). That is, 

the 95% confidence interval for is the interval ( −1.96SE ( ), + 1.96SE ( )). 

This argument parallels the argument used to develop a confidence interval for the 

population mean.  
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4.2 Confidence interval for 0 

A 95% confidence interval for is constructed with and SE ( ) replacing and SE 

( ). 

  

4.3 Confidence intervals for predicted effects of changing X  

The 95% confidence interval for 1 can be used to construct a 95% confidence interval 

for the predicted effect of a general change in X. 

  

Consider changing X by a given amount, . The predicted change in Y associated with 

this change in X is 1 . The population slope 1 is unknown, but because we can 

construct a confidence interval for 1, we can construct a confidence interval for the 

predicted effect 1 . Because one end of a 95% confidence interval for 1 is - 

1.96SE ( ), the predicted effect of the change using this estimate for 1 of 1 is ( 

- 1.96SE ( )) . The other end of the confidence interval is + 1.96SE ( ), 

and the predicted effect of the change using that estimate is ( + 1.96SE ( )) . 

Thus a 95% confidence interval for the effect of changing x by the amount can be 

expressed as 

 

  

For example, our hypothetical superintendent is contemplating reducing the student-

teacher ratio by 2. Because the 95% confidence interval for 1 is (−3.30, −1.26), the 

effect of reducing the student-teacher ratio by 2 could be as great as −3.30 (−2) = 6.60, or 
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as little as −1.26 (−2) = 2.52. Thus decreasing the student- teacher ratio by 2 is predicted 

to increase test scores by between 2.52 and 6.60 points, with a 95% confidence level. 

  

5. Regression when X is a Binary Variable 

Regression analysis can also be used when the regressor is binary, that is, when it takes 

on only two values, 0 or 1. For example, X might be a workers gender (= 1 if female, = 0 

if male), whether a school district is urban or rural (= 1 if urban, = 0 if rural), or whether 

the districts class size is small or large (= 1 if small, = 0 if large). A binary variable is 

also called an indicator variable or sometimes a dummy variable. 

  

5.1 Interpretation of the Regression Coefficients 

The mechanics of regression with a binary regressor are the same as if it is continuous. 

The interpretation of 1, however, is different, and it turns out that regression with a 

binary variable is equivalent to performing a difference of means analysis.  

  

To see this, suppose you have a variable Di that equals either 0 or 1, depending on 

whether the student-teacher ratio is less than 20:  

  

The population regression model with Di as the regressor is 

 

This is the same as the regression model with the continuous regressor Xi, except that 

now the regressor is the binary variable Di. Because Di is not continuous, it is not useful 

to think of 1 as a slope; indeed, because Di can take on only two values, there is no line 
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so it makes no sense to talk about a slope. Thus we will not refer to 1 as the slope in 

previous Equation; instead we will simply refer to 1 as the coefficient multiplying Di in 

this regression or, more compactly, the coefficient on Di. 

  

If 1 in previous Equation is not a slope, then what is it? The best way to interpret 0 and 

1 in a regression with a binary regressor is to consider, one at a time, the two possible 

cases, Di = 0 and Di = 1. If the student-teacher ratio is high, then Di = 0 and Equation 

becomes 

 

Because , the conditional expectation of Yi when Di = 0 is 

= 0, that is, 0 is the population mean value of test scores when the 

student-teacher ratio is high. Similarly, when Di = 1, 

 

  

Thus, when Di = 1, E(Yi|Di)=0+1; that is, 0+1 is the population mean value of test 

scores when the student-teacher ratio is low. 

Because 0+1 is the population mean of Yi when Di = 1 and 0 is the population mean 

of Yi when Di = 0, the difference (0+1)-0=1 is the difference between these two 

means. In other words, 1 is the difference between the conditional expectation of Yi 

when Di = 1 and when Di = 0, or 1 = E(Yi|Di=1)- E(Yi|Di=0). In the test score example, 

1 is the difference between mean test score in districts with low student-teacher ratios 

and the mean test score in districts with high student-teacher ratios. 
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Because 1 is the difference in the population means, it makes sense that the OLS 

estimator 1 is the difference between the sample averages of Yi in the two groups, and in 

fact this is the case. 

  

6. Heteroskedasticity and Homoskedasticity 

Our only assumption about the distribution of ui conditional on Xi is that it has a mean of 

zero (the first least squares assumption). If, furthermore, the variance of this conditional 

distribution does not depend on Xi , then the errors are said to be homoskedastic. 

  

The error term ui is homoskedastic if the variance of the conditional distribution of ui 

given Xi is constant for i = 1. . . n and in particular does not depend on Xi. Otherwise, the 

error term is heteroskedastic. 

  

The distribution of the errors ui is shown for various values of x. Because this distribution 

applies specifically for the indicated value of x, this is the conditional distribution of ui 

given Xi = x. More precisely, the variance of these distributions is the same for the 

various values of x. For small values of x, this distribution is tight, but for larger values of 

x , it has a greater spread. 

  

         Example: These terms are a mouthful and the definitions might seem abstract. To help clarify 

them with an example, we digress from the student-teacher ratio/test score problem and instead 

return to the example of earnings of male versus female college graduates. Let MALEi be a 

binary variable that equals 1 for male college graduates and equals 0 for female graduates. The 

binary variable regression model relating someones earnings to his or her gender isfor i = 1, . . . , 

n. Because the regressor is binary, b1 is the difference in the population means of the two groups, 
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in this case, the difference in mean earnings between men and women who graduated from 

college. 

  

The definition of homoskedasticity states that the variance of ui does not depend on the 

regressor. Here the regressor is MALEi, so at issue is whether the variance of the error 

term depends on MALEi. In other words, is the variance of the error term the same for 

men and for women? If so, the error is homoskedastic; if not, it is heteroskedastic. 

  

Deciding whether the variance of ui depends on MALEi requires thinking hard about 

what the error term actually is. In this regard, it is useful to write Equation as two 

separate equations, one for men and one for women: 

 

  

Thus, for women, ui is the deviation of the i
th

 womans earnings from the population mean 

earnings for women (0), and for men, ui is the deviation of the i
th

 mans earnings from 

the population mean earnings for men (0+1) . It follows that the statement, the 

variance of ui does not depend on MALE, is equivalent to the statement, the variance of 

earnings is the same for men as it is for women. In other words, in this example, the error 

term is homoskedastic if the variance of the population distribution of earnings is the 

same for men and women; if these variances differ, the error term is heteroskedastic. 
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7. Mathematical Implications of Homoskedasticity 

7.1 The OLS estimators remain unbiased and asymptotically normal 

Because the least squares assumptions place no restrictions on the conditional variance, 

they apply to both the general case of heteroskedasticity and the special case of 

homoskedasticity. Therefore, the OLS estimators remain unbiased and consistent even if 

the errors are homoskedastic. In addition, the OLS estimators have sampling distributions 

that are normal in large samples even if the errors are homoskedastic. Whether the errors 

are homoskedastic or heteroskedastic, the OLS estimator is unbiased, consistent, and 

asymptotically normal. 

  

7.2 Efficiency of the OLS estimator 

If the least squares assumptions and in addition the errors are homoskedastic, then the 

OLS estimators and are efficient among all estimators that are linear in Y1,,Yn and 

are unbiased, conditional on X1,,Xn. That is, the OLS estimators have the smallest 

variance of all unbiased estimators that are weighted averages of Y1,,Yn . In other words, 

if, in addition to the least squares assumptions, the errors are homoskedastic, then the 

OLS estimators and are the best linear unbiased estimators. 

  

In theory, if the errors are heteroskedastic then it is possible to construct an estimator that 

has a smaller variance than the OLS estimator. This method is called weighted least 

squares, in which the observations are weighted by the inverse of the square root of the 

conditional variance of ui given Xi. Because of this weighting, the errors in this weighted 

regression are homoskedastic. Although theoretically elegant, the problem with weighted 

least squares in practice is that you must know how the conditional variance of ui actually 

depends on Xi, which is rarely known in applications.  
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7.3 Homoskedasticity-only variance formula  

If the error term is homoskedastic, then the formulas for the variances of and 

simplify. Consequently, if the errors are homoskedastic, then there is a specialized 

formula that can be used for the standard errors of and . In the special case that X is 

a binary variable, the estimator of the variance of under homoskedasticity (that is, the 

square of the standard error of under homoskedasticity) is the so-called pooled 

variance formula for the difference in means. 

  

Because these alternative formulas are derived for the special case that the errors are 

homoskedastic and do not apply if the errors are heteroskedastic, theywill be referred to 

as the homoskedasticity-only formulas for the variance and standard error of the OLS 

estimators. As the name suggests, if the errors are heteroskedastic then the 

homoskedasticity-only standard errors are inappropriate. Specifically, if the errors are 

heteroskedastic, then the t-statistic computed using the homoskedasticity-only standard 

error does not have a standard normal distribution, even in large samples. In fact, the 

correct critical values to use for this homoskedasticity-only t-statistic depend on the 

precise nature of the heteroskedasticity, so those critical values cannot be tabulated. 

Similarly, if the errors are heteroskedastic but a confidence interval is constructed as 1.96 

homoskedasticity-only standard errors, in general the probability that this interval 

contains the true value of the coefficient is not 95%, even in large samples. 

In contrast, because homoskedasticity is a special case of heteroskedasticity, the 

estimators and of the variances of and produce valid statistical inferences 

whether the errors are heteroskedastic or homoskedastic. Thus hypothesis tests and 

confidence intervals based on those standard errors are valid whether or not the errors are 

heteroskedastic. Because the standard errors we have used so far lead to statistical 

inferences that are valid whether or not the errors are heteroskedastic, they are called 

heteroskedasticity-robust standard errors. 
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8. Linear Conditionally Unbiased Estimators and the GaussMarkov Theorem 

In statistics, the GaussMarkov theorem, named after Carl Friedrich Gauss and Andrey 

Markov, states that in a linear regression model in which the errors have expectation zero 

and are uncorrelated and have equal variances, the best linear unbiased estimator of the 

coefficients is given by the ordinary least squares estimator. Here "best" means giving the 

lowest possible mean squared error of the estimate. The errors need not be normal, nor 

independent and identically distributed (only uncorrelated and homoscedastic). 

  

8.1 Statement 

Suppose we have 

 

  

for i = 1, . . ., n, where β j are non-random but unobservable parameters, Xij are non-

random and observable (called the "explanatory variables"), ε i are random, and so Y i are 

random. The random variables ε i are called the "errors" (not to be confused with 

"residuals"; see errors and residuals in statistics). Note that to include a constant in the 

model above, one can choose to include the variable XK all of whose observed values are 

unity: XiK = 1 for all i. 

  

The GaussMarkov assumptions are 

         E(εi) = 0, 

          

(i.e., all errors have the same variance; that is "homoscedasticity"), and 
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         cov(εi,εj) = 0 

  

For i ≠ j; that is, any two different values of the error term are drawn from "uncorrelated" 

distributions. A linear estimator of β j is a linear combination (stated below) in which the 

coefficients cij are not allowed to depend on the underlying coefficients βj, since those are 

not observable, but are allowed to depend on the values Xij, since these data are 

observable. (The dependence of the coefficients on each Xij is typically nonlinear; the 

estimator is linear in each Yi and hence in each randomεi, which is why this is "linear" 

regression.) 

  

 

  

The estimator is said to be unbiased if and only if the following is condition is met 

regardless of the values of Xij. 

 

Now, let   be some linear combination of the coefficients. Then the mean squared 

error of the corresponding estimation is 

 

 

i.e., it is the expectation of the square of the weighted sum (across parameters) of the 

differences between the estimators and the corresponding parameters to be estimated. 

(Since we are considering the case in which all the parameter estimates are unbiased, this 

mean squared error is the same as the variance of the linear combination.) The best linear 

unbiased estimator (BLUE) of the vector β of parameters βj is one with the smallest mean 

squared error for every vector λ of linear combination parameters. This is equivalent to 
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the condition that the following is a positive semi-definite matrix for every other linear 

unbiased estimator  . 

  

 

  

The ordinary least squares estimator (OLS) is the function 

  

 

  

of Y and X that minimizes the sum of squares of residuals (misprediction amounts): 

  

 

  

The theorem now states that the OLS estimator is a BLUE. The main idea of the proof is 

that the least-squares estimator is uncorrelated with every linear unbiased estimator of 

zero, i.e., with every linear combination a1y1+anYn whose coefficients do not depend 

upon the unobservable β but whose expected value is always zero.  

  

8.2 Proof 

Let   be another linear estimator of β and let C be given by (X'X) 
− 1

X' + D, 

where D is a   nonzero matrix. As we're restricting to unbiased-estimators, 

minimum mean squared error implies minimum variance. The goal is therefore to show 

that such an estimator has a variance no smaller than that of  , the OLS estimator. The 

expectation of   is: 
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Therefore,   is unbiased if and only if DX = 0. 

  

The variance of   is 

 

  

Since DD' is a positive semidefinite matrix,   exceeds   by a positive 

semidefinite matrix. 

 

 

Topic : Linear Regression With Multiple Regressors 

 

Topic Objective: 

At the end of the topic student would be able to understand: 

1.   Omitted Variable Bias 

2.      The Multiple Regression Model 

3.   The OLS Estimator in Multiple Regression 

4.   Measures of Fit in Multiple Regression 

5.   The Distribution of the OLS Estimators in Multiple Regression 

6.   Multi-collinearity 

7.   Residual Regression 
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Definition/Overview: 

One of the main goals of modern econometrics is to infer a causal relationship among variables. 

Simply finding two variables are correlated is not enough to conclude that a change in one 

variable causes a change in another variable. For instance, the fact that more educated people 

tend to earn more than less educated people does not mean that schooling causes earnings to 

increase. The notion of ceteris plays an important role in analyzing a causal 

relationship. 

  

As stated by Wooldridge (2008), The primary drawback in using simple regression analysis for 

empirical work is that it is very difficult to draw ceteris paribus conclusions about how X affects 

Y." The key assumption is that E[ui\Xi]=0. 

  

Key Points: 

1. Omitted Variable Bias 

Omitted variable bias is the bias in the OLS estimator that arises when the regressor is 

correlated with an omitted variable. The omitted variable bias occurs if the following two 

conditions hold: 

  

1. The regressor is correlated with the omitted variable. 

2. The omitted variable is a determinant of the dependent variable. 
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To see the effect of an omitted variable, we consider the following example. Suppose that 

the true model is: 

  

 

  

Also, suppose that X1i and X2i are correlated. The coefficient 1 is interpreted as the 

expected effect on Y of a change in X1 holding X2 constant. The coefficient 1 is the 

parameter of interest. Now suppose that we estimate 

  

This means that we put X2i into the error term. Notice that , since X1i 

and X2i are correlated. Then the OLS estimator for 1 is: 

 

  

Therefore, by the LLN, 

 

Thus does not converge in probability to 1. 

  

 

 

2. The Multiple Regression Model 
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The multiple regression model extends the simple regression model to include additional 

variables as regressors. This model permits estimating the effect on Yi of changing one 

variable (X1i) while holding the other regressors (X2i, X3i and so forth) constant. 

The model is 

 

 

We impose the following assumptions. 

  

2.1 Assumption  

1.   The error term ui has conditional mean zero given X1i,X2i,,Xki; that is, 

. 

2.   (X1i,X2i,,Xki,Yi), i=1,.,n are i.i.d draws from their joint distribution. 

3.   X1i,,Xki, and Yi have finite fourth moments. 

4.   There is no perfect multicollinearity. 

  

2.2 Comments on the assumptions: 

         Assumptions 1-3 are similar to those of simple regression. The implication of 

Assumption 1 is that omitted factors affecting Yi are not correlated with X1i,,Xki. 

         Under Assumption 1, the coefficient is the expected change in Y resulting 

from a unit change in X1 holding X2,Xk constant. If is the parameter of interest, 

then the variables X2i,,Xki are sometimes referred to as control variables. 
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         Assumption 4 is new. The regressors are said to be perfectly multicollinear (or 

to exhibit perfect multicollinearity) if one of the regressors is a perfect linear 

function of the other regressors. If it is the case, then we cannot identify 

parameters. 

  

3. The OLS Estimator in Multiple Regression 

The OLS estimators for 0, 1,, k are obtained by minimizing 

 

 With respect to b0,b1,,bk. Let X0i = 1. Then the OLS estimators, denoted , 

are obtained by solving k+1 normal equation: 

. 

The terminology of OLS in the multiple regression is the same as in the simple 

regression. The OLS regression line is the straight line constructed using the OLS 

estimators: . The predicted value of Yi is 

. The residual is the difference between Yi and its 

predicted value: . 

  

 

4. Measures of Fit in Multiple Regression 

4.1 The R
2
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The R
2
 is the fraction of the sample variance of Yi explained by (or predicted by) the 

regressors. The mathematical definition is 

, 

  

In multiple regression, the R
2
 increases whenever a regressor is added. Thus, even if the 

R
2
 increases by adding a regressor, it does not mean that we get a better model. 

  

4.2 The Adjusted R
2
 

The adjusted R
2
, of a modified version of the R

2
 that does not necessarily increase 

when a new regressor is added. The is 

 

  

Adding a new regressor decreases and increases (n-1)/(n-k-1). Hence, whether the 

increases or decreases depend on which of these two effects is stronger. 

  

4.3 Using the R
2
 and adjusted R

2
 

The (or R
2
) is often over-used in empirical studies. In applications, maximizing the 

is rarely the answer to any economically or statistically meaningful questions. There 

is no direct relationship between the high level of and the correctness of the model. 

The is just an estimator of the population parameter: 
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5. The Distribution of the OLS Estimators in Multiple Regression 

  

The OLS are unbiased and consistent for . Also, 

converge in distribution to a multivariate normal distribution. 

  

6. Multicollinearity 

  

6.1 Perfect Multicollinearity 

Perfect multicollinearity arises when one of the regressor is a perfect linear combination 

of the other regressors. A famous example of perfect multicollinearity is so-called the 

dummy variable trap. Notice that 

  

In general, if there are G dummy variables, if each observation falls into one and only one 

category, if there is an intercept in the regression and if all G dummy variables are 

included as regressor, then the regression will fail because of perfect multicollinearity. 

  

 

6.2 Imperfect Multicollinearity 
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Imperfect (or near) multicollinearity means that two or more regressors are highly 

correlated. Imperfect collinearity and perfect collinearity are conceptually quite different. 

Imperfect multiicollinearity does not pose any problems for the theory of the OLS 

estimators.  

  

To see the effect of imperfect multicollinearity, we consider the following model. 

 

  

After some manipulation, we can show that the variance of is approximately 

  

 

Where is the population correlation between X1 and X2 and is the 

population variance of X1. Therefore, the variance of goes to infinity as 

approaches one. 

  

Intuitively, if X1 and X2 are highly correlated, then it is difficult to distinguish the impact 

of X1 from that of X2. This results in the precision of . However, the imprecision is 

reflecting by the large standard error, so there is no distortion in inference. The variance 

formula tells us that worrying about high correlation among regressors is no different 

from worrying about a small sample size. 
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7. Residual Regression 

Again, we go back to the regression model with two regressors: 

 

  

The OLS estimator of 1 is not consistent for 1 if we omit X2i from the equation. The 

question here is: How can we estimate 1 in isolation? 

  

We can estimate 1 by the following algorithm: 

  

         Regress X1 on 1 and X2, obtain residuals: 

 

         Regress Y on 1 and X2, obtain residuals: 

 

         Regress on , obtain the OLS estimator: 

 

The resulting estimator is equivalent to the OLS estimator computed from the above 

formula 
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More generally, we can consider 

 

  

The OLS estimators of 1,,k can be obtained separately using the following theorem. 

  

7.1 Theorem 1 (Frisch-Waugh-Lovell) 

In the model (4), the OLS estimators of 1,,k are computed by the following algorithm: 

  

1. Regress (X1,.,Xk) on (Z1,.,Zl), obtain residuals ( ). 

  

2. Regress Y on (Z1,.,Zl), obtain residuals . 

  

3. Regress on ( ), obtain OLS estimators ( ). 

  

The FWL theorem can be used to facilitate computation when there are many regressors. 

But today we have powerful computers, so there is little computational advantage. The 

FWL is primary used for theoretical purpose. 
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Topic : Hypothesis Tests And Confidence Intervals In Multiple Regression 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Hypothesis Tests and Confidence Intervals for a Single Coefficient 

2.   Test of Joint Hypotheses 

3.   Testing Single Restrictions Involving Multiple Coefficients 

4.   Model Specification for Multiple Regression 

  

Definition/Overview: 

Statistical Hypothesis Testing: A statistical hypothesis test is a method of making decisions 

using data, whether from a controlled experiment or an observational study (not controlled). In 

statistics, a result is called statistically significant if it is unlikely to have occurred by chance 

alone, according to a pre-determined threshold probability, the significance level. The phrase 

"test of significance" was coined by Ronald Fisher: "Critical tests of this kind may be called tests 

of significance, and when such tests are available we may discover whether a second sample is 

or is not significantly different from the first." 

  

Hypothesis testing is sometimes called confirmatory data analysis, in contrast to exploratory data 

analysis. In frequency probability, these decisions are almost always made using null-hypothesis 

tests (i.e., tests that answer the question assuming that the null hypothesis is true, what is the 

probability of observing a value for the test statistic that is at least as extreme as the value that 
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was actually observed?) One use of hypothesis testing is deciding whether experimental results 

contain enough information to cast doubt on conventional wisdom. 

  

A result that was found to be statistically significant is also called a positive result; conversely, a 

result that is not unlikely under the null hypothesis is called a negative result or a null result. 

  

Key Points: 

1. Hypothesis Tests and Confidence Intervals for a Single Coefficient 

1.1 Hypothesis Tests for a Single Coefficient 

The model is 

 

 

 

  

Suppose that you want to test the hypothesis that the true coefficient j takes on some 

specific value, j,0. The null hypothesis and the two-sided alternative hypothesis are 

. 

 By the property of the OLS estimator, we have 

. 

 So, under H0, the t-statistic 
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converges in distribution to a standard normal distribution, where is the standard 

error of . 

  

The p-value is 

 

  

Where (.) is the cdf of the standard normal distribution. We often say that the variable 

Xj is statistically significant if the t-statistic.  

 

It is greater than 2 in absolute value. But we should not focus too much on statistical 

significance. The focus should be on the value and interpretation of the estimate in terms 

of the economic problem. It might be the case that the variable is not significant in 

economic sense even though it is statistically significant. 

  

 

1.2 Confidence Intervals for a Single Coefficient 

The method for constructing a confidence interval in the multiple regression model is 

also the same as in the simple regression. A 95% confidence interval is a set of values 
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that cannot be rejected by a two-sided test with a 5% significance level. Thus, a 95% 

confidence interval for j is 

 

  

2. Test of Joint Hypotheses 

Consider the following hypotheses: 

. 

  

Now the null hypothesis imposes two restrictions. In general, a joint hypothesis imposes 

two or more restrictions on the regression coefficients. The null and alternative 

hypotheses are 

 

  

Unfortunately, this procedure does not produce a correct significance level. Therefore, we 

consider another approach based on the F-statistic. 

  

2.1 The Homoskedasiticiy-Only F-statistic 

We do not cover a general F-statistic, which is valid whether or not the error term is 

heteroskedasitic. Instead, we introduce the homoskedasticity-only F-statistic, which is 

only valid under the homoskedasiticity assumption. Despite of its limitation, studying the 

homoskedasticity-only F-statistic is useful to understand what the F-statistic is doing. 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

188
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



  

The homoskedasticity-only F-statistic is given by 

 

  

where SSRrestricted is the sum of squared residuals from the restricted regression, 

SSRunrestricted is the sum of squared residuals from the unrestricted regression, q is the 

number of restrictions under the null hypothesis, and is the number of 

regressors in the unrestricted regression. 

  

An alternative equivalent formula for (1) is 

 

Under the null hypothesis, the F-statistic converges in distribution to the 

distribution. Or, the F-statistic multiplied by q converges in distribution to a chi-squared 

distribution with q degrees of freedom. 

  

2.2 The overall" regression F-statistic 

The overall" regression F-statistic tests the joint hypothesis that all the slope coefficients 

are zero. That is, the null and alternative hypotheses are 

 

Another way of stating the null hypothesis is H0:E[Yi|Xli,.,Xki]=E[Yi]. Under Ho, none of 

regressors explains any of the variation in Yi. 
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Since the R
2
 is zero when there is no regressor, the test statistic is 

 

  

Where R
2
 is calculated from the unrestricted model. Hence, we can test the hypothesis 

without estimating the restricted model. Many statistical softwares routinely report (2) 

when an OLS regression is estimated. This test was popular several decades ago when the 

sample sizes were very small. But this F-statistic is typically highly significant if the 

sample size is sufficiently large. Since nowadays we can obtain sufficiently large 

samples, reporting (2) is of little importance. 

  

3. Testing Single Restrictions Involving Multiple Coefficients 

Consider the null and alternative hypotheses of the form: 

  

. 

The null hypothesis has a single restriction, so q = 1, but the restriction involves two 

coefficients. We can still use an F-statistic, but it is a little involved. Hence, we consider 

another approach.  

  

For simplicity, suppose that there are only two regressors. 
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By a straightforward calculation, we get: 

  

 

  

Where 1=1-2 and Wi=Xli+X2i. So, we can rewrite the null and alternative hypotheses 

as: 

  

 

  

The t-statistic can be used to test the hypothesis. 

  

4. Model Specification for Multiple Regression 

Determining which variables to include in multiple regression is challenging and no 

single rule applies in all situations. A choice of regressors should rely on your expert 

knowledge of the empirical problem and should not rely solely on statistical measures of 

fit.  
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Omitting relevant variables induces a bias in the OLS estimator while including irrelevant 

variables causes efficiency loss. 

  

An could be a useful measure for an out-of-sample forecast. However, the does 

not tell you whether: 

         An included variable is statistically significant; 

         The regressors are a true cause of the movements in the dependent variable; 

         is omitted variable bias; or 

         You have chosen the most appropriate set of regressors. 

  

4.1 The Chi-Squared and F Distributions 

The chi-squared distribution is the distribution of the sum of m squared independent 

standard normal random variables. Let Z1,Z2,,Zm; be independent standard normal 

random variables. Then, 

 

has a chi-squared distribution with m degrees of freedom. A chi-squared distribution with 

m degrees of freedom is denoted X
2

m 

Let W  X
2

m and V  X
2

n. Also, suppose that W and V are independent. Then 

 

has an F distribution with m and n degrees of freedom. By the LLN, we have 
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Thus the distribution of Fm, is the same as that of W=m. Put it differently, W/m. Put it 

differently 

 

  

Topic : Nonlinear Regression Functions 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   A General Strategy for Modeling Nonlinear Regression Functions 

2.   Logarithmic Regression Models 

3.   Interactions between Independent Variables 

4.   Regression Functions That Are Nonlinear in the Parameters 
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Definition/Overview: 

We have assumed that the conditional expectation of Y is a linear function of X1,, Xk; that is, 

 

  

However, in a certain circumstances, a straight line may not be a good description of the 

relationship between dependent and independent variables. This note introduces some regression 

functions which are nonlinear functions of regressors and/or parameters. 

  

Key Points: 

1. A General Strategy for Modeling Nonlinear Regression Functions 

The nonlinear regression models considered here are of the form 

 

  

The linear regression model is a special case: 

 

  

In the linear regression model, the regression coefficient has a natural interpretation. The 

coefficient 1 is the expected change in Y associated with a change in X1, holding the 

other regressors constant. But this is not generally the case in a nonlinear model. For 

instance, consider a quadratic regression: 
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In this model, the coefficient 1 cannot be interpreted as the effect of changing Xi holding 

X
2

i constant. In nonlinear models, the regression function is best interpreted by graphing 

it and by calculating the predicted effect on Y of changing one or more of the 

independent variables. The expected change in Y, associated with the change in X1, 

holding X2,,Xk constant is 

  

  

2. Logarithmic Regression Models 

A common way to specify a nonlinear regression function is to use the natural logarithm 

of Y and/or X. As we saw before, logarithms covert changes in variables into percentage 

changes. Here, we take the model of the form: 

 

Since both Y and X are specified in logarithms, this model is called a log-log model. In 

the log-log model, the coefficient 1 is the elasticity of Y with respect to X. To see this, 

remember that 

3. Interactions between Independent Variables 

Consider the linear regression of log wage (Yi=log(wagei)) against two dummy variables, 

the individual's gender and whether he or she has a college degree. 
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In this model, 1 is the effect on log wage of being female, holding schooling constant 

and 2 is the effect of having a college degree, holding gender constant. 

  

The implication of this model is that the effect of having a college degree holding gender 

constant is the same for men and women, which may or may not be a reasonable 

assumption. 

  

We can modify the above model so that it allows for interaction between gender and 

acquiring a college degree. A modified model is: 

  

The product D1ixD2i is called an interaction term or an interacted regressor. The 

interaction term allows the population effect on log wage of having a college degree to 

depend on gender. That is: 

  

If the person is male (d1=0), then the effect of acquiring a college degree is 2, but if the 

person is female (d1=1), the effect is 2+3. 

  

4. Regression Functions That Are Nonlinear in the Parameters 

Nonlinear regression functions considered so far are linear in parameters. Thus, the 

parameters can be estimated by OLS. However, in some cases, economic reasoning leads 

to regression functions that are not linear in the parameters. For instance, the logistic 

regression model is: 
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Which is nonlinear  

  

in which there are K independent variables and parameters, 0,1,,m. The parameters 

that enter nonlinearly cannot be estimated by OLS, but they can be estimated by 

nonlinear least squares (NLLS). 

  

The idea of NLLS is the same as that of OLS. The NLLS estimators of 0,1,,k are the 

values of b0,b1,.,bk which minimize the sum of squared errors: 

 

  

The minimization problem typically does not have an explicit solution, so we need to 

solve it numerically. Under mild regularity conditions, the NLLS estimator is consistent 

and asymptotically normally distributed. However, proving consistency and asymptotic 

normality of the NLLS estimator is more challenging than for linear estimator and 

beyond the scope of this class. 

  

 

In Section 3 of this course you will cover these topics: 

      Assessing Studies Based On Multiple Regression  

      Regression With Panel Data  

      Regression With A Binary Dependent Variable  

      Instrumental Variables Regression  
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Topic : Assessing Studies Based On Multiple Regression 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Internal and External Validity 

2.   Threats to Internal Validity 

3.   Threats to External Validity 

4.   Threats to Internal Validity of Multiple Regression Analysis 

5.   Internal and External Validity When the Regression is Used for Forecasting 

  

Definition/Overview: 

Multiple regression is a flexible method of data analysis that may be appropriate whenever a 

quantitative variable (the dependent or criterion variable) is to be examined in relationship to any 

other factors (expressed as independent or predictor variables). Relationships may be nonlinear, 

independent variables may be quantitative or qualitative, and one can examine the effects of a 

single variable or multiple variables with or without the effects of other variables taken into 

account. 
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Key Points: 

1. Internal and External Validity 

  

1.1 Internal Validity 

Internal validity is an inductive estimate of the degree to which conclusions about causal 

relationships can be made (e.g. cause and effect), based on the measures used, the 

research setting, and the whole research design. Good experimental techniques, in which 

the effect of an independent variable on a dependent variable is studied under highly 

controlled conditions, usually allow for higher degrees of internal validity than, for 

example, single-case designs. 

  

1.2 External Validity 

External validity concerns the extent to which the (internally valid) results of a study can 

be held to be true for other cases, for example to different people, places or times. In 

other words, it is about whether findings can be validly generalized.  

  

2. Threats to Internal Validity 

  

2.1 Ambiguous Temporal Precedence 

Lack of clarity about which variable occur first may yield confusion about which variable 

is the cause and which is the effect. 
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2.2 Confounding 

A major threat to the validity of causal inferences is Confounding: Changes in the 

dependent variable may rather be attributed to the existence or variations in the degree of 

a third variable which is related to the manipulated variable. Where spurious relationships 

cannot be ruled out, rival hypothesis to the original causal inference hypothesis of the 

researcher may be developed. 

  

2.3 Selection Bias 

Selection bias refers to the problem that, at pre-test, differences between groups exists 

that may interact with the independent variable and thus be 'responsible' for the observed 

outcome. Researchers and participants bring to the experiment a myriad of 

characteristics, some learned and others inherent. For example, sex, weight, hair, eye, and 

skin color, personality, mental capabilities, and physical abilities, but also attitudes like 

motivation or willingness to participate. 

  

During the selection step of the research study, if an unequal number of test subjects have 

similar subject-related variables there is a threat to the internal validity. For example, a 

researcher created two test groups, the experimental and the control groups. The subjects 

in both groups are not alike with regard to the independent variable but similar in one or 

more of the subject-related variables. 

  

2.4 History 

Events outside of the study/experiment or between repeated measures of the dependent 

variable may affect participants' responses to experimental procedures. Often, these are 

large scale events (natural disaster, political change, etc.) that affect participants' attitudes 
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and behaviors such that it becomes impossible to determine whether any change on the 

dependent measures is due to the independent variable, or the historical event. 

  

2.5 Maturation 

Subjects change during the course of the experiment or even between measurements. For 

example, young children might mature and their ability to concentrate may change as 

they grow up. Both permanent changes, such as physical growth and temporary ones like 

fatigue, provide "natural" alternative explanations; thus, they may change the way a 

subject would react to the independent variable. So upon completion of the study, the 

researcher may not be able to determine if the cause of the discrepancy is due to time or 

the independent variable. 

  

2.6 Repeated testing (also referred to as Testing Effects) 

Repeatedly measuring the participants may lead to bias. Participants may remember the 

correct answers or may be conditioned to know that they are being tested. Repeatedly 

taking (the same or similar) intelligence tests usually leads to score gains, but instead of 

concluding that the underlying skills have changed for good, this threat to Internal 

Validity provides good rival hypotheses. 

  

2.7 Instrument change (Instrumentality) 

The instrument used during the testing process can change the experiment. This also 

refers to observers being more concentrated or primed, or having unconsciously changed 

the criteria they use to make judgments. This can also be an issue with self-report 

measures given at different times. In this case the impact may be mitigated through the 
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use of retrospective pretesting. If any instrumentation changes occur, the internal validity 

of the main conclusion is affected, as alternative explanations are readily available. 

  

2.8 Regression toward the mean 

This type of error occurs when subjects are selected on the basis of extreme scores (one 

far away from the mean) during a test. For example, when children with the worst 

reading scores are selected to participate in a reading course, improvements at the end of 

the course might be due to regression toward the mean and not the course's effectiveness. 

If the children had been tested again before the course started, they would likely have 

obtained better scores anyway. Likewise, extreme outliers on individual scores are more 

likely to be captured in one instance of testing but will likely evolve into a more normal 

distribution with repeated testing. 

  

2.9 Mortality/differential attrition 

This error occurs if inferences are made on the basis of only those participants that have 

participated from the start to the end. However, participants may have dropped out of the 

study before completion, and maybe even due to the study or programme or experiment 

itself. For example, the percentage of group members having quit smoking at post-test 

was found much higher in a group having received a quit-smoking training program than 

in the control group. However, in the experimental group only 60% have completed the 

program. If this attrition is systematically related to any feature of the study, the 

administration of the independent variable, the instrumentation, or if dropping out leads 

to relevant bias between groups, a whole class of alternative explanations is possible that 

account for the observed differences. 
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2.10 Selection-maturation interaction 

This occurs when the subject-related variables, color of hair, skin color, etc., and the 

time-related variables, age, physical size, etc., interact. If a discrepancy between the two 

groups occurs between the testing, the discrepancy may be due to the age differences in 

the age categories. 

  

2.11 Diffusion 

If treatment effects spread from treatment groups to control groups, a lack of differences 

between experimental and control groups may be observed. This does not mean, 

however, that the independent variable has no effect or that there is no relationship 

between dependent and independent variable. 

  

2.12 Compensatory rivalry/resentful demoralization 

Behaviour in the control groups may alter as a result of the study. For example, control 

group members may work extra hard to see that expected superiority of the experimental 

group is not demonstrated. Again, this does not mean that the independent variable 

produced no effect or that there is no relationship between dependent and independent 

variable. Vice-versa, changes in the dependent variable may only be effected due to a 

demoralized control group, working less hard or motivated, not due to the independent 

variable. 

  

2.13 Experimenter bias 

Experimenter bias occurs when the individuals who are conducting an experiment 

inadvertently affect the outcome by non-consciously behaving differently to members of 
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control and experimental groups. It is possible to eliminate the possibility of 

experimenter bias through the use of double blind study designs, in which the 

experimenter is not aware of the condition to which a participant belongs. 

  

3. Threats to External Validity 

"A threat to external validity is an explanation of how you might be wrong in making a 

generalisation." Generally, generalizability is limited when the cause (i.e. the independent 

variable) depends on other factors; therefore, all threats to external validity interact with 

the independent variable. 

  

3.1 Aptitude-Treatment-Interaction 

The sample may have certain features that may interact with the independent variable, 

limiting generalisability. For example, inferences based on comparative psychotherapy 

studies often employ specific samples (e.g. volunteers, highly depressed, no 

comorbidity). If psychotherapy is found effective for these sample patients, will it also be 

effective for non-volunteers or the mildly depressed or patients with concurrent other 

disorders? 

  

3.2 Situation 

All situational specifics (e.g. treatment conditions, time, location, lighting, noise, 

treatment administration, investigator, timing, scope and extent of measurement, etc. etc.) 

of a study potentially limit generalizability. 
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3.3 Pre-Test Effects  

If cause-effect relationships can only be found when pre-tests are carried out, then this 

also limits the generality of the findings. 

  

3.4 Post-Test Effects 

If cause-effect relationships can only be found when post-tests are carried out, then this 

also limits the generality of the findings. 

  

3.5 Reactivity (Placebo, Novelty, and Hawthorne Effects) 

If cause-effect relationships are found they might not be generalizable to other settings or 

situations if the effects found only occurred as an effect of studying the situation. 

  

3.6 Rosenthal Effects 

Inferences about cause-consequence relationships may not be generalizable to other 

investigators or researchers. 

  

4. Threats to Internal Validity of Multiple Regression Analysis 

  

4.1 Omitted variable bias 

Omitted variable bias arises if an omitted variable is both: 
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         A determinant of Y and 

         Correlated with at least one included regressor. 

  

OV bias arises in multiple regression if the omitted variable satisfies conditions (i) and 

(ii) above. If the multiple regression includes control variables, then we need to ask 

whether there are omitted factors that are not adequately controlled for, that is, whether 

the error term is correlated with the variable of interest even after we have included the 

control variables. 

  

         Solutions to omitted variable bias 

     If the omitted causal variable can be measured, include it as an additional 

regressor in multiple regression; 

     If you have data on one or more controls and they are adequate (in the sense of 

conditional mean independence plausibly holding) then include the control 

variables; 

     Possibly, use panel data in which each entity (individual) is observed more 

than once; 

     If the omitted variable(s) cannot be measured, use instrumental variables 

regression; 

     Run a randomized controlled experiment. 

     Why does this work? If X is randomly assigned, then X necessarily will be 

distributed independently of u; thus E(u|X=x)=0. 
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4.2 Wrong functional form (functional form misspecification) 

Arises if the functional form is incorrect for example, an interaction term is incorrectly 

omitted; then inferences on causal effects will be biased. 

  

         Solutions to functional form misspecification 

     Continuous dependent variable: use the appropriate nonlinear specifications in 

X (logarithms, interactions, etc.) 

     Discrete (example: binary) dependent variable: need an extension of multiple 

regression methods (probit or logit analysis for binary dependent variables). 

  

4.3 Errors-in-variables bias 

So far we have assumed that X is measured without error. 

         In reality, economic data often have measurement error 

         Data entry errors in administrative data 

         Recollection errors in surveys  

         Ambiguous questions  

         Intentionally false response problems with surveys  

  

In general, measurement error in a regressor results in errors in-variables bias. A bit of 

math shows that errors-in-variables typically leads to correlation between the measured 

variable and the regression error. Consider the single-regressor model: 
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Let Xi = unmeasured true value of X 

= mis-measured version of X (the observed data)  

  

Then 

 

So the regression is, 

 

With measurement error, typically is correlated with so is biased: 

 

  

It is often plausible that then if the 

measurement error in is uncorrelated with ). But typically  
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         Classical measurement error 

The classical measurement error model assumes that 

 

  

Where i is mean-zero random noise with corr(Xi,i)=0 and corr(ui,i)=0 . 

Under the classical measurement error model, is biased towards zero. Heres the 

idea: Suppose a person has taken the true variable then add a huge amount of 

random noise random numbers generated by the computer. In the limit of all 

noise, will be unrelated to Yi (and to everything else), so the regression 

coefficient will have expectation zero. If has some noise but isnt all noise then 

the relation between and Yi will be attenuated, so is biased towards zero. 

  

    Classical measurement error: the math 

 

So is biased towards zero. The classical measurement error model is special 

because it assumes . 

  

         Best Guess measurement error 

Suppose the respondent doesnt remember but makes a best guess of the form 

where .  
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Then, 

 

  

     because (because is the best guess, the error 

is uncorrelated with ). 

     because ( is a function of Wi and E(ui|Wi)=0)). 

     Thus , so is unbiased. 

  

     Under the Best Guess model, a one can still have measurement error if a 

person doesnt observe the true value of but there this measurement error 

doesnt introduce bias into . 

     The best guess model is extreme it isnt enough to make a good guess, a person 

needs the best guess = , that is, the conditional expectation of X 

given W, where E(ui|Wi)=0. 

  

         Lessons from the classical and best-guess models: 

     The amount of bias in depends on the nature of the measurement error - 

these models are two special cases. 
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     If there is pure noise added to Xi, then is biased towards zero. 

     The best guest model is extreme. In general, if you think there is measurement 

error, you should worry about measurement error bias. 

     The potential importance of measurement error bias depends on how the data 

are collected. 

        Some administrative data are often quite accurate. 

        Survey data on sensitive questions often have considerable 

measurement error. 

  

         Solutions to errors-in-variables bias 

     Obtain better data (often easier said than done). 

     Develop a specific model of the measurement error process. This is only 

possible if a lot is known about the nature of the measurement error for 

example a subsample of the data are cross-checked using administrative 

records and the discrepancies are analyzed and modeled.  

     Instrumental variables regression. 

  

4.4 Missing data and sample selection bias 

Data are often missing. Sometimes missing data introduces bias, sometimes it doesnt. It is 

useful to consider three cases: 
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1.   Data are missing at random. 

2.   Data are missing based on the value of one or more Xs 

3.   Data are missing based in part on the value of Y or u 

  

Cases 1 and 2 dont introduce bias: the standard errors are larger than they would be if the 

data werent missing but is unbiased. Case 3 introduces sample selection bias. 

  

         Missing data: Data are missing at random 

Suppose you took a simple random sample of 100 workers and recorded the 

answers on paper but your dog ate 20 of the response sheets (selected at random) 

before you could enter them into the computer. This is equivalent to your having 

taken a simple random sample of 80 workers (think about it), so your dog didnt 

introduce any bias. 

  

         Missing data: Data are missing based on a value of one of the Xs 

In the test score/class size application, suppose you restrict your analysis to the 

subset of school districts with STR < 20. By only considering districts with small 

class sizes you wont be able to say anything about districts with large class sizes, 

but focusing on just the small-class districts doesnt introduce bias. This is 

equivalent to having missing data, where the data are missing if STR > 20. More 

generally, if data are missing based only on values of Xs, the fact that data are 

missing doesnt bias the OLS estimator. 
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         Missing data: Data are missing based in part on the value of Y or u 

In general this type of missing data does introduce bias into the OLS estimator. 

This type of bias is also called sample selection bias. Sample selection bias arises 

when a selection process: 

     influences the availability of data and 

     is related to the dependent variable. 

  

         Example #1: Height of undergraduates 

Your stats prof asks you to estimate the mean height of undergraduate males. You 

collect your data (obtain your sample) by standing outside the basketball teams 

locker room and recording the height of the undergraduates who enter. 

     Is this a good design V will it yield an unbiased estimate of undergraduate 

height? 

     Formally, you have sampled individuals in a way that is related to the outcome 

Y (height), which results in bias. 

  

         Example #2: Mutual funds 

     Do actively managed mutual funds outperform hold-the-market-funds? 

     Empirical strategy: 

        Sampling scheme: simple random sampling of mutual funds available 

to the public on a given date. 

        Data: returns for the preceding 10 years. 
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        Estimator: average ten-year return of the sample mutual funds, minus 

ten-year return on S&P500 

        Is there sample selection bias? (Equivalently, are data missing based in 

part on the value of Y or u?) 

        How is this example like the basketball player example? 

  

         Sample selection bias induces correlation between a regressor and the error 

term 

     Mutual fund example: 

 

  

     Being a managed fund in the sample (managed_fundi=1) 

means that your return was better than failed managed 

funds, which are not in the sample so (managed_fundi,ui=1)≠0. 

     The surviving mutual funds are the basketball players of mutual funds. 

  

         Example #3: returns to education 

     What is the return to an additional year of education? 

     Empirical strategy: 
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        Sampling scheme: simple random sample of employed college grads 

(employed, so we have wage data) 

        Data: earnings and years of education 

        Estimator: regress ln(earnings) on years_education 

        Ignore issues of omitted variable bias and measurement error V is there 

sample selection bias? 

        How does this relate to the basketball player example? 

  

         Solutions to sample selection bias 

     Collect the sample in a way that avoids sample selection. 

        Basketball player example: obtain a true random sample of 

undergraduates, e.g. select students at random from the enrollment 

administrative list. 

        Mutual funds example: change the sample population from those 

available at the end of the ten-year period, to those available at the 

beginning of the period (include failed funds) 

        Returns to education example: sample college graduates, not workers 

(include the unemployed) 

     Randomized controlled experiment. 

     Construct a model of the sample selection problem and estimate that model 
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4.5 Simultaneous causality bias 

So far we have assumed that X causes Y. What if Y causes X, too? 

         Example: Class size effect 

         But suppose districts with low test scores are given extra resources: as a result 

of a political process they also have low STR 

         What does this mean for a regression of TestScore on STR? 

  

4.6 Simultaneous causality bias in equations 

  

a) Causal effect on Y of X:  

 

b) Causal effect on X of Y:  

 

  

     Large ui means large Yi, which implies large Xi (if 1> 0) 

     Thus corr(Xi,ui)≠0  

     Thus is biased and inconsistent 
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     Example: A district with particularly bad test scores given the STR 

(negative ui ) receives extra resources, thereby lowering its STR; so STRi 

and ui are correlated. 

  

4.7       Potential Solutions to simultaneous causality bias 

Run a randomized controlled experiment. Because Xi is chosen at random by the 

experimenter, there is no feedback from the outcome variable to Yi (assuming perfect 

compliance). 

  

Develop and estimate a complete model of both directions of causality. This is the idea 

behind many large macro models (e.g. Federal Reserve Bank-US). This is extremely 

difficult in practice. 

  

Use instrumental variables regression to estimate the causal effect of interest (effect of X 

on Y, ignoring effect of Y on X). 

  

5. Internal and External Validity When the Regression is Used for Forecasting 

         Forecasting and estimation of causal effects are quite different objectives. 

         For forecasting, 

     matters (a lot) 

     Omitted variable bias isnt a problem! 
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     Interpreting coefficients in forecasting models is not important the important 

thing is a good fit and a model you can trust to work in your application 

     External validity is paramount: the model estimated using historical data must 

hold into the (near) future 

     More on forecasting when we take up time series data 

  

Example/Case Study: 

Applying External and Internal Validity: Test Scores and Class Size  

Objective: Assess the threats to the internal and external validity of the empirical analysis of the 

California test score data. 

  

         External validity 

     Compare results for California and Massachusetts 

         Internal validity 

     Go through the list of five potential threats to internal validity 

Check of external validity 

Compare the California study to one using Massachusetts data 
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The Massachusetts data set 

         220 elementary school districts 

         Test: 1998 MCAS test fourth grade total (Math + English + Science) 

         Variables: STR, TestScore, PctEL, LunchPct, Income 

  

Check of external validity 

Compare the California study to one using Massachusetts data 

  

The Massachusetts data set 

         220 elementary school districts 

         Test: 1998 MCAS test fourth grade total (Math + English + Science) 

         Variables: STR, TestScore, PctEL, LunchPct, Incom 

  

The Massachusetts data: summary statistics 

 

 

How do the Mass and California results compare? 

         Logarithmic v. cubic function for STR? 

         Evidence of nonlinearity in TestScore-STR relation? 
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         Is there a significant HiELSTR interaction? 

  

Predicted effects for a class size reduction of 2 

Linear specification for Mass: 

  

TestScore = 744.0 0.64STR 0.437PctEL 0.582LunchPct 

(21.3) (0.27) (0.303) (0.097) 

  

3.07Income + 0.164Income
2
 0.0022Income

3
 

(2.35) (0.085) (0.0010) 

         Estimated effect = -0.64(-2) = 1.28 

         Standard error = 20.27 = 0.54 

NOTE: var(aY) = a
2
var(Y); SE(a ) = |a|SE( ) 

         95% CI = 1.28 1.960.54 = (0.22, 2.34) 

  

Computing predicted effects in nonlinear models 

Use the before and after method: 
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TestScore = 655.5 + 12.4STR 0.680STR
2
 + 0.0115STR

3
 0.434PctEL 0.587LunchPct 3.48Income + 

0.174Income
2
 0.0023Income

3
 

  

Estimated reduction from 20 students to 18: 

 TestScore = [12.420 0.68020
2
 + 0.011520

3
] [12.418 0.68018

2
 + 0.011518

3
] = 1.98 

         compare with estimate from linear model of 1.28 

     SE of this estimated effect: use the rearrange the regression (transform the 

regressors) method 

  

Summary of Findings for Massachusetts 

         Coefficient on STR falls from 1.72 to 0.69 when control variables for student 

and district characteristics are included an indication that the original estimate 

contained omitted variable bias. 

         The class size effect is statistically significant at the 1% significance level, after 

controlling for student and district characteristics 

         No statistical evidence on nonlinearities in the TestScore STR relation 

         No statistical evidence of STR PctEL interaction 

  

Comparison of estimated class size effects: CA vs. MA 
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Summary: Comparison of California and Massachusetts Regression Analyses 

         Class size effect falls in both CA, MA data when student and district control 

variables are added. 

         Class size effect is statistically significant in both CA, MA data. 

         Estimated effect of a 2-student reduction in STR is quantitatively similar for CA, 

MA. 

         Neither data set shows evidence of STR PctEL interaction. 

         Some evidence of STR nonlinearities in CA data, but not in MA data. 

  

Step back: what are the remaining threats to internal validity in the test score/class size 

example? 

Omitted variable bias? 

This analysis controls for: 

         district demographics (income) 

         some student characteristics (English speaking) 

  

1. What is missing? 

         Additional student characteristics, for example native ability (but is this 

correlated with STR?) 

         Access to outside learning opportunities 
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         Teacher quality (perhaps better teachers are attracted to schools with lower STR) 

         We have controlled for many relevant omitted factors;  

         The nature of this omitted variable bias would need to be similar in California 

and Massachusetts to be consistent with these results; 

         In this application we will be able to compare these estimates based on 

observational data with estimates based on experimental data a check of this 

multiple regression methodology. 

  

2. Wrong functional form? 

         We have tried quite a few different functional forms, in both the California and 

Mass. data 

         Nonlinear effects are modest 

         Plausibly, this is not a major threat at this point. 

  

3. Errors-in-variables bias? 

         STR is a district-wide measure 

         Presumably there is some measurement error students who take the test might 

not have experienced the measured STR for the district 

         Ideally we would like data on individual students, by grade level. 
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4. Selection? 

         Sample is all elementary public school districts (in California; in Mass.) 

         No reason that selection should be a problem. 

  

5. Simultaneous Causality? 

         School funding equalization based on test scores could cause simultaneous 

causality. 

         This was not in place in California or Mass. during these samples, so 

simultaneous causality bias is arguably not important. 

  

Topic : Regression With Panel Data 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Panel Data 

2.   Panel Data with Two Time Periods: Before and After Comparisons 

3.   Fixed Effects Regression 

4.   Regression with Time Fixed Effects 
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Definition/Overview: 

Panel Data: In statistics and econometrics, the term panel data refers to multi-dimensional data. 

Panel data contains observations on multiple phenomena observed over multiple time periods for 

the same firms or individuals. In biostatistics, the term longitudinal data is often used instead, 

wherein a subject constitutes a panel. 

  

Time series and cross-sectional data are special cases of panel data that are in one-dimension 

only. 

  

  

Key Points: 

1. Panel Data 

A panel dataset contains observations on multiple entities (individuals), where each entity 

is observed at two or more points in time. 

  

1.1 Examples: 

         Data on 420 California school districts in 1999 and again in 2000, for 840 

observations total. 

         Data on 50 U.S. states, each state is observed in 3 years, for a total of 150 

observations. 

         Data on 1000 individuals, in four different months, for 4000 observations total. 
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1.2 Notation for Panel Data 

A double subscript distinguishes entities (states) and time periods (years) 

  

i = entity (state), n = number of entities, 

  

so i = 1,,n 

  

t = time period (year), T = number of time periods 

  

so t =1,,T 

  

Data: Suppose we have 1 regressor. The data are: 

 

  

Panel data with k regressors: 

 

n = number of entities (states) 

T = number of time periods (years) 
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         Some jargon 

     Another term for panel data is longitudinal data 

     balanced panel: no missing observations 

     unbalanced panel: some entities (states) are not observed for some time periods 

(years) 

  

1.3 Why are panel data useful? 

With panel data we can control for factors that: 

         Could cause omitted variable bias if they are omitted 

         are unobserved or unmeasured and therefore cannot be included in the 

regression (unobserved heterogeneity) 

         Vary across entities (states) but do not vary over time 

  

1.4 Example of a panel data set: Traffic deaths and alcohol taxes 

  

         Observational unit: a year in a U.S. state 

     48 U.S. states, so n = of entities = 48 

     7 years (1982,, 1988), so T = # of time periods = 7 

     Balanced panel, so total # observations = 748 = 336 
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         Variables: 

     Traffic fatality rate (# traffic deaths in that state in that year, per 10,000 state 

residents) 

     Tax on a case of beer 

     Other (legal driving age, drunk driving laws, etc.) 

  

Traffic data for 1982 

Higher alcohol taxes, more traffic deaths? 

Traffic data for 1988 

  

Higher alcohol taxes, more traffic deaths? 

  

  

1.5 Why might there be higher more traffic deaths in states that have higher alcohol 

taxes? 

Other factors (unobserved heterogeneity) that determine traffic fatality rate: 

         Quality (age) of automobiles 

         Quality of roads 

         Culture around drinking and driving 
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         Density of cars on the road 

  

These omitted factors could cause omitted variable bias. 

  

         Example #1: traffic density. Suppose: 

(i) High traffic density means more traffic deaths 

(ii) (Western) states with lower traffic density have lower alcohol taxes 

     Then the two conditions for omitted variable bias are satisfied. Specifically, 

high taxes could reflect high traffic density (so the OLS coefficient would be 

biased positively high taxes, more deaths) 

     Panel data lets us eliminate omitted variable bias when the omitted variables 

are constant over time within a given state. 

  

         Example #2: cultural attitudes towards drinking and driving 

(i) Arguably are a determinant of traffic deaths; and 

(ii) Potentially are correlated with the beer tax, so beer taxes could be picking up 

cultural differences (omitted variable bias). 

     Then the two conditions for omitted variable bias are satisfied. Specifically, 

high taxes could reflect cultural attitudes towards drinking (so the OLS 

coefficient would be biased) 

     Panel data lets us eliminate omitted variable bias when the omitted variables 

are constant over time within a given state. 
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1.6 Three Panel Data Models 

The point is how to eliminate the unobserved heterogeneity. 

 

  

         FD (First Difference) Method 

 

         FE (Fixed Effects) Model 

 

         RE (Random Effects) Model 

Where  

  

     Then find a way to eliminate for each 

  

2. Panel Data with Two Time Periods: Before and After Comparisons 

Consider the panel data model, 

 Zi is a factor that does not change over time (density), at least during the years on which 

we have data. 

         Suppose Zi is not observed, so its omission could result in omitted variable bias. 
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         The effect of Zi can be eliminated using T = 2 years. 

  

2.1 The key idea: 

Any change in the fatality rate from 1982 to 1988 cannot be caused by Zi, because Zi (by 

assumption) does not change between 1982 and 1988. 

  

The math: consider fatality rates in 1988 and 1982: 

 

  

Suppose E(uit|BeerTaxit,Zi)=0. 

  

Subtracting 1988 1982 (that is, calculating the change), eliminates the effect of Zi  

  

        The new error term, is uncrrelated with either or  

         This difference equation can be estimated by OLS, even though Zi isnt 

observed. 

         The omitted variable Zi doesnt change, so it cannot be a determinant of the 

change in  
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2.2 Example: Traffic deaths and beer taxes 

  

1982 Data 

 

(.15) (.13) 

  

1988 Data  

 

(.11) (.13) 

  

Difference regression  

= -.072-1.04  

(.65) (.36)  

  

Notes: 

(a) Time invariant variables (Zi ) cannot be included, since they will be differenced away. 

(b) FD can be used when T > 2. 

(c) The interpretation can be done in differenced variables. 
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3. Fixed Effects Regression 

The estimation methods are: 

1. n-1 binary regressors OLS regression 

2. Entity-demeaned OLS regression 

         These methods produce identical estimates of the regression coefficients, and 

identical standard errors. 

  

3.1 n-1 binary regressors OLS regression 

  

First create the binary variables D2i,,Dni 

         Then estimate (1) by OLS 

         Inference (hypothesis tests, confidence intervals) is as usual (using 

heteroskedasticity-robust standard errors) 

         This is impractical when n is very large (for example if n = 1000 workers) 

  

  

3.2 (2) Entity-demeaned OLS regression 

The fixed effects regression model: 
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For i=1 and t = 1982, it is the difference between the fatality rate in Alabama in 1982, 

and its average value in Alabama averaged over all 7 years. 

  

         First construct the demeaned variables it and it  

         Then estimate (2) by regressing it on it using OLS 

         Inference (hypothesis tests, confidence intervals) is as usual (using 

heteroskedasticity-robust standard errors) 

         This is like the changes approach, but instead is deviated from the state 

average instead of . 

         This can be done in a single command in STATA 

  

3.3 Example: Traffic deaths and beer taxes in STATA 

 

  

         areg automatically de-means the data 

         this is especially useful when n is large 

         the reported intercept is arbitrary 

  

For n = 48, T = 7: 
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(.20) 

Compare slope, standard error to the estimate for the 1988 v. 1982 changes specification (T = 2, 

n = 48): 

  

 

(.065) (.36) 

  

(a) Time invariant variables (Zi) cannot be included. (They are cancelled via the demeaning 

procedure.) 

(b) DVLS (Dummy variables Least Squares) estimator 

= FE estimator 

= Regression with demeaned variables 

= Within Estimator (within transformation) 

  

4. Regression with Time Fixed Effects 

An omitted variable might vary over time but not across states: 

         Safer cars (air bags, etc.); changes in national laws 
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         These produce intercepts that change over time 

         Let these changes (safer cars) be denoted by the variable St, which changes over 

time but not states. 

         The resulting population regression model is: 

 

  

Two formulations for time fixed effects: 

  

     Binary regressor formulation: 

 

 

4.1 Time fixed effects: estimation methods 

  

         T-1 binary regressors OLS regression 

 

     Create binary variables B2,,BT 

     B2 = 1 if t = year #2, = 0 otherwise 

     Regress Y on X, B2,,BT using OLS 
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         Year-demeaned OLS regression 

     Deviate , from year (not state) averages 

     Estimate by OLS using year-demeaned data 

  

4.2 State and Time Fixed Effects 

  

         Binary regressor formulation: 

 

 State and time effects formulation: 

 

  

4.3 State and time effects: estimation methods 

         n-1 and T-1 binary regressors OLS regression 

     Create binary variables D2,,Dn 

     Create binary variables B2,,BT 

     Regress Y on X, D2,,Dn, B2,,BT using OLS 

  

         State- and year-demeaned OLS regression 
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     Deviate Yit, Xit from year and state averages 

     Estimate by OLS using year- and state-demeaned data 

  

These two methods can be combined too. 

STATA example: Traffic deaths 

 

  

4.4 Testing for Fixed Effects 

Use an F-test to examine 

         If H0 is not rejected, there is no FE. Then, we use the OLS (pooled data). 

(n-1 restriction) 

  

         If H0 is rejected, we FE. 

  

4.5 Testing for TIME Fixed Effects 

Use an F-test to examine: 

(T-1 restriction) 
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         If H0 is not rejected, there is no Time Fixed Effects. Then, do not include time 

dummies. 

  

Example/Case Study: 

Application: Drunk Driving Laws and Traffic Deaths 

  

Some facts 

         Approx. 40,000 traffic fatalities annually in the U.S. 

         1/3 of traffic fatalities involve a drinking driver 

         25% of drivers on the road between 1am and 3am have been drinking (estimate) 

         A drunk driver is 13 times as likely to cause a fatal crash as a non-drinking 

driver (estimate) 

  

Public policy issues 

         Drunk driving causes massive externalities (sober drivers are killed, etc. etc.) 

there is ample justification for governmental intervention 

         Are there any effective ways to reduce drunk driving? If so, what? 

         What are effects of specific laws? 

     mandatory punishment 

     minimum legal drinking age 
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     economic interventions (alcohol taxes) 

  

The drunk driving panel data set 

n = 48 U.S. states, T = 7 years (1982,,1988) (balanced) 

  

Variables 

         Traffic fatality rate (deaths per 10,000 residents) 

         Tax on a case of beer (Beertax) 

         Minimum legal drinking age 

         Minimum sentencing laws for first DWI violation: 

     Mandatory Jail 

     Manditory Community Service 

     otherwise, sentence will just be a monetary fine 

         Vehicle miles per driver (US DOT) 

         State economic data (real per capita income, etc.) 

  

Why might panel data help? 

         Potential Omitted Variables bias from variables that vary across states but are 

constant over time: 
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     culture of drinking and driving 

     quality of roads 

     vintage of autos on the road 

        use state fixed effects 

         Potential OV bias from variables that vary over time but are constant across 

states: 

     improvements in auto safety over time 

     changing national attitudes towards drunk driving 

        use time fixed effects 

  

 

Empirical Analysis: Main Results 

         Sign of beer tax coefficient changes when fixed state effects are included 

         Fixed time effects are statistically significant but do not have big impact on the 

estimated coefficients 

         Estimated effect of beer tax drops when other laws are included as regressor 

         The only policy variable that seems to have an impact is the tax on beer not 

minimum drinking age, not mandatory sentencing, etc. 

         The other economic variables have plausibly large coefficients: more income, 

more driving, more deaths 
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Extensions of the n-1 binary regressor approach 

The idea of using many binary indicators to eliminate omitted variable bias can be extended to 

non-panel data the key is that the omitted variable is constant for a group of observations, so that 

in effect it means that each group has its own intercept. 

Example: Class size problem. 

Suppose funding and curricular issues are determined at the county level, and each 

county has several districts. Resulting omitted variable bias could be addressed by 

including binary indicators, one for each county (omit one to avoid perfect 

multicollinearity). 

  

Topic : Regression With A Binary Dependent Variable 

 

Topic Objective: 

At the end of the topic student would be able to understand: 

1.   The Linear Probability Model 

2.   Probit Regression 

3.   Logit Regression 

4.   Estimation and Inference in the Logit and Probit Models 

  

Definition/Overview: 

Dependent Variable: A dependent variable is what you measure in the experiment and what is 

affected during the experiment. The dependent variable responds to the independent variable. It 
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is called dependent because it "depends" on the independent variable. In a scientific experiment, 

you cannot have a dependent variable without an independent variable. 

  

Key Points: 

1. The Linear Probability Model 

In statistics, a linear probability model is a special case of a binomial regression model. 

Here the observed variable for each observation takes values which are either 0 or 1. The 

probability of observing a 0 or 1 in any one case is treated as depending on one or more 

explanatory variables. For the "linear probability model", this relationship is a 

particularly simple one, and allows the model to be fitted by simple linear regression. 

  

1.1 The Model 

The model assumes that, for a binary outcome (Bernoulli trial), Y, and its associated 

vector of explanatory variables, X, 

Pr(Y = 1 | X = x) = x'β. 

  

For this model, 

E[Y | X] = Pr(Y = 1 | X) = x'β, and hence the vector of parameters β can be estimated using 

least squares. This method of fitting would be inefficient. This method of fitting can be 

improved by adopting an iterative scheme based on weighted least squares, in which the 

model from the previous iteration is used to supply estimates of the conditional variances, 

var(Y|X=x), which would vary between observations. This approach can be related to 

fitting the model by maximum likelihood. 
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A drawback of this model for the parameter of the Bernoulli distribution is that, unless 

restrictions are placed on β, the estimated coefficients can imply probabilities outside the 

unit interval [0, 1]. For this reason, models such as the logit model or the probit model are 

more commonly used. 

  

2. Probit Regression  

In statistics, a probit model is a type of regression where the dependent variable can only 

take two values, for example married or not married. 

  

A probit model is a popular specification for an ordinal or a binary response model that 

employs a probit link function. This model is most often estimated using standard 

maximum likelihood procedure, such an estimation being called a probit regression. 

  

2.1 Introduction 

Suppose response variable Y is binary, that is it can have only two possible 

outcomes which we will denote as 1 and 0. For example Y may represent 

presence/absence of a certain condition, success/failure of some device, answer yes/no on 

a survey, etc. We also have a vector of regressors X, which are assumed to influence the 

outcome Y. Specifically, we assume that the model takes form 
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Where Pr denotes probability, and Φ is the Cumulative Distribution Function (CDF) of 

the standard normal distribution. The parameters β are typically estimated by maximum 

likelihood. 

  

It is also possible to motivate the probit model as a latent variable model. Suppose there 

exists an auxiliary random variable 

 

  

Where ε ~ N(0, 1). Then Y can be viewed as an indicator for whether this latent variable 

is positive: 

 

  

2.2 Maximum Likelihood Estimation 

Suppose data set {yi,xi}
n

i=1  contains n independent statistical units corresponding to the 

model above. Then their joint log-likelihood function is 

 

The estimator   which maximizes this function will be consistent, asymptotically 

normal and efficient provided that E[XX'] exists and is not singular. It can be shown that 

this log-likelihood function is globally concave in β, and therefore standard numerical 

algorithms for optimization will converge rapidly to the unique maximum. 

Asymptotic distribution for   is given by 
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Where 

 

  

and φ = Φ' is the Probability Density Function (PDF) of standard normal distribution. 

  

2.3 Berkson's minimum chi-square method 

This method can be applied only when there are many observations of response 

variable yi having the same value of the vector of regressorsxi (such situation may be 

referred to as many observations per cell). More specifically, the model can be 

formulated as follows. 

  

Suppose among n observations {yi,xi}
n
i=1  there are only T distinct values of the 

regressors, which can be denoted as {x(1),,x(T)} . Let nt be the number of observations 

with xi = x(t), and rt the number of observations with xi = x(t) and yi = 1. We assume that 

there are indeed many observations per each cell: limit ntn → constt>0 as n→∞ and for 

each group t. 

Denote 

 

  

Then Berkson's minimum chi-square estimator is a generalized least squares estimator in 

a regression of   on x(t) with weights  : 
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It can be shown that this estimator is consistent (as n→∞ and T fixed), asymptotically 

normal and efficient. Its advantage is the presence of a closed-form formula for the 

estimator. However, it is only meaningful to carry out this analysis when individual 

observations are not available, only their aggregated counts rt, nt, and x(t) (for example in 

the analysis of voting behavior). 

  

3. Logit Regression 

In statistics, logistic regression (sometimes called the logistic model or logit model) is 

used for prediction of the probability of occurrence of an event by fitting data to a logistic 

function. It is a generalized linear model used for binomial regression. Like other forms 

of regression analysis, it makes use of one or more predictor variables that may be either 

numerical or categorical. For example, the probability that a person has a stroke within a 

specified time period might be predicted from knowledge of the person's age, sex and 

body mass index. Logistic regression is used extensively in the medical and social 

sciences fields, as well as marketing applications such as prediction of a customer's 

propensity to purchase a product or cease a subscription. 

  

3.1 Definition 

An explanation of logistic regression begins with an explanation of the logistic function, 

which, like probabilities, always takes on values between zero and one: 

 

  

A graph of the function is shown in figure 1. The input is z and the output is (z). The 

logistic function is useful because it can take as an input any value from negative infinity 

to positive infinity, whereas the output is confined to values between 0 and 1. The 

variable z represents the exposure to some set of independent variables, while (z) 

represents the probability of a particular outcome, given that set of explanatory variables. 

The variable z is a measure of the total contribution of all the independent variables used 

in the model and is known as the logit. 
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The variable z is usually defined as 

 

  

where β0 is called the "intercept" and β1, β2, β3, and so on, are called the "regression 

coefficients" of x1, x2, x3 respectively. The intercept is the value of z when the values of 

all independent variables are zeros (e.g. the value of z in someone with no risk factors). 

Each of the regression coefficients describes the size of the contribution of that risk 

factor. A positive regression coefficient means that the explanatory variable increases the 

probability of the outcome, while a negative regression coefficient means that the 

variable decreases the probability of that outcome; a large regression coefficient means 

that the risk factor strongly influences the probability of that outcome, while a near-zero 

regression coefficient means that that risk factor has little influence on the probability of 

that outcome. 

  

Logistic regression is a useful way of describing the relationship between one or more 

independent variables (e.g., age, sex, etc.) and a binary response variable, expressed as a 

probability, that has only two values, such as having cancer ("has cancer" or "doesn't 

have cancer")  

  

3.2 Sample size-dependent efficiency 

  

Logistic regression tends to systematically overestimate odds ratios or beta coefficients 

when the sample size is less than about 500. With increasing sample size, the magnitude 

of overestimation diminishes and the estimated odds ratio asymptotically approaches the 

true population value. In a single study, overestimation due to small sample size might 

not have any relevance for the interpretation of the results, since it is much lower than the 

standard error of the estimate. However, if a number of small studies with systematically 
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overestimated effects are pooled together without consideration of this effect, an effect 

may be perceived when in reality it does not exist. 

  

A minimum of 10 events per independent variable has been recommended. For example, 

in a study where death is the outcome of interest, and 50 of 100 patients die, the 

maximum number of independent variables the model can support is 50/10 = 5. 

  

3.3 Example 

The application of a logistic regression may be illustrated using a fictitious example of 

death from heart disease. This simplified model uses only three risk factors (age, sex, and 

blood cholesterol level) to predict the 10-year risk of death from heart disease. These are 

the parameters that the data fit: 

β0 = − 5.0 (the intercept) 

β1 = + 2.0 

β2 = − 1.0 

β3 = + 1.2 

x1 = age in years, above 50 

x2 = sex, where 0 is male and 1 is female 

x3 = cholesterol level, in mmol/L above 5.0 

  

The model can hence be expressed as 
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In this model, increasing age is associated with an increasing risk of death from heart 

disease (z goes up by 2.0 for every year over the age of 50), female sex is associated with 

a decreased risk of death from heart disease (z goes down by 1.0 if the patient is female), 

and increasing cholesterol is associated with an increasing risk of death (z goes up by 1.2 

for each 1 mmol/L increase in cholesterol above 5 mmol/L). 

  

We wish to use this model to predict a particular subject's risk of death from heart 

disease: he is 50 years old and his cholesterol level is 7.0 mmol/L. The subject's risk of 

death is therefore 

 

  

This means that by this model, the subject's risk of dying from heart disease in the next 

10 years is 0.07 (or 7%). 

  

3.4 Formal mathematical specification 

Logistic regression analyzes binomially distributed data of the form 

 

  

Where the numbers of Bernoulli trials ni are known and the probabilities of success pi are 

unknown. An example of this distribution is the fraction of seeds (pi) that germinate 

after ni are planted. 
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The model proposes for each trial i there is a set of explanatory variables that might 

inform the final probability. These explanatory variables can be thought of as being in 

a k-dimensional vector Xi and the model then takes the form 

 

  

The logits, natural logs of the odds, of the unknown binomial probabilities are modeled as 

a linear function of the Xi. 

 

  

Note that a particular element of Xi can be set to 1 for all i to yield an intercept in the 

model. The unknown parameters βj are usually estimated by maximum likelihood using a 

method common to all generalized linear models. The maximum likelihood estimates can 

be computed numerically by using iteratively reweighted least squares. 

The interpretation of the βj parameter estimates is as the additive effect on the log of 

the odds for a unit change in the jth explanatory variable. In the case of a dichotomous 

explanatory variable, for instance gender, e
β
 is the estimate of the odds of having the 

outcome for, say, males compared with females. 

The model has an equivalent formulation 

 

  

This functional form is commonly called a single-layer perceptron or single-

layer artificial neural network. A single-layer neural network computes a continuous 

output instead of a step function. The derivative of pi with respect to X = x1...xk is 

computed from the general form: 
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Where f(X) is an analytic function in X. With this choice, the single-layer neural network 

is identical to the logistic regression model. This function has a continuous derivative, 

which allows it to be used in back-propagation. This function is also preferred because its 

derivative is easily calculated: 

 

  

3.5 Extensions 

Extensions of the model cope with dependent variables with more than two values, also 

called polytomous regression. Ordered logistic regression handles ordinal dependent 

variables (ordered values). Multinomial logistic regression handles nominal dependent 

variables (unordered values, also called "classification"). An extension of the logistic 

model to sets of interdependent variables is the conditional random field. 

  

3.6 Model Accuracy 

A way to test for errors in models created by step-wise regression is to not rely on the 

model's F-statistic, significance, or multiple-r, but instead assess the model against a set 

of data that was not used to create the model. The class of techniques is called cross-

validation. 

Accuracy is measured as correctly classified records in the holdout sample. There are 

four possible classifications: 

                     i.        prediction of 0 when the holdout sample has a 0 (True Negative/TN) 

                    ii.        prediction of 0 when the holdout sample has a 1 (False Negative/FN) 
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                   iii.        prediction of 1 when the holdout sample has a 0 (False Positive/FP) 

                  iv.        prediction of 1 when the holdout sample has a 1 (True Positive/TP) 

These classifications are used to measure Precision and Recall: 

 

 

  

The percent of correctly classified observations in the holdout sample is referred to the 

assessed model accuracy. Additional accuracy can be expressed as the model's ability to 

correctly classify 0, or the ability to correctly classify 1 in the holdout dataset. The 

holdout model assessment method is particularly valuable when data are collected in 

different settings (E.g., at different times or places) or when models are assumed to be 

generalizable. 

  

4. Estimation and Inference in the Logit and Probit Models 

4.1 Probit estimation by nonlinear least squares 

OLS: 

 

  

         The result is the OLS estimators and  
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In probit, we have a different regression function the nonlinear probit model. So, 

we could estimate 0 and 1 by nonlinear least squares: 

 

  

Solving this yields the nonlinear least squares estimator of the probit coefficients. 

  

 

  

How to solve this minimization problem? 

     Must be solved numerically using the computer, e.g. by trial and error method 

of trying one set of values for (b0, b1), then trying another, and another, 

     Better idea: use specialized minimization algorithms 

In practice, nonlinear least squares arent used because it isnt efficient an estimator 

with a smaller variance is 

  

4.2 Probit estimation by maximum likelihood 

The likelihood function is the conditional density of Y1,,Yn given X1,,Xn, treated as a 

function of the unknown parameters 0 and 1. 

         The maximum likelihood estimator (MLE) is the value of (0, 1) that 

maximize the likelihood function. 
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         The MLE is the value of (0, 1) that best describe the full distribution of the 

data. 

         In large samples, the MLE is: 

     consistent 

     normally distributed 

     efficient (has the smallest variance of all estimators) 

  

         Special case: the probit MLE with no X 

  

Y = (Bernoulli distribution) 

  

Data:  

Y1,,Yn, i.i.d. 

  

Derivation of the likelihood starts with the density of Y1: 

  

Pr(Y1 = 1) = p and Pr(Y1 = 0) = 1p 

so 
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Pr(Y1 = y1) = (verify this for y1=0, 1!) 

Joint density of (Y1,Y2): 

Because Y1 and Y2 are independent, 

  

Pr(Y1 = y1,Y2 = y2) = Pr(Y1 = y1) Pr(Y2 = y2) 

= [ ][ ] 

Joint density of (Y1,..,Yn): 

  

Pr(Y1 = y1,Y2 = y2,,Yn = yn) 

= [ ][ ][ ] 

=  

  

The likelihood is the joint density, treated as a function of the unknown 

parameters, which here is p: 

  

f(p;Y1,,Yn) =  
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The MLE maximizes the likelihood. Its standard to work with the log likelihood, 

ln[f(p;Y1,,Yn)]: 

  

ln[f(p;Y1,,Yn)] =  

  

= = 0 

Solving for p yields the MLE; that is, satisfies, 

  

= 0 

Or 

 

Or 

 

Or 

= = fraction of 1s 
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The MLE in the no-X case (Bernoulli distribution): 

= = fraction of 1s 

     For Yi i.i.d. Bernoulli, the MLE is the natural estimator of p, the fraction of 1s, 

which is  

     We already know the essentials of inference: 

        In large n, the sampling distribution of = is normally 

distributed 

        Thus inference is as usual: hypothesis testing via t-statistic, confidence 

interval as 1.96SE 

     STATA note: to emphasize requirement of large-n, the printout calls the t-

statistic the z-statistic; instead of the F-statistic, the chi-squared statistics (= 

qF). 
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         The probit likelihood with one X 

The derivation starts with the density of Y1, given X1: 

Pr(Y1 = 1|X1) = (0 + 1X1) 

Pr(Y1 = 0|X1) = 1(0 + 1X1) 

so 

Pr(Y1 = y1|X1) =  

  

The probit likelihood function is the joint density of Y1,,Yn given X1,,Xn, treated as 

a function of 0, 1: 

  

f(0,1; Y1,,Yn|X1,,Xn) 

= { } 

{ } 

  

         The probit likelihood function: 

f(0,1; Y1,,Yn|X1,,Xn) 

= { } 
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{ } 

     Cant solve for the maximum explicitly 

     Must maximize using numerical methods 

     As in the case of no X, in large samples: 

        , are consistent 

        , are normally distributed (more later) 

        Their standard errors can be computed 

        Testing, confidence intervals proceeds as usual 

     For multiple Xs,  

  

         The logit likelihood with one X 

  

     The only difference between probit and logit is the functional form used for the 

probability:  is replaced by the cumulative logistic function. 

     Otherwise, the likelihood is similar;  

     As with probit, 

        , are consistent 

        , are normally distributed 
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        Their standard errors can be computed 

        Testing, confidence intervals proceeds as usual 

4.3 Measures of fit 

The R
2
 and dont make sense here. So, two other specialized measures are used: 

  

         The fraction correctly predicted = fraction of Ys for which predicted probability 

is >50% (if Yi=1) or is <50% (if Yi=0). 

  

         The pseudo-R
2
 measure the fit using the likelihood function: measures the 

improvement in the value of the log likelihood, relative to having no Xs. This 

simplifies to the R
2
 in the linear model with normally distributed errors. 

  

         Large-n distribution of the MLE  

     This is foundation of mathematical statistics. 

     For the no-X special case, for which p is the only unknown parameter. Here are 

the steps: 

  

        Step 1: Derive the log likelihood (L(p)) (done). 

        Step 2: The MLE is found by setting its derivative to zero; that requires 

solving a nonlinear equation. 
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        Step 3: For large n, will be near the true p (p
true

) so this nonlinear 

equation can be approximated (locally) by a linear equation (Taylor series 

around p
true

). 

        Step 4: This can be solved for p
true

. 

        Step 5: By the Law of Large Numbers and the CLT, for n large, ( 

p
true

) is normally distributed. 

  

Step 1: Derive the log likelihood 

The density for observation #1 is: 

Pr(Y1 = y1) = (density) 

  

so 

f(p;Y1) = (likelihood) 

  

The likelihood for Y1,,Yn is, 

f(p;Y1,,Yn) = f(p;Y1) f(p;Yn) 

  

so the log likelihood is, 

L(p) = lnf(p;Y1,,Yn) 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

262
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



= ln[f(p;Y1) f(p;Yn)] 

=  

  

Step 2: Set the derivative of L(p) to zero to define the MLE: 

  

= = 0 

  

Step 3: Use a Taylor series expansion around p
true

 to approximate this 

as a linear function of : 

0 = + ( p
true

) 

  

Step 4: Solve this linear approximation for ( p
true

): 

` 

+ ( p
true

) 0 
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So 

( p
true

)  

  

Or 

( p
true

)  

  

Step 5: Substitute things in and apply the LLN and CLT. 

L(p) =  

=  

=  

  

So 
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( p
true

)  

  

=  

  

Multiply through by : 

( p
true

)  

 

  

Because Yi is i.i.d., the i
th

 terms in the summands are also i.i.d. Thus, if 

these terms have enough (2) moments, then under general conditions (not 

just Bernoulli likelihood): 

  

a (a constant) (WLLN) 
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N(0, ) (CLT) (Why?) 

  

  

Putting this together, 

( p
true

)  

 

  

a (a constant) (WLLN) 

N(0, ) (CLT) (Why?) 

  

So 

( p
true

) N(0, /a
2
) (large-n normal) 
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         Work out the details for probit/no X (Bernoulli) case: 

  

Recall: 

f(p;Yi) =  

  

So 

ln f(p;Yi) = Yilnp + (1Yi)ln(1p) 

  

And 

= =  

  

And 

= =  
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Denominator term first: 

=  

  

So 

=  

=  

(LLN) 

= =  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

268
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



  

Next the numerator: 

  

=  

  

So 

=  

  

=  

  

N(0, ) 
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Put these pieces together: 

( p
true

)  

 

  

Where 

 

N(0, ) 

  

Thus 

( p
true

) N(0, ) 

  

 

Topic : Instrumental Variables Regression 
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Topic Objective: 

At the end of the topic student would be able to understand: 

1.   Example of Instrumental Variable 

2.   Applications of Instrumental Variable 

3.   Estimation of Instrumental Variable 

4.   Interpretation as two-stage least squares 

5.   Identification of Instrumental Variable 

6.   Non-parametric analysis 

7.   The interpretation of IV estimates 

8.   Sampling properties and hypothesis testing 

9.   Testing instrument strength and over identifying restrictions 

  

Definition/Overview: 

In statistics, econometrics, epidemiology and related disciplines, the method of instrumental 

variables (IV) is used to estimate causal relationships when controlled experiments are not 

feasible. 

  

Instrumental variable methods allow consistent estimation when the explanatory variables 

(covariates) are correlated with the error terms of a regression relationship. Such correlation may 

occur when the dependent variable causes at least one of the covariates ("reverse" causation), 

when there are relevant explanatory variables which are omitted from the model, or when the 
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covariates are subject to measurement error. In this situation, ordinary linear regression generally 

produces biased and inconsistent estimates. However, if an instrument is available, consistent 

estimates may still be obtained. An instrument is a variable that does not itself belong in the 

explanatory equation and is correlated with the endogenous explanatory variables, conditional on 

the other covariates. In linear models, there are two main requirements for using an IV: 

  

The instrument must be correlated with the endogenous explanatory variables, conditional on the 

other covariates. The instrument cannot be correlated with the error term in the explanatory 

equation, that is, the instrument cannot suffer from the same problem as the original predicting 

variable. 

  

Key Points: 

1. Example of Instrumental Variable 

Informally, in attempting to estimate the causal effect of some variable x on another y, an 

instrument is a third variable z which affects y only through its effect on x. For example, 

suppose a researcher wishes to estimate the causal effect of smoking on general health. 

Correlation between health and smoking does not imply that smoking causes poor health 

because other variables may affect both health and smoking, or because health may affect 

smoking in addition to smoking causing health problems. It is at best difficult and 

expensive to conduct controlled experiments on smoking status in the general population. 

The researcher may proceed to attempt to estimate the causal effect of smoking on health 

from observational data by using the tax rate on tobacco products as an instrument for 

smoking in a health regression. If tobacco taxes only affect health because they affect 

smoking (holding other variables in the model fixed), correlation between tobacco taxes 

and health is evidence that smoking causes changes in health. An estimate of the effect of 

smoking on health can be made by also making use of the correlation between taxes and 

smoking patterns. 
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2. Applications of Instrumental Variable 

IV methods are commonly used to estimate causal effects in contexts in which controlled 

experiments are not available. Credibility of the estimates hinges on the selection of 

suitable instruments. Good instruments are often created by policy changes, for example, 

the cancellation of federal student aid scholarship program may reveal the effects of aid 

on some students' outcomes. 

  

3. Estimation of Instrumental Variable 

  

Suppose the data are generated by a process of the form: 

  

yi = βxi + εi, 

  

where i indexes observations, yi is the dependent variable, xi is a covariate, εi is an 

unobserved error term representing all causes of yi other than xi, and β is an unobserved 

scalar parameter. The parameter β is the causal effect on the yi of a one unit change in xi, 

holding all other causes of yi constant. The econometric goal is to estimate β. For 

simplicity's sake assume the draws of ε are uncorrelated and that they are drawn from 

distributions with the same variance, that is, that the errors are serially uncorrelated and 

homoskedastic. 
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Suppose also that a regression model of nominally the same form is proposed. Given a 

random sample of T observations from this process, the ordinary least squares estimator 

is: 

 

  

where x, y and ε denote column vectors of length T. When x and   are uncorrelated, 

under certain regularity conditions the second term has an expected value conditional 

on x of zero and converges to zero in the limit, so the estimator is unbiased and 

consistent. When x and the other unmeasured, causal variables collapsed into the   term 

are correlated, however, the OLS estimator is generally biased and inconsistent for β. In 

this case, it is valid to use the estimates to predict values of y given values of x, but the 

estimate does not recover the causal effect of x on y. 

  

An instrumental variable z is one that is correlated with the independent variable but not 

with the error term. Using the method of moments, take expectations conditional on z to 

find: 

  

 

  

The second term on the right-hand side is zero by assumption. Solve for β and write the 

resulting expression in terms of sample moments, 

 

  

When z and   are uncorrelated, the final term, under certain regularity conditions, 

approaches zero in the limit, providing a consistent estimator. Put another way, the causal 
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effect of x on y can be consistently estimated from these data even though x is not 

randomly assigned through experimental methods. 

  

The approach generalizes to a model with multiple explanatory variables. Suppose X is 

the T K matrix of explanatory variables resulting from T observations on K variables. 

Let Z be a T K matrix of instruments. Then it can be shown that the estimator: 

  

 

  

Is consistent under a multivariate generalization of the conditions discussed above. If 

there are more instruments than there are covariates in the equation of interest so that Z is 

a T M matrix with M > K, the generalized method of moments can be used and the 

resulting IV estimator is 

 

  

Where PZ = Z(Z'Z) 
− 1

Z'. The second expression collapses to the first when the number of 

instruments is equal to the number of covariates in the equation of interest. 

  

4. Interpretation as two-stage least squares 

One computational method which can be used to calculate IV estimates is two-stage 

least-squares (2SLS). In the first stage, each endogenous covariate in the equation of 

interest is regressed on all of the exogenous variables in the model, including both 

exogenous covariates in the equation of interest and the excluded instruments. The 

predicted values from these regressions are obtained. 
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         Stage 1: Regress each column of X on Z, (X = Zδ + errors) 

 

and save the predicted values: 

 

In the second stage, the regression of interest is estimated as usual, except that in 

this stage each endogenous covariate is replaced with the predicted values from its 

first stage model from the first stage. 

  

         Stage 2: Regress Y on the predicted values from the first stage: 

 

  

The resulting estimator of β is numerically identical to the expression displayed 

above. A small correction must be made to the sum-of-squared residuals in the 

second-stage fitted model in order that the covariance matrix of β is calculated 

correctly. 

  

5. Identification of Instrumental Variable 

In the instrumental variable regression, if we have multiple endogenous regressors 

x1xk and multiple instruments   the coefficients on the endogenous regressors 

1k are said to be: 

  

Exactly identified if m = k.  

Overidentified if m > k.  

Underidentified if m < k. 
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The parameters are not identified if there are fewer instruments than there are covariates 

or, equivalently, if there are fewer excluded instruments than there are endogenous 

covariates in the equation of interest. 

  

6. Non-parametric analysis 

When the form of the structural equations is unknown, an instrumental variable Z can still 

be defined through the equations: 

x = g(z,u) 

y = f(x,u) 

Where f and g are two arbitrary functions and Z is independent of U. Unlike linear 

models, however, measurements of Z,X and Y do not allow for the identification of the 

average causal effect of X on Y, denoted ACE 

ACE = Pr(y | do(x)) = Eu[f(x,u)]. 

  

Balke and Pearl [1997] derived tight bounds on ACE and showed that these can provide 

valuable information on the sign and size of ACE. 

  

In linear analysis, there is no test to falsify the assumption the Z is instrumental relative to 

the pair (X,Y). This is not the case when X is discrete. Pearl (2000) has shown that, for 

all f and g, the following constraint, called "Instrumental Inequality" must hold 

whenever Zsatisfies the two equations above: 

 

  

 

 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

277
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



7. The interpretation of IV estimates 

The exposition above assumes that the causal effect of interest does not vary across 

observations, that is, that β is a constant. Generally, different subjects will respond 

differently to changes in the "treatment" x. When this possibility is recognized, the 

average effect in the population of a change in x on y may differ from the effect in a 

given subpopulation. For example, the average effect of a job training program may 

substantially differ across the group of people who actually receive training and the group 

which chooses not to receive training. For these reasons, IV methods invoke implicit 

assumptions on behavioral response, or more generally assumptions over the correlation 

between the response to treatment and propensity to receive treatment. 

The standard IV estimator can recover local average treatment effects (LATE) rather than 

average treatment effects (ATE). Imbens and Angrist (1994) demonstrate that the linear 

IV estimate can be interpreted under weak conditions as a weighted average of local 

average treatment effects, where the weights depend on the elasticity of the endogenous 

regressor to changes in the instrumental variables. Roughly, that means that the effect of 

a variable is only revealed for the subpopulations affected by the observed changes in the 

instruments, and that subpopulations which respond most to changes in the instruments 

will have the largest effects on the magnitude of the IV estimate. 

For example, if a researcher uses the presence of a land-grant college as an instrument for 

college education in an earnings regression, she identifies the effect of college on 

earnings in the subpopulation which would obtain a college degree if a college is present 

but which would not obtain a degree if a college is not present. This empirical approach 

does not, without further assumptions, tell the researcher anything about the effect of 

college among people who would either always or never get a college degree regardless 

of whether a local college exists. 

  

8. Potential problems of Instrumental Variable 

Instrumental variables estimates are generally inconsistent if the instruments are 

correlated with the error term in the equation of interest. Another problem is caused by 

the selection of "weak" instruments, instruments that are poor predictors of the 

endogenous question predictor in the first-stage equation. In this case, the prediction of 
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the question predictor by the instrument will be poor and the predicted values will have 

very little variation. Consequently, they are unlikely to have much success in predicting 

the ultimate outcome when they are used to replace the question predictor in the second-

stage equation. 

In the context of smoking and health example discussed above, tobacco taxes are weak 

instruments for smoking if smoking status is largely unresponsive to changes in taxes. If 

higher taxes do not induce people to quit smoking or not start smoking, then variation in 

tax rates tell us nothing about the effect of smoking on health. If taxes affect health 

through channels other than through their effect on smoking, then the instruments are 

invalid and the instrumental variables approach may yield misleading results. For 

example, places and times with relatively health-conscious populations may both 

implement high tobacco taxes and exhibit better health even holding smoking rates 

constant, so we would observe a correlation between health and tobacco taxes even if it 

were the case that smoking has no effect on health. In this case, we would be mistaken to 

infer a causal effect of smoking on health from the observed correlation between tobacco 

taxes and health. 

  

9. Sampling properties and hypothesis testing 

When the covariates are exogenous, the small-sample properties of the OLS estimator 

can be derived in a straightforward manner by calculating moments of the estimator 

conditional on X. When some of the covariates are endogenous so that instrumental 

variables estimation is implemented, simple expressions for the moments of the estimator 

cannot be so obtained. Generally, instrumental variables estimators only have desirable 

asymptotic, not finite sample, properties, and inference is based on asymptotic 

approximations to the sampling distribution of the estimator. Even when the instruments 

are uncorrelated with the error in the equation of interest and when the instruments are 

not weak, the finite sample properties of the instrumental variables estimator may be 

poor. For example, exactly identified models produce finite sample estimators with no 

moments, so the estimator can be said to be neither biased nor unbiased, the nominal size 

of test statistics may be substantially distorted, and the estimates may commonly be far 

away from the true value of the parameter. 
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10. Testing instrument strength and over identifying restrictions 

The strength of the instruments can be directly assessed because both the endogenous 

covariates and the instruments are observable. A common rule of thumb for models with 

one endogenous regressor is: the F-statistic against the null that the excluded instruments 

are irrelevant in the first-stage regression should be larger than 10. 

The assumption that the instruments are not correlated with the error term in the equation 

of interest is not testable in exactly identified models. If the model is over identified, 

there is information available which may be used to test this assumption. The most 

common test of these over identifying restrictions, called the Sargan test, is based on the 

observation that the residuals should be uncorrelated with the set of exogenous variables 

if the instruments are truly exogenous. The Sargan test statistic can be calculated as TR
2
 

(the number of observations multiplied by the coefficient of determination) from the OLS 

regression of the residuals onto the set of exogenous variables. This statistic will be 

asymptotically chi-squared with m − k degrees of freedom under the null that the error 

term is uncorrelated with the instruments. 

  

 In Section 4 of this course you will cover these topics: 

      Experiments And Quasi-Experiments  

      Introduction To Time Series Regression And Forecasting  

      Estimation Of Dynamic Causal Effects  

 

 

Topic : Experiments And Quasi-Experiments 

 

Topic Objective: 

At the end of the topic student would be able to understand: 

1.   Potential Outcomes and the Average Causal Effect 
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2.   Threats to Validity of Experiments 

3.   Quasi Experiments 

4.   Potential Problems with Quasi-Experiments 

5.   OLS with heterogeneous treatment effects: general X with E(ui|Xi) = 0 

  

Definition/Overview: 

Experiment: An experiment is designed and implemented consciously by human researchers. 

An experiment randomly assigns subjects to treatment and control groups. 

Quasi Experiment: A quasi-experiment or natural experiment has a source of randomization 

that is as if randomly assigned, but this variation was not the result of an explicit randomized 

treatment and control design. 

Program evaluation: It is the field of statistics aimed at evaluating the effect of a program or 

policy, for example, an ad campaign to cut smoking, or a job training program. 

  

Key Points: 

1. Potential Outcomes and the Average Causal Effect 

A treatment has a causal effect for a given individual: give the individual the treatment 

and something happens, which is (possibly) different than what happens if you dont get 

the treatment. 

         A potential outcome is the outcome for an individual under a potential treatment 

or potential non-treatment. 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

281
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



         For an individual, the causal effect is the difference in potential outcomes if you 

do or dont get the treatment. 

         An individuals causal effect cannot be observed because you can give the 

subject the treatment, or not but not both. 

  

1.1 Average Treatment Effect 

In general, different people have different treatment effects. For people drawn from a 

population, the average treatment effect is the population mean value of the individual 

treatment effects. For now, consider the case of a single treatment effect that everyones 

treatment effect is the same in the population under study. 

  

         Estimating the average treatment effect in an ideal randomized controlled 

experiment 

     An ideal randomized controlled experiment randomly assigns subjects to 

treatment and control groups. 

        Let X be the treatment variable and Y the outcome variable of interest. 

If X is randomly assigned (for example by computer) then X is 

independent of all individual characteristics. 

        Thus, in the regression model, 

, 
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if Xi is randomly assigned, then Xi is independent of ui, so E(ui|Xi)=0, so 

OLS yields an unbiased estimator of 1. 

        The causal effect is the population value of 1 in an ideal randomized 

controlled experiment. 

 

        When the treatment is binary, is just the difference in mean 

outcome (Y) in the treatment vs. control group 

. 

        This difference in means is sometimes called the differences estimator. 

  

1.2 From potential outcomes to regression: the math 

Consider subject i drawn at random from a population and let: 

Xi = 1 if subject i treated, 0 if not (binary treatment) 

Yi(0) = potential outcome for subject i if untreated 

Yi(1) = potential outcome for subject i if treated 

  

We observe (Yi, Xi), where Yi is the observed outcome: 

 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

283
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



  

Where the expectation is over the population distribution. 

  

Thus 

 

  

Where 

 

  

When there is a single treatment effect the case we consider here then 1i=1 so we 

obtain the usual regression model, 

 

Where 1 is the treatment (causal) effect. 

  

1.3 Additional Regressors 

Let Xi = treatment variable and Wi = control variable(s). 
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Two reasons to include W in a regression analysis of the effect of a randomly assigned 

treatment: 

         If Xi is randomly assigned then Xi is uncorrelated with Wi so omitting Wi doesnt 

result in omitted variable bias. But including Wi reduces the error variance and 

can result in smaller standard errors. 

         If the probability of assignment depends on Wi, so that Xi is randomly assigned 

given Wi, then omitting Wi can lead to OV bias, but including it eliminates that 

OV bias. 

  

1.4 Randomization based on covariates 

Example: men (Wi = 0) and women (Wi = 1) are randomly assigned to a course on table 

manners (Xi), but women are assigned with a higher probability than men. Suppose 

women have better table manners than men prior to the course. Then even if the course 

has no effect, the treatment group will have better post-course table manners than the 

control group because the treatment group has a higher fraction of women than the 

control group. 

  

That is, the OLS estimator of 1 in the regression, 

 

  

has omitted variable bias, which is eliminated by the regression, 
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         In this example, Xi is randomly assigned, given Wi, so E(ui|Xi,Wi)=E(ui|wi).  

     In words, among women, treatment is randomly assigned, so among women, 

the error term is independent of Xi so, among women, its mean doesnt depend 

on Xi. Same is true among men.  

         Thus if randomization is based on covariates, conditional mean independence 

holds, so that once Wi is included in the regression the OLS estimator is unbiased  

  

2. Threats to Validity of Experiments 

  

2.1 Threats to Internal Validity 

  

         Failure to randomize (or imperfect randomization) 

     for example, openings in job treatment program are filled on first-come, first-

serve basis; latecomers are controls 

     result is correlation between X and u 

  

         Failure to follow treatment protocol (or partial compliance) 

     some controls get the treatment 
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     some of those who should be treated arent 

     If you observe whether the subject actually receives treatment (X), if you know 

whether the individual was initially assigned to a treatment group (Z) and if 

initial assignment was random, then you can estimate the causal effect using 

initial assignment as an instrument for actual treatment. 

  

         Attrition (some subjects drop out) 

     Suppose the controls who get jobs move out of town; then corr(X,u)≠0 

     This is a reincarnation of sample selection bias from (the sample is selected in 

a way related to the outcome variable). 

  

         Experimental effects 

     experimenter bias (conscious or subconscious): treatment X is associated with 

extra effort or extra care, so corr(X,u)≠0 

     subject behavior might be affected by being in an experiment, so corr(X,u)≠0 

(Hawthorne effect) 

  

Just as in regression analysis with observational data, threats to the internal validity 

of regression with experimental data imply that corr(X,u)≠0 so OLS (the differences 

estimator) is biased. 

  

2.2 Threats to External Validity 
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         Non-representative sample 

         Non-representative treatment (that is, program or policy) 

         General equilibrium effects (effect of a program can depend on its scale; 

admissions counseling ) 

  

3. Quasi Experiments 

A quasi-experiment is an empirical study used to estimate the causal impact of an 

intervention on its target population. Quasi-experimental research designs share many 

similarities with the traditional experimental design or randomized controlled trial, but 

they specifically lack the element of random assignment to treatment or control. Instead, 

quasi-experimental designs typically allow the researcher to control the assignment to the 

treatment condition, but using some criterion other than random assignment (e.g., 

eligibility cutoff scores). In some cases, the researcher may have no control over 

assignment to treatment condition. 

  

Quasi-experiments are subject to concerns regarding internal validity, because the 

treatment and control groups may not be comparable at baseline. With random 

assignment, study participants have the same chance of being assigned to the intervention 

group or the comparison group. As a result, the treatment group will be statistically 

identical to the control group, on both observed and unobserved characteristics, at 

baseline (provided that the study has adequate sample size). Any change in characteristics 

post-intervention is due, therefore, to the intervention alone. With quasi-experimental 

studies, it may not be possible to convincingly demonstrate a causal link between the 

treatment condition and observed outcomes. This is particularly true if there are 

confounding variables that cannot be controlled or accounted for. 
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There are several types of quasi-experimental designs, each with different strengths, 

weaknesses and applications. These designs include (but are not limited to): 

  

         Difference-in-difference (pre-post with-without comparison) 

         Regression discontinuity design 

         case-control design 

         Interrupted time-series design 

         Propensity score matching 

         Instrumental variables 

         Panel analysis 

  

Of all of these designs, the regression discontinuity design comes the closest to the 

experimental design, as the experimenter maintains control of the treatment assignment 

and it is known to yield an unbiased estimate of the treatment effects. It does, however, 

require large numbers of study participants and precise modeling of the functional form 

between the assignment and the outcome variable, in order to yield the same power as a 

traditional experimental design 

  

3.1 Ethics of Quasi Experiment 

  

A true experiment would randomly assign children to a scholarship, in order to control 

for all other variables. Quasi-experiments are commonly used in social sciences, public 
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health, education, and policy analysis, especially when it is not practical or reasonable to 

randomize study participants to the treatment condition. 

  

As an example, suppose we divide households into two categories: Households in which 

the parents spank their children, and households in which the parents do not spank their 

children. We can run a linear regression to determine if there is a positive correlation 

between parents' spanking and their children's aggressive behavior. However, to simply 

randomize parents to spank or to not spank their children may not be practical or ethical. 

  

Some authors distinguish between a natural experiment and a "quasi-experiment". The 

difference is that in a quasi-experiment the criterion for an assignment is selected by the 

researcher, while in a natural experiment the assignment occurs 'naturally,' without the 

researcher's intervention. 

  

3.2 Disadvantages of Quasi Experiment 

  

Quasi-experimental estimates of impact are subject to contamination by confounding 

variables. In the example above, a variation in the children's response to spanking is 

plausibly influenced by factors that cannot be easily measured and controlled, for 

example the child's intrinsic wildness or the parent's irritability. 
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4. Potential Problems with Quasi-Experiments 

4.1 Threats to Internal validity 

The threats to the internal validity of a quasi-experiment are the same as for a true 

experiment, with one addition. 

         Failure to randomize (imperfect randomization) 

     Is the as if randomization really random, so that X (or Z) is uncorrelated 

with u? 

         Failure to follow treatment protocol 

         Attrition  

         Experimental effects  

         Instrument invalidity (relevance + exogeneity) (Maybe healthier patients do live 

closer to CC hospitals they might have better access to care in general) 

  

4.2 Threats to External Validity 

The threats to the external validity of a quasi-experiment are the same as for an 

observational study. 

         Nonrepresentative sample 

         Nonrepresentative treatment (that is, program or policy) 
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Example: Cardiac catheterization 

The CC study has better external validity than controlled clinical trials because 

the CC study uses observational data based on real-world implementation of 

cardiac catheterization. 

  

5. OLS with heterogeneous treatment effects: general X with E(ui|Xi) = 0  

= =  

=  

= (because cov(ui,Xi) = 0) 

  

         If X is binary, this simplifies to the effect of treatment on the treated 

         Without heterogeneity, 1i = 1 and 1  

         In general, the treatment effects of individuals with large values of X are given 

the most weight 

  

Now make a stronger assumption: that X is randomly assigned (experiment or quasi-

experiment). Then what does OLS actually estimate? 
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         I Xi is randomly assigned, it is distributed independently of 1i, so there is no 

difference between the population of controls and the population in the treatment 

group 

         Thus the effect of treatment on the treated = the average treatment effect in the 

population.  

  

Topic : Introduction To Time Series Regression And Forecasting 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Using Regression Models for Forecasting 

2.   Autocorrelation 

3.   Autoregression 

4.   Stationarity 

  

Definition/Overview: 

Time series Data: Time series data are data collected on the same observational unit at multiple 

time periods 
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Key Points: 

1. Using Regression Models for Forecasting 

         Forecasting and estimation of causal effects are quite different objectives. 

         For a forecasting,  

     matters a lot 

     Omitted variable bias isnt a problem 

     No need to worry about interpreting coefficients in forecasting models 

     External validity is paramount: the model estimated 

     using historical data must hold into the (near) future 

  

2. Autocorrelation 

The correlation of a series with its own lagged values is called autocorrelation or serial 

correlation. 

         The first autocorrelation of Yt is corr(Yt,Yt1) 

         The first autocovariance of Yt is cov(Yt,Yt1) 

         Thus 

 

These are population correlations they describe the population joint distribution of (Yt, 

Yt1) 
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2.1 Sample autocorrelations 

The j
th 

sample autocorrelation is an estimate of the j
th 

population autocorrelation: 

 

Where 

 

Where is the sample average of Yt computed over observations t = j+1,,T.  

  

3. Autoregression 

A natural starting point for a forecasting model is to use past values of Y (that is, Yt1, Yt2) 

to forecast Yt.  

         An autoregression is a regression model in which Yt is regressed against its own 

lagged values. 

         The number of lags used as regressors is called the order of the autoregression. 

     In a first order autoregression, Yt is regressed against Yt1 

     In a p
th

 order autoregression, Yt is regressed against Yt1,Yt2,,Ytp. 
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3.1 The First Order Autoregressive (AR (1)) Model 

The population AR (1) model is 

 

  

         0 and 1 do not have causal interpretations 

         If 1 = 0, Yt1 is not useful for forecasting Yt 

         The AR (1) model can be estimated by OLS regression of Yt against Yt1 

         Testing 1 = 0 v. 1 1.0provides a test of the hypothesis that Yt1 is not useful 

for forecasting Yt 

  

3.2 The AR(p) model: using multiple lags for forecasting 

The p
th

 order autoregressive model (AR(p)) is 

 

  

The AR(p) model uses p lags of Y as regressors 

         The AR(1) model is a special case 

         The coefficients do not have a causal interpretation 

         To test the hypothesis that Yt2,,Ytp do not further help forecast Yt, beyond Yt1, 

use an F-test 
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         Use t- or F-tests to determine the lag order p 

  

4. Stationarity 

A common assumption in many time series techniques is that the data are stationary. A 

stationary process has the property that the mean, variance and autocorrelation structure 

do not change over time. Stationarity can be defined in precise mathematical terms, but 

for our purpose we mean a flat looking series, without trend, constant variance over time, 

a constant autocorrelation structure over time and no periodic fluctuations (seasonality). 

  

For practical purposes, stationarity can usually be determined from a run sequence plot. 

  

4.1 Transformations to Achieve Stationarity 

If the time series is not stationary, we can often transform it to stationarity with one of the 

following techniques. 

      We can difference the data. That is, given the series Zt, we create the new series: 

  

Yi=Zi-Zi-1 

  

The differenced data will contain one less point than the original data. Although 

you can difference the data more than once, one difference is usually sufficient. 
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         If the data contain a trend, we can fit some type of curve to the data and then 

model the residuals from that fit. Since the purpose of the fit is to simply remove 

long term trend, a simple fit, such as a straight line, is typically used. 

         For non-constant variance, taking the logarithm or square root of the series may 

stabilize the variance. For negative data, you can add a suitable constant to make 

the entire data positive before applying the transformation. This constant can then 

be subtracted from the model to obtain predicted (i.e., the fitted) values and 

forecasts for future points. 

Topic : Estimation Of Dynamic Causal Effects 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Dynamic causal effects and the distributed lag model 

2.   Exogeneity in time series regression 

3.   Estimation of Dynamic Causal Effects with Exogenous Regressors 

4.   Heteroskedasticity and Autocorrelation-Consistent (HAC) Standard Errors 

5.   HAC Standard Errors 

6.   Estimation of Dynamic Causal Effects with Strictly Exogenous Regressors 

7.   Is Exogeneity Plausible? 
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Definition/Overview: 

Causality: Causality (also referred to as causation) is the relationship between an event (the 

cause) and a second event (the effect), where the second event is understood as a consequence of 

the first. 

  

In common usage Causality is also the relationship between a set of factors (causes) and a 

phenomenon (the effect). Anything that affects an effect is a factor of that effect. A direct factor 

is a factor that affects an effect directly, that is, without any intervening factors. (Intervening 

factors are sometimes called "intermediate factors.") The connection between a cause(s) and 

effect in this way can also be referred to as a causal nexus. 

  

Though the causes and effects are typically related to changes or events, candidates include 

objects, processes, properties, variables, facts, and states of affairs; characterizing the causal 

relationship can be the subject of much debate. 

  

Key Points: 

1. Dynamic causal effects and the distributed lag model 

The distributed lag model is:  

Yt = 0 + 1Xt + + rXtr + ut 

  

         1 = impact effect of change in X = effect of change in Xt on Yt, holding past 

Xt constant  
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         2 = 1-period dynamic multiplier = effect of change in Xt1 on Yt, holding 

constant Xt, Xt2, Xt3,  

         3 = 2-period dynamic multiplier (etc.) = effect of change in Xt2 on Yt, holding 

constant Xt, Xt1, Xt3,  

         Cumulative dynamic multipliers 

     Ex: the 2-period cumulative dynamic multiplier  

= 1 + 2 + 3 

  

2. Exogeneity in time series regression 

         Exogeneity (past and present) 

X is exogenous if E(ut|Xt,Xt1,Xt2,) = 0. 

  

         Strict Exogeneity (past, present, and future) 

X is strictly exogenous if E(ut|,Xt+1,Xt,Xt1, ) = 0 

  

         Strict exogeneity implies exogeneity 

If X is exogenous, then we can use OLS to estimate the dynamic causal effect on 

Y of a change in X.  
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3. Estimation of Dynamic Causal Effects with Exogenous Regressors 

  

3.1 Distributed Lag Model: 

Yt = 0 + 1Xt + + r+1Xtr + ut 

  

3.2 The Distributed Lag Model Assumptions 

         Assumption 1 

E(ut|Xt,Xt1,Xt2,) = 0 (X is exogenous) 

         Assumption 2 

(a) Y and X have stationary distributions; 

(b) (Yt,Xt) and (Ytj,Xtj) become independent as j gets large 

         Assumption 3 

Y and X have eight nonzero finite moments 

         Assumption 4 

There is no perfect multicollinearity. 

  

         Assumptions 1 and 4 are familiar 

         Assumption 3 is familiar, except for 8 (not four) finite moments this has to do 

with HAC estimators 
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         Assumption 2 is different before it was (Xi, Yi) are i.i.d. this now becomes 

more complicated.  

  

         Assumption 2) (a) Y and X have stationary distributions; 

     If so, the coefficients dont change within the sample (internal validity); 

     and the results can be extrapolated outside the sample (external validity). 

     This is the time series counterpart of the identically distributed part of i.i.d. 

  

         Assumption 2) (b) (Yt,Xt) and (Ytj, Xtj) become independent as j gets large 

     Intuitively, this says that we have separate experiments for time periods that 

are widely separated. 

     In cross-sectional data, we assumed that Y and X were i.i.d., a consequence of 

simple random sampling this led to the CLT. 

     A version of the CLT holds for time series variables that become independent 

as their temporal separation increases assumption 2(b) is the time series 

counterpart of the independently distributed part of i.i.d. 

  

4. Heteroskedasticity and Autocorrelation-Consistent (HAC) Standard Errors 

         When ut is serially correlated, the variance of the sampling distribution of the 

OLS estimator is different. 

         Consequently, the need to use a different formula for the standard errors arises. 
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Yt = 0 + 1Xt + ut 

  

The OLS estimator:  

1 =  

@ (in large samples) 

  

where vt = (Xt )ut. 

  

Thus, in large samples, 

var( ) = /  

= /  

  

In i.i.d. cross sectional data, cov(vt, vs) = 0 for t s, so 

var( ) = )/ =  
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This is our usual cross-sectional result. But in time series data, cov(vt, vs) 0 in general. 

  

Consider T = 2: 

  

= var[(v1+v2)] 

  

= [var(v1) + var(v2) + 2cov(v1,v2)] 

  

= + 1 (1 = corr(v1,v2)) 

= f2, where f2 = (1+1) 

  

         In i.i.d. data, 1 = 0 so f2 = 1, yielding the usual formula 

         In time series data, if 1 0 then var( ) is not given by the usual formula. 
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4.1 Expression for var(), general T 

= fT 

  

  

So: 

 

  

  

Where: 

 

  

         Conventional OLS SEs are wrong when ut is serially correlated. 

         The OLS SEs are off by the factor fT  

         Use different SE formula 
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5. HAC Standard Errors 

         Conventional OLS SEs (heteroskedasticity-robust or not) are wrong when ut is 

autocorrelated  

         So, a new formula is needed that produces SEs that are robust to autocorrelation 

as well as heteroskedasticity 

  

Heteroskedasticity- and Autocorrelation-Consistent (HAC) standard errors are needed 

         If the factor fT is known, so just make the adjustment. 

         In panel data, the factor fT is (implicitly) estimated by using cluster but cluster 

requires n large. 

         In time series data, a different formula is needed estimating fT explicitly is must. 

var( ) = fT , where fT =  

  

  

The most commonly used estimator of fT is: 

(Newey-West) 
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         is an estimator of j  

         This is the Newey-West HAC SE estimator 

         m is called the truncation parameter 

  

6. Estimation of Dynamic Causal Effects with Strictly Exogenous Regressors 

         X is strictly exogenous if E(ut|,Xt+1,Xt,Xt1, ) = 0 

         If X is strictly exogenous, there are more efficient ways to estimate dynamic 

causal effects than by a distributed lag regression: 

     Generalized Least Squares (GLS) estimation 

     Autoregressive Distributed Lag (ADL) estimation 

         But the condition of strict exogeneity is very strong, so this condition is rarely 

plausible in practice 

  

7. Is Exogeneity Plausible?  

If X is exogenous (and assumptions #2-4 hold), then a distributed lag model provides 

consistent estimators of dynamic causal effects. 

  

As in multiple regression with cross-sectional data, you must think critically about 

whether X is exogenous in any application:  
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         is X exogenous, i.e. E(ut|Xt,Xt1, ) = 0? 

         is X strictly exogenous, i.e. E(ut|,Xt+1,Xt,Xt1, ) = 0? 

  

 

In Section 5 of this course you will cover these topics: 

      Additional Topics In Time Series Regression  

      The Theory Of Linear Regression With One Regressor  

      The Theory Of Multiple Regression  

 

 

Topic : Additional Topics In Time Series Regression 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Vector Autoregressions 

2.   Multi-Period Volatility Forecasts 

3.   Cointegration  

4.   Volatility Clustering 

5.   Autoregressive Conditional Heteroskedasticity 

  

Definition/Overview: 

Time Series: In statistics, signal processing, econometrics and mathematical finance, a time 

series is a sequence of data points, measured typically at successive time instants spaced at 

uniform time intervals. Time series analysis comprises methods for analyzing time series data in 
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order to extract meaningful statistics and other characteristics of the data. Time series forecasting 

is the use of a model to predict future values based on previously observed values. Time series 

are very frequently plotted via line charts. 

  

Key Points: 

1. Vector Autoregressions 

Vector autoregression (VAR) is a statistical model used to capture the linear 

interdependencies among multiple time series. VAR models generalize the univariate 

autoregression (AR) models. All the variables in a VAR are treated symmetrically; each 

variable has an equation explaining its evolution based on its own lags and the lags of all 

the other variables in the model. VAR modeling does not require expert knowledge, 

which previously had been used in structural models with simultaneous equations. Sims 

advocated VAR models as providing a theory-free method to estimate economic 

relationships, thus being an alternative to the "incredible identification restrictions" in 

structural models.  

  

1.1 Definition 

A VAR model describes the evolution of a set of k variables (called endogenous 

variables) over the same sample period (t = 1, ..., T) as alinear function of only their past 

evolution. The variables are collected in a k  1 vector yt, which has as the 

i
th

 element yi,t the time tobservation of variable yi. For example, if the i
th

 variable is GDP, 

then yi,t is the value of GDP at t. 

A (reduced) p-th order VAR, denoted VAR(p), is 
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Where c is a k  1 vector of constants (intercept), Ai is a k  k matrix (for every i = 1, ..., p) 

and et is a k  1 vector of error terms satisfying 

           every error term has mean zero; 

           the contemporaneous covariance matrix of error terms is Ω 

(a k  k positive-definite matrix); 

          for any non-zero k  there is no correlation across time; in 

particular, no serial correlation in individual error terms. 

The l-periods back observation yt−l is called the l-th lag of y. Thus, a pth-order VAR is 

also called a VAR with p lags. 

  

1.2 Order of integration of the variables 

Note that all the variables used have to be of the same order of integration. We have so 

the following cases: 

         All the variables are I(0) (stationary): one is in the standard case, i.e. a VAR in 

level 

         All the variables are I(d) (non-stationary) with d>0: 

      The variables are cointegrated: the error correction term has to be included in 

the VAR. The model becomes a Vector error correction model (VECM) 

which can be seen as a restricted VAR. 

      The variables are not cointegrated: the variables have first to be differenced d 

times and one has a VAR in difference. 
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1.3 Concise matrix notation 

One can write a VAR(p) with a concise matrix notation: 

 

Details of the matrices are in a separate page. 

         Example 

For a general example of a VAR(p) with k variables, please see this page. 

A VAR(1) in two variables can be written in matrix form (more compact notation) as 

 

Or, equivalently, as the following system of two equations 

 

 

  

Note that there is one equation for each variable in the model. Also note that the current 

(time t) observation of each variable depends on its own lags as well as on the lags of 

each other variable in the VAR. 

  

1.4 Writing VAR(p) as VAR(1) 

A VAR with p lags can always be equivalently rewritten as a VAR with only one lag by 

appropriately redefining the dependent variable. The transformation amounts to merely 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

311
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



stacking the lags of the VAR(p) variable in the new VAR(1) dependent variable and 

appending identities to complete the number of equations. 

For example, the VAR(2) model 

yt = c + A1yt − 1 + A2yt − 2 + et 

Can be recast as the VAR(1) model 

 

Where I is the identity matrix. 

  

The equivalent VAR(1) form is more convenient for analytical derivations and allows 

more compact statements. 

  

1.5 Structural VAR 

A structural VAR with p lags (sometimes abbreviated SVAR) is 

 

Where c0 is a k  1 vector of constants, Bi is a k  k matrix (for every i = 0, ..., p) and εt is 

a k  1 vector of error terms.  

  

The main diagonal terms of the B0 matrix (the coefficients on the i
th

 variable in 

the i
th

 equation) are scaled to 1. 
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The error terms εt (structural shocks) satisfy the conditions (1) - (3) in the definition 

above, with the particularity that all the elements off the main diagonal of the covariance 

matrix   are zero. That is, the structural shocks are uncorrelated. 

  

For example, a two variable structural VAR(1) is: 

 

where 

 

that is, the variances of the structural shocks are denoted   (i = 1, 2) and 

the covariance is  . 

  

Writing the first equation explicitly and passing y2,t to the right hand side one obtains 

 

  

Note that y2,t can have a contemporaneous effect on y1,t if B0;1,2 is not zero. This is 

different from the case when B0 is the identity matrix (all off-diagonal elements are zero 

the case in the initial definition), when y2,t can impact directly y1,t+1 and subsequent future 

values, but noty1,t. 
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Because of the parameter identification problem, ordinary least squares estimation of the 

structural VAR would yield inconsistent parameter estimates. This problem can be 

overcome by rewriting the VAR in reduced form. 

  

From an economic point of view it is considered that, if the joint dynamics of a set of 

variables can be represented by a VAR model, then the structural form is a depiction of 

the underlying, "structural", economic relationships. Two features of the structural form 

make it the preferred candidate to represent the underlying relations: 

  

         Error terms are not correlated. The structural, economic shocks which drive the 

dynamics of the economic variables are assumed to beindependent, which implies 

zero correlation between error terms as a desired property. This is helpful for 

separating out the effects of economically unrelated influences in the VAR. For 

instance, there is no reason why an oil price shock (as an example of a supply 

shock) should be related to a shift in consumers' preferences towards a style of 

clothing (as an example of a demand shock); therefore one would expect these 

factors to be statistically independent. 

  

         Variables can have a contemporaneous impact on other variables. This is a 

desirable feature especially when using low frequency data. For example, 

an indirect tax rate increase would not affect tax revenues the day the decision is 

announced, but one could find an effect in that quarter's data. 
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1.6 Reduced-form VAR 

By pre-multiplying the structural VAR with the inverse of B0 

 

And denoting 

 

One obtains the pth order reduced VAR 

 

  

Note that in the reduced form all right hand side variables are predetermined at time t. As 

there are no time t endogenous variables on the right hand side, no variable has 

a direct contemporaneous effect on other variables in the model. 

However, the error terms in the reduced VAR are composites of the structural 

shocks et = B0
−1

εt. Thus, the occurrence of one structural shock εi,t can potentially lead to 

the occurrence of shocks in all error terms ej,t, thus creating contemporaneous movement 

in all endogenous variables. Consequently, the covariance matrix of the reduced VAR 

can have non-zero off-diagonal 

elements, thus allowing non-zero correlation between error terms. 

  

2. Multi-Period Volatility Forecasts 

The following notation is used. Daily returns are indexed by d where d = 1, 2, . . . , D and 

long-horizon returns, at horizon of k days, are indexed by t = 1, 2, . . . , Tk, where Tk = 

[D/k] and [] is the integer operator. For instance, if in the data set, there are D = 11202 

observations from 1963 to 2007 from which we can compute T5 = 2184 5-day (or 
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weekly) non-overlapping returns, T10 = 1092 10-day (or bi-weekly) non-overlapping 

returns, and so on. To keep the notation simple, we will henceforth drop the subscript 

from T but will keep in mind that the number of non-overlapping returns changes with 

the horizon of interest, k. 

  

The daily return is defined as rd = log (Pd+1/Pd) and the k-period, continuously 

compounded return is defined as R
k
t = log (Pd+k/Pd) . Note that lower cases for daily 

returns and capitals for multi-period returns are used, indexed by the horizon k. All long 

horizon returns are demeaned and are computed without overlap, to avoid mechanical 

serial correlation. The information set of daily returns at time t is It = {rt, rt-1, rt-2, . . . , 

r0}.  

  

2.1 Direct Volatility Forecasts 

The first method, perhaps the simplest to implement, is to use the multi-period returns 

R
k
t, and forecast the multiple horizon conditional volatility directly as one step ahead. For 

instance, we can model VD(T, 1k) as a GARCH(p,q) that we estimate with k-period 

returns in IkT and then forecast the next k-period volatility. We call this a direct approach 

of forecasting and denote it by VD(T, 1k, I
k
 T ), or more concisely VD(T, 1k). One might 

expect this approach to yield accurate estimates on several grounds. First, the parsimony 

of the GARCH model makes it hard to beat in pseudo out-of-sample forecasts). Second, 

the direct approach would produce robust estimates in the sense that it does not display a 

bias. However, given that we use the multi-period returns R
k
t to formulate volatility 

forecasts, this estimator would not be as efficient as one using the information in set IT. 
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2.2 Iterated Volatility Forecasts 

The second method is to use the daily returns rt in IT in estimating forecasts VI(T, 1k). 

Hence, we form iterated forecasts of the daily volatility k period forward and, under the 

assumption that the conditional covariances are zero, we write that VI(T, 1k, IT) = 
k
j =1 

VD(T +j, 1, IT ). Note that this forecast uses information at time T and the forecasts for 

days T + 1, T + 2, ..., T + k would have to be iterated from the one-period daily 

forecasting model. 

  

This iterated approach, seems viable because returns are serially uncorrelated (or close), 

but their volatilities are time-varying and persistent. Hence, it is an improvement over the 

simple scaling approach. This method has the advantage that we are using daily data to 

estimate the forecasting model and will hence be more efficient than the direct approach. 

Hence, in general this method is thought, at least theoretically to be bias-prone. But it will 

be efficient, because the data used is high-frequency. This is particularly important in 

volatility models. 

  

3. Cointegration  

Cointegration is a statistical property of time series variables. Two or more time series are 

cointegrated if they share a common stochastic drift. 

If two or more series are individually integrated (in the time series sense) but some linear 

combination of them has a lower order of integration, then the series are said to be 

cointegrated. A common example is where the individual series are first-order integrated 

(I(1)) but some (cointegrating) vector of coefficients exists to form a stationary linear 

combination of them. For instance, a stock market index and the price of its associated 

futures contract move through time, each roughly following a random walk. Testing the 

hypothesis that there is a statistically significant connection between the futures price and 
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the spot price could now be done by testing for the existence of a cointegrated 

combination of the two series. (If such a combination has a low order of integration - in 

particular if it is I(0), this can signify an equilibrium relationship between the original 

series, which are said to be cointegrated.) 

The usual procedure for testing hypotheses concerning the relationship between non-

stationary variables was to run ordinary least squares (OLS) regressions on data which 

had initially been differenced. Although this method is correct in large samples, 

cointegration provides more powerful tools when the data sets are of limited length, as 

most economic time-series are. 

  

4. Volatility Clustering 

In finance, volatility clustering refers to the observation, that "large changes tend to be 

followed by large changes, of either sign, and small changes tend to be followed by small 

changes." A quantitative manifestation of this fact is that, while returns themselves are 

uncorrelated, absolute returns |rt| or their squares display a positive, significant and 

slowly decaying autocorrelation function: corr(|rt|, |rt+η |) > 0 for η ranging from a few 

minutes to several weeks. 

Observations of this type in financial time series have led to the use of GARCH models 

in financial forecasting and derivatives pricing. The ARCH (Engle, 1982) and GARCH 

(Bollerslev, 1986) models aim to more accurately describe the phenomenon of volatility 

clustering and related effects such as kurtosis. The main idea behind these two widely-

used models is that volatility is dependent upon past realizations of the asset process and 

related volatility process. This is a more precise formulation of the intuition that asset 

volatility tends to revert to some mean rather than remaining constant or moving in 

monotonic fashion over time. 
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5. Autoregressive Conditional Heteroskedasticity 

In econometrics, AutoRegressive Conditional Heteroskedasticity (ARCH) models are 

used to characterize and model observed time series. They are used whenever there is 

reason to believe that, at any point in a series, the terms will have a characteristic size, or 

variance. In particular ARCH models assume the variance of the current error term or 

innovation to be a function of the actual sizes of the previous time periods' error terms: 

often the variance is related to the squares of the previous innovations. 

  

Such models are often called ARCH models, although a variety of other acronyms are 

applied to particular structures of model which have a similar basis. ARCH models are 

employed commonly in modeling financial time series that exhibit time-varying volatility 

clustering, i.e. periods of swings followed by periods of relative calm. 

5.1 ARCH(q) model Specification 

Suppose one wishes to model a time series using an ARCH process. Let   denote the 

error terms (return residuals, with respect to a mean process) i.e. the series terms. These  

 are split into a stochastic piece zt and a time-dependent standard 

deviation ζt characterizing the typical size of the terms so that 

 

Where zt is a random variable drawn from a Gaussian distribution centered at 0 with 

standard deviation equal to 1. (i.e.  ) and where the series   are modeled by 

 

And where   and  . 

  

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

319
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



An ARCH(q) model can be estimated using ordinary least squares. A methodology to test 

for the lag length of ARCH errors using theLagrange multiplier test was proposed 

by Engle (1982). This procedure is as follows: 

         Estimate the best fitting autoregressive model AR(q)  

. 

         Obtain the squares of the error   and regress them on a constant and q lagged 

values: 

 

Where q is the length of ARCH lags. 

         The null hypothesis is that, in the absence of ARCH components, we have αi = 

0 for all i=1,,q. The alternative hypothesis is that, in the presence of ARCH 

components, at least one of the estimated αi coefficients must be significant. In a 

sample of T residuals under the null hypothesis of no ARCH errors, the test 

statistic TR follows χ
2
 distribution with q degrees of freedom. If TR is greater than 

the Chi-square table value, we reject the null hypothesis and conclude there is an 

ARCH effect in the ARMA model. If TR is smaller than the Chi-square table 

value, we do not reject the null hypothesis. 

  

5.2 GARCH 

If an autoregressive moving average model (ARMA model) is assumed for the error 

variance, the model is a generalized autoregressive conditional 

heteroskedasticity (GARCH, Bollerslev(1986)) model. 
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In that case, the GARCH(p, q) model (where p is the order of the GARCH terms 
2
 and 

q is the order of the ARCH terms  ) is given by 

 

  

Generally, when testing for heteroskedasticity in econometric models, the best test is 

the White test. However, when dealing with time seriesdata, this means to test for ARCH 

errors (as described above) and GARCH errors (below). 

Prior to GARCH there was EWMA which has now been superseded by GARCH, 

although some people utilise both. 

         GARCH (p, q) model specification 

The lag length p of a GARCH(p, q) process is established in three steps: 

     Estimate the best fitting AR(q) model 

. 

     Compute and plot the autocorrelations of ε
2
 by 

 

     The asymptotic, that is for large samples, standard deviation of ρ(i) is  . 

Individual values that are larger than this indicate GARCH errors. To estimate 

the total number of lags, use the Ljung-Box test until the value of these are 

less than, say, 10% significant. The Ljung-Box Q-

statistic follows χ
2
 distribution with n degrees of freedom if the squared 
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residuals   are uncorrelated. It is recommended to consider up to T/4 values 

of n. The null hypothesis states that there are no ARCH or GARCH errors. 

Rejecting the null thus means that there are existing such errors in 

the conditional  

  

  

Topic : The Theory Of Linear Regression With One Regressor 

 

Topic Objective: 

At the end of the topic student would be able to understand:  

1.   Convergence in Probability 

2.   Law of Large Numbers 

3.   Slutskys Theorem 

4.   Continuous Mapping Theorem 

5.   Consistency of Heteroskedasticity-Robust Standard Errors 

  

Definition/Overview: 

Linear Regression: Linear regression attempts to model the relationship between two variables 

by fitting a linear equation to observed data. One variable is considered to be an explanatory 

variable, and the other is considered to be a dependent variable. 
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Key Points: 

1. Convergence in Probability 

  

1.1 Convergence in probability of a sequence of random variables 

The concept of convergence in probability is based on the following intuition: two 

random variables are 'close to each other' if there is a high probability that their difference 

is very small. 

  

Let {Xn} be a sequence of random variables defined on a sample space . Let X be a 

random variable and a strictly positive number. Consider the following probability: 

 

Intuitively, Xn is considered far from X when ; therefore, is 

the probability that Xn is far from X. If {Xn} converges to X, should 

become smaller and smaller as increases. In other words, the probability of Xn being far 

from X should go to zero when n increases. Formally, we should have: 

 

(note that is a sequence of real numbers, therefore the above limit is 

the usual limit of a sequence of real numbers). 
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Furthermore, the condition should be satisfied for any (also 

for very small , which means that we are very restrictive on our criterion for deciding 

whether Xn is far from X). This leads us to the following definition of convergence: 

  

         Definition: Let {Xn}  is a sequence of random variables defined on a sample 

space   . We say {Xn}  is convergent in probability to a random variable X 

 defined on  if and only if:  

 

for any >0  . X is called the probability limit of the sequence and convergence 

is indicated by: 

 

or by:  

 

The following example illustrates the concept of convergence in probability: 

  

         Example: Let X  be a discrete random variable with support 

 and probability mass function:  

Consider a sequence of random variables {Xn}  whose generic term is: 

 

  

We want to prove that   converges in probability to X . Take any >0 . Note 

that:  
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When X=0 , which happens with probability   , we have that:  

 

  

and, of course,   . When X=1 , which happens with probability   , 

we have that: 

 

and   only if   (or only if  ). Therefore: 

 

and: 

 

Thus,   trivially converges to 0  , because it is identically equal to 

zero for all n such that   . Since   was arbitrary, we have obtained the 

desired result: 

 

for any =0  . 
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2. Law of Large Numbers 

In probability theory, the law of large numbers (LLN) is a theorem that describes the 

result of performing the same experiment a large number of times. According to the law, 

the average of the results obtained from a large number of trials should be close to the 

expected value, and will tend to become closer as more trials are performed. 

For example, a single roll of a six-sided die produces one of the numbers 1, 2, 3, 4, 5, or 

6, each with equal probability. Therefore, the expected value of a single die roll is 

 

  

According to the law of large numbers, if a large number of six-sided dice are rolled, the 

average of their values (sometimes called the sample mean) is likely to be close to 3.5, 

with the accuracy increasing as more dice are rolled. This assumes that all possible die 

roll outcomes are known and that Black Swan events such as a die landing on edge or 

being struck by lightning mid-roll are not possible or ignored if they do occur. 

  

It follows from the law of large numbers that the empirical probability of success in a 

series of Bernoulli trials will converge to the theoretical probability. For a Bernoulli 

random variable, the expected value is the theoretical probability of success, and the 

average of n such variables (assuming they are independent and identically distributed 

(i.i.d.)) is precisely the relative frequency. 

  

For example, a fair coin toss is a Bernoulli trial. When a fair coin is flipped once, the 

theoretical probability that the outcome will be heads is equal to 1/2. Therefore, 

according to the law of large numbers, the proportion of heads in a "large" number of 

coin flips "should be" roughly 1/2. In particular, the proportion of heads after n flips will 

almost surely converge to 1/2 as n approaches infinity. 

  

Though the proportion of heads (and tails) approaches 1/2, almost surely the absolute 

(nominal) difference in the number of heads and tails will become large as the number of 
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flips becomes large. That is, the probability that the absolute difference is a small 

number, approaches zero as the number of flips becomes large. Also, almost surely the 

ratio of the absolute difference to the number of flips will approach zero. Intuitively, 

expected absolute difference grows, but at a slower rate than the number of flips, as the 

number of flips grows. 

  

2.1 Forms of Law of Large Numbers 

Two different versions of the Law of Large Numbers are described below; they are called 

the Strong Law of Large Numbers, and the Weak Law of Large Numbers. Both versions 

of the law state that with virtual certainty the sample average 

 

converges to the expected value 

 

where X1, X2, ... is an infinite sequence of i.i.d. integrable random variables with 

expected value E(X1) = E(X2) = ...= .  

  

Integrability means that E(|Xj|) = < ∞ for j=1,2,.... 

  

An assumption of finite variance Var(X1) = Var(X2) = ... = ζ2 < ∞ is not necessary. 

Large or infinite variance will make the convergence slower, but the LLN holds anyway. 

This assumption is often used because it makes the proofs easier and shorter. The 

difference between the strong and the weak version is concerned with the mode of 

convergence being asserted.  

  

2.2 Weak Law of large Numbers 

The weak law of large numbers states that the sample average converges in 

probability towards the expected value
[6][proof]

 

 

That is to say that for any positive number ε, 
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Interpreting this result, the weak law essentially states that for any nonzero margin 

specified, no matter how small, with a sufficiently large sample there will be a very high 

probability that the average of the observations will be close to the expected value, that 

is, within the margin. 

  

Convergence in probability is also called weak convergence of random variables. This 

version is called the weak law because random variables may converge weakly (in 

probability) as above without converging strongly (almost surely) as below. 

  

2.3 Strong law of Large Numbers 

The strong law of large numbers states that the sample average converges almost 

surely to the expected value 

 

That is, 

 

  

The proof is more complex than that of the weak law. This law justifies the intuitive 

interpretation of the expected value of a random variable as the "long-term average when 

sampling repeatedly". 

  

Almost sure convergence is also called strong convergence of random variables. This 

version is called the strong law because random variables which converge strongly 

(almost surely) are guaranteed to converge weakly (in probability). The strong law 

implies the weak law. 
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The strong law of large numbers can itself be seen as a special case of the point wise 

ergodic theorem. 

  

Moreover, if the summands are independent but not identically distributed, then 

 

provided that each Xk has a finite second moment and 

 

  

This statement is known as Kolmogorov's strong law. 

  

2.4 Differences between the weak law and the strong law 

The weak law states that for a specified large n, the average   is likely to be near μ. 

Thus, it leaves open the possibility that   happens an infinite number of 

times, although at infrequent intervals. 

  

The strong law shows that this almost surely will not occur. In particular, it implies that 

with probability 1, we have that for any ε > 0 the inequality   holds for 

all large enough n. 

  

2.5 Uniform law of large numbers 

Suppose f(x,θ) is some function defined for θ ∈ Θ, and continuous in θ. Then for any 

fixed θ, the sequence {f(X1,θ), f(X2,θ), } will be a sequence of independent and identically 

distributed random variables, such that the sample mean of this sequence converges in 

probability to E[f(X,θ)]. This is the pointwise (in θ) convergence. 
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The uniform law of large numbers states the conditions under which the convergence 

happens uniformly in θ. If  

         Θ is compact, 

         f(x,θ) is continuous at each θ ∈ Θ for almost all xs, and measurable function 

of x at each θ. 

         there exists a dominating function d(x) such that E[d(X)] < ∞, and 

 

         Then E[f(X,θ)] is continuous in θ, and 

 

  

2.6 Borel's law of large numbers 

Borel's law of large numbers, named after mile Borel, states that if an experiment is 

repeated a large number of times, independently under identical conditions, then the 

proportion of times that any specified event occurs approximately equals the probability 

of the event's occurrence on any particular trial; the larger the number of repetitions, the 

better the approximation tends to be. More precisely, if E denotes the event in 

question, p its probability of occurrence, andNn(E) the number of times E occurs in the 

first n trials, then with probability one, 

 

  

This theorem makes rigorous the intuitive notion of probability as the long-run relative 

frequency of an event's occurrence. It is a special case of any of several more general 

laws of large numbers in probability theory. 
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3. Slutskys Theorem 

In probability theory, Slutskys theorem extends some properties of algebraic operations on 

convergent sequences of real numbers to sequences of random variables. 

  

3.1 Statement 

Let {Xn}, {Yn} be sequences of scalar/vector/matrix random elements. If Xn converges in 

distribution to a random element X, and Ynconverges in probability to a constant c, then 

 

 

 

provided that c is invertible, 

where   denotes convergence in distribution. 

  

         Notes: 

     In the statement of the theorem, the condition Yn converges in probability to a 

constant c may be replaced with Yn converges in distribution to a constant c 

these two requirements are equivalent according to this property. 

     The requirement that Yn converges to a constant is important if it were to 

converge to a non-degenerate random variable, the theorem would be no 

longer valid. 
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     The theorem remains valid if we replace all convergences in distribution with 

convergences in probability (due to this property). 

  

3.2 Proof 

This theorem follows from the fact that if Xn converges in distribution to X and Yn 

converges in probability to a constant c, then the joint vector (Xn, Yn) converges in 

distribution to (X, c). 

Next we apply the continuous mapping theorem, recognizing the functions g(x,y)=x+y, 

g(x,y)=xy, and g(x,y)=x−1y as continuous (for the last function to be continuous, x has to 

be invertible). 

  

4. Continuous Mapping Theorem 

In probability theory, the continuous mapping theorem states that continuous functions 

are limit-preserving even if their arguments are sequences of random variables. A 

continuous function, in Heines definition, is such a function that maps convergent 

sequences into convergent sequences: if xn → x then g(xn) → g(x). The continuous 

mapping theorem states that this will also be true if we replace the deterministic sequence 

{xn} with a sequence of random variables {Xn}, and replace the standard notion of 

convergence of real numbers → with one of the types of convergence of random 

variables. 

  

This theorem was first proved by (Mann & Wald 1943), and it is therefore sometimes 

called the MannWald theorem. 
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4.1 Statement 

Let {Xn}, X be random elements defined on a metric space S. Suppose a 

function g: S→S′ (where S′ is another metric space) has the set ofdiscontinuity 

points Dg such that Pr[X ∈ Dg] = 0. Then 

 

 

 

  

4.2 Proof 

Spaces S and S′ are equipped with certain metrics. For simplicity we will denote both of 

these metrics using the |x−y| notation, even though the metrics may be arbitrary and not 

necessarily Euclidian. 

  

         Convergence in distribution 

We will need a particular statement from the portmanteau theorem: that 

convergence in distribution   is equivalent to 

 

  

Fix an arbitrary closed set F⊂S′. Denote by g
−1

(F) the pre-image of F under the 

mapping g: the set of all points x∈S such that g(x)∈F. Consider a sequence {xk} 

such that g(xk)∈F and xk→x. Then this sequence lies in g
−1

(F), and its limit 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

333
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



point x belongs to the closure of this set, g
−1

(F) (by definition of the closure). The 

point x may be either: 

      a continuity point of g, in which case g(xk)→g(x), and 

hence g(x)∈F because F is a closed set, and therefore in this case x belongs to 

the pre-image of F, or 

      a discontinuity point of g, so that x∈Dg. 

  

Thus the following relationship holds: 

 

  

Consider the event {g(Xn)∈F}. The probability of this event can be estimated as 

 

  

and by the portmanteau theorem the limsup of the last expression is less than or 

equal to Pr(X∈g
−1

(F)). Using the formula we derived in the previous paragraph, 

this can be written as 

 

  

On plugging this back into the original expression, it can be seen that 
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which, by the portmanteau theorem, implies that g(Xn) converges to g(X) in 

distribution. 

  

         Convergence in probability 

Fix an arbitrary ε>0. Then for any δ>0 consider the set Bδ defined as 

 

  

This is the set of continuity points x of the function g() for which it is possible to find, 

within the δ-neighborhood of x, a point which maps outside the ε-neighborhood 

of g(x). By definition of continuity, this set shrinks as δ goes to zero, so that 

limδ→0Bδ = ∅. 

  

Now suppose that |g(X) − g(Xn)| > ε. This implies that at least one of the following is 

true: either |X−Xn|≥δ, or X∈Dg, or X∈Bδ. In terms of probabilities this can be written 

as 

 

  

On the right-hand side, the first term converges to zero as n → ∞ for any fixed δ, by 

the definition of convergence in probability of the sequence {Xn}. The second term 
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converges to zero as δ → 0, since the set Bδ shrinks to an empty set. And the last term 

is identically equal to zero by the assumption of the theorem. Therefore the 

conclusion is that 

 

which means that g(Xn) converges to g(X) in probability. 

  

         Convergence almost surely 

By definition of the continuity of the function g(), 

 

  

at each point X(ω) where g() is continuous. Therefore 

 

  

By definition, we conclude that g(Xn) converges to g(X) almost surely. 

  

5. Consistency of Heteroskedasticity-Robust Standard Errors 

Heteroscedasticity-consistent (HC) standard errors arise in statistics and econometrics in 

the context of linear regressionand also time series analysis. In regression and time-series 
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modelling, basic forms of models make use of the assumption that the errors or 

disturbances ui have the same variance across all observation points. When this is not the 

case, the errors are said to be heteroscedastic, or to have heteroscedasticity, and this 

behaviour will be reflected in the residuals   estimated from a fitted model. 

Heteroscedasticity-consistent standard errors are used to allow the fitting of a model that 

does contain heteroscedastic residuals. The first such approach was proposed by White 

(1980), and further improved procedures have been produced since for cross-sectional 

data, time-series data and GARCH estimation. 

  

5.1 Definition 

Assume that we are regressing the linear regression model 

 

where X is the design matrix and β is a column vector of parameters to be estimated. 

  

The ordinary least squares (OLS) estimator is 

 

  

If the sample errors have equal variance ζ
2
 and are uncorrelated, then the least-squares 

estimates of β are called BLUE (best linear unbiased estimator). 

  

However, all the necessary assumptions may not be valid. For example, suppose the 

errors have distinct variances ζi
2
 and the OLS variance estimator is 

 

Where 
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Then OLS estimator is not "best" in the sense of having minimum mean square error (but 

it is unbiased) and the OLS variance estimator does not provide a consistent estimate of 

the variance of the residuals. 

  

There are many different kinds of heteroscedasticity, however, and one should use 

caution when constructing heteroscedastic robust standard errors. HC (heteroscedasticity-

consistent) estimators are recommended to deal with this problem. 

  

Topic : The Theory Of Multiple Regression 

Topic Objective: 

At the end of the topic student would be able to understand: 

1.   Multivariate central limit theorem 

2.   Generalized Least Squares 

3.   Generalized Methods of Estimation 

  

Definition/Overview: 

Multiple regression: It is a statistical technique that predicts values of one variable on the basis 

of two or more other variables 
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Key Points: 

1. Multivariate central limit theorem 

If the i.i.d. random variate is an m-dimensional vector, represented as Xj where j=0,1,...,m 

and the mean vector is: 

μj = E(Xj) 

And the covariance matrix for the m components is 

Σjk = E(XjXk) − E(Xj)E(Xk) 

And if Xij is the j-th component in the i-th sample, then the sample mean for N trials is 

 

  

And the central limit theorem for the distribution of   will be: 

 

  

Where   is the multivariate normal distribution for N trials, "| |" specifies the 

determinant, and the summation is assumed over products with repeated indices. 

For N=1,   and the univariate central limit theorem is 

recovered. 
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2. Generalized Least Squares 

In statistics, generalized least squares (GLS) is a technique for estimating the unknown 

parameters in a linear regression model. The GLS is applied when the variances of the 

observations are unequal (heteroscedasticity), or when there is a certain degree of 

correlation between the observations. In these cases ordinary least squares can be 

statistically inefficient, or even give misleading inferences. 

  

2.1 Method Outline 

In a typical linear regression model we observe data {yi,xij}i = 1..n,j = 1..p on n statistical 

units. The response values are placed in a vectorY = (y1, ..., yn)′, and the predictor values 

are placed in the design matrix X = [[xij]], where xij is the value of the jth predictor 

variable for the ith unit. The model assumes that the conditional mean of Y given X is a 

linear function of X, whereas the conditional variance of Y given X is aknown matrix Ω. 

This is usually written as 

 

  

Here β is a vector of unknown regression coefficients that must be estimated from the 

data. 

  

Suppose b is a candidate estimate for β. Then the residual vector for b will be Y − Xb. 

Generalized least squares method estimates β by minimizing the squared Mahalanobis 

length of this residual vector: 

 

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

340
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



  

Since the objective is a quadratic form in b, the estimator has an explicit formula: 

 

  

2.2 Properties 

The GLS estimator is unbiased, consistent, efficient, and asymptotically normal: 

 

  

GLS is equivalent to applying ordinary least squares to a linearly transformed version of 

the data. To see this, factor Ω = BB′, for instance using the Cholesky decomposition. 

Then if we multiply both sides of the equation Y = Xβ + ε by B
−1

, we get an equivalent 

linear modelY* = X*β + ε*, where Y* = B
−1

Y, X* = B
−1

X, and ε* = B
−1

ε. In this 

model Var[ε*] = B
−1

ΩB
−1

 = I. Thus we can efficiently estimate β by applying OLS to the 

transformed data, which requires minimizing 

 

  

This has the effect of standardizing the scale of errors and de-correlating them. Since 

OLS is applied to data with homoscedastic errors, the GaussMarkov theorem applies, and 

therefore the GLS estimate is the best linear unbiased estimator for β. 
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3. Generalized Methods of Estimation 

In econometrics, generalized method of moments (GMM) is a generic method for 

estimating parameters in statistical models. Usually it is applied in the context of semi-

parametric models, where the parameter of interest is finite-dimensional, whereas the full 

shape of the distribution function of the data may not be known, and therefore the 

maximum likelihood estimation is not applicable. 

  

The method requires that a certain number of moment conditions were specified for the 

model. These moment conditions are functions of the model parameters and the data, 

such that their expectation is zero at the true values of the parameters. The GMM method 

then minimizes a certain norm of the sample averages of the moment conditions. 

The GMM estimators are known to be consistent, asymptotically normal, and efficient in 

the class of all estimators that dont use any extra information aside from that contained in 

the moment conditions. 

  

GMM was developed by Lars Peter Hansen in 1982 as a generalization of the method of 

moments. 

  

3.1 Description of Generalized Methods of Estimation 

Suppose the available data consists of T of iid observations {Yt } t = 1,...,T, where each 

observation Yt is an n-dimensional multivariate random variable. The data comes from a 

certain statistical model, defined up to an unknown parameter θ ∈ Θ. The goal of the 

estimation problem is to find the true value of this parameter, θ0, or at least a reasonably 

close estimate. 
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In order to apply GMM there should exist a vector-valued function g(Y,θ) such that 

  

 

  

where E denotes expectation, and Yt is a generic observation, which are all assumed to be 

iid. Moreover, function m(θ) must not be equal to zero for θ ≠ θ0, or otherwise 

parameter θ will not be identified. 

  

The basic idea behind GMM is to replace the theoretical expected value E[⋅] with its 

empirical analog sample average: 

  

 

  

and then to minimize the norm of this expression with respect to θ. 

  

By the law of large numbers,   for large values of T, and thus we 

expect that  . The generalized method of moments looks for a number  

 which would make   as close to zero as possible. Mathematically, this is equivalent 

to minimizing a certain norm of   (norm of m, denoted as ||m||, measures the distance 

between m and zero). The properties of the resulting estimator will depend on the 

particular choice of the norm function, and therefore the theory of GMM considers an 

entire family of norms, defined as 
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where W is a positive-definite weighting matrix, and m′ denotes transposition. In practice, 

the weighting matrix W is computed based on the available data set, which will be 

denoted as  . Thus, the GMM estimator can be written as 

  

 

  

Under suitable conditions this estimator is consistent, asymptotically normal, and with 

the right choice of weighting matrix   asymptotically efficient. 

  

3.2 Properties of Generalized Methods of Estimation 

         Consistency 

Consistency is a statistical property of an estimator stating that, having a sufficient 

number of observations, the estimator will get arbitrarily close to the true value of the 

parameter: 

 

  

Necessary and sufficient conditions for a GMM estimator to be consistent are as 

follows: 

      where W is a positive semi-definite matrix, 

       only for   

      which is compact, 
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       is continuous at each θ with probability one, 

      

  

The second condition here (so-called Global identification condition) is often 

particularly hard to verify. There exist simpler necessary but not sufficient 

conditions, which may be used to detect non-identification problem: 

         Order condition. The dimension of moment function m(θ) should be 

at least as large as the dimension of the parameter vector θ. 

         Local identification. If g(Y,θ) is continuously differentiable in a 

neighborhood of θ0, then matrix   must have full 

column rank. 

In practice applied econometricians often simply assume that global 

identification holds, without actually proving it. 

  

         Asymptotic normality 

Asymptotic normality is a useful property, as it allows us to construct confidence 

bands for the estimator, and conduct different tests. Before we can make a 

statement about the asymptotic distribution of the GMM estimator, we need to 

define two auxiliary matrices: 
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Then under conditions (i- vi) listed below, the GMM estimator will be 

asymptotically normal with limiting distribution 

  

 

  

Conditions: 

      is consistent, 

      lies in the interior of set   

      is continuously differentiable in some neighborhood N of θ0 with 

probability one, 

      

      

     matrix G'WG is nonsingular. 

  

         Efficiency 

So far we have said nothing about the choice of matrix W, except that it must be 

positive semi-definite. In fact any such matrix will produce a consistent and 

asymptotically normal GMM estimator; the only difference will be in the asymptotic 

variance of that estimator. It can be shown that taking 
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will result in the most efficient estimator in the class of all asymptotically normal 

estimators. Efficiency in this case means that such an estimator will have the smallest 

possible variance (we say that matrix A is smaller than matrix B if BA is positive 

semi-definite). 

  

In this case the formula for the asymptotic distribution of the GMM estimator 

simplifies to 

The proof that such a choice of weighting matrix is indeed optimal is quite elegant, 

and is often adopted with slight modifications when establishing efficiency of other 

estimators. As a rule of thumb, a weighting matrix is optimal whenever it makes the 

sandwich formula for variance collapse into a simpler expression. 

  

Proof: We will consider the difference between asymptotic variance with 

arbitrary W and asymptotic variance with W = Ω 
− 1

. If we can factor this difference 

into a symmetric product of the form CC' for some matrix C, then it will guarantee 

that this difference is nonnegative-definite, and thus W = Ω 
− 1

 will be optimal by 

definition 

  

  

Where we introduced matrices A and B in order to slightly simplify notation; I is 

an identity matrix. We can see that the matrix B here is symmetric 

and idempotent: B
2
 = B. This means IB is symmetric and idempotent as well: I − B = 

(I − B)(I − B)'. Thus we can continue to factor the previous expression as 
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3.3 Implementation 

One difficulty with implementing the outlined method is that we cannot take W = 

Ω
−1

 because, by the definition of matrix Ω, we need to know the value of θ0 in order to 

compute this matrix, and θ0 is precisely the quantity we dont know and are trying to 

estimate in the first place. 

  

Several approaches exist to deal with this issue, the first one being the most popular: 

  

         Two-step feasible GMM: 

     Step 1: Take W = I (the identity matrix), and compute preliminary GMM 

estimate  . This estimator is consistent for θ0, although not efficient. 

     Step 2: Take 

 

  

where we have plugged in our first-step preliminary estimate  . This matrix 

converges in probability to Ω
−1

 and therefore if we compute   with this weighting 

matrix, the estimator will be asymptotically efficient. 

  

         Iterated GMM. Essentially the same procedure as 2-step GMM, except that the 

matrix    is recalculated several times. That is, the estimate obtained in step 2 
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is used to calculate the weighting matrix for step 3, and so on. Such estimator, 

denoted  , is equivalent to solving the following system of equations: 

 

  

Asymptotically no improvement can be achieved through such iterations, 

although certain Monte-Carlo experiments suggest that finite-sample properties of 

this estimator are slightly better. 

  

         Continuously Updating GMM (CUGMM, or CUE). Estimates  

 simultaneously with estimating the weighting matrix W: 

  

 

  

In Monte-Carlo experiments this method demonstrated a better performance than 

the traditional two-step GMM: the estimator has smaller median bias (although 

fatter tails), and the J-test for over identifying restrictions in many cases  

was more reliable. 

  

Another important issue in implementation of minimization procedure is that the 

function is supposed to search through (possibly high-dimensional) parameter 

space Θ and find the value of θ which minimizes the objective function. No 
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generic recommendation for such procedure exists, it is a subject of its own 

field, numerical optimization. 
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