
INTRODUCTION TO OBJECT ORIENTED PROGRAMMING

Topic Objective:

At the end of this topic student would be able to:

 Understand the Introduction to C++

 Understand the Program Style

 Understand the Language standard

 Understand the Etymology

 Understand the Philosophy

 Understand the Standard library

 Understand the Language features

 Understand the Objects

 Understand the Libraries and Namespaces

 Understand the Standard Library

 Understand the Name mangling in C++

Definition/Overview:

C++ ("C Plus Plus", pronounced /ˌsiːˌplʌsˈplʌs/) is a general-purpose programming language.

It is regarded as a middle-level language, as it comprises a combination of both high-level

and low-level language features.[1] It was developed by Bjarne Stroustrup in 1979 at Bell

Labs as an enhancement to the C programming language and originally named "C with

Classes". It was renamed to C++ in 1983.

C++ is widely used in the software industry. Some of its application domains include systems

software, application software, device drivers, embedded software, high-performance server

and client applications, and entertainment software such as video games. Several groups
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provide both free and proprietary C++ compiler software, including the GNU Project,

Microsoft, Intel, Borland and others.

The language began as enhancements to C, first adding classes, then virtual functions,

operator overloading, multiple inheritance, templates, and exception handling among other

features. After years of development, the C++ programming language standard was ratified in

1998 as ISO/IEC 14882:1998. That standard is still current, but is amended by the 2003

technical corrigendum, ISO/IEC 14882:2003. The next standard version (known informally

as C++0x) is in development.

Key Points:

1. Introduction to C++

C++ is a general-purpose programming language. It is regarded as a middle-level language,

as it comprises a combination of both high-level and low-level language features. It was

developed by Bjarne Stroustrup in 1979 at Bell Labs as an enhancement to the C

programming language and originally named "C with Classes". It was renamed to C++ in

1983. C++ is widely used in the software industry. Some of its application domains include

systems software, device drivers, embedded software, high-performance server and client

applications, and entertainment software such as video games. Several groups provide both

free and proprietary C++ compiler software, including the GNU Project, Microsoft, Intel,

Borland and others. The language began as enhancements to C, first adding classes, then

virtual functions, operator overloading, multiple inheritance, templates, and exception

handling among other features. After years of development, the C++ programming language

standard was ratified in 1998 as ISO/IEC 14882:1998. The current standard is the 2003

version, ISO/IEC 14882:2003. The next standard version (known informally as C++0x) is in

development. C++ is a statically typed, free-form, multi-paradigm, compiled language where

compilation creates machine code for a target machine hardware. Stroustrup began work on C

with Classes in 1979. The idea of creating a new language originated from Stroustrup's

experience in programming for his Ph.D. thesis. Stroustrup found that Simula had features

that were very helpful for large software development, but the language was too slow for

practical use, while BCPL was fast but too low-level to be suitable for large software

development. When Stroustrup started working in AT&T Bell Labs, he had the problem of

analyzing the UNIX kernel with respect to distributed computing.
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Remembering his Ph.D. experience, Stroustrup set out to enhance the C language with

Simula-like features. C was chosen because it was general-purpose, fast, portable and widely

used. Besides C and Simula, some other languages that inspired him were ALGOL 68, Ada,

CLU and ML. At first, the class, derived class, strong type checking, inlining, and default

argument features were added to C via Cfront. The first commercial release occurred in

October 1985. In 1983, the name of the language was changed from C with Classes to C++

(++ being the increment operator in C and C++). New features were added including virtual

functions, function name and operator overloading, references, constants, user-controlled

free-store memory control, improved type checking, and BCPL style single-line comments

with two forward slashes (//). In 1985, the first edition of The C++ Programming Language

was released, providing an important reference to the language, since there was not yet an

official standard. In 1989, Release 2.0 of C++ was released. New features included multiple

inheritance, abstract classes, static member functions, const member functions, and protected

members. In 1990, The Annotated C++ Reference Manual was published. This work became

the basis for the future standard. Late addition of features included templates, exceptions,

namespaces, new casts, and a Boolean type. As the C++ language evolved, a standard library

also evolved with it. The first addition to the C++ standard library was the stream I/O library

which provided facilities to replace the traditional C functions such as printf and scanf. Later,

among the most significant additions to the standard library, was the Standard Template

Library. C++ continues to be used and is still one of the preferred programming languages to

develop professional applications. The language has gone from being mostly Western, to

attracting programmers from all over the world.

In The Design and Evolution of C++ (1994), Bjarne Stroustrup describes some rules that he

uses for the design of C++:

 C++ is designed to be a statically typed, general-purpose language that is as efficient and

portable as C

 C++ is designed to directly and comprehensively support multiple programming styles

(procedural programming, data abstraction, object-oriented programming, and generic

programming)

 C++ is designed to give the programmer choice, even if this makes it possible for the

programmer to choose incorrectly
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 C++ is designed to be as compatible with C as possible, therefore providing a smooth

transition from C

 C++ avoids features that are platform specific or not general purpose

 C++ does not incur overhead for features that are not used (the "zero-overhead principle")

 C++ is designed to function without a sophisticated programming environment

Inside the C++ Object Model describes how compilers may convert C++ program statements

into an in-memory layout. Compiler authors are, however, free to implement the standard in

their own manner.

2. Program Style

As the C++ language evolved, a standard library also evolved with it. The first addition to the

C++ standard library was the stream I/O library which provided facilities to replace the

traditional C functions such as printf and scanf. Later, among the most significant additions to

the standard library, was the Standard Template Library. C++ continues to be used and is still

one of the preferred programming languages to develop professional applications. The

language has gone from being mostly Western, to attracting programmers from all over the

world.

3. Language standard

After years of work, a joint ANSIISO committee standardized C++ in 1998. For some years

after the official release of the standard, the committee processed defect reports, and

published a corrected version of the C++ standard in 2003. In 2005, a technical report, called

the "Library Technical Report 1" (often known as TR1 for short), was released. While not an

official part of the standard, it gives a number of extensions to the standard library, which are

expected to be included in the next version of C++. Support for TR1 is growing in almost all

currently maintained C++ compilers. While the C++ language is royalty-free, the standard

document itself is not freely available.
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4. Etymology

According to Stroustrup: "the name signifies the evolutionary nature of the changes from C".

During C++'s development period, the language had been referred to as "new C", then "C

with Classes". The final name is credited to Rick Mascitti (mid-1983) and was first used in

December 1983. When Mascitti was questioned informally in 1992 about the naming, he

indicated that it was given in a tongue-in-cheek spirit. It stems from C's "++" operator (which

increments the value of a variable) and a common naming convention of using "+" to indicate

an enhanced computer program. There is no language called "C plus". ABCL/c+ was the

name of an earlier, unrelated programming language.

5. Philosophy

In The Design and Evolution of C++ (1994), Bjarne Stroustrup describes some rules that he

uses for the design of C++:

 C++ is designed to be a statically typed, general-purpose language that is as efficient and

portable as C

 C++ is designed to directly and comprehensively support multiple programming styles

(procedural programming, data abstraction, object-oriented programming, and generic

programming)

 C++ is designed to give the programmer choice, even if this makes it possible for the

programmer to choose incorrectly

 C++ is designed to be as compatible with C as possible, therefore providing a smooth

transition from C

 C++ avoids features that are platform specific or not general purpose

 C++ does not incur overhead for features that are not used (the "zero-overhead principle")

 C++ is designed to function without a sophisticated programming environment

Inside the C++ Object Model describes how compilers may convert C++ program statements

into an in-memory layout. Compiler authors are, however, free to implement the standard in

their own manner.
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6. Standard library

The 1998 ANSI/ISO C++ standard consists of two parts: the core language and the C++

standard library; the latter includes most of the Standard Template Library (STL) and a

slightly modified version of the C standard library. Many C++ libraries exist which are not

part of the standard, and, using linkage specification, libraries can even be written in

languages such as C, Fortran, Pascal, or BASIC. Which of these are supported is compiler

dependent. The C++ standard library incorporates the C standard library with some small

modifications to make it work better with the C++ language. Another large part of the C++

library is based on the STL. This provides such useful tools as containers (for example

vectors and lists), iterators to provide these containers with array-like access and algorithms

to perform operations such as searching and sorting. Furthermore (multi)maps (associative

arrays) and (multi)sets are provided, all of which export compatible interfaces. Therefore it is

possible, using templates, to write generic algorithms that work with any container or on any

sequence defined by iterators. As in C, the features of the library are accessed by using the

#includedirective to include a standard header. C++ provides 69 standard headers, of which

19 are deprecated. The STL was originally a third-party library from HP and later SGI, before

its incorporation into the C++ standard. The standard does not refer to it as "STL", as it is

merely a part of the standard library, but many people still use that term to distinguish it from

the rest of the library (input/output streams, internationalization, diagnostics, the C library

subset, etc.). Most C++ compilers provide an implementation of the C++ standard library,

including the STL. Compiler-independent implementations of the STL, such as STLPort, also

exist. Other projects also produce various custom implementations of the C++ standard

library and the STL with various design goals.

7. Language features

C++ inherits most of C's syntax and the C preprocessor. The following is a Hello world

program which uses the C++ standard library stream facility to write a message to standard

output:

#include <iostream> // provides std::cout

int main()
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{

std::cout << "Hello, world!\n";

}

8. Operators and operator overloading

C++ provides more than 30 operators, covering basic arithmetic, bit manipulation,

indirection, comparisons, logical operations and more. Almost all operators can be

overloaded for user-defined types, with a few notable exceptions such as member access (.

and .*). The rich set of overloadable operators is central to using C++ as a domain specific

language. The overloadable operators are also an essential part of many advanced C++

programming techniques, such as smart pointers. Overloading an operator does not change

the precedence of calculations involving the operator, nor does it change the number of

operands that the operator uses (any operand may however be ignored).

9. Templates

C++ templates enable generic programming. C++ supports both function and class templates.

Templates may be parameterized by types, compile-time constants, and other templates. C++

templates are implemented by instantiation at compile-time. To instantiate a template,

compilers substitute specific arguments for a template's parameters to generate a concrete

function or class instance. Templates are a powerful tool that can be used for generic

programming, template metaprogramming, and code optimization, but this power implies a

cost. Template use may increase code size, since each template instantiation produces a copy

of the template code: one for each set of template arguments. This is in contrast to run-time

generics seen in other languages (e.g. Java) where at compile-time the type is erased and a

single template body is preserved. Templates are different from macros: while both of these

compile-time language features enable conditional compilation, templates are not restricted to

lexical substitution. Templates are aware of the semantics and type system of their

companion language, as well as all compile-time type definitions, and can perform high-level

operations including programmatic flow control based on evaluation of strictly type-checked

parameters. Macros are capable of conditional control over compilation based on

predetermined criteria, but cannot instantiate new types, recurse, or perform type evaluation

and in effect are limited to pre-compilation text-substitution and text-inclusion/exclusion. In
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other words, macros can control compilation flow based on pre-defined symbols but cannot,

unlike templates, independently instantiate new symbols. Templates are a tool for static

polymorphism (see below) and generic programming. In addition, templates are a compile

time mechanism in C++ which is Turing-complete, meaning that any computation

expressible by a computer program can be computed, in some form, by a template

metaprogram prior to runtime. In summary, a template is a compile-time parameterized

function or class written without knowledge of the specific arguments used to instantiate it.

After instantiation the resulting code is equivalent to code written specifically for the passed

arguments. In this manner, templates provide a way to decouple generic, broadly-applicable

aspects of functions and classes (encoded in templates) from specific aspects (encoded in

template parameters) without sacrificing performance due to abstraction.

10. Objects

C++ introduces object-oriented (OO) features to C. It offers classes, which provide the four

features commonly present in OO (and some non-OO) languages: abstraction, encapsulation,

inheritance, and polymorphism. Objects are instances of classes created at runtime. The class

can be thought of as a template from which many different individual objects may be

generated as a program runs.

11. Encapsulation

Encapsulation is the hiding of information. C++ implements encapsulation by allowing all

members of a class to be declared as either public, private, or protected. A public member of

the class is accessible to any function. A private member is accessible only to functions that

are members of that class and to functions and classes explicitly granted access permission by

the class ("friends"). A protected member is accessible to members of classes that inherit

from the class in addition to the class itself and any friends. The OO principle is that all of the

functions (and only the functions) that access the internal representation of a type should be

encapsulated within the type definition. C++ supports this (via member functions and friend

functions), but does not enforce it: the programmer can declare parts or all of the

representation of a type to be public, and is allowed to make public entities that are not part

of the representation of the type. Because of this, C++ supports not just OO programming,

but other weaker decomposition paradigms, like modular programming. It is generally

considered good practice to make all data private or protected, and to make public only those
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functions that are part of a minimal interface for users of the class. This hides all the details

of data implementation, allowing the designer to later fundamentally change the

implementation without changing the interface in any way.

12. Inheritance

Inheritance allows one data type to acquire properties of other data types. Inheritance from a

base class may be declared as public, protected, or private. This access specifier determines

whether unrelated and derived classes can access the inherited public and protected members

of the base class. Only public inheritance corresponds to what is usually meant by

"inheritance". The other two forms are much less frequently used. If the access specifier is

omitted, a "class" inherits privately, while a "struct" inherits publicly. Base classes may be

declared as virtual; this is called virtual inheritance. Virtual inheritance ensures that only one

instance of a base class exists in the inheritance graph, avoiding some of the ambiguity

problems of multiple inheritance. Multiple inheritance is a C++ feature sometimes considered

controversial. Multiple inheritance allows a class to be derived from more than one base

class; this can result in a complicated graph of inheritance relationships. For example, a

"Flying Cat" class can inherit from both "Cat" and "Flying Mammal". Some other languages,

such as Java or C#, accomplish something similar (although more limited) by allowing

inheritance of multiple interfaces while restricting the number of base classes to one

(interfaces, unlike classes, provide only declarations of member functions, no implementation

or member data).

13. Libraries and Namespaces

In C++, the Standard Library is a collection of classes and functions, which are written in the

core language. The Standard Library provides several generic containers, functions to utilise

and manipulate these containers, function objects, generic strings and streams (including

interactive and file I/O), support for some language features, and every day functions for

tasks such as finding the square root of a number. The C++ Standard Library also

incorporates the ISO C90 C Standard Library. Features of the Standard Library are declared

within the std namespace. The Standard Template Library (STL) is a subset of the C++

standard library, and contains the containers, algorithms, iterators, function objects, etc.;

although some people use the term STL interchangeably with the C++ standard library.

Header files in the C++ standard library do not end in ".h".
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14. C Standard Library

Each header from the C standard library is included in the C++ standard library under a

different name, generated by removing the .h, and adding a 'c' at the start, for example 'time.h'

becomes 'ctime'. The only difference between these headers and the traditional C standard

library headers is that where possible the functions should be placed into the std:: namespace

(although few compilers actually do this). In ISO C, functions in standard library are allowed

to be implemented by macros, which is not allowed by ISO C++.

 <cassert>

 <cctype>

 <cerrno>

 <cfloat>

 <climits>

 <cmath>

 <csetjmp>

 <csignal>

 <cstdlib>

 <cstddef>

 <cstdarg>

 <cstdio>

 <cstring>

 <ctime>

 <cwchar>

 <cwctype>

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

10
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



15. Name mangling in C++

C++ compilers are the most widespread, and yet least standard, users of name mangling. The

first C++ compilers were implemented as translators to C source code, which would then be

compiled by a C compiler to object code; because of this, symbol names had to conform to C

identifier rules. Even later, with the emergence of compilers which produced machine code or

assembly directly, the system's linker generally did not support C++ symbols, and mangling

was still required. The C++ language does not define a standard decoration scheme, so each

compiler uses its own. Combined with the fact that C++ decoration can become fairly

complex (storing information about classes, templates, namespaces, operator overloading,

etc), this means that object code produced by different compilers is not usually linkable.

16. Simple example

Consider the following two definitions of f() in a C++ program:

int  f (void) { return 1; }

int  f (int)  { return 0; }

void g (void) { int i = f(), j = f(0); }

These are distinct functions, with no relation to each other apart from the name. If they were

natively translated into C with no changes, the result would be an error C does not permit two

functions with the same name. The compiler therefore will encode the type information in the

symbol name, the result being something resembling:

int  __f_v (void) { return 1; }

int  __f_i (int)  { return 0; }

void __g_v (void) { int i = __f_v(), j = __f_i(0); }

Notice that g()is mangled even though there is no conflict; name mangling applies to

allsymbols.
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17. Complex example

For a more complex example, we'll consider an example of a real-world name mangling

implementation: that used by GNU GCC 3.x, and how it mangles the following example

class. The mangled symbol is shown below the respective identifier name.

namespace wikipedia

{

class article

{

public:

std::string format (void);

/* = _ZN9wikipedia7article6formatEv */

bool print_to (std::ostream&);

/* = _ZN9wikipedia7article8print_toERSo */

class wikilink

{

public:

wikilink (std::string const& name);

/* = _ZN9wikipedia7article8wikilinkC1ERKSs */

};

};
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}

The name mangling scheme used here is relatively simple. All mangled symbols begin with

_Z (note that an underscore followed by a capital is a reserved identifier in C and C++, so

conflict with user identifiers is avoided); for nested names (including both namespaces and

classes), this is followed by N, then a series of <length, id> pairs (the length being the length

of the next identifier), and finally E. For example, wikipedia::article::formatbecomes

_ZN9wikipedia7article6formatE

For functions, this is then followed by the type information; as format()is a voidfunction, this

is simply v; hence:

_ZN9wikipedia7article6formatEv

Forprint_to, a standard type std::ostream (or more properly std::basic_ostream<char,

char_traits<char> >) is used, which has the special alias So; a reference to this type is

therefore RSo, with the complete name for the function being:

_ZN9wikipedia7article8print_toERSo

18. How different compilers mangle the same functions

There isn't a standard scheme by which even trivial C++ identifiers are mangled, and

consequently different compiler vendors (or even different versions of the same compiler, or

the same compiler on different platforms) mangle public symbols in radically different (and

thus totally incompatible) ways. Consider how different C++ compilers mangle the same

functions:

Compiler void h(int) void h (int, char) void h(void)

GNU

GCC 3.x
_Z1hi _Z1hic _Z1hv

GNU

GCC 2.9x
h__Fi h__Fic h__Fv
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Intel C++

8.0 for

Linux

_Z1hi _Z1hic _Z1hv

Microsoft

VC++

v6/v7

?h@@YAXH@Z ?h@@YAXHD@Z ?h@@YAXXZ

Borland

C++ v3.1
@h$qi @h$qizc @h$qv

OpenVM

S C++

V6.5

(ARM

mode)

H__XI H__XIC H__XV

OpenVM

S C++

V6.5

(ANSI

mode)

CXX$__7H__FI0ARG51

T

CXX$__7H__FIC26CDH7

7

CXX$__7H__FV2CB06E

8

OpenVM

S C++

X7.1 IA-

64

CXX$_Z1HI2DSQ26A CXX$_Z1HIC2NP3LI4 CXX$_Z1HV0BCA19V

Digital

Mars C++
?h@@YAXH@Z ?h@@YAXHD@Z ?h@@YAXXZ

SunPro

CC
__1cBh6Fi_v_ __1cBh6Fic_v_ __1cBh6F_v_

HP aC++ _Z1hi _Z1hic _Z1hv
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A.05.55

IA-64

HP aC++

A.03.45

PA-RISC

h__Fi h__Fic h__Fv

Tru64

C++ V6.5

(ARM

mode)

h__Xi h__Xic h__Xv

Tru64

C++ V6.5

(ANSI

mode)

__7h__Fi __7h__Fic __7h__Fv

 The Compaq C++ compiler on OpenVMS VAX and Alpha (but not IA-64) and Tru64 has

two name mangling schemes. The original, pre-standard scheme is known as ARM model,

and is based on the name mangling described in the C++ Annotated Reference Manual

(ARM). With the advent of new features in standard C++, particularly templates, the ARM

scheme became more and more unsuitable it could not encode certain function types, or

produced identical mangled names for different functions. It was therefore replaced by the

newer "ANSI" model, which supported all ANSI template features, but was not backwards

compatible.

 On IA-64, a standard ABI exists (see external links), which defines (among other things) a

standard name-mangling scheme, and which is used by all the IA-64 compilers. GNU GCC

3.x, in addition, has adopted the name mangling scheme defined in this standard for use on

other, non-Intel platforms.

19. Handling of C symbols when linking from C++

The job of the common C++ idiom:

#ifdef __cplusplus
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extern "C" {

#endif

/* ... */

#ifdef __cplusplus

}

#endif

is to ensure that the symbols following are "unmangled" that the compiler emits a binary file

with their names undecorated, as a C compiler would do. As C language definitions are

unmangled, the C++ compiler needs to avoid mangling references to these identifiers.

For example, the standard strings library, <string.h>usually contains something resembling:

#ifdef __cplusplus

extern "C" {

#endif

void *memset (void *, int, size_t);

char *strcat (char *, const char *);

int   strcmp (const char *, const char *);

char *strcpy (char *, const char *);

#ifdef __cplusplus

}

#endif
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Thus, code such as:

if (strcmp(argv , "-x") == 0)

strcpy(a, argv );

else

memset (a, 0, sizeof(a));

uses the correct, unmangled strcmp and memset. If the externhad not been used, the C++

compiler would produce code equivalent to:

if (__1cGstrcmp6Fpkc1_i_(argv , "-x") == 0)

__1cGstrcpy6Fpcpkc_0_(a, argv );

else

__1cGmemset6FpviI_0_ (a, 0, sizeof(a));

Since those symbols do not exist in the C runtime library (e.g. libc), link errors would result.

20. Standardised name mangling in C++

While it is a relatively common belief that standardised name mangling in the C++ language

would lead to greater interoperability between implementations, this is not really the case.

Name mangling is only one of several application binary interface issues in a C++

implementation. Other ABI issues like exception handling, virtual table layout, structure

padding, etc. cause differing C++ implementations to be incompatible. Further, requiring a

particular form of mangling would cause issues for systems where implementation limits (e.g.

length of symbols) dictate a particular mangling scheme. A standardised requirement for

name mangling would also prevent an implementation where mangling was not required at

all for example, a linker which understood the C++ language. The C++ standard therefore

does not attempt to standardise name mangling. On the contrary, the Annotated C++

Reference Manual (also known as ARM, ISBN 0-201-51459-1, section 7.2.1c) actively

encourages the use of different mangling schemes to prevent linking when other aspects of

the ABI, such as exception handling and virtual table layout, are incompatible.
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21. Real-world effects of C++ name mangling

Because C++ symbols are routinely exported from DLL and shared object files, the name

mangling scheme is not merely a compiler-internal matter. Different compilers (or different

versions of the same compiler, in many cases) produce such binaries under different name

decoration schemes, meaning that symbols are frequently unresolved if the compilers used to

create the library and the program using it employed different schemes. For example, if a

system with multiple C++ compilers installed (e.g. GNU GCC and the OS vendor's compiler)

wished to install the Boost library, it would have to be compiled twice once for the vendor

compiler and once for GCC. It is good for safety purposes that compilers producing

incompatible object codes (codes based on different ABIs, regarding e.g. classes and

exceptions) use different name mangling schemes. This guarantees that these

incompatibilities are detected at the linking phase, not when executing the software. For this

reason name decoration is an important aspect of any C++-related ABI.

Topic : Flow Of Control

Topic Objective:

At the end of this topic student would be able to:

 Understand the Boolean Expressions

 Understand the Branching Mechanisms

 Understand the Loops

 Understand the C or C++

Definition/Overview:

In computer science control flow(or alternatively, flow of control) refers to the order in

which the individual statements, instructions or function calls of an imperative or functional

program are executed or evaluated.
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Within an imperative programming language, a control flow statement is a statement whose

execution results in a choice being made as to which of two or more paths should be

followed. For non-strict functional languages, functions and language constructs exist to

achieve the same result, but they are not necessarily called control flow statements.

The kinds of control flow statements supported by different languages vary, but can be

categorized by their effect:

 continuation at a different statement (unconditional branch or jump),

 executing a set of statements only if some condition is met (choice - i.e. conditional branch),

 executing a set of statements zero or more times, until some condition is met (i.e. loop - the

same as conditional branch),

 executing a set of distant statements, after which the flow of control usually returns

(subroutines, coroutines, and continuations),

 stopping the program, preventing any further execution (unconditional halt).

Interrupts and signals are low-level mechanisms that can alter the flow of control in a way

similar to a subroutine, but usually occur as a response to some external stimulus or event

(that can occur asynchronously), rather than execution of an 'in-line' control flow statement.

Self-modifying code can also be used to affect control flow through its side effects, but

usually does not involve an explicit control flow statement (an exception being the ALTER

verb in COBOL[citation needed]).

At the level of machine or assembly language, control flow instructions usually work by

altering the program counter. For some CPUs the only control flow instructions available are

conditional or unconditional branches (sometimes called jumps).

Key Points:

1. Boolean Expressions

A Boolean expression is an expression that results in a Boolean value, that is, TRUE or

FALSE. For example, the value for 5 > 3 is TRUE, the value for "An apple is not a fruit" is

FALSE. Boolean expressions are used also in document retrieval. For example, given a

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

19
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



collection of documents we could select those according to a particular word content

described by a Boolean expression such as (("cellular" OR "mobile") AND ("phone" OR

"telephone")). An expression in a programming language is a combination of values,

variables, operators, and functions that are interpreted (evaluated) according to the particular

rules of precedence and of association for a particular programming language, which

computes and then produces (returns, in a stateful environment) another value. The

expression is said to evaluate to that value. As in mathematics, the expression is (or can be

said to have) its evaluated value; the expression is a representation of that value. Expressions

may or may not have side effects. An expression with side effects does not normally have the

property of referential transparency.

2. Branching Mechanisms

In mathematics and theoretical computer science, the broadest and most abstract definition of

an enumeration of a set is an exact listing of all of its elements (perhaps with repetition). The

restrictions imposed on the type of list used depend on the branch of mathematics and the

context in which one is working. In more specific settings, this notion of enumeration

encompasses the two different types of listing: one where there is a natural ordering and one

where the ordering is more nebulous. These two different kinds of enumerations correspond

to a procedure for listing all members of the set in some definite sequence, or a count of

objects of a specified kind, respectively. While the two kinds of enumeration often overlap in

most natural situations, they can assume very different meanings in certain contexts.

3. Loops

In most computer programming languages, a while loop is a control flow statement that

allows code to be executed repeatedly based on a given boolean condition. The while loop

can be thought of as a repeating if statement. The while construct consists of a block of code

and a condition. The condition is evaluated, and if the condition is true, the code within the

block is executed. This repeats until the condition becomes false. Because while loops check

the condition before the block is executed, the control structure is often also known as a pre-

test loop. Compare with the do while loop, which tests the condition after the loop has

executed. For example, in the C programming language (as well as Java and C++, which use

the same syntax in this case), the code fragment
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x = 0;

while (x < 3)

{

printf("x = %d\n",x);

x++;

}

first checks whether x is less than 3, which it is, so it increments x by 1. It then checks the

condition again, and executes again, repeating this process until the variable x has the value

3.

Note that it is possible, and in some cases desirable, for the condition to always evaluate to

true, creating an infinite loop. When such a loop is created intentionally, there is usually

another control structure (such as a break statement) that controls termination of the loop.

4. C or C++

unsigned int counter = 5;

unsigned long factorial = 1;

while (counter > 0)

{

factorial *= counter--;    //Multiply and decrement

}

printf("%i", factorial);
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Topic : Function Basics

Topic Objective:

At the end of this topic student would be able to:

 Understand the Objects

 Understand the Encapsulation

 Understand the Static polymorphism

 Understand the Dynamic polymorphism

 Understand the Virtual member functions

 Understand the Scope Rules

 Understand the History

 Understand the Static versus dynamic scoping

 Understand the Dynamic scoping

 Programmer-Defined Functions

Definition/Overview:

Functions are mathematical ideas that take one or more variables and produce a variable. You

can think of a function as a cook that takes one or more ingredients and cooks them up to

make a dish. depending on what you put in, you can get very different things out. Moreover,

not all functions are the same. If you give one cook peanut butter, jelly, and bread, he may

make a sandwich, whereas another cook may start to sculpt a volcano with the peanut butter,

and use the jelly for lava after discarding the bread.
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Key Points:

1. Programmer-Defined Functions

C++ templates enable generic programming. C++ supports both function and class templates.

Templates may be parameterized by types, compile-time constants, and other templates. C++

templates are implemented by instantiation at compile-time. To instantiate a template,

compilers substitute specific arguments for a template's parameters to generate a concrete

function or class instance. Templates are a powerful tool that can be used for generic

programming, template metaprogramming, and code optimization, but this power implies a

cost. Template use may increase code size, since each template instantiation produces a copy

of the template code: one for each set of template arguments. This is in contrast to run-time

generics seen in other languages (e.g. Java) where at compile-time the type is erased and a

single template body is preserved. Templates are different from macros: while both of these

compile-time language features enable conditional compilation, templates are not restricted to

lexical substitution. Templates are aware of the semantics and type system of their

companion language, as well as all compile-time type definitions, and can perform high-level

operations including programmatic flow control based on evaluation of strictly type-checked

parameters. Macros are capable of conditional control over compilation based on

predetermined criteria, but cannot instantiate new types, recurse, or perform type evaluation

and in effect are limited to pre-compilation text-substitution and text-inclusion/exclusion. In

other words, macros can control compilation flow based on pre-defined symbols but cannot,

unlike templates, independently instantiate new symbols. Templates are a tool for static

polymorphism (see below) and generic programming. In addition, templates are a compile

time mechanism in C++ which is Turing-complete, meaning that any computation

expressible by a computer program can be computed, in some form, by a template

metaprogram prior to runtime. In summary, a template is a compile-time parameterized

function or class written without knowledge of the specific arguments used to instantiate it.

After instantiation the resulting code is equivalent to code written specifically for the passed

arguments. In this manner, templates provide a way to decouple generic, broadly-applicable

aspects of functions and classes (encoded in templates) from specific aspects (encoded in

template parameters) without sacrificing performance due to abstraction.
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2. Objects

C++ introduces object-oriented (OO) features to C. It offers classes, which provide the four

features commonly present in OO (and some non-OO) languages: abstraction, encapsulation,

inheritance, and polymorphism. Objects are instances of classes created at runtime. The class

can be thought of as a template from which many different individual objects may be

generated as a program runs.

3. Encapsulation

Encapsulation is the hiding of information. C++ implements encapsulation by allowing all

members of a class to be declared as either public, private, or protected. A public member of

the class is accessible to any function. A private member is accessible only to functions that

are members of that class and to functions and classes explicitly granted access permission by

the class ("friends"). A protected member is accessible to members of classes that inherit

from the class in addition to the class itself and any friends. The OO principle is that all of the

functions (and only the functions) that access the internal representation of a type should be

encapsulated within the type definition. C++ supports this (via member functions and friend

functions), but does not enforce it: the programmer can declare parts or all of the

representation of a type to be public, and is allowed to make public entities that are not part

of the representation of the type. Because of this, C++ supports not just OO programming,

but other weaker decomposition paradigms, like modular programming. It is generally

considered good practice to make all data private or protected, and to make public only those

functions that are part of a minimal interface for users of the class. This hides all the details

of data implementation, allowing the designer to later fundamentally change the

implementation without changing the interface in any way.

4. Static polymorphism

Function overloading allows programs to declare multiple functions having the same name

(but with different arguments). The functions are distinguished by the number and/or types of

their formal parameters. Thus, the same function name can refer to different functions

depending on the context in which it is used. The type returned by the function is not used to

distinguish overloaded functions. When declaring a function, a programmer can specify

default arguments for one or more parameters. Doing so allows the parameters with defaults
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to optionally be omitted when the function is called, in which case the default arguments will

be used. When a function is called with fewer arguments than there are declared parameters,

explicit arguments are matched to parameters in left-to-right order, with any unmatched

parameters at the end of the parameter list being assigned their default arguments. In many

cases, specifying default arguments in a single function declaration is preferable to providing

overloaded functiondefinitions with different numbers of parameters. Templates in C++

provide a sophisticated mechanism for writing generic, polymorphic code. In particular,

through the Curiously Recurring Template Pattern it's possible to implement a form of static

polymorphism that closely mimics the syntax for overriding virtual functions. Since C++

templates are type-aware and Turing-complete they can also be used to let the compiler

resolve recursive conditionals and generate substantial programs through template

metaprogramming.

5. Inheritance

Variable pointers (and references) to a base class type in C++ can refer to objects of any

derived classes of that type in addition to objects exactly matching the variable type. This

allows arrays and other kinds of containers to hold pointers to objects of differing types.

Because assignment of values to variables usually occurs at run-time, this is necessarily a

run-time phenomenon.

C++ also provides a dynamic_cast operator, which allows the program to safely attempt

conversion of an object into an object of a more specific object type (as opposed to

conversion to a more general type, which is always allowed). This feature relies on run-time

type information (RTTI). Objects known to be of a certain specific type can also be cast to

that type with static_cast, a purely compile-time construct which is faster and does not

require RTTI.

6. Virtual member functions

Ordinarily when a function in a derived class overrides a function in a base class, the function

to call is determined by the type of the object. A given function is overridden when there

exists no difference, in the number or type of parameters, between two or more definitions of

that function. Hence, at compile time it may not be possible to determine the type of the

object and therefore the correct function to call, given only a base class pointer; the decision

is therefore put off until runtime. This is called dynamic dispatch. Virtual member functions
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or methods allow the most specific implementation of the function to be called, according to

the actual run-time type of the object. In C++, this is commonly done using virtual function

tables. If the object type is known, this may be bypassed by prepending a fully qualified class

name before the function call, but in general calls to virtual functions are resolved at run time.

In addition to standard member functions, operator overloads and destructors can be virtual.

A general rule of thumb is that if any functions in the class are virtual, the destructor should

be as well. As the type of an object at its creation is known at compile time, constructors, and

by extension copy constructors, cannot be virtual. Nonetheless a situation may arise where a

copy of an object needs to be created when a pointer to a derived object is passed as a pointer

to a base object. In such a case a common solution is to create a clone() (or similar) function

and declare that as virtual. The clone() method creates and returns a copy of the derived class

when called. A member function can also be made "pure virtual" by appending it with = 0

after the closing parenthesis and before the semicolon. Objects cannot be created of a class

with a pure virtual function and are called abstract data types. Such abstract data types can

only be derived from. Any derived class inherits the virtual function as pure and must provide

a non-pure definition of it (and all other pure virtual functions) before objects of the derived

class can be created. An attempt to create an object from a class with a pure virtual function

or inherited pure virtual function will be flagged as a compile-time error.

7. Scope Rules

In computer programming, scope is an enclosing context where values and expressions are

associated. Various programming languages have various types of scopes. The type of scope

determines what kind of entities it can contain and how it affects them -- or semantics.

Typically, scope is used to define the visibility and reach of information hiding. Scopes can:

 contain declarations or definitions of identifiers;

 contain statements and/or expressions which define an executable algorithm or part thereof;

 nest or be nested.

A namespace is a scope that uses the enclosing nature of the scope to group logically related

identifiers under a single identifier. Thus, scopes can affect the name resolution for their

contents.
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Variables are associated with scopes. Different scoping types affect how local variables are

bound. This has different consequences depending if the language has static (lexical) or

dynamic scoping. Static scoping (also known as lexical scoping) was first introduced in Lisp

1.5 (via the FUNARG device developed by Steve Russell, working under John McCarthy)

and added later into Algol 60 (also by Steve Russell), and has been picked up in other

languages since then. Descendants of dynamically scoped languages often adopt static

scoping. Emacs Lisp, for example, uses dynamic scoping, Common Lisp has both dynamic

and static scoping, and Scheme uses static scoping exclusively. The original Lisp used

dynamic scoping. In other cases, languages which already had dynamic scoping have added

static scoping afterwards, such as Perl. C and Pascal have always had static scoping, since

they are both influenced by the ideas that went into Algol.

The following example shows various scopes declared in the language C#:

namespace N

{ // namespace scope, merely groups identifiers

class C

{ // class scope, defines/declares member variables and functions

void f (bool b)

{ // outermost block (function) scope, contains executable statements

if (b)

{ // inner block scope for conditionally executed statements

// (Note, both block scopes are unnamed.)

...

}

}

}
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}

8. Static versus dynamic scoping

One of the basic reasons for scoping is to keep variables in different parts of the program

distinct from one another. Since there are only a small number of short variable names, and

programmers share habits about the naming of variables (e.g., ifor an array index), in any

program of moderate size the same variable name will be used in multiple different scopes.

The question of how to match various variable occurrences to the appropriate binding sites is

generally answered in one of two ways: static scoping and dynamic scoping.

9. Static scoping (also known as lexical scoping)

With static scope, a variable always refers to its top-level environment. This is a property of

the program text and unrelated to the runtime call stack. Because matching a variable to its

binding only requires analysis of the program text, this type of scoping is sometimes also

called lexical scoping. Static scope is standard in modern functional languages such as ML

and Haskell because it allows the programmer to reason as if variable bindings are carried out

by substitution. Static scoping also makes it much easier to make modular code and reason

about it, since its binding structure can be understood in isolation. In contrast, dynamic scope

forces the programmer to anticipate all possible dynamic contexts in which the module's code

may be invoked.

For example, consider the following program fragment (in Pascal):

Program A;

Var I:Integer;

K:Char;

R:Real;

Procedure B;

Var K:Real;
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L:Integer;

Procedure C;

Var M:Real;

Begin

// (1)

End;

Begin

// (2)

End;

Begin

// (3)

end.

In the above code, the variable I is accessible as an Integer at points (1),(2)and (3)in the

program because its scope is global, and is not overridden by another variable of the same

name. The variable K is accessible as a Real at points (1)and (2)and as a character at (3).

Also, because of the scope of K, the variable called K in C (at point (1)) and B (at point (2))

is not the same variable K in the main program at point (3). Variable L is accessible only in

procedure C at point (1) and procedure B at point (2), and is not accessible from the main

program. Variable M is only accessible in procedure C at point (1), and is not accessible

either from Procedure B or the main program. Also, procedure C can only be called from
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Procedure B; it cannot be called from the main program. Also, there could be yet another

procedure C declared later in the program, and a reference to that procedure would be

dependent upon where in the program code as to which procedure is being called, same as to

which variable is being referenced in the above example. Correct implementation of static

scope in languages with first-class nested functions can be subtle, as it requires each function

value to carry with it a record of the values of the variables that it depends on (the pair of the

function and this environment is called a closure). When first-class nested functions are not

used or not available (such as in C), this overhead is of course not incurred. Variable lookup

is always very efficient with static scope, as the location of each value is known at compile

time.

10. Dynamic scoping

With dynamic scope, each identifier has a global stack of bindings. Introducing a local

variable with name x pushes a binding onto the global x stack (which may have been empty),

which is popped off when the control flow leaves the scope. Evaluating x in any context

always yields the top binding. In other words, a global identifier refers to the identifier

associated with the most recent environment. Note that this cannot be done at compile time

because the binding stack only exists at runtime, which is why this type of scoping is called

dynamic scoping. Generally, certain blocks are defined to create bindings whose lifetime is

the execution time of the block; this adds some features of static scoping to the dynamic

scoping process. However, since a section of code can be called from many different

locations and situations, it can be difficult to determine at the outset what bindings will apply

when a variable is used (or if one exists at all). This can be beneficial; application of the

principle of least knowledge suggests that code avoid depending on the reasons for (or

circumstances of) a variable's value, but simply use the value according to the variable's

definition. This narrow interpretation of shared data can provide a very flexible system for

adapting the behavior of a function to the current state (or policy) of the system. However,

this benefit relies on careful documentation of all variables used this way as well as on

careful avoidance of assumptions about a variable's behavior, and does not provide any

mechanism to detect interference between different parts of a program. As such, dynamic

scoping can be dangerous and almost no modern languages use it. Some languages, like Perl

and Common Lisp, allow the programmer to choose static or dynamic scoping when
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(re)defining a variable. Logo and Emacs lisp are some of the few languages that use dynamic

scoping.

Dynamic scoping is fairly easy to implement. To find an identifier's value, the program can

traverse the runtime stack, checking each activation record (each function's stack frame) for a

value for the identifier. This is known as deep binding. An alternate strategy that is usually

more efficient is to maintain a stack of bindings for each identifier; the stack is modified

whenever the variable is bound or unbound, and a variable's value is simply that of the top

binding on the stack. This is called shallow binding. Note that both of these strategies assume

a last-in-first-out (LIFO) ordering to bindings for any one variable; in practice all bindings

are so ordered. This example compares the consequences of using static scope and dynamic

scope. Observe the following code, in a C-like language:

int x = 0;

int f() { return x; }

int g() { int x = 1; return f(); }

With static scoping, calling g will return 0 since it has been determined at compile time that

the expression x in any invocation of f will yield the global x binding which is unaffected by

the introduction of a local variable of the same name in g.

With dynamic scoping, the binding stack for the x identifier will contain two items when f is

invoked from g: the global binding to 0, and the binding to 1 introduced in g (which is still

present on the stack since the control flow hasn't left g yet). Since evaluating the identifier

expression by definition always yields the top binding, the result is 1.

In the language Perl, variables can be defined with either static or dynamic scoping. Perl's

keyword "my" defines a statically scoped local variable, while the keyword "local" defines

dynamically scoped local variable . This allows for further clarification with practical

examples of each scoping model.

$x = 0;

sub f { return $x; }

sub g { my $x = 1; return f(); }
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print g()."\n";

The example above uses "my" for static scoping of g's local variable $x. As above, calling g

returns 0 because f cannot see g's variable $x, so it looks for the global $x.

$x = 0;

sub f { return $x; }

sub g { local $x = 1; return f(); }

print g()."\n";

In this alternative, "local" is used to make g's $x dynamically-scoped. Now, calling g yields 1

because f sees g's local variable by looking up the execution stack.

In other words, the dynamically-scoped variable $x is resolved in the environment of

execution, rather than the environment of definition.

Topic : Parameters And Overloading

Topic Objective:

At the end of this topic student would be able to:

 Understand the Parameters

 Understand the Parameters and arguments

 Understand the Datatypes

 Understand the Argument passing

 Understand the Variable-length parameter lists

 Understand the Debugging process
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 Understand the Testing and Debugging Functions

 Understand the Anti-debugging

 Understand the Software testing topics

 Understand the Input combinations and preconditions

 Understand the Static vs. dynamic testing

 Understand the Software verification and validation

 Understand the Software Quality Assurance (SQA)

Definition/Overview:

In mathematics, statistics, and the mathematical sciences, a parameter (G: auxiliary measure)

is a quantity that defines certain characteristics of systems or functions. In different contexts

the term may have special usages.

Key Points:

1. Parameters

In computer programming, a parameter is a variable that takes on the meaning of a

corresponding argument passed in a call to a subroutine. In the most common case, call-by-

value, a parameter acts within the subroutine as a local (isolated) copy of the argument, but in

other cases, e.g. call-by-reference, the argument supplied by the caller can be affected by

actions within the called subroutine (as discussed in evaluation strategy). Nearly all

programming languages support subroutine parameters. The semantics for how parameters

can be declared and how the arguments get passed to the parameters of subroutines are

defined by the language, but the details of how this is represented in any particular computer

system depends on the calling conventions of that system. In lambda calculus, each function

has exactly one parameter. What is thought of as functions with multiple parameters is

usually represented in lambda calculus as a function which takes the first argument, and

returns a function which takes the rest of the arguments; this is a transformation known as

currying. Some programming languages, like ML and Haskell, follow this scheme. In these

languages, every function has exactly one parameter, and what may look like the definition of

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

33
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



a function of multiple parameters, is actually syntactic sugar for the definition of a function

that returns a function, etc. Function application is left-associative in these languages as well

as in lambda calculus, so what looks like an application of a function to multiple arguments,

is correctly evaluated as the function applied to the first argument, then the resulting function

applied to the second argument, etc.

2. Parameters and arguments

A parameter represents a value that the procedure expects you to supply when you call it. The

procedure's declaration defines its parameters. You can define a procedure with no

parameters, one parameter, or more than one. The part of the procedure definition that

specifies the parameters is called the parameter list. An argument represents the value you

supply to a procedure parameter when you call the procedure. The calling code supplies the

arguments when it calls the procedure. The part of the procedure call that specifies the

arguments is called the argument list. Although parameters are also commonly referred to as

arguments, arguments are more properly thought of as the actual values or references

assigned to the parameter variables when the subroutine is called at runtime. When discussing

code that is calling into a subroutine, any values or references passed into the subroutine are

the arguments, and the place in the code where these values or references are given is the

parameter list. When discussing the code inside the subroutine definition, the variables in the

subroutine's parameter list are the parameters, while the values of the parameters at runtime

are the arguments. Many programmers use parameter and argument interchangeably,

depending on context to distinguish the meaning. In practice, distinguishing between the two

terms is usually unnecessary in order to use them correctly or communicate their use to other

programmers. Alternatively, the words actual and formal can be used to distinguish between

an argument and a parameter, respectively. For example, the equivalent terms actual

argument and actual parameter may be used instead of argument; and formal argument and

formal parameter may be used instead of parameter.

To better understand the difference, consider the following subroutine written in C:

int sum(int addend1, int addend2)

{

return addend1 + addend2;
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}

The subroutine sum has two parameters, named addend1 and addend2. It adds the values

passed into the parameters, and returns the result to the subroutine's caller (using a technique

automatically supplied by the C compiler).

The code which calls the sum subroutine might look like this:

int sumValue;

int value1 = 40;

int value2 = 2;

sumValue = sum(value1, value2);

The variables value1 and value2 are initialized with values. The variables are not arguments

or parameters.

At runtime, the values assigned to these variables are passed to the subroutine sum. In the

sum subroutine, the parameters addend1 and addend2 are evaluated, yielding the arguments

40 and 2, respectively. The values of the arguments are added, and the result is returned to the

caller, where it is assigned to the variable sumValue.

3. Datatypes

In strongly-typed programming languages that are explicitly typed, each parameter's type is

specified in the subroutine's declaration. Languages using type inference attempt to discover

the types automatically from the function's body and usage, while weakly-typed

programming languages defer type resolution to run-time.

Some languages use a special keyword (e.g. void) to indicate that the subroutine has no

parameters; in formal type theory, such functions take an empty parameter list (whose type is

not void, but rather unit).
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4. Argument passing

The exact mechanism for assigning arguments to parameters, called argument passing,

depends upon the evaluation strategy used for that parameter (typically call-by-value), which

may be specified using keywords.

5. Default arguments

Some programming languages such as Python, C++, and Windows PowerShell allow for a

default argument to be explicitly or implicitly given in a subroutine's declaration. This allows

the caller to omit that argument when calling the subroutine. If the default argument is

explicitly given, then that value is used if it is not provided by the caller. If the default

argument is implicit (sometimes by using a keyword such as Optional) then the language

provides a well-known value (such as null, Empty, zero, an empty string, etc.) if a value is

not provided by the caller.

PowerShell example:

function doc($g = 1.21) {

"$g gigawatts? $g gigawatts? Great Scott!"

}

PS> doc

1.21 gigawatts? 1.21 gigawatts? Great Scott!

PS> doc 88

88 gigawatts? 88 gigawatts? Great Scott!

Default arguments can be seen as a special case of the variable-length argument list.

6. Variable-length parameter lists

Some languages allow subroutines to be defined to accept a variable number of arguments.

For such languages, the subroutines must iterate through the list of arguments.

PowerShell example:
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function marty {

$args | foreach { "back to the year $_" }

}

PS> marty 1985

back to the year 1985

PS> marty 2015 1985 1955

back to the year 2015

back to the year 1985

back to the year 1955

7. Overloading and Default Arguments

In computer programming, operator overloading (less commonly known as operator ad-hoc

polymorphism) is a specific case of polymorphism in which some or all of operators like +,

=, or == have different implementations depending on the types of their arguments.

Sometimes the overloadings are defined by the language; sometimes the programmer can

implement support for new types. Operator overloading is useful because it allows the

developer to program using notation closer to the target domain and allows user types to look

like types built into the language. It can easily be emulated using function calls; for an

example, consider the integers a, b, c:

a + b * c

In a language that supports operator overloading, and assuming the '*' operator has higher

precedence than '+', this is effectively a more concise way of writing: add (a, multiply (b,c))

However, in C++ templates or even C macros, operator overloading is needed in writing

down generic, primitive operations such as summing elements when implementing a vector

template. The only way to write primitive addition is a + b and this works for all types of

elements only because of its overloading. (Actually, in C++ one could define an overloaded

function add to use instead, but not in C.) A more general variant of operator overloading,
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called expression reduction, allows expressions containing one or multiple operators to be

reduced to a single function call. The expression above could be reduced to:

operator_add_and_multiply_integers(a, b, c)

In this case, the addition operator is overloaded to allow addition on a user-defined type

"Date" (in C++):

Date Date::operator+(int Month, int Day, int Year)

{

Date temp;

temp.Year += Year;

temp.Day += Day;

if temp.Day > 31

{

temp.Day - 31;

temp.Month + 1;

}

temp.Month += Month;

if temp.Month > 12

{

temp.Month - 12;

temp.Year + 1;

}

}
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Addition is a binary operation, which means it has a left and right operand. In C++, the temp

object in this case is the left operand and the arguments being passed are the right operands.

Note that a unary operator would receive no arguments since it doesn't have any operands.

8. Testing and Debugging Functions

Debugging is a methodical process of finding and reducing the number of bugs, or defects, in

a computer program or a piece of electronic hardware thus making it behave as expected.

Debugging tends to be harder when various subsystems are tightly coupled, as changes in one

may cause bugs to emerge in another.

9. Debugging process

Print debugging is the act of watching (live or recorded) trace statements, or print statements,

that indicate the flow of execution of a process. Often the first step in debugging is to attempt

reproduce the problem. This can be a non-trivial task, for example in case of parallel

processes or some unusual software bugs. Also specific user environment and usage history

can make it difficult to reproduce the problem. After the bug is reproduced, the input of the

program needs to be simplified to make it easier to debug. For example, a bug in a compiler

can make it crash when parsing some large source file. However, after simplification of the

test case, only few lines from the original source file can be sufficient to reproduce the same

crash. Such simplification can be made manually, using divide-and-conquer approach. The

programmer will try to remove some parts of original test case and check if the problem still

exists. When debugging the problem in GUI, the programmer will try to skip some user

interaction from the original problem description and check if remaining actions are sufficient

for bug to appear. To automate test case simplification, delta debugging methods can be used.

After the test case is sufficiently simplified, a programmer can use debugger to examine

program states (values of variables, call stack) and track down the origin of the problem.

Alternatively a tracing can be used. In simple case the tracing is just a few print statements,

which print out the values of variables in certain points of program execution. Remote

Debugging is the process of debugging a program running on a system different than the

debugger. To start remote debugging, debugger connects to a remote system over a network.

Once connected, debugger can control the execution of the program on the remote system

and retrieve information about its state . Post-Mortem Debugging is the act of debugging the

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

39
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



(core) dump of process. The dump of the process space may be obtained automatically by the

system, or manually by the interactive user. crash dumps (core dumps) are often generated

after a process has terminated due to an unhandled exception .

10. Anti-debugging

Anti-debugging is "the implementation of one or more techniques within computer code that

hinders attempts at reverse engineering or debugging a target process". The types of

technique are:

 API-based: check for the existence of a debugger using system information

 Exception-based: check to see if exceptions are interfered with

 Process and thread blocks: check whether process and thread blocks have been manipulated

 Modified code: check for code modifications made by a debugger handling software

breakpoints

 Hardware- and register-based: check for hardware breakpoints and CPU registers

 Timing and latency: check the time taken for the execution of instructions

Debugging can be inhibited by using one or more of the above techniques. There are enough

anti-debugging techniques available to sufficiently protect software against most threats.

Software Testing is an empirical investigation conducted to provide stakeholders with

information about the quality of the product or service under test , with respect to the context

in which it is intended to operate. This includes, but is not limited to, the process of executing

a program or application with the intent of finding software bugs.

11. Software testing topics

A primary purpose for testing is to detect software failures so that defects may be uncovered

and corrected. This is a non-trivial pursuit. Testing cannot establish that a product functions

properly under all conditions but can only establish that it does not function properly under

specific conditions. The scope of software testing often includes examination of code as well

as execution of that code in various environments and conditions as well as examining the

aspects of code: does it do what it is supposed to do and do what it needs to do. In the current
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culture of software development, a testing organization may be separate from the

development team. There are various roles for testing team members. Information derived

from software testing may be used to correct the process by which software is developed.

12. Defects and failures

Not all software defects are caused by coding errors. One common source of expensive

defects is caused by requirements gaps, e.g., unrecognized requirements, that result in errors

of omission by the program designer. A common source of requirements gaps is non-

functional requirements such as testability, scalability, maintainability, usability,

performance, and security.

Software faults occur through the following process. A programmer makes an error

(mistake), which results in a defect (fault, bug) in the software source code. If this defect is

executed, in certain situations the system will produce wrong results, causing a failure. Not all

defects will necessarily result in failures. For example, defects in dead code will never result

in failures. A defect can turn into a failure when the environment is changed. Examples of

these changes in environment include the software being run on a new hardware platform,

alterations in source data or interacting with different software. A single defect may result in

a wide range of failure symptoms.

13. Compatibility

A frequent cause of software failure is compatibility with another application or new

operating system (or, increasingly web browser version). In the case of lack of backward

compatibility this can occur because the programmers have only considered coding the

programs for, or testing the software, on the latest operating system they have access to or

else, in isolation (no other conflicting applications running at the same time) or under 'ideal'

conditions ('unlimited' memory; 'superfast' processor; latest operating system incorporating

all updates, etc). In effect, everything is running "as intended" but only when executing at the

same time on the same machine with the particular combination of software and/or hardware.

These are some of the hardest failures to predict, detect and test for and many are therefore

discovered only after release into the larger world with its largely unknown mix of

applications, software and hardware. It is likely that an experienced programmer will have

had exposure to these factors through "co-evolution" with several older systems and be much

more aware of potential future compatibility problems and therefore tend to use tried and
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tested functions or instructions rather than always the latest available which may not be fully

compatible with earlier mixtures of software/hardware. This could be considered a prevention

oriented strategy that fits well with the latest testing phase suggested by Dave Gelperin and

William C. Hetzel cited below .

14. Input combinations and preconditions

A problem with software testing is that testing under all combinations of inputs and

preconditions (initial state) is not feasible, even with a simple product. This means that the

number of defects in a software product can be very large and defects that occur infrequently

are difficult to find in testing. More significantly, non-functional dimensions of quality (how

it is supposed to be versus what it is supposed to do) -- for example, usability, scalability,

performance, compatibility, reliability -- can be highly subjective; something that constitutes

sufficient value to one person may be intolerable to another.

15. Static vs. dynamic testing

There are many approaches to software testing. Reviews, walkthroughs or inspections are

considered as static testing, whereas actually executing programmed code with a given set of

test cases is referred to as dynamic testing. The former can be, and unfortunately in practice

often is, omitted, whereas the latter takes place when programs begin to be used for the first

time - which is normally considered the beginning of the testing stage. This may actually

begin before the program is 100% complete in order to test particular sections of code

(modules or discrete functions). For example, Spreadsheet programs are, by their very nature,

tested to a large extent "on the fly" during the build process as the result of some calculation

or text manipulation is shown interactively immediately after each formula is entered.

16. Software verification and validation

Software testing is used in association with verification and validation:

 Verification: Have we built the software right (i.e., does it match the specification?)? It is

process based.

 Validation: Have we built the right software (i.e., is this what the customer wants?)? It is

product based.
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17. The software testing team

Software testing can be done by software testers. Until the 1950s the term "software tester"

was used generally, but later it was also seen as a separate profession. Regarding the periods

and the different goals in software testing there have been established different roles: test

lead/manager, test designer, tester, test automater/automation developer, and test

administrator. Software Quality Assurance (SQA) Though controversial , software testing

may be viewed as an important part of the software quality assurance (SQA) process. In

SQA, software process specialists and auditors take a broader view on software and its

development. They examine and change the software engineering process itself to reduce the

amount of faults that end up in defect rate. What constitutes an acceptable defect rate depends

on the nature of the software. An arcade video game designed to simulate flying an airplane

would presumably have a much higher tolerance for defects than mission critical software

such as thatused to control the functions of an airliner. Although there are close links with

SQA, testing departments often exist independently, and there may be no SQA function in

some companies. Software Testing is a task intended to detect defects in software by

contrasting a computer program's expected results with its actual results for a given set of

inputs. By contrast, QA is the implementation of policies and procedures intended to prevent

defects from occurring in the first place.

In Section 2 of this course you will cover these topics:
Arrays

Structures And Classes

Constructors And Other Tools

Operator Overloading, Friends, And References

Topic : Arrays

Topic Objective:

At the end of this topic student would be able to:
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 Understand the Introduction to Arrays

 Understand the Properties

 Understand Multi-dimensional arrays

 Understand the Properties in comparison

 Understand the Applications

 Understand the Arrays in Functions

 Understand the Programming with Arrays

 Understand the Languages

 Understand the Multi-dimensional arrays

Definition/Overview:

In computer science, an array is a data structure consisting of a group of elements that are

accessed by indexing. In most programming languages each element has the same data type

and the array occupies a contiguous area of storage. Most programming languages have a

built-in array data type, although what is called an array in the language documentation is

sometimes really an associative array. Conversely, the contiguous storage kind of array

discussed here may alternatively be called a vector, list, or table. Some programming

languages support array programming (e.g., APL, newer versions of Fortran) which

generalises operations and functions to work transparently over arrays as they do with scalars,

instead of requiring looping over array members.

Key Points:

1. Introduction to Arrays

In computer science, an array is a data structure consisting of a group of elements that are

accessed by indexing. In most programming languages each element has the same data type

and the array occupies a contiguous area of storage. Most programming languages have a

built-in array data type, although what is called an array in the language documentation is

sometimes really an associative array. Conversely, the contiguous storage kind of array
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discussed here may alternatively be called a vector, list, or table. Some programming

languages support array programming (e.g., APL, newer versions of Fortran) which

generalises operations and functions to work transparently over arrays as they do with scalars,

instead of requiring looping over array members.

2. Multi-dimensional arrays

Multi-dimensional arrays are accessed using more than one index: one for each dimension.

Multidimensional indexing reduced to a lesser number of dimensions, for example, a two-

dimensional array with consisting of 6 and 5 elements respectively could be represented

using a one-dimensional array of 30 elements. Arrays can be classified as fixed-sized arrays

(sometimes known as static arrays) whose size cannot change once their storage has been

allocated, or dynamic arrays, which can be resized.

3. Properties

Arrays permit constant time (O(1)) random access to individual elements, which is optimal,

but moving elements requires time proportional to the number of elements moved. On actual

hardware, the presence of e.g. caches can make sequential iteration over an array noticeably

faster than random access a consequence of arrays having good locality of reference because

their elements occupy contiguous memory locations but this does not change the asymptotic

complexity of access. Likewise, there are often facilities (such as memcpy) which can be

used to move contiguous blocks of array elements faster than one can do through individual

element access, but that does not change the asymptotic complexity either. Memory-wise,

arrays are compact data structures with no per-element overhead. There may be a per-array

overhead, e.g. to store index bounds, but this is language-dependent. It can also happen that

elements stored in an array require less memory than the same elements stored in individual

variables, because several array elements can be stored in a single word; such arrays are often

called packed arrays.

4. Properties in comparison

Dynamic arrays have similar characteristics to arrays, but can grow. The price for this is a

memory overhead, due to elements being allocated but not used. With a constant per-element

bound on the memory overhead, dynamic arrays can grow in constant amortized time per

element. Associative arrays provide a mechanism for array-like functionality without huge
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storage overheads when the index values are sparse. Specialized associative arrays with

integer keys include Patricia tries and Judy arrays. Balanced trees require O(log n) time for

index access, but also permit inserting or deleting elements in Θ(log n) time. Arrays require

O(n) time for insertion and deletion of elements.

5. Applications

Arrays are used to implement mathematical vectors and matrices, as well as other kinds of

rectangular tables. In early programming languages, these were often the applications that

motivated having arrays. Because of their performance characteristics, arrays are used to

implement other data structures, such as heaps, hash tables, deques, queues, stacks, strings,

and VLists. One or more large arrays are sometimes used to emulate in-program dynamic

memory allocation, particularly memory pool allocation. Historically, this has sometimes

been the only way to allocate "dynamic memory" portably. Array accesses with statically

predictable access patterns are a major source of data parallelism. Some algorithms store a

variable number of elements in part of a fixed-size array, which is equivalent to using

dynamic array with a fixed capacity; the so-called Pascal strings are examples of this.

6. Arrays in Functions

Most programming languages have a built-in array data type, although what is called an array

in the language documentation is sometimes really an associative array. Conversely, the

contiguous storage kind of array discussed here may alternatively be called a vector, list, or

table. Some programming languages support array programming (e.g., APL, newer versions

of Fortran) which generalises operations and functions to work transparently over arrays as

they do with scalars, instead of requiring looping over array members. Dynamic arrays have

similar characteristics to arrays, but can grow. The price for this is a memory overhead, due

to elements being allocated but not used. With a constant per-element bound on the memory

overhead, dynamic arrays can grow in constant amortized time per element. Associative

arrays provide a mechanism for array-like functionality without huge storage overheads when

the index values are sparse. Specialized associative arrays with integer keys include Patricia

tries and Judy arrays. Balanced trees require O(log n) time for index access, but also permit

inserting or deleting elements in Θ(log n) time. Arrays require O(n) time for insertion and

deletion of elements. Arrays are used to implement mathematical vectors and matrices, as
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well as other kinds of rectangular tables. In early programming languages, these were often

the applications that motivated having arrays. Because of their performance characteristics,

arrays are used to implement other data structures, such as heaps, hash tables, deques, queues,

stacks, strings, and VLists. One or more large arrays are sometimes used to emulate in-

program dynamic memory allocation, particularly memory pool allocation. Historically, this

has sometimes been the only way to allocate "dynamic memory" portably. Array accesses

with statically predictable access patterns are a major source of data parallelism. Some

algorithms store a variable number of elements in part of a fixed-size array, which is

equivalent to using dynamic array with a fixed capacity; the so-called Pascal strings are

examples of this.

7. Programming with Arrays

In computer science, array programming languages (also known as vector or

multidimensional languages) generalize operations on scalars to apply transparently to

vectors, matrices, and higher dimensional arrays. Array programming primitives concisely

express broad ideas about data manipulation. The level of conciseness can be dramatic in

certain cases: it is not uncommon to find array programming language one-liners that require

more than a couple of pages of Java code. APL, designed by Ken Iverson, was the first

programming language to provide array programming capabilities. The mnemonic APL

refers to the title of his seminal book "A Programming Language" and not to arrays per se.

Iverson's contribution to rigor and clarity was probably more important than the simple

extension of dimensions to functions.

8. Concepts

The fundamental idea behind array programming is that operations apply at once to an entire

set of values. This makes it a high-level programming model as it allows the programmer to

think and operate on whole aggregates of data, without having to resort to explicit loops of

individual scalar operations. The basis behind array programming and thinking is to find and

exploit the properties of data where individual elements are similar and/or adjacent. Unlike

object orientation which implicitly breaks down data to its constituent parts (or scalar

quantities), array orientation looks to group data and apply a uniform handling. Function rank

is an important concept to array programming languages in general, by analogy to tensor rank

in mathematics: functions that operate on data may be classified by the number of dimensions
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they act on. Ordinary multiplication, for example, is a scalar ranked function because it

operates on zero-dimensional data (individual numbers). The cross product operation is an

example of a vector rank function because it operates on vectors, not scalars. Matrix

multiplication is an example of a 2-rank function, because it operates on 2-dimensional

objects (matrices). Collapse operators reduce the dimensionality of an input data array by one

or more dimensions. For example, summing over elements collapses the input array by 1

dimension.

9. Uses

Array programming is very well suited to implicit parallelization; a topic of much research

nowadays. Further, Intel and compatible CPUs developed and produced after 1997 contained

various instruction set extensions, starting from MMX and continuing through SSSE3 and

3DNow!, which include rudimentary SIMD array capablilties. Array processing is distinct

from parallel processing in that one physical processor performs operations on a group of

items simulataneously while parallel processing aims to split a larger problem into smaller

ones (MIMD) to be solved piecemeal by numerous processors. Processors with two or more

cores are increasingly common today.

10. Languages

The canonical examples of array programming languages are APL, its successor J, and

Fortran 90. Others include: A+, Analytica, IDL, K, Mathematica, MATLAB, NumPy, GNU

Octave, PDL, R, S-Lang, SAC, Nial and ZPL.

Category:Array programming languages provides an exhaustive list.

In scalar languages like FORTRAN 77, C, Pascal, Ada, etc. operations apply only to single

values, so a+b expresses the addition of two numbers. In such languages adding two arrays

requires indexing and looping:

FORTRAN 77

00  DO 10 I = 1, N

DO 10 J = 1, N

10         A(J,I) = A(J,I) + B(J,I)
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C

for (i = 0; i < n; i++)

for (j = 0; j < n; j++)

a[i][j] += b[i][j];

PASCAL

for i:=1 to n do

for j:=1 to n do

a[i,j] := a[i,j] + b[i,j];

This need to loop and index to perform operations on arrays is both tedious and error prone.

In array languages, operations are generalized to apply to both scalars and arrays. Thus, a+b

expresses the sum of two scalars if a and b are scalars, or the sum of two arrays if they are

arrays. When applied to arrays, the operations act on corresponding elements as illustrated in

the loops above. Indeed, when the array language compiler/interpreter encounters a statement

like:

A := A + B

where A and B are two-dimensional arrays, it generates code that is effectively the same as

the C loops shown above. An array language, therefore, simplifies programming but may

come at a cost known as The Abstraction penalty . Because the additions are performed in

isolation to the rest of the coding, it may not produce the optimally most efficient code (for

example if additions of other elements of the same array are subsequently encountered during

the same execution, causing unecessary repeated lookups). Even the most sophisticated

optimizing compiler would have an extremely hard time amalgamating two or more

apparently disparate functions which might appear in different program sections or sub-

routines (yet this would be entirely obvious to a programmer who would naturally try to

ensure the sums were aggregated on the same 'pass' of the array to minimize overhead). As
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another example, the following generates the inner product of two arrays (matrix

multiplication) in the array language Nial:

11. Multi-dimensional arrays

In computer science, an array is a data structure consisting of a group of elements that are

accessed by indexing. In most programming languages each element has the same data type

and the array occupies a contiguous area of storage. Ordinary arrays are indexed by a single

integer. Also useful, particularly in numerical and graphics applications, is the concept of a

multi-dimensional array, in which we index into the array using an ordered list of integers,

such as in a. The number of integers in the list used to index into the multi-dimensional array

is always the same and is referred to as the array's dimensionality, and the bounds on each of

these are called the array's dimensions. An array with dimensionality k is often called k-

dimensional. One-dimensional arrays correspond to the simple arrays discussed thus far; two-

dimensional arrays are a particularly common representation for matrices. In practice, the

dimensionality of an array rarely exceeds three. Mapping a one-dimensional array into

memory is obvious, since memory is logically itself a (very large) one-dimensional array.

When we reach higher-dimensional arrays, however, the problem is no longer obvious.

Suppose we want to represent this simple two-dimensional array:

It is most common to index this array using the RC-convention, where elements are referred

in row, column fashion or , such as:

Common ways to index into multi-dimensional arrays include:

 Row-major order. Used most notably by statically-declared arrays in C. The elements of each

row are stored in order.
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1 2 3 4 5 6 7 8 9

 Column-major order. Used most notably in Fortran. The elements of each column are stored

in order.

1 4 7 2 5 8 3 6 9

 Arrays of arrays. Multi-dimensional arrays are typically represented by one-dimensional

arrays of references (Iliffe vectors) to other one-dimensional arrays. The subarrays can be

either the rows or columns.

The first two forms are more compact and have potentially better locality of reference, but are

also more limiting; the arrays must be rectangular, meaning that no row can contain more

elements than any other. Arrays of arrays, on the other hand, allow the creation of ragged

arrays, also called jagged arrays, in which the valid range of one index depends on the value

of another, or in this case, simply that different rows can be different sizes. Arrays of arrays

are also of value in programming languages that only supply one-dimensional arrays as

primitives.

In many applications, such as numerical applications working with matrices, we iterate over

rectangular two-dimensional arrays in predictable ways. For example, computing an element

of the matrix product AB involves iterating over a row of A and a column of B

simultaneously. In mapping the individual array indexes into memory, we wish to exploit

locality of reference as much as we can. A compiler can sometimes automatically choose the

layout for an array so that sequentially accessed elements are stored sequentially in memory;

in our example, it might choose row-major order for A, and column-major order for B. Even

more exotic orderings can be used, for example if we iterate over the main diagonal of a

matrix.
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Topic : Structures And Classes

Topic Objective:

At the end of this topic student would be able to:

 Understand the Structures

 Understand the Structured programming languages

 Understand the Classes

 Understand the Concrete classes

 Understand the Abstract classes

 Understand the Sealed classes

 Understand the Local and inner classes

 Understand the Named vs. anonymous classes

 Understand the Partial classes

Definition/Overview:

Structured programming can be seen as a subset or sub discipline of procedural

programming, one of the major programming paradigms. It is most famous for removing or

reducing reliance on the GOTO statement.

Key Points:

1. Structures

Structured programming can be seen as a subset or subdiscipline of procedural programming,

one of the major programming paradigms. It is most famous for removing or reducing

reliance on the GOTO statement.
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Historically, several different structuring techniques or methodologies have been developed

for writing structured programs. The most common are:

 Edsger Dijkstra's structured programming, where the logic of a program is a structure

composed of similar sub-structures in a limited number of ways. This reduces understanding

a program to understanding each structure on its own, and in relation to that containing it, a

useful separation of concerns.

 A view derived from Dijkstra's which also advocates splitting programs into sub-sections

with a single point of entry, but is strongly opposed to the concept of a single point of exit.

 Data Structured Programming or Jackson Structured Programming, which is based on

aligning data structures with program structures. This approach applied the fundamental

structures proposed by Dijkstra, but as constructs that used the high-level structure of a

program to be modeled on the underlying data structures being processed. There are at least 3

major approaches to data structured program design proposed by Jean-Dominique Warnier,

Michael A. Jackson, and Ken Orr.

The two latter meanings for the term "structured programming" are more common, and that is

what this article will discuss. Years after Dijkstra (1969), object-oriented programming

(OOP) was developed to handle very large or complex programs (see below: Object-oriented

comparison).

2. Structured programming languages

It is possible to do structured programming in any programming language, though it is

preferable to use something like a procedural programming language. Since about 1970 when

structured programming began to gain popularity as a technique, most new procedural

programming languages have included features to encourage structured programming (and

sometimes have left out features that would make unstructured programming easy). Some of

the better known structured programming languages are ALGOL, Pascal, PL/I and Ada. In

the 1960s, language design was often based on textbook examples of programs, which were

generally small (due to the size of a textbook); however, when programs became very large,

the focus changed. In small programs, the most common statement is generally the

assignment statement; however, in large programs (over 10,000 lines), the most common

statement is typically the procedure-call to a subprogram. Ensuring parameters are correctly
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passed to the correct subprogram becomes a major issue. Many small programs can be

handled by coding a hierarchy of structures; however, in large programs, the organization is

more a network of structures, and insistence on hierarchical structuring for data and

procedures can produce cumbersome code with large amounts of "tramp data." For example,

a text-display program that allows dynamically changing the font-size of the entire screen

would be very cumbersome if coded by passing font-size data through a hierarchy. Instead, a

subsystem could be used to control the font data through a set of accessor functions that set or

retrieve data from a common area controlled by that font-data subsystem. Databases are a

common way around tramping. The FORTRAN language has used labelled COMMON-

blocks to separate global program data into subsystems (no longer global) to allow program-

wide, network-style access to data, such as font-size, but only by specifying the particular

COMMON-block name. Confusion could occur in FORTRAN by coding alias names and

changing data-types when referencing the same labelled COMMON-block yet mapping

alternate variables to overlay the same area of memory. Regardless, the labelled-COMMON

concept was very valuable in organizing massive software systems and lead to the use of

object-oriented programming to define subsystems of centralized data controlled by accessor

functions. Changing data into other data-types was performed by explicitly converting, or

casting, data from the original variables. Global subprogram names were recognized as just

as dangerous (or even more dangerous) than global variables or blank COMMON, and

subsystems were limited to isolated groups of subprogram names, such as naming with

unique prefixes or using Java package names.

Although structuring a program into a hierarchy might help to clarify some types of software,

even for some special types of large programs, a small change, such as requesting a user-

chosen new option (text font-color) could cause a massive ripple-effect with changing

multiple subprograms to propagate the new data into the program's hierarchy. The object-

oriented approach is allegedly more flexible, by separating a program into a network of

subsystems, with each controlling their own data, algorithms, or devices across the entire

program, but only accessible by first specifying named access to the subsystem object-class,

not just by accidentally coding a similar global variable name. Rather than relying on a

structured-programming hierarchy chart, object-oriented programming needs a call-reference

index to trace which subsystems or classes are accessed from other locations. Modern

structured systems have tended away from deep hierarchies found in the 1970s and tend

toward "event driven" architectures, where various procedural events are designed as
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relatively independent tasks. Structured programming, as a forerunner to object-oriented

programming, noted some crucial issues, such as emphasizing the need for a single exit-point

in some types of applications, as in a long-running program with a procedure that allocates

memory and should deallocate that memory before exiting and returning to the calling

procedure. Memory leaks that cause a program to consume vast amounts of memory could be

traced to a failure to observe a single exit-point in a subprogram needing memory

deallocation. Similarly, structured programming, in warning of the rampant use of goto-

statements, led to a recognition of top-down discipline in branching, typified by Ada's GOTO

that cannot branch to a statement-label inside another code block. However, "GOTO

WrapUp" became a balanced approach to handling a severe anomaly without losing control

of the major exit-point to ensure wrap-up (for deallocating memory, deleting temporary files,

and such), when a severe issue interrupts complex, multi-level processing and wrap-up code

must be performed before exiting. The various concepts behind structured programming can

help to understand the many facets of object-oriented programming.

3. Classes

In object-oriented programming, a classis a programming language construct that is used as a

blueprint to create objects. This blueprint includes attributes and methods that the created

objects all share. Usually, a class represents a person, place, or thing - it is an abstraction of a

concept within a computer program. Fundamentally, it encapsulates the state and behavior of

that which it conceptually represents. It encapsulates state through data placeholders called

member variables; it encapsulates behavior through reusable code called methods. More

technically, a class is a cohesive package that consists of a particular kind of metadata. It

describes the rules by which objects behave; these objects are referred to as instances of that

class. A class has both an interface and a structure. The interface describes how the class and

its instances can be interacted with via methods, while the structure describes how the data is

partitioned into attributes within an instance. A class may also have a representation

(metaobject) at runtime, which provides runtime support for manipulating the class-related

metadata. In object-oriented design, a class is the most specific type of an object in relation to

a specific layer. Programming languages that support classes all subtly differ in their support

for various class-related features. Most support various forms of class inheritance. Many

languages also support features providing encapsulation, such as access specifiers. There are

many categories of classes depending on modifiers. Note that these categories do not
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necessarily categorize classes into distinct partitions. For example, while it is impossible to

have a class that is both abstract and concrete, a sealed class is implicitly a concrete class, and

it may be possible to have an abstract partial class.

4. Concrete classes

A concrete class is a class that can be instantiated. This contrasts with abstract classes as

described below.

5. Abstract classes

An abstract class, or abstract base class (ABC), is a class that cannot be instantiated. Such a

class is only meaningful if the language supports inheritance. An abstract class is designed

only as a parent class from which child classes may be derived. Abstract classes are often

used to represent abstract concepts or entities. The incomplete features of the abstract class

are then shared by a group of subclasses which add different variations of the missing pieces.

Abstract classes are superclasses which contain abstract methods and are defined such that

concrete subclasses are to extend them by implementing the methods. The behaviors defined

by such a class are "generic" and much of the class will be undefined and unimplemented.

Before a class derived from an abstract class can become concrete, i.e. a class that can be

instantiated, it must implement particular methods for all the abstract methods of its parent

classes. When specifying an abstract class, the programmer is referring to a class which has

elements that are meant to be implemented by inheritance. The abstraction of the class

methods to be implemented by the subclasses is meant to simplify software development.

This also enables the programmer to focus on planning and design. Most object oriented

programming languages allow the programmer to specify which classes are considered

abstract and will not allow these to be instantiated. For example, in Java, the keyword

abstract is used. In C++, an abstract class is a class having at least one abstract method (a

pure virtual function in C++ parlance). Some languages, notably Java and C#, additionally

support a variant of abstract classes called an interface. Such a class can only contain abstract

publicly-accessible methods. In this way, they are closely related - but not equivalent - to the

abstract concept of interfaces described in this article.
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6. Sealed classes

Some languages also support sealed classes. A sealed class cannot be used as a base class.

For this reason, it cannot also be an abstract class. Sealed classes are primarily used to

prevent derivation. They add another level of strictness during compile-time, improve

memory usage, and trigger certain optimizations that improve run-time efficiency.

7. Local and inner classes

In some languages, classes can be declared in scopes other than the global scope. There are

various types of such classes. One common type is an inner class or nested class, which is a

class defined within another class. Since it involves two classes, this can also be treated as

another type of class association. The methods of an inner class can access static methods of

the enclosing class(es). An inner class is typically not associated with instances of the

enclosing class, i.e. an inner class is not instantiated along with its enclosing class. Depending

on language, it may or may not be possible to refer to the class from outside the enclosing

class. A related concept is inner types (a.k.a. inner data type, nested type), which is a

generalization of the concept of inner classes. C++ is an example of a language that supports

both inner classes and inner types (via typedef declarations). Another type is a local class,

which is a class defined within a procedure or function. This limits references to the class

name to within the scope where the class is declared. Depending on the semantic rules of the

language, there may be additional restrictions on local classes compared non-local ones. One

common restriction is to disallow local class methods to access local variables of the

enclosing function. For example, in C++, a local class may refer to static variables declared

within its enclosing function, but may not access the function's automatic variables.

8. Named vs. anonymous classes

In most languages, a class is bound to a name or identifier upon definition. However, some

languages allow classes to be defined without names. Such a class is called an anonymous

class (analogous to named vs. anonymous functions).

9. Metaclasses

Metaclasses are classes whose instances are classes. A metaclass describes a common

structure of a collection of classes. A metaclass can implement a design pattern or describe a
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shorthand for particular kinds of classes. Metaclasses are often used to describe frameworks.

In some languages such as Python, Ruby, Java, and Smalltalk, a class is also an object; thus

each class is an instance of the unique metaclass, which is built in the language. For example,

in Objective-C, each object and class is an instance of NSObject. The Common Lisp Object

System (CLOS) provides metaobject protocols (MOPs) to implement those classes and

metaclasses.

10. Partial classes

Partial classes are classes that can be split over multiple definitions (typically over multiple

files), making it easier to deal with large quantities of code. At compile time the partial

classes are grouped together, thus logically make no difference to the output. An example of

the use of partial classes may be the separation of user interface logic and processing logic. A

primary benefit of partial classes is allowing different programmers to work on different parts

of the same class at the same time. They also make automatically generated code easier to

interpret, as it is separated from other code into a partial class. Partial classes have been

around in Smalltalk under the name of Class Extensions for considerable time. With the

arrival of the .NET framework 2, Microsoft introduced partial classes, supported in both C#

2.0 and Visual Basic 2005.

Topic : Constructors And Other Tools

Topic Objective:

At the end of this topic student would be able to:

 Understand the Constructors

 Understand the More Tools

 Understand the Parsing and processing C++ source code

 Understand the VectorsA Preview of the Standard Template Library

 Understand the Iterators
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Definition/Overview:

In object-oriented programming, a constructor (sometimes shortened to ctor) in a class is a

special block of statements called when an object is created, either when it is declared

(statically constructed on the stack, possible in C++ but not in Java and other object-oriented

languages) or dynamically constructed on the heap through the keyword new. A constructor

is similar to an instance method, but it differs from a method in that it never has an explicit

return type, it's not inherited, and usually has different rules for scope modifiers. Constructors

are often distinguished by having the same name as the declaring class.

Key Points:

1. Constructors

In object-oriented programming, a constructor (sometimes shortened to ctor) in a class is a

special block of statements called when an object is created, either when it is declared

(statically constructed on the stack, possible in C++ but not in Java and other object-oriented

languages) or dynamically constructed on the heap through the keyword new. A constructor

is similar to an instance method, but it differs from a method in that it never has an explicit

return type, it's not inherited, and usually has different rules for scope modifiers. Constructors

are often distinguished by having the same name as the declaring class. Their responsibility is

to initialize the object's data members and to establish the invariant of the class, failing if the

invariant isn't valid. A properly written constructor will leave the object in a 'valid' state.

Immutable objects must be initialized in a constructor. The term constructor is also used to

denote one of the tags that wraps data in an algebraic data type. This is a different usage than

in this article. For more information, see algebraic data type.

In most languages, the constructor can be overloaded in that there can be more than one

constructor for a class, each having different parameters. Some languages take consideration

of some special types of constructors:

 default constructor - a constructor that can take no arguments

 copy constructor - a constructor that takes one argument of the type of the class (or a

reference thereof)
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2. More Tools

C++ templates enable generic programming. C++ supports both function and class templates.

Templates may be parameterized by types, compile-time constants, and other templates. C++

templates are implemented by instantiation at compile-time. To instantiate a template,

compilers substitute specific arguments for a template's parameters to generate a concrete

function or class instance. Templates are a powerful tool that can be used for generic

programming, template metaprogramming, and code optimization, but this power implies a

cost. Template use may increase code size, since each template instantiation produces a copy

of the template code: one for each set of template arguments. This is in contrast to run-time

generics seen in other languages (e.g. Java) where at compile-time the type is erased and a

single template body is preserved. Templates are different from macros: while both of these

compile-time language features enable conditional compilation, templates are not restricted to

lexical substitution. Templates are aware of the semantics and type system of their

companion language, as well as all compile-time type definitions, and can perform high-level

operations including programmatic flow control based on evaluation of strictly type-checked

parameters. Macros are capable of conditional control over compilation based on

predetermined criteria, but cannot instantiate new types, recurse, or perform type evaluation

and in effect are limited to pre-compilation text-substitution and text-inclusion/exclusion. In

other words, macros can control compilation flow based on pre-defined symbols but cannot,

unlike templates, independently instantiate new symbols. Templates are a tool for static

polymorphism (see below) and generic programming. In addition, templates are a compile

time mechanism in C++ which is Turing-complete, meaning that any computation

expressible by a computer program can be computed, in some form, by a template

metaprogram prior to runtime. In summary, a template is a compile-time parameterized

function or class written without knowledge of the specific arguments used to instantiate it.

After instantiation the resulting code is equivalent to code written specifically for the passed

arguments. In this manner, templates provide a way to decouple generic, broadly-applicable

aspects of functions and classes (encoded in templates) from specific aspects (encoded in

template parameters) without sacrificing performance due to abstraction.
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3. Parsing and processing C++ source code

It is relatively difficult to write a good C++ parser with classic parsing algorithms such as

LALR(1). This is partly because the C++ grammar is not LALR. Because of this, there are

very few tools for analyzing or performing non-trivial transformations (e.g., refactoring) of

existing code. One way to handle this difficulty is to choose a different syntax, such as

Significantly Prettier and Easier C++ Syntax, which is LALR(1) parsable. More powerful

parsers, such as GLR parsers, can be substantially simpler (though slower). Parsing (in the

literal sense of producing a syntax tree) is not the most difficult problem in building a C++

processing tool. Such tools must also have the same understanding of the meaning of the

identifiers in the program as a compiler might have. Practical systems for processing C++

must then not only parse the source text, but be able to resolve for each identifier precisely

which definition applies (e.g. they must correctly handle C++'s complex scoping rules) and

what its type is, as well as the types of larger expressions. Finally, a practical C++ processing

tool must be able to handle the variety of C++ dialects used in practice (such as that

supported by the GNU Compiler Collection and that of Microsoft's Visual C++) and

implement appropriate analyzers, source code transformers, and regenerate source text.

Combining advanced parsing algorithms such as GLR with symbol table construction and

program transformation machinery can enable the construction of arbitrary C++ tools.

4. VectorsA Preview of the Standard Template Library

TheStandard Template Library (STL) is a software library partially included in the C++

Standard Library. It provides containers, iterators, algorithms, and functors. More

specifically, the C++ Standard Library is based on the STL published by SGI. Both include

some features not found in the other. SGI's STL is rigidly specified as a set of headers, while

ISO C++ does not specify header content, and allows implementation either in the headers, or

in a true library.

5. Containers

The STL contains sequence containers and associative containers. The standard sequence

containers include vector, deque and list. The standard associative containers are set, multiset,

map and multimap.
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CONTAINER DESCRIPTION

Sequences (Arrays / Linked Lists) - ordered collections

vector a dynamic array, like C array (i.e., capable of random access) with the

ability to automatically resize itself when inserting or erasing an object.

Inserting and removing an element to/from back of the vector at the end

takes amortized constant time. Inserting and erasing at the beginning or in

the middle is linear in time.

A specialization for type bool exists, which optimizes for space by

storing bool values as bits.

list a doubly-linked list; elements are not stored in contiguous memory.

Opposite performance from a vector. Slow lookup and access (linear

time), but once a position has been found, quick insertion and deletion

(constant time).

deque (double

ended queue)

a vector with insertion/erase at the beginning or end in amortized constant

time, however lacking some guarantees on iterator validity after altering

the deque.

Associative containers - unordered collections

set a sorted set; inserting/erasing elements in a set does not invalidate

iterators pointing in the set. Provides set operations union, intersection,

difference, symmetric difference and test of inclusion. Type of data must

implement comparison operator < or custom comparator function must be

specified. Implemented using a self-balancing binary search tree.

multiset same as a set, but allows duplicate elements.

map a sorted associative array; allows mapping from one data item (a key) to

another (a value). Type of key must implement comparison operator < or

custom comparator function must be specified. Implemented using a self-

balancing binary search tree.
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multimap same as a map, but allows duplicate keys.

hash_set

hash_multiset

hash_map

hash_multimap

similar to a set, multiset, map, or multimap, respectively, but

implemented using a hash table; keys are not sorted, but a hash function

must exist for key type. These containers are not part of the C++ Standard

Library, but are included in SGI's STL extensions, and are included in

common libraries such as the GNU C++ Library in the __gnu_cxx

namespace. These are scheduled to be added to the C++ standard as part

of TR1, with the slightly different names of unordered_set,

unordered_multiset, unordered_map and unordered_multimap.

Other types of containers

bitset stores series of bits similar to a fixed-sized vector of bools. Implements

bitwise operations and lacks iterators. Not a Sequence.

valarray another C-like array like vector, but is designed for high speed numerics

at the expense of some programming ease and general purpose use. It has

many features that make it ideally suited for use with vector processors in

traditional vector supercomputers and SIMD units in consumer-level

scalar processors, and also ease vector mathematics programming even in

scalar computers.

6. Iterators

The STL implements five different types of iterators. These are input iterators (which can

only be used to read a sequence of values), output iterators (which can only be used to write a

sequence of values), forward iterators (which can be read, written to, and move forward),

bidirectional iterators (which are like forward iterators but can also move backwards) and

random access iterators (which can move freely any number of steps in one operation). It is

possible to have bidirectional iterators act like random access iterators, as moving forward ten

steps could be done by simply moving forward a step at a time a total of ten times. However,

having distinct random access iterators offers efficiency advantages. For example, a vector

would have a random access iterator, but a list only a bidirectional iterator. Iterators are the

major feature which allow the generality of the STL. For example, an algorithm to reverse a

sequence can be implemented using bidirectional iterators, and then the same implementation

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

63
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



can be used on lists, vectors and deques. User-created containers only have to provide an

iterator which implements one of the 5 standard iterator interfaces, and all the algorithms

provided in the STL can be used on the container. This generality also comes at a price at

times. For example, performing a search on an associative container such as a map or set can

be much slower using iterators than by calling member functions offered by the container

itself. This is because an associative container's methods can take advantage of knowledge of

the internal structure, which is opaque to algorithms using iterators.

Topic : Operator Overloading, Friends, And References

Topic Objective:

At the end of this topic student would be able to:

 Understand the Basic Operator Overloading

 Understand the Friend Functions and Automatic Type Conversion

 Understand the References and More Overloaded Operators

 Understand the Explicit type conversion

Definition/Overview:

Operator overloading is useful because it allows the developer to program using notation

closer to the target domain and allows user types to look like types built into the language. It

can easily be emulated using function calls; for an example, consider the integers a, b, c: a +

b * c In a language that supports operator overloading, and assuming the '*' operator has

higher precedence than '+', this is effectively a more concise way of writing: add (a, multiply

(b,c)) However, in C++ templates or even C macros, operator overloading is needed in

writing down generic, primitive operations such as summing elements when implementing a

vector template. The only way to write primitive addition is a + b and this works for all types
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of elements only because of its overloading. (Actually, in C++ one could define an

overloaded function add to use instead, but not in C.)

Key Points:

1. Basic Operator Overloading

In computer programming, operator overloading (less commonly known as operator ad-hoc

polymorphism) is a specific case of polymorphism in which some or all of operators like +,

=, or == have different implementations depending on the types of their arguments.

Sometimes the overloadings are defined by the language; sometimes the programmer can

implement support for new types. Operator overloading is useful because it allows the

developer to program using notation closer to the target domain and allows user types to look

like types built into the language. It can easily be emulated using function calls; for an

example, consider the integers a, b, c: a + b * c In a language that supports operator

overloading, and assuming the '*' operator has higher precedence than '+', this is effectively a

more concise way of writing: add (a, multiply (b,c)) However, in C++ templates or even C

macros, operator overloading is needed in writing down generic, primitive operations such as

summing elements when implementing a vector template. The only way to write primitive

addition is a + b and this works for all types of elements only because of its overloading.

(Actually, in C++ one could define an overloaded function add to use instead, but not in C.)

2. Friend Functions and Automatic Type Conversion

A friend function is used in object-oriented programming to allow access to private or

protected data in a class from outside the class. Normally a function which is not a member of

a class cannot access such information; neither can an external class. Occasionally such

access will be advantageous for the programmer; under these circumstances, the function or

external class can be declared as a friend of the class using the keyword "friend." The

function or external class will then have access to all information public, private or protected

within the class.

This procedure should be used with caution. If too many functions or external classes are

declared as friends of a class with protected or private data, necessary data security may be

compromised, as well as the encapsulation of separate classes in object-oriented

programming. The following is an example of friend function's usage. The function show() is
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a friend of classes A and B which is used to display the private members of A and B. Instead

of writing a separate function in each of the classes only one friend function can be used to

display the data items of both the classes.

//Example - 1

#include <iostream>

using namespace std;

class B; // Forward declaration of class B in order for example to compile

class A

{

private:

int a;

public:

A() { a=0; }

friend void show(A& x, B& y);

};

class B

{

private:

int b;

public:

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

66
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



B() { b=6; }

friend void show(A& x, B& y);

};

void show(A& x, B& y)

{

cout << "A::a=" << x.a << endl;

cout << "B::b=" << y.b << endl;

}

int main()

{

A a;

B b;

show(a,b);

}

//Example - 2

#include <iostream>

using namespace std;

class B; // Forward declaration of class B in order for example to compile
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class A

{

private:

int a;

public:

A() { a=0; }

void show(A& x, B& y);

};

class B

{

private:

int b;

public:

B() { b=6; }

friend void A::show(A& x, B& y);

};

void A::show(A& x, B& y)

{

cout << "A::a=" << x.a << endl;
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cout << "B::b=" << y.b << endl;

}

int main()

{

A a;

B b;

show(a,b);

}

3. References and More Overloaded Operators

Implicit type conversion, also known as coercion, is an automatic type conversion by the

compiler. Some languages allow, or even require, compilers to provide coercion.

In a mixed-type expression, data of one or more subtypes can be converted to a supertype as

needed at runtime so that the program will run correctly. For example, the following is legal

C language code:

double  d;

long    l;

int     i;

if (d > i)      d = i;

if (i > l)      l = i;

if (d == l)     d *= 2;
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Although d, l and i belong to different data types, they will be automatically converted to

equal data types each time a comparison or assignment is executed. This behavior should be

used with caution, as unintended consequences can arise. Data can be lost when floating-

point representations are converted to integral representations as the fractional components of

the floating-point values will be truncated (rounded down). Conversely, converting from an

integral representation to a floating-point one can also lose precision, since the floating-point

type may be unable to represent the integer exactly (for example, float might be an IEEE 754

single precision type, which cannot represent the integer 16777217 exactly, while a 32-bit

integer type can). This can lead to situations such as storing the same integer value into two

variables of type integer and type real which return false if compared for equality.

4. Explicit type conversion

double da = 5.5;

double db = 5.5;

int result = static_cast<int>(da) + static_cast<int>(db);

//Result would be equal to 10 instead of 11.

There are several kinds of explicit conversion.

 Checked- Before the conversion is performed, a runtime check is done to see if the

destination type can hold the source value. If not, an error condition is raised.

 unchecked - No check is performed. If the destination type cannot hold the source value, the

result is undefined.

 bit pattern - The data is not interpreted at all, and its raw bit representation is copied

verbatim. This can also be achieved via aliasing.

In Section 3 of this course you will cover these topics:
Strings

Pointers And Dynamic Arrays

Separate Compilation And Namespaces
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Streams And File I/O

Topic : Strings

Topic Objective:

At the end of this topic student would be able to:

 Understand the An Array Type for Strings

 Understand the The Standard Class string

 Understand the Containers

 Understand the Strings

 Understand the General

 Understand the Streams and Input/Output

 Understand the Numerics

 Understand the Language Support

 Understand the C Standard Library

Definition/Overview:

Arrays are used to implement mathematical vectors and matrices, as well as other kinds of

rectangular tables. In early programming languages, these were often the applications that

motivated having arrays. Because of their performance characteristics, arrays are used to

implement other data structures, such as heaps, hash tables, deques, queues, stacks, strings,

and VLists. One or more large arrays are sometimes used to emulate in-program dynamic

memory allocation, particularly memory pool allocation. Historically, this has sometimes

been the only way to allocate "dynamic memory" portably.
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Key Points:

1. An Array Type for Strings

In computer programming and some branches of mathematics, a string is an ordered sequence

of symbols. These symbols are chosen from a predetermined set or alphabet. In computer

programming, a string is generally understood as a data type storing a sequence of data

values, usually bytes, in which elements usually stand for characters according to a character

encoding, which differentiates it from the more general array data type. In this context, the

terms binary string and byte string are used to suggest strings in which the stored data does

not (necessarily) represent text. A variable declared to have a string data type usually causes

storage to be allocated in memory that is capable of holding some predetermined number of

symbols. When a string appears literally in source code, it is known as a string literal and has

a representation that denotes it as such. Arrays are used to implement mathematical vectors

and matrices, as well as other kinds of rectangular tables. In early programming languages,

these were often the applications that motivated having arrays. Because of their performance

characteristics, arrays are used to implement other data structures, such as heaps, hash tables,

deques, queues, stacks, strings, and VLists. One or more large arrays are sometimes used to

emulate in-program dynamic memory allocation, particularly memory pool allocation.

Historically, this has sometimes been the only way to allocate "dynamic memory" portably.

Array accesses with statically predictable access patterns are a major source of data

parallelism. Some algorithms store a variable number of elements in part of a fixed-size

array, which is equivalent to using dynamic array with a fixed capacity; the so-called Pascal

strings are examples of this. Representations of strings depend heavily on the choice of

character repertoire and the method of character encoding. Older string implementations were

designed to work with repertoire and encoding defined by ASCII, or more recent extensions

like the ISO 8859 series. Modern implementations often use the extensive repertoire defined

by Unicode along with a variety of complex encodings such as UTF-8 and UTF-16. Most

string implementations are very similar to variable-length arrays with the entries storing the

character codes of corresponding characters. The principal difference is that, with certain

encodings, a single logical character may take up more than one entry in the array. This

happens for example with UTF-8, where single characters can take anywhere from one to

four bytes. In these cases, the logical length of the string differs from the logical length of the

array.
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The length of a string can be stored implicitly by using a special terminating character; often

this is the null character having value zero, a convention used and perpetuated by the popular

C programming language . Hence, this representation is commonly referred to as C string.

The length of a string can also be stored explicitly, for example by prefixing the string with

the length as a byte value a convention used in Pascal; consequently some people call it a P-

string. In terminated strings, the terminating code is not an allowable character in any string.

The term bytestring usually indicates a general-purpose string of bytes rather than strings of

only (readable) characters, strings of bits, or such. Byte strings often imply that bytes can take

any value and any data can be stored as-is, meaning that there should be no value interpreted

as a termination value.

Here is an example of a null-terminated string stored in a 10-byte buffer, along with its

ASCII representation:

F R A N K NUL k e f w

46 52 41 4E 4B 00 6B 66 66 77

The length of a string in the above example is 5 characters, but it occupies 6 bytes. Characters

after the terminator do not form part of the representation; they may be either part of another

string or just garbage. (Strings of this form are sometimes called ASCIZ strings, after the

original assembly language directive used to declare them.)

Here is the equivalent (old style) Pascal string stored in a 10-byte buffer, along with its

ASCII representation:

length F R A N K k e f w

05 46 52 41 4E 4B 6B 66 66 77

Both character termination and length codes limit strings: for example, C character arrays that

contain Nul characters cannot be handled directly by C string library functions: strings using

a length code are limited to the maximum value of the length code. Both of these limitations
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can be overcome by clever programming, of course, but such workarounds are by definition

not standard.

Historically, rough equivalents of the C termination method appear in both hardware and

software. For example "data processing" machines like the IBM 1401 used a special word

mark bit to delimit strings at the left, where the operation would start at the right. This meant

that while the IBM 1401 had a seven-bit word in "reality", almost no-one ever thought to use

this as a feature, and override the assignment of the seventh bit to (for example) handle

ASCII codes. It is possible to create data structures and functions that manipulate them that

do not have the problems associated with character termination and can in principle

overcome length code bounds. It is also possible to optimize the string represented using

techniques from run length encoding (replacing repeated characters by the character value

and a length) and Hamming encoding. While these representations are common, others are

possible. Using ropes makes certain string operations, such as insertions, deletions, and

concatenations more efficient.

2. The Standard Class string

In C++, the Standard Library is a collection of classes and functions, which are written in the

core language. The Standard Library provides several generic containers, functions to utilise

and manipulate these containers, function objects, generic strings and streams (including

interactive and file I/O), support for some language features, and every day functions for

tasks such as finding the square root of a number. The C++ Standard Library also

incorporates the ISO C90 C Standard Library. Features of the Standard Library are declared

within the std namespace.

The Standard Template Library (STL) is a subset of the C++ standard library, and contains

the containers, algorithms, iterators, function objects, etc.; although some people use the term

STL interchangeably with the C++ standard library. Header files in the C++ standard library

do not end in ".h".

The following files contain the declarations of the Standard Library.
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3. Containers

<bitset>

Provides the specialized container class std::bitset, a bit array.

<deque>

Provides the container class template std::deque, a double-ended queue.

<list>

Provides the container class template std::list, a doubly-linked list.

<map>

Provides the container class templates std::map and std::multimap, an associative

array and multimap.

<queue>

Provides the container adapter class std::queue, a single-ended queue.

<set>

Provides the container class templates std::set and std::multiset, sorted associative

containers or sets.

<stack>

Provides the container adapter class std::stack, a stack.

<vector>

Provides the container class template std::vector, a dynamic array.
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4. General

<algorithm>

Provides definitions of many container algorithms.

<functional>

Provides several function objects, designed for use with the standard algorithms.

<iterator>

Provides classes and templates for working with iterators.

<locale>

Provides classes and templates for working with locales.

<memory>

Provides facilities for memory management in C++, including the class template

std::auto_ptr.

<stdexcept>

Contains standard exception classes such as std::logic_errorand std::runtime_error,

both derived from std::exception.

<utility>

Provides the template class std::pair, for working with pairs (two-member tuples) of

objects.

5. Strings

<string>

Provides the C++ standard string classes and templates.
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6. Streams and Input/Output

<fstream>

Provides facilities for file-based input and output. See fstream.

<ios>

Provides several types and functions basic to the operation of iostreams.

<iostream>

Provides C++ input and output fundamentals. See iostream.

<iosfwd>

Provides forward declarations of several I/O-related class templates.

<iomanip>

Provides facilities to manipulate output formatting, such as the base used when

formatting integers and the precision of floating point values.

<istream>

Provides the template class std::istream and other supporting classes for input.

<ostream>

Provides the template class std::ostream and other supporting classes for output.

<sstream>

Provides the template class std::sstream and other supporting classes for string

manipulation.

<streambuf>
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7. Numerics

<complex>

Provides class template std::complex and associated functions for working with

complex numbers.

<numeric>

Provides algorithms for numerical processing

<valarray>

Provides the template class std::valarray, an array class optimized for numeric

processing.

8. Language Support

<exception>

Provides several types and functions related to exception handling, including

std::exception, the base class of all exceptions thrown by the Standard Library.

<limits>

Provides the template class std::numeric_limits, used for describing properties of

fundamental numeric types.

<new>

Provides operators new and deleteand other functions and types composing the

fundamentals of C++ memory management.

<typeinfo>

Provides facilities for working with C++ run-time type information.
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9. C Standard Library

Each header from the C standard library is included in the C++ standard library under a

different name, generated by removing the .h, and adding a 'c' at the start, for example 'time.h'

becomes 'ctime'. The only difference between these headers and the traditional C standard

library headers is that where possible the functions should be placed into the std:: namespace

(although few compilers actually do this). In ISO C, functions in standard library are allowed

to be implemented by macros, which is not allowed by ISO C++.

 <cassert>

 <cctype>

 <cerrno>

 <cfloat>

 <climits>

 <cmath>

 <csetjmp>

 <csignal>

 <cstdlib>

 <cstddef>

 <cstdarg>

 <cstdio>

 <cstring>

 <ctime>

 <cwchar>

 <cwctype>
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Topic : Pointers And Dynamic Arrays

Topic Objective:

At the end of this topic student would be able to:

 Understand the Pointers

 Understand the Pointers in data structures

 Architectural roots

 Understand the Uses

 Understand the C pointers

 Understand the Bounded-size dynamic arrays and capacity

 Understand the Geometric expansion and amortized cost

 Understand the Performance

 Understand the Variants

 Understand the Language support

 Understand the Bounded-size dynamic arrays and capacity

 Understand the Geometric expansion and amortized cost

 Understand the Performance

 Understand the Variants

Definition/Overview:

A pointer references a value stored elsewhere in memory, and obtaining or requesting the

value to which a pointer refers is called dereferencing the pointer. A pointer is a simple
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implementation of the general reference data type (although it is quite different from the

facility referred to as a reference in C++). Pointers to data improve performance for repetitive

operations such as traversing string and tree structures, and pointers to functions are used for

binding methods in Object-oriented programming and run-time linking to dynamic link

libraries (DLLs).

Key Points:

1. Pointers

In computer science, a pointer is a programming language data type whose value refers

directly to (or "points to") another value stored elsewhere in the computer memory using its

address. A pointer references a value stored elsewhere in memory, and obtaining or

requesting the value to which a pointer refers is called dereferencing the pointer. A pointer is

a simple implementation of the general reference data type (although it is quite different from

the facility referred to as a reference in C++). Pointers to data improve performance for

repetitive operations such as traversing string and tree structures, and pointers to functions are

used for binding methods in Object-oriented programming and run-time linking to dynamic

link libraries (DLLs).

While "pointer" has been used to refer to references in general, it more properly applies to

data structures whose interface explicitly allows the pointer to be manipulated as a memory

address. Because pointers allow largely unprotected access to memory addresses, there are

risks associated with using them. For general information about references, see reference

(computer science).

2. Pointers in data structures

When setting up data structures like lists, queues and trees, it is necessary to have pointers to

help manage the way in which the structure is implemented and controlled. Typical examples

of pointers would be start pointers, end pointers, or stack pointers.

3. Architectural roots

Pointers are a very thin abstraction on top of the addressing capabilities provided by most

modern architectures. In the simplest scheme, an address, or a numeric index, is assigned to
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each unit of memory in the system, where the unit is typically either a byte or a word,

effectively transforming all of memory into a very large array. Then, if we have an address,

the system provides an operation to retrieve the value stored in the memory unit at that

address. In the usual case, a pointer is large enough to hold more addresses than there are

units of memory in the system. This introduces the possibility that a program may attempt to

access an address which corresponds to no unit of memory, either because not enough

memory is installed or the architecture does not support such addresses. The first case may, in

certain platforms as the Intel x86 architecture, be called a segmentation fault (segfault). The

second case is possible in the current implementation of AMD64, where pointers are 64 bit

long and addresses only extend to 48 bits. There, pointers must conform to certain rules

(canonical addresses), so if a noncanonical pointer is dereferenced, the processor raises a

general protection fault. On the other hand, some systems have more units of memory than

there are addresses. In this case, a more complex scheme such as memory segmentation or

paging is employed to use different parts of the memory at different times. The last

incarnations of the x86 architecture support up to 36 bits of physical memory addresses,

which were mapped to the 32-bit linear address space through the PAE paging mechanism.

Thus, only 1/16 of the possible total memory may be accessed at a time. Another example in

the same computer family was the 16-bit protected mode of the 80286 processor, which,

though supporting only 16 MiB of physical memory, could access up to 1 GiB of virtual

memory, but the combination of 16-bit address and segment registers made accessing more

than 64 KiB in one data structure cumbersome. Some restrictions of ANSI pointer arithmetic

may have been due to the segmented memory models of this processor family.

In order to provide a consistent interface, some architectures provide memory-mapped I/O,

which allows some addresses to refer to units of memory while others refer to device

registers of other devices in the computer. There are analogous concepts such as file offsets,

array indices, and remote object references that serve some of the same purposes as addresses

for other types of objects.

4. Uses

Pointers are directly supported without restrictions in languages such as C, C++, Pascal and

most assembly languages. They are primarily used for constructing references, which in turn

are fundamental to constructing nearly all data structures, as well as in passing data between

different parts of a program. In functional programming languages that rely heavily on lists,
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pointers and references are managed abstractly by the language using internal constructs like

cons. When dealing with arrays, the critical lookup operation typically involves a stage called

address calculation which involves constructing a pointer to the desired data element in the

array. In other data structures, such as linked lists, pointers are used as references to explicitly

tie one piece of the structure to another. Pointers are used to pass parameters by reference.

This is useful if we want a function's modifications to a parameter to be visible to the

function's caller. This is also useful for returning multiple values from a function. Pointers

can also be used to allocate and deallocate dynamic variables and arrays in memory. Since a

variable will sometimes become unneeded after it has served its purpose, it may be a waste of

RAM to keep it, and therefore it is a good practice to deallocate it from RAM using a pointer

when it is no longer needed. Failure to do so may result in a memory leak.

5. C pointers

The basic syntax to define a pointer is int *money; This declares moneyas a pointer to an

integer. Since the contents of memory are not guaranteed to be of any specific value in C,

care must be taken to ensure that the address that moneypoints to is valid. This is why it is

suggested to initialize the pointer to NULL

6. Dynamic Arrays

In computer science, a dynamic array, growable array, resizable array, dynamic table, or

array list is an array data structure that can be resized and allows elements to be added or

removed. It is supplied with standard libraries in many modern mainstream programming

languages. A dynamic array is not the same thing as a dynamically-allocated array, which is a

fixed-size array whose size is fixed when the array is allocated; for more information of this

type of array, see array.

7. Bounded-size dynamic arrays and capacity

The simplest dynamic array is constructed by allocating a fixed-size array and then dividing it

into two parts: the first stores the elements of the dynamic array and the second is reserved, or

unused. We can then add or remove elements at the end of the dynamic array in constant time

by using the reserved space, until this space is completely consumed. The number of

elements used by the dynamic array contents is its logical size or size, while the size of the
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underlying array is called the dynamic array's capacity, which is the maximum possible

logical size.

In applications where the logical size is bounded, this data structure suffices. Resizing the

underlying array is an expensive operation, typically involving copying the entire contents of

the array.

8. Geometric expansion and amortized cost

To avoid incurring the cost of resizing many times, dynamic arrays resize by a large amount,

such as doubling in size, and use the reserved space for future expansion. The operation of

adding an element to the end might work as follows:

function insertEnd(dynarray a, element e)

if (a.size = a.capacity)

// resize a to twice its current capacity:'

a.capacity ← a.capacity * 2

// (copy the contents to the new memory location here)

a[a.size] ← e

a.size ← a.size + 1

As n elements are inserted, the capacities form a geometric progression. Expanding the array

by any constant proportion ensures that inserting n elements takes O(n) time overall, meaning

that each insertion takes amortized constant time. The value of this proportion a leads to a

time-space tradeoff: the average time per insertion operation is about a/(a−1), while the

number of wasted cells is bounded above by (a−1)n. The choice of a is application-

dependent, but a=2 is commonly-used.

Many dynamic arrays also deallocate some of the underlying storage if its size drops below a

certain threshold, such as 30% of the capacity.

Dynamic arrays are a common example when teaching amortized analysis.
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9. Performance

Linked

list
Array

Dynamic

array

Indexing Θ(n) Θ(1) Θ(1)

Insertion/deletion at end Θ(1) N/A Θ(1)

Insertion/deletion in middle Θ(1) N/A Θ(n)

Wasted space (average) Θ(n) 0 Θ(n)

The dynamic array has performance similar to an array, with the addition of new operations

to add and remove elements from the end:

 Getting or setting the value at a particular index (constant time)

 Iterating over the elements in order (linear time, good cache performance)

 Inserting or deleting an element in the middle of the array (linear time)

 Inserting or deleting an element at the end of the array (constant amortized time)

Dynamic arrays benefit from many of the advantages of arrays, including good locality of

reference and data cache utilization, compactness (low memory use), and random access.

They usually have only a small fixed additional overhead for storing information about the

size and capacity. This makes dynamic arrays an attractive tool for building cache-friendly

data structures.

Compared to linked lists, dynamic arrays have faster indexing (constant time versus linear

time) and typically faster iteration due to improved locality of reference; however, dynamic

arrays require linear time to insert or delete at an arbitrary location, since all following

elements must be moved, while linked lists can do this in constant time. This disadvantage is

mitigated by the gap buffer and tiered vector variants discussed under Variants below. Also,

in a highly-fragmented memory region, it may be expensive or impossible to find contiguous

space for a large dynamic array, whereas linked lists do not require the whole data structure

to be stored contiguously.
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10. Variants

Gap buffers are similar to dynamic arrays but allow efficient insertion and deletion operations

clustered near the same arbitrary location. Some deque implementations are based on

dynamic arrays; see Deque#Dynamic_array_implementation. Goodrich presented a dynamic

array algorithm called Tiered Vectors that provided O(n1/2) performance for order preserving

insertions or deletions from the middle of the array. Hashed Array Tree (HAT) is a dynamic

array algorithm invented by Sitarski in 1996. Hashed Array Tree wastes order n1/2 amount of

storage space, where n is the number of elements in the array. The algorithm has O(1)

amortized performance when appending a series of objects to the end of a Hashed Array

Tree. In a 1999 paper , Brodnik et al. describe a tiered dynamic array data structure, which

wastes only n1/2 space for n elements at any point in time, and they prove a lower bound

showing that any dynamic array must waste this much space if the operations are to remain

amortized constant time. Additionally, they present a variant where growing and shrinking

the buffer has not only amortized but worst-case constant time. Bagwell (2002) presented the

VList algorithm, which can be adapted to implement a dynamic array.

11. Language support

C++'sstd::vectoris an implementation of dynamic arrays, as are the ArrayList classes supplied

with the Java API and the .NET Framework. The generic List<> class supplied with version

2.0 of the .NET Framework is also implemented with dynamic arrays. Delphi and D

implement dynamic arrays at the language's core. Many scripting languages such as Perl and

PHP offer dynamic arrays as a built-in primitive data type.

12. Classes, Pointers, and Dynamic Arrays

In computer science, a dynamic array, growable array, resizable array, dynamic table, or

array list is an array data structure that can be resized and allows elements to be added or

removed. It is supplied with standard libraries in many modern mainstream programming

languages. A dynamic array is not the same thing as a dynamically-allocated array, which is a

fixed-size array whose size is fixed when the array is allocated; for more information of this

type of array, see array.
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13. Bounded-size dynamic arrays and capacity

The simplest dynamic array is constructed by allocating a fixed-size array and then dividing it

into two parts: the first stores the elements of the dynamic array and the second is reserved, or

unused. We can then add or remove elements at the end of the dynamic array in constant time

by using the reserved space, until this space is completely consumed. The number of

elements used by the dynamic array contents is its logical size or size, while the size of the

underlying array is called the dynamic array's capacity, which is the maximum possible

logical size. In applications where the logical size is bounded, this data structure suffices.

Resizing the underlying array is an expensive operation, typically involving copying the

entire contents of the array.

14. Geometric expansion and amortized cost

To avoid incurring the cost of resizing many times, dynamic arrays resize by a large amount,

such as doubling in size, and use the reserved space for future expansion. The operation of

adding an element to the end might work as follows:

function insertEnd(dynarray a, element e)

if (a.size = a.capacity)

// resize a to twice its current capacity:'

a.capacity ← a.capacity * 2

// (copy the contents to the new memory location here)

a[a.size] ← e

a.size ← a.size + 1

As n elements are inserted, the capacities form a geometric progression. Expanding the array

by any constant proportion ensures that inserting n elements takes O(n) time overall, meaning

that each insertion takes amortized constant time. The value of this proportion a leads to a

time-space tradeoff: the average time per insertion operation is about a/(a−1), while the

number of wasted cells is bounded above by (a−1)n. The choice of a is application-

dependent, but a=2 is commonly-used. Many dynamic arrays also deallocate some of the
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underlying storage if its size drops below a certain threshold, such as 30% of the capacity.

Dynamic arrays are a common example when teaching amortized analysis.

15. Variants

Gap buffers are similar to dynamic arrays but allow efficient insertion and deletion operations

clustered near the same arbitrary location. Some deque implementations are based on

dynamic arrays; see Deque#Dynamic_array_implementation. Goodrich presented a dynamic

array algorithm called Tiered Vectors that provided O(n1/2) performance for order preserving

insertions or deletions from the middle of the array. Hashed Array Tree (HAT) is a dynamic

array algorithm invented by Sitarski in 1996. Hashed Array Tree wastes order n1/2 amount of

storage space, where n is the number of elements in the array. The algorithm has O(1)

amortized performance when appending a series of objects to the end of a Hashed Array

Tree. In a 1999 paper , Brodnik et al. describe a tiered dynamic array data structure, which

wastes only n1/2 space for n elements at any point in time, and they prove a lower bound

showing that any dynamic array must waste this much space if the operations are to remain

amortized constant time. Additionally, they present a variant where growing and shrinking

the buffer has not only amortized but worst-case constant time. Bagwell (2002) presented the

VList algorithm, which can be adapted to implement a dynamic array.

Topic : Separate Compilation And Namespaces

Topic Objective:

At the end of this topic student would be able to:

 Understand the Namespaces

 Understand the XML namespace

 Understand the Emulating namespaces
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Definition/Overview:

A namespace is an abstract container or environment created to hold a logical grouping of

unique identifiers or symbols (i.e., names). An identifier defined in a namespace is associated

with that namespace. The same identifier can be independently defined in multiple

namespaces. That is, the meaning associated with an identifier defined in one namespace may

or may not have the same meaning as the same identifier defined in another namespace.

Languages that support namespaces specify the rules that determine to which namespace an

identifier (i.e., not its definition) belongs. For example, Bill works for company X and his

employee ID is 123. John works for company Y and his employee ID is also 123. The reason

Bill and John can be identified by the same ID number is because they work for different

companies. The different companies in this case would symbolize different namespaces.

There would be serious confusion if the two men worked for the same company, and still had

the same employee ID. For instance, a pay-cheque issued to employee ID 123 would not

identify which man should receive the cheque. In large computer programs or documents it is

not uncommon to have hundreds or thousands of identifiers.

Key Points:

1. Namespaces

A namespace is an abstract container or environment created to hold a logical grouping of

unique identifiers or symbols (i.e., names). An identifier defined in a namespace is associated

with that namespace. The same identifier can be independently defined in multiple

namespaces. That is, the meaning associated with an identifier defined in one namespace may

or may not have the same meaning as the same identifier defined in another namespace.

Languages that support namespaces specify the rules that determine to which namespace an

identifier (i.e., not its definition) belongs. For example, Bill works for company X and his

employee ID is 123. John works for company Y and his employee ID is also 123. The reason

Bill and John can be identified by the same ID number is because they work for different

companies. The different companies in this case would symbolize different namespaces.

There would be serious confusion if the two men worked for the same company, and still had

the same employee ID. For instance, a pay-cheque issued to employee ID 123 would not

identify which man should receive the cheque. In large computer programs or documents it is

not uncommon to have hundreds or thousands of identifiers. Namespaces (or a similar
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technique, see Emulating namespaces) provide a mechanism for hiding local identifiers. They

provide a means of grouping logically related identifiers into corresponding namespaces,

thereby making the system more modular. Computer storage devices and many modern

computer languages provide support for namespaces. Storage devices use directories (or

folders) as namespaces. This allows two files with the same name to be stored on the device

so long as they are stored in different directories. In some programming languages (eg. C++,

Python), the identifiers naming namespaces are themselves associated with an enclosing

namespace. Thus, in these languages namespaces can nest, forming a namespace tree. At the

root of this tree is the unnamed global namespace.

In C++, a namespace is defined with a namespace block.

namespace abc {

int bar;

}

Within this block, identifiers can be used exactly as they are declared. Outside of this block,

the namespace specifier must be prefixed. For example, outside of namespace abc, bar must

be written abc::barto be accessed. C++ includes another construct that makes this verbosity

unnecessary. By adding the line

using namespace abc; to a piece of code, the prefix abc:: is no longer needed.

Code that is not explicitly declared within a namespace is considered to be in the global

namespace.

Namespace resolution in C++ is hierarchical. This means that within the hypothetical

namespace food::soup, the identifier chickenrefers to food::soup::chicken if it exists. If it

doesn't exist, it then refers to food::chickenif it exists. If neither exist, chicken refers to an

identifier in the global namespace. Namespaces in C++ are most often used to avoid naming

collisions. Although namespaces are used extensively in recent C++ code, most older code

does not use this facility. For example, the entire C++ standard library is defined within

namespace std, but before standardization many components were originally in the global

namespace. In the Java programming language, the idea of a namespace is embodied in Java

packages. All code belongs to a package, although that package need not be explicitly named.
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Code from other packages is accessed by prefixing the package name before the appropriate

identifier, for example class String in package java.lang can be referred to as java.lang.String

(this is known as the fully qualified class name). Like C++, Java offers a construct that makes

it unnecessary to type the package name (import). However, certain features (such as

reflection) require the programmer to use the fully qualified name. Unlike C++, namespaces

in Java are not hierarchical as far as the syntax of the language is concerned. However,

packages are named in a hierarchical manner. For example, all packages beginning with

javaare a part of the Java platformthe package java.langcontains classes core to the language,

and java.lang.reflectcontains core classes specifically relating to reflection. In Java (as well as

Ada, C#, and others), namespaces/packages express semantic categories of code. For

example, in C#, namespace System contains code provided by the system (the .NET

framework). How specific these categories are and how deep the hierarchies go differ from

language to language. Function and class scopes can be viewed as implicit namespaces that

are inextricably linked with visibility, accessibility, and object lifetime.

2. XML namespace

In XML, the XML namespace specification enables the names of elements and attributes in

an XML document to be unique, similar to the role of namespaces in a programming

language. Using XML namespaces, XML documents may contain element or attribute names

from more than one XML vocabulary.

3. Emulating namespaces

In programming languages that do not provide language support for namespaces, namespaces

can be emulated to some extent by using an identifier naming convention. For example, C

libraries such as Libpng often use a fixed prefix for all functions and variables that are part of

their exposed interface. Libpng exposes identifiers such as:

png_create_write_struct

png_get_signature

png_read_row

png_set_invalid
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This gives reasonable assurance that the identifiers are unique and can therefore be used in

larger programs without fear of identifier naming collisions.

Unfortunately, this technique has several drawbacks:

 It doesn't scale well to nested namespaces; identifiers become excessively long.

 Individuals or organizations may use dramatically inconsistent naming conventions,

potentially introducing unwanted obfuscation.

 Compound or 'query-based' operations on groups of identifiers, based on the namespaces in

which they are declared, is rendered unwieldy or unfeasible.

 All uses of the identifiers must, in effect, be fully namespace-qualified. Languages with direct

support for namespaces usually provide ways for the programmer to declare up front that they

wish to use some or all identifiers from a specific namespace, which they can then use

without qualification for the remainder of the block.

Topic : Streams And File I/O

Topic Objective:

At the end of this topic student would be able to:

 Understand the I/O Stream

 Understand the Standard input (stdin)

 Understand the Standard output (stdout)

 Understand the Random Access to Files

 Understand the Closed data file formats

 Understand the Open data file formats

 Understand the Binary and ASCII data file formats
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 Understand the Debugging uses

Definition/Overview:

In Unix and Unix-like operating systems, as well as certain programming language interfaces,

the standard streams are preconnected input and output channels between a computer

program and its environment (typically a text terminal) when it begins execution. The three

I/O connections are called standard input, standard output and standard error. In most

operating systems predating Unix, programs had to explicitly connect to the appropriate input

and output data. On many of those systems, this could be an intimidating programming

challenge created by OS-specific intricacies such as obtaining control environment settings,

accessing a local file table, determining the intended data set, and handling the correct case of

a card reader, magnetic tape drive, disk drive, line printer, card punch, or interactive terminal.

Key Points:

1. I/O Stream

In Unix and Unix-like operating systems, as well as certain programming language interfaces,

the standard streams are preconnected input and output channels between a computer

program and its environment (typically a text terminal) when it begins execution. The three

I/O connections are called standard input, standard output and standard error. In most

operating systems predating Unix, programs had to explicitly connect to the appropriate input

and output data. On many of those systems, this could be an intimidating programming

challenge created by OS-specific intricacies such as obtaining control environment settings,

accessing a local file table, determining the intended data set, and handling the correct case of

a card reader, magnetic tape drive, disk drive, line printer, card punch, or interactive terminal.

Unix provided several groundbreaking advances, one of which was to provide abstract

devices: it removed the need for a program to know or care what kind of devices it was

communicating with. Older operating systems forced upon the programmer a record structure

and, frequently non-orthogonal data semantics and device control. Unix eliminated this

complexity with the concept of a data stream: an ordered sequence of data bytes which can be

read until the end of file. A program may also write bytes as desired and need not (and can't

easily) declare how many there will be, or how they will be grouped. Another Unix

breakthrough was to automatically associate input and output by defaultthe program (and
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programmer) did absolutely nothing to establish input and output for a typical input-process-

output program (unless it chose a different paradigm). In contrast, previous operating systems

usually required someoften complexjob control language to establish connections, or the

equivalent burden had to be orchestrated by the program. Since Unix provided standard

streams, the Unix C runtime environment was obligated to support it as well. As a result,

most C runtime environments (and C's descendants), regardless of the operating system,

provide equivalent functionality.

2. Standard input (stdin)

Standard input is data (often text) going into a program. The program requests data transfers

by use of the read operation. Not all programs require input. For example, the dir or ls

program (which displays file names contained in a directory) performs its operation without

any stream data input. Unless redirected, input is expected from the text keyboard which

started the program. The file descriptor for standard input is 0 (zero); the corresponding

<stdio.h> variable is FILE* stdin; similarly, the <iostream> variable is std::cin.

3. Standard output (stdout)

Standard output is the stream where a program writes its output data. The program requests

data transfer with the write operation. Not all programs generate output. For example the file

rename command (variously called mv, move, ren) is silent on success. Unless redirected,

standard output is the text terminal which initiated the program. The file descriptor for

standard output is 1 (one); the corresponding <stdio.h> variable is FILE* stdout; similarly,

the <iostream> variable is std::cout.

4. Random Access to Files

Adata file is a computer file which stores data for use by a computer application or system. It

generally does not refer to files that contain instructions or code to be executed (typically

called program files), or to files which define the operation or structure of an application or

system (which include configuration files, directory files, etc.); but specifically to information

used as input, and/or written as output by some other software program. This is especially

helpful when debugging a program. Data files come in two broad categories: open and

closed.
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5. Closed data file formats

Closed data (frequently referred to as proprietary format files) files have their metadata data

elements hidden, obscured or unavailable to users of the file. Application developers do this

to discourage users from tampering with or corrupting the data files or importing the data into

a competitor's application. See vendor lock-in.

6. Open data file formats

Open data files have their internal structures available to users of the through a process of

metadata publishing. Metadata publishing implies that the structure and semantics of all the

possible data elements within a file are available to users. Examples of open data files include

XML formats such as HTML for storing web pages or SVG for storing scalable graphics.

7. Binary and ASCII data file formats

Data files are frequently stored in binary or ASCII file formats. ASCII file formats can

usually be inspected and modified with an appropriate text or word-processor. Binary files

are usually not editable with a text or word processor. Note that binary file formats are not

necessarily closed. Some application vendors store data in a compressed file structure.

8. Debugging uses

Data files are commonly used when computer programming, especially when debugging, to

quicken the repetitious commands needed to get to certain parts of a program. Commonly

used file extensions for programming include .txt and .dat for simplicity. This greatly reduces

the time for a programmer to access the problems in the programs.

In Section 4 of this course you will cover these topics:
Recursion

Inheritance

Polymorphism And Virtual Functions

Templates
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Topic : Recursion

Topic Objective:

At the end of this topic student would be able to:

 Understand the Recursive void Functions

 Understand the Order of function calling

Definition/Overview:

Recursion (computer science) is a way of thinking about and solving problems. In fact,

recursion is one of the central ideas of computer science. Solving a problem using recursion

means the solution depends on solutions to smaller instances of the same problem. "The

power of recursion evidently lies in the possibility of defining an infinite set of objects by a

finite statement. In the same manner, an infinite number of computations can be described by

a finite recursive program, even if this program contains no explicit repetitions." Most high-

level computer programming languages support recursion by allowing a function to call itself

within the program text. Imperative languages define looping constructs like while and for

loops that are used to perform repetitive actions. Some functional programming languages do

not define any looping constructs but rely solely on recursion to repeatedly call code.

Computability theory has proven that these recursive only languages are mathematically

equivalent to the imperative languages, meaning they can solve the same kinds of problems

even without the typical control structures like while and for. Operations on the tree can be

implemented using recursion. Note that because there are two self-referencing pointers (left

and right), that tree operations will require two recursive calls. For a similar example see the

Fibonacci function and explanation above.

Key Points:

1. Recursive void Functions

Recursion (computer science) is a way of thinking about and solving problems. In fact,

recursion is one of the central ideas of computer science. Solving a problem using recursion

means the solution depends on solutions to smaller instances of the same problem. "The
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power of recursion evidently lies in the possibility of defining an infinite set of objects by a

finite statement. In the same manner, an infinite number of computations can be described by

a finite recursive program, even if this program contains no explicit repetitions." Most high-

level computer programming languages support recursion by allowing a function to call itself

within the program text. Imperative languages define looping constructs like while and for

loops that are used to perform repetitive actions. Some functional programming languages do

not define any looping constructs but rely solely on recursion to repeatedly call code.

Computability theory has proven that the recursive only languages are mathematically

equivalent to the imperative languages, meaning they can solve the same kinds of problems

even without the typical control structures like while and for. Operations on the tree can be

implemented using recursion. Note that because there are two self-referencing pointers (left

and right), that tree operations will require two recursive calls. For a similar example see the

Fibonacci function and explanation above.

void printTree(TREE t) {

if (!isEmpty(t)) {            // base case

printTree(t->left);   // go left

printf("%d ", t->n);  // print the integer followed by a space

printTree(t->right);  // go right

}

2. Order of function calling

The order of calling a function may change the execution of a function, see this example in C

language:

Function 1

void recursiveFunction(int num) {

if (num < 5) {

printf("%d\n", num);
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recursiveFunction(num + 1);

}

}

Function 2 with swapped lines

void recursiveFunction(int num) {

if (num < 5) {

recursiveFunction(num + 1);

printf("%d\n", num);

}

}

Topic : Inheritance

Topic Objective:

At the end of this topic student would be able to:

 Understand the Inheritance Basics
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 Understand the Programming with Inheritance

 Understand the Specialization

 Understand the Overriding

 Understand the Code re-use

 Understand the Limitations and alternatives

 Understand the Constraints of inheritance-based design

 Understand the Roles and inheritance

Definition/Overview:

In object-oriented programming, inheritance is a way to form new classes (instances of which

are called objects) using classes that have already been defined.

Key Points:

1. Inheritance Basics

In object-oriented programming, inheritance is a way to form new classes (instances of which

are called objects) using classes that have already been defined. The inheritance concept was

invented in 1967 for Simula. The new classes, known as derived classes, take over (or inherit)

attributes and behavior of the pre-existing classes, which are referred to as base classes (or

ancestor classes). It is intended to help reuse existing code with little or no modification.

Inheritance provides the support for representation by categorization in computer languages.

Categorization is a powerful mechanism number of information processing, crucial to human

learning by means of generalization (what is known about specific entities is applied to a

wider group given a belongs relation can be established) and cognitive economy (less

information needs to be stored about each specific entity, only its particularities). Inheritance

is also sometimes called generalization, because the is-a relationships represent a hierarchy

between classes of objects. For instance, a "fruit" is a generalization of "apple", "orange",

"mango" and many others. One can consider fruit to be an abstraction of apple, orange, etc.

Conversely, since apples are fruit (i.e., an apple is-a fruit), apples may naturally inherit all the

properties common to all fruit, such as being a fleshy container for the seed of a plant. An
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advantage of inheritance is that modules with sufficiently similar interfaces can share a lot of

code, reducing the complexity of the program. Inheritance therefore has another view, a dual,

called polymorphism, which describes many pieces of code being controlled by shared

control code. Inheritance is typically accomplished either by overriding (replacing) one or

more methods exposed by ancestor, or by adding new methods to those exposed by an

ancestor. Complex inheritance, or inheritance used within a design that is not sufficiently

mature, may lead to the Yo-yo problem.

2. Programming with Inheritance

There are many different aspects to inheritance. Different uses focus on different properties,

such as the external behavior of objects, internal structure of the object, structure of the

inheritance hierarchy, or software engineering properties of inheritance. Sometimes it's

desirable to distinguish these uses, as it's not necessarily obvious from context.

3. Specialization

One common reason to use inheritance is to create specializations of existing classes or

objects. This is often called subtyping when applied to classes. In specialization, the new

class or object has data or behavior aspects that are not part of the inherited class. For

example, a "Bank Account" class might have data for an "account number", "owner", and

"balance". An "Interest Bearing Account" class might inherit "Bank Account" and then add

data for "interest rate" and "interest accrued" along with behavior for calculating interest

earned. Another form of specialization occurs when a base class specifies that it has a

particular behavior but does not actually implement the behavior. Each non-abstract, concrete

class which inherits from that abstract class must provide an implementation of that behavior.

This providing of actual behavior by a subclass is sometimes known as implementation or

reification.

4. Overriding

Many object-oriented programming languages permit a class or object to replace the

implementation of an aspecttypically a behaviorthat it has inherited. This process is usually

called overriding. Overriding introduces a complication: which version of the behavior does

an instance of the inherited class usethe one that is part of its own class, or the one from the
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parent (base) class? The answer varies between programming languages, and some languages

provide the ability to indicate that a particular behavior is not to be overridden and behave.

5. Code re-use

One of the earliest motivations for using inheritance was to allow a new class to re-use code

which already existed in another class. This practice is usually called implementation

inheritance. In most quarters, class inheritance for the sole purpose of code re-use has fallen

out of favor. The primary concern is that implementation inheritance does not provide any

assurance of polymorphic substitutabilityan instance of the re-using class cannot necessarily

be substituted for an instance of the inherited class. An alternative technique, delegation,

requires more programming effort but avoids the substitutability issue. In C++ private

inheritance can be used as form of implementation inheritance without substitutability.

Whereas public inheritance represents an "is-a" relationship and delegation represents a "has-

a" relationship, private (and protected) inheritance can be thought of as an "is implemented in

terms of" relationship . Object Oriented Software Construction, 2nd ed. by Bertrand Meyer,

the creator of the object-oriented programming language Eiffel, lists twelve different uses of

inheritance, most of which involve some amount of implementation inheritance.

6. Limitations and alternatives

When using inheritance extensively in designing a program, one should be aware of certain

constraints that it imposes. For example, consider a class Person that contains a person's

name, address, phone number, age, gender, and race. We can define a subclass of Person

called Student that contains the person's grade point average and classes taken, and another

subclass of Person called Employee that contains the person's job title, employer, and salary.

In defining this inheritance hierarchy we have already defined certain restrictions, not all of

which are desirable:

7. Constraints of inheritance-based design

 Singleness: using single inheritance, a subclass can inherit from only one superclass.

Continuing the example given above, Person can be either a Student or an Employee, but not

both. Using multiple inheritance partially solves this problem, as a StudentEmployee class

can be defined that inherits from both Student and Employee. However, it can still inherit
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from each superclass only once; this scheme does not support cases in which a student has

two jobs or attends two institutions.

 Static: the inheritance hierarchy of an object is fixed at instantiation when the object's type is

selected and does not change with time. For example, the inheritance graph does not allow a

Student object to become a Employee object while retaining the state of its Person superclass.

(Although similar behavior can be achieved with the decorator pattern.)

 Visibility: whenever client code has access to an object, it generally has access to all the

object's superclass data. Even if the superclass has not been declared public, the client can

still cast the object to its superclass type. For example, there is no way to give a function a

pointer to a Student's grade point average and transcript without also giving that function

access to all of the personal data stored in the student's Person superclass.

8. Roles and inheritance

Sometimes inheritance based design is used instead of roles. A role, say Student role of a

Person describes a characteristic associated to the object that is present because the object

happens to participate in some relationship with another object (say the person in student role

-has enrolled- to the classes). Some object-oriented design methods do not distinguish this

use of roles from more stable aspects of objects. Thus there is a tendency to use inheritance to

model roles, say you would have a Student role of a Person modelled as a subclass of a

Person. However, neither the inheritance hierarchy nor the types of the objects can change

with time. Therefore, modelling roles as subclasses can cause the roles to be fixed on

creation, say a Person cannot then easily change his role from Student to Employee when the

circumstances change. From modelling point of view, such restrictions are often not

desirable, because this causes artificial restrictions on future extensibility of the object

system, which will make future changes harder to implement, because existing design needs

to be updated. Inheritance is often better used with a generalization mindset, such that

common aspects of instantiable classes are factored to superclasses; say having a common

superclass 'LegalEntity' for both Person and Company classes for all the common aspects of

both. The distinction between role based design and inheritance based design can be made

based on the stability of the aspect. Role based design should be used when it's conceivable

that the same object participates in different roles at different times, and inheritance based

design should be used when the common aspects of multiple classes (not objects!) are
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factored as superclasses, and do not change with time. One consequence of separation of

roles and superclasses is that compile-time and run-time aspects of the object system are

cleanly separated. Inheritance is then clearly a compile-time construct. Inheritance does

influence the structure of many objects at run-time, but the different kinds of structure that

can be used are already fixed at compile-time.

Topic : Polymorphism And Virtual Functions

Topic Objective:

At the end of this topic student would be able to:

 Understand the Virtual Function Basics

 Understand the concept of the virtual function solves the following problem:

 Understand the C++

 Understand the Java

 Understand the C#

 Understand the Abstract classes and pure virtual functions

 Understand the C++

 Understand the Java

 Understand the Behavior During Construction and Destruction

 Understand the C++

 Understand the Java

 Understand the Virtual destructors
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 Understand the Pointers and Virtual Functions

 Understand the Implementation

 Understand the Multiple inheritance and thunks

 Understand the Invocation

 Understand the Efficiency

 Understand the Comparison with alternatives

Definition/Overview:

In object-oriented programming, a virtual function or virtual method is one whose behavior

can be overridden within an inheriting class by a function with the same signature. This

concept is a very important part of the polymorphism portion of object-oriented programming

(OOP).

Key Points:

1. Virtual Function Basics

In object-oriented programming, a virtual function or virtual method is one whose behavior

can be overridden within an inheriting class by a function with the same signature. This

concept is a very important part of the polymorphism portion of object-oriented programming

(OOP). The concept of the virtual function solves the following problem: In OOP when a

derived class inherits from a base class, an object of the derived class may be referred to (or

cast) as either being the base class type or the derived class type. If there are base class

functions overridden by the derived class, a problem then arises when a derived object has

been cast as the base class type. When a derived object is referred to as being of the base's

type, the desired function call behavior is ambiguous. The distinction between virtual and not

virtual resolves this ambiguity. If the function in question is designated "virtual" in the base

class then the derived class's function would be called (if it exists). If it is not virtual, the base

class's function would be called. Virtual functions overcome the problems with the type-field

solution by allowing the programmer to declare functions in a base class that can be redefined

in each derived class. For example, a base class Animal could have a virtual function eat.
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Subclass Fish would implement eat() differently than subclass Wolf, but you can invoke eat()

on any class instance referred to as Animal, and get the eat() behavior of the specific

subclass. This allows a programmer to process a list of objects of class Animal, telling each

in turn to eat (by calling eat()), with no knowledge of what kind of animal may be in the list.

You also do not need to have knowledge of how each animal eats, or what the complete set of

possible animal types might be.

2. C++

The following is an example in C++. Note that this example is not exception-safe. In

particular, it may leak resources if new or vector::push_backthrows an exception.

#include <iostream>

#include <vector>

using namespace std;

class Animal

{

public:

virtual void eat() const { cout << "I eat like a generic Animal." << endl; }

virtual ~Animal() {}

};

class Wolf : public Animal

{

public:

void eat() const { cout << "I eat like a wolf!" << endl; }
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};

class Fish : public Animal

{

public:

void eat() const { cout << "I eat like a fish!" << endl; }

};

class GoldFish : public Fish

{

public:

void eat() const { cout << "I eat like a goldfish!" << endl; }

};

class OtherAnimal : public Animal

{

};

int main()

{
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std::vector<Animal*> animals;

animals.push_back( new Animal() );

animals.push_back( new Wolf() );

animals.push_back( new Fish() );

animals.push_back( new GoldFish() );

animals.push_back( new OtherAnimal() );

for( std::vector<Animal*>::const_iterator it = animals.begin();

it != animals.end(); ++it)

{

(*it)->eat();

delete *it;

}

return 0;

}

Output with the virtual function Animal::eat():

I eat like a generic Animal.

I eat like a wolf!

I eat like a fish!

I eat like a goldfish!
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I eat like a generic Animal.

Output if Animal::eat()were not declared as virtual:

I eat like a generic Animal.

I eat like a generic Animal.

I eat like a generic Animal.

I eat like a generic Animal.

I eat like a generic Animal.

3. Java

In Java, all methods are by default "virtual functions". The following is an example in Java:

import java.util.*;

public class Animal {

public void eat() { System.out.println("I eat like a generic Animal."); }

public static void main(String[] args) {

List<Animal> animals = new LinkedList<Animal>();

animals.add(new Animal());

animals.add(new Wolf());

animals.add(new Fish());

animals.add(new OtherAnimal());
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for (Animal currentAnimal : animals) {

currentAnimal.eat();

}

}

}

public class Wolf extends Animal {

public void eat() { System.out.println("I eat like a wolf!"); }

}

public class Fish extends Animal {

public void eat() { System.out.println("I eat like a fish!"); }

}

public class OtherAnimal extends Animal {}

Output:

I eat like a generic Animal.

I eat like a wolf!

I eat like a fish!

I eat like a generic Animal.
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4. C#

In C#, a base class must provide the virtualmodifier for any virtual method, and derived

classes must provide the overridemodifier for any overriden method inherited from a base

class. The following is an example in C#:

using System;

using System.Collections.Generic;

namespace ConsoleApplication1

{

public class Animal

{

public virtual void eat()

{

Console.WriteLine("I eat like a generic Animal.");

}

}

public class Wolf : Animal

{

public override void eat()

{

Console.WriteLine("I eat like a wolf!");
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}

}

public class Fish : Animal

{

public override void eat()

{

Console.WriteLine("I eat like a fish!");

}

}

public class GoldFish : Fish

{

public override void eat()

{

Console.WriteLine("I eat like a goldfish!");

}

}

public class OtherAnimal : Animal

{

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

111
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



// eat() method is not overridden, so the base class method will be used.

}

class Program

{

static void Main(string[] args)

{

List<Animal> animals = new List<Animal>();

animals.Add(new Animal());

animals.Add(new Wolf());

animals.Add(new Fish());

animals.Add(new GoldFish());

animals.Add(new OtherAnimal());

foreach (Animal currentAnimal in animals)

{

currentAnimal.eat();

}

}

}
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}

Output:

I eat like a generic Animal.

I eat like a wolf!

I eat like a fish!

I eat like a goldfish!

I eat like a generic Animal.

5. Abstract classes and pure virtual functions

A pure virtual function or pure virtual method is a virtual function that is required to be

implemented by a derived class that is not abstract. Classes containing pure virtual methods

are termed "abstract;" they cannot be instantiated directly, and a subclass of an abstract class

can only be instantiated directly if all inherited pure virtual methods have been implemented

by that class or a parent class. Pure virtual methods typically have a declaration (signature)

and no definition (implementation). As an example, an abstract base class "MathSymbol"

may provide a pure virtual function doOperation(), and derived classes "Plus" and "Minus"

implement doOperation() to provide concrete implementations. Implementing doOperation()

would not make sense in the "MathSymbol" class as "MathSymbol" is an abstract concept

whose behaviour is defined solely for each given kind (subclass) of "MathSymbol".

Similarly, a given subclass of "MathSymbol" would not be complete without an

implementation of doOperation(). Although pure virtual methods typically have no

implementation in the class that declares them, pure virtual methods in C++ are permitted to

contain an implementation in their declaring class, providing fallback or default behaviour

that a derived class can delegate to if appropriate. Pure virtual functions are also used where

the method declarations are being used to define an interface for which derived classes will

supply all implementations. An abstract class serving as an interface contains only pure

virtual functions, and no data members or ordinary methods. Use of purely abstract classes as

interfaces works in C++ as it supports multiple inheritance. Because many OO languages do

not support multiple inheritance they often provide a separate interface mechanism. This is

seen in Java for example.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

113
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



6. C++

In C++, pure virtual functions are declared using a special syntax [ = 0 ] as demonstrated

below.

class Abstract {

public:

virtual void pure_virtual() = 0;

};

The pure virtual function declaration provides only the prototype of the method. Although an

implementation of the pure virtual function is typically not provided in an abstract class, it

may be included, although the definition may not be included at the point of declaration .

Every non-abstract child class is still required to override the method, but the implementation

provided by the abstract class may be called in this way:

void Abstract::pure_virtual() {

// do something

}

class Child : public Abstract {

virtual void pure_virtual(); // no longer abstract, this class may be

// instantiated.

};

void Child::pure_virtual() {

Abstract::pure_virtual(); // the implementation in the abstract class
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// is executed

}

7. Java

In Java, pure virtual methods are declared using the abstract keyword. Such a method cannot

have a body. A class containing abstract methods (either directly, or inherited and not

overridden) must itself be declared abstract. (But the converse is not true - an abstract class is

not required to have any abstract methods.) An abstract class cannot be instantiated.

abstract class B {

abstract void a_pure_virtual_function();

}

Java also uses interfaces. All of the methods declared in an interface are implicitly abstract:

interface C {

void a_pure_virtual_function();

}

8. Behavior During Construction and Destruction

Languages differ in their behaviour while the constructor or destructor of an object is

running. For some languages, notably C++, the virtual dispatching mechanism has different

semantics during construction and destruction of an object. While it is recommended that

virtual function calls in constructors should be avoided for C++ , in some other languages, for

example Java and C#, the derived implementation can be called during construction and

design patterns such as the Abstract Factory Pattern actively promote this usage in languages

supporting the ability.

9. C++

#include <iostream>

#include <string>
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using namespace std;

struct A

{

virtual std::string name() const { return "A"; }

virtual ~A() { cout << "Destructing " << name(); }

};

struct B : A

{

B() { cout << "Constructing " << name() << endl; }

virtual std::string name() const { return "B"; }

};

struct C : B

{

virtual std::string name() const { return "C"; }

};

int main()
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{

C c; // Output: "Constructing B"

} // Output: "Destructing A"

Java

public class Base {

public int length()  { return 0; }

public Base()

{

System.out.println("Constructing " + length());

}

static class Derived extends Base {

String name_;

public Derived(String name)

{

name_ = name != null ? name : ""; // Class invariant name_ is not null

}

public int length() { return name_.length(); } // Assume name_ is not null

}
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public static void  main(String[] args)

{

new Derived("Ooops");    // NullPointerException, Derived.name_ has not been assigned

to yet

}

}

This is because the constructor of Base is executed before the constructor of Derived. As the

constructor of Base calls length(), a null pointer exception is thrown.

10. Virtual destructors

Object-oriented languages typically manage memory allocation and deallocation

automatically when objects are created and destroyed, however some object-oriented

languages allow a custom destructor method to be implemented if desired. One such language

is C++, and as illustrated in the following example, it is important for a C++ base class to

have a virtual destructor to ensure that the destructor from the most derived class will always

be called. In the example below having no virtual destructor, while deleting an instance of

class B will correctly call destructors for both B and A if the object is deleted as an instance

of B, an instance of B deleted via a pointer to its base class A will produce undefined

behaviour. On many implementations, the destructor for B will not be called in this situation.

#include <iostream>

using namespace std;

class A

{

public:
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A() { }

~A() { cout << "Destroy A" << endl; }

};

class B : public A

{

public:

B() { }

~B() { cout << "Destroy B" << endl; }

};

int main()

{

A* b1 = new B;

B* b2 = new B;

delete b1; // According to the C++ standard,

// the behaviour of this is undefined.

// Usually, only ~A() is called though b1 is an instance

// of class B because ~A() is not declared virtual.
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delete b2; // Calls destructors ~B() and ~A()

return 0;

}

Possible output:

Destroy A

Destroy B

Destroy A

Correctly declaring the destructor for class A as virtual ~A()will ensure that the destructor for

class B is called in both cases with the example above.

11. Pointers and Virtual Functions

A virtual method table, virtual function table, dispatch table, or vtable, is a mechanism used

in programming language to support dynamic dispatch (or run-time method binding).

Suppose a program contains several classes in an inheritance hierarchy: a superclass, Cat, and

two subclasses, HouseCat and Lion. Class Cat defines a virtual function named speak, so its

subclasses may provide an appropriate implementation (i.e., either meow or roar). When the

program calls the speak method on a Cat pointer (which can point to a Cat class, or any

subclass of Cat), the run-time environment must be able to determine which implementation

to call, depending on the actual type of object that is pointed to. There are a variety of

different ways to implement such dynamic dispatch, but the vtable solution is especially

common among C++ and related languages (such as D and C#). Languages which separate

the programmatic interface of objects from the implementation, like Visual Basic and Delphi,

also tend to use the vtable approach, because it allows objects to use a different

implementation simply by using a different set of method pointers.
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12. Implementation

An object's dispatch table will contain the addresses of the object's dynamically bound

methods. Method calls are performed by fetching the method's address from the object's

dispatch table. The dispatch table is the same for all objects belonging to the same class, and

is therefore typically shared between them. Objects belonging to type-compatible classes (for

example siblings in an inheritance hierarchy) will have dispatch tables with the same layout:

the address of a given method will appear at the same offset for all type-compatible classes.

Thus, fetching the method's address from a given dispatch table offset will get the method

corresponding to the object's actual class. The C++ standards do not mandate exactly how

dynamic dispatch must be implemented, but compilers generally use minor variations on the

same basic model. Typically, the compiler creates a separate vtable for each class. When an

object is created, a pointer to this vtable, called the virtual table pointer or vpointer, is added

as a hidden member of this object (often the first member). The compiler also generates

"hidden" code in the constructor of each class to initialize the vpointers of its objects to the

address of the corresponding vtable.

Consider the following class declarations in C++ syntax:

class B1

{

public:

void f0() {}

virtual void f1() {}

int int_in_b1;

};

class B2

{
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public:

virtual void f2() {}

int int_in_b2;

};

used to derive the following class:

class D : public B1, public B2

{

public:

void d() {}

void f2() {}  // override B2::f2()

int int_in_d;

};

and the following piece of C++ code:

B2 *b2 = new B2();

D  *d  = new D();

G++ 3.4.6 from GCC produces the following 32 bit memory layout for the object b2:[nb 1]

b2:

+0: pointer to virtual method table of B2

+4: value of int_in_b2

virtual method table of B2:
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+0: B2::f2()

and the following memory layout for the object d:

d:

+0: pointer to virtual method table of D (for B1)

+4: value of int_in_b1

+8: pointer to virtual method table of D (for B2)

+12: value of int_in_b2

+16: value of int_in_d

Total size: 20 Bytes.

virtual method table of D (for B1):

+0: B1::f1()  // B1::f1() is not overridden

virtual method table of D (for B2):

+0: D::f2()   // B2::f2() is overridden by D::f2()

Note that non-virtual functions (such as f0) do not generally appear in the vtable, but there

are exceptions in some special cases (such as the default constructor).

Overriding of the method f2() in class Dis implemented by duplicating the virtual method

table of B2and replacing the pointer to B2::f2() with a pointer to D::f2().

13. Multiple inheritance and thunks

The G++ compiler implements the multiple inheritance of the classes B1and B2in class

Dusing two virtual method tables, one for each base class. (There are other ways to
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implement multiple inheritance, but this is the most common.) This leads to the necessity for

"pointer fixups" (thunks) when casting.

Consider the following C++ code:

D  *d  = new D();

B1 *b1 = dynamic_cast<B1*>(d);

B2 *b2 = dynamic_cast<B2*>(d);

Whiledand b1will point to the same memory location after execution of this code, b2 will

point to the location d+8 (eight bytes beyond the memory location of d). Thus, b2 points to

the region within d which "looks like" an instance of B2, i.e., has the same memory layout as

an instance of B2.

14. Invocation

A call to d->f1()is handled by dereferencing d's D::B1 vpointer, looking up the f1 entry in the

vtable, and then dereferencing that pointer to call the code. In the case of single inheritance

(or in a language with only single inheritance), if the vpointer is always the first element in

d(as it is with many compilers), this reduces to the following pseudo-C++:

*((*d) )(d)

In the more general case, as above, calling f1(), D::f2(), and B2::f2()on dare more

complicated:

*((d->/*pointer to virtual method table of D (for B1)*/) )(d)

*((d->/*pointer to virtual method table of D (for B1)*/) )(d)

*((d->/*pointer to virtual method table of D (for B2)*/) )(d+8)

By comparison, a call to d->f0() is much simpler:

*B1::f0(d)

15. Efficiency
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A virtual call requires at least an extra indexed dereference, and sometimes a "fixup"

addition, compared to a non-virtual call, which is simply a jump to a compiled-in pointer.

Therefore, calling virtual functions is inherently slower than calling non-virtual functions.

Experiments indicate that approximately 6-13% of execution time is spent simply dispatching

to the correct function, though the overhead can be as high as 50% . Furthermore, in

environments where JIT compilation is not in use, virtual function calls usually cannot be

inlined. While a compiler could replace the lookup and indirect call with, for instance, a

conditional execution of each inlined body, such optimizations are not common. To avoid

this overhead, compilers usually avoid using vtables whenever the call can be resolved at

compile time. Thus, the call to f1 above may not require a vtable lookup because the compiler

may be able to tell that d can only hold a D at this point, and D does not override f1. Or the

compiler (or optimizer) may be able to detect that there are no subclasses of B1 anywhere in

the program that override f1. The call to B1::f1 or B2::f2 will probably not require a vtable

lookup because the implementation is specified explicitly (although it does still require the

'this'-pointer fixup).

16. Comparison with alternatives

The vtable is generally a good performance trade-off to achieve dynamic dispatch, but there

are alternatives, such as binary tree dispatch, with higher performance but different costs .

However, vtables only allow for single dispatch on the special "this" parameter, in contrast to

multiple dispatch (as in CLOS or Dylan), where the types of all parameters can be taken into

account in dispatching. Vtables also only work if dispatching is constrained to a known set of

methods, so they can be placed in a simple array built at compile time, in contrast to duck

typing languages (such as Smalltalk, Python or JavaScript). Languages that provide either or

both of these features often dispatch by looking up a string in a hash table, or some other

equivalent method. There are a variety of tricks to speed this up (e.g., interning/tokenizing

method names, caching lookups, just-in-time compilation), and dispatch time often does not

have a significant effect on total processing time, but nonetheless, vtable lookup is obviously

faster. Vtables are also simpler to implement and debug, and closer to the "C spirit" than hash

tables of strings.
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Topic : Templates

Topic Objective:

At the end of this topic student would be able to:

 Understand the Function Templates

 Understand the Function templates

 Understand the Class Templates

 Understand the Simple Class templates

 Understand the Templates and Inheritance

 Understand the Advantages and disadvantages

 Understand the Generic programming features in other languages

Definition/Overview:

Templates are a feature of the C++ programming language that allow functions and classes to

operate with generic types. This allows a function or class to work on many different data

types without being rewritten for each one. Templates are of great utility to programmers in

C++, especially when combined with multiple inheritance and operator overloading. The C++

Standard Library provides many useful functions within a framework of connected templates.

Key Points:

1. Function Templates

Templates are a feature of the C++ programming language that allow functions and classes to

operate with generic types. This allows a function or class to work on many different data

types without being rewritten for each one. Templates are of great utility to programmers in

C++, especially when combined with multiple inheritance and operator overloading. The C++

Standard Library provides many useful functions within a framework of connected templates.
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2. Function templates

A function template behaves like a function that can accept arguments of many different

types. In other words, a function template represents a family of functions. For example, the

C++ Standard Library contains the function templatemax(x, y) which returns either x or y,

whichever is larger. max()could be defined like this, using the following naive template:

#include <iostream>

template <typename T>

const T& max(const T& x, const T& y)

{

if(y < x)

return x;

return y;

}

int main()

{

std::cout << max(3, 7) << std::endl;           // calls max<int> (by argument deduction)

std::cout << max(3.0, 7.0) << std::endl;       // calls max<double> (by argument deduction)

std::cout << max<double>(3, 7.0) << std::endl; // The type is ambiguous, explicitly

instantiate max<double>

return 0;

}
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In the first two cases, the template argument T is automatically deduced by the compiler to be

int and double, respectively. In the third case deduction fails because the type of the

parameters must in general exactly match the template arguments. This function template can

be instantiated with any copy-constructible type for which the expression (y < x) is valid. For

user-defined types, this implies that the less-than operator must be overloaded.

3. Class Templates

Note that the naive max template does not illustrate a limitation of templates. It can be

improved significantly with more advanced template metaprogramming, involving some

class templates. These are not "ordinary" class templates: they are not used for instantiating

class objects, but only for performing compile-time reasoning about types. The only use for

the promote class below is that it holds a member called type which is not a function or data

member, but a type name. Only that type name ends up being used in the program to

instantiate a value; the template class itself is never instantiated.

The restriction that the left and right operands are the same type can be lifted. But that leaves

to question the return value: the template function must establish a return value based on the

two types. We require rules like the following:

 max(int, int) -> int

 max(int, double) -> double

 max(double, int) -> double

 max(double, double) -> double

and many others.

The solution is to leave this computation to a set of templates that together implement a

template class called promote. Then maxis defined like this:

// ... definition of promote<X, Y> template goes here
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template <typename L, typename R>

typename promote<L, R>::type max(const L &left, const R &right)

{

return (left > right) ? left : right;

}

Note how the syntax typename promote<L, R>::type is used. This is required because

nothing is known about promote<L, R>::type at the time these templates are being defined. It

could be any kind of class member: a data member, a function, a type. The template is

working at a meta-level within the C++ language, specifying code that generates code.

However, the definition of a template function follows C++ syntax and is governed by the

same semantic rule that a type specifier for the return value of a function must be some kind

of type. The typenameprovides the annotation that promote<L, R>::type is the name of a

type, allowing the function to be well-formed. The annotation could turn out to be not to be

true about some specialization of the promote template, which would be diagnosed when max

is instantiated with that specialization.

Programmer Mark Wooding showed, in the Usenet newsgroup comp.lang.c++, how to define

the promote template. The requirements are that, for instance if the types are doubleand int,

then the promoted type must be double and so forth. The maxfunction must behave just as if

it was an arithmetic operator that is built into the language. In C++ the expression x + y can

add an intto a double, the result being of type double.

// Template 1.

//

// This template implements the rule that promotion

// is symmetric. I.e. promote<double, int>::type

// must be the same as promote<int, double>::type.

// If no specialization of the template
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// exists for some combination promote<L, R>, then

// this default implementation kicks in, and defines

// the promote<L, R> in terms of promote<R, L>

// (arguments reversed). This rule cuts in half the

// number of rules we have to write. When we

// implement promote<double, int> we automatically

// get promote<int, double>.

template<typename L, typename R>

struct promote {

// the member "type" of promote<L, R> is that of promote<R, L>

typedef typename promote<R, L>::type type;

};

// Template 2.

//

// This template encodes the reflexive property.

// Whenever a promote<L, R> is called for

// where L and R are exactly the same type,
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// then this definition kicks in, defining

// promote<T, T>::type as simply T.

template<typename T>

struct promote<T, T> { typedef T type; };

// After this, individual specializations

// of the template follow to make it work

// for every type combination that is needed

// in the program.

// Template 3. (A template specialization)

// promote<int, double>::type -> double

template<>

struct promote<int, double> { typedef double type; };

// ... et cetera: cover all the basic type combinations

// plus extend to user-defined numeric classes.

Note how a template class may be defined multiple times with the same name, using a

different number of template arguments: promote<L, R> and promote<T>. Also note how a

template may be specialized by omitting some of the template parameters, and then using

concrete types in the template body in place of the missing parameters.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

131
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



Now the program can be simplified; there are no longer ambiguous cases that requires an

cumbersome, instantiation of the template. Both max(7.0, 3) and max(3, 7.0) just work.

int main()

{

std::cout << max(3, 7) << std::endl;      // calls max<int, int> (returns int by Template 2)

std::cout << max(3.0, 7.0) << std::endl;  // calls max<double, double> (returns double by

Template 2)

std::cout << max(3, 7.0) << std::endl;   // calls max<int, double> (returns double by

Template 3)

std::cout << max(7.0, 3) << std::endl;   // class max<double, int> (returns double by

Templates 1 and 3)

return 0;

}

4. Simple Class templates

A function template provides a specification for generating template functions, based on

some parameters, which all share the same name and are treated as a unit (meaning that, for

instance, the programmer just calls maxwith some arguments, and the appropriate instance of

the template materializes). Similarly, a class template provides a specification for generating

classes based on parameters. The previous section shows an advance use of class templates to

perform compile-type computation on types. A more common use for class templates, is the

definition of polymorphic classes, such as containers. For example, the C++ standard library

has a list container called list, which is a template. The statement list<int>designates or

instantiates a linked-list of type int. The statement list<string> designates or instantiates a

linked-list of type string. The template has some additional parameters, which take default

values if they are not specified. For example, the programmer can write a custom class that

provides memory allocation services, and that class can be specified as an argument to the list

template, to instantiate a list container that is tightly coupled to this custom allocator (at

compile time). A class template usually defines a set of generic functions that operate on the
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type specified for each instance of the class (i.e., the parameter between the angle brackets, as

shown above). The compiler will generate the appropriate function code at compile-time for

the parameter type that appears between the brackets.

5. Templates and Inheritance

The programmer may decide to implement a special version of a function (or class) for a

certain type which is called template specialization. If a class template is specialized by a

subset of its parameters it is called partial template specialization. If all of the parameters are

specialized it is an explicit specialization or full specialization. Function templates can not be

partially specialized. Specialization is used when the behavior of a function or class for

particular choices of the template parameters must deviate from the generic behavior: that is,

from the code generated by the main template, or templates. For example, consider the max

function again. Suppose that the programmer has a class for representing mathematical

vectors called vec. This vector class has a member function called normwhich returns the

length of a vector. The programmer wants to be able to use the maxtemplate function over

two vec objects, with the semantics that it returns the vector which has the greater norm of

the two.

The regular maxtemplate does not necessarily work. It wants to compare objects using the

greater-than operator:

template<typename L, typename R>

typename promote<L, R>::type max(const L &left, const R &right)

{

return left > right ? left : right; // requires "::operator > (L, R)" or "L::operator > (R)"

}

One obvious way to solve the problem is to make the greater-than operator work for

vecobjects using their norm, so that this template is then applicable. However, here is how it

can be solved with a template specialization for max:

template<>
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typename promote<vec>::type max(const vec &left, const vec &right)

{

return left.norm() > right.norm() ? left : right;

}

The template specialization provides custom behavior for this combination of types; the

normmember function is called on both vectors to retrieve their lengths, and it is their lengths

(assumed to be some scalar numeric type) which are then compared with the greater-than

operator.

Also, the previous section Class Templates demonstrates a use of template specialization over

class templates to write the base rules for type promotion for two-valued arithmetic operation.

6. Advantages and disadvantages

Some uses of templates, such as the maximum() function, were previously fulfilled by

function-like preprocessor macros. For example, the following is a C++ maximum() macro:

#define maximum(a,b) ((a) < (b) ? (b) : (a))

Both macros and templates are expanded at compile-time. Macros are always expanded

inline, whereas templates are only expanded inline when the compiler deems it appropriate.

When expanded inline, macro functions and template functions have no extraneous run-time

overhead. However, template functions will have run-time overhead when they are not

expanded inline.

Templates are considered "type-safe", that is, they require type-checking at compile-time.

Hence, the compiler can determine at compile-time whether or not the type associated with a

template definition can perform all of the functions required by that template definition.

By design, templates can be utilized in very complex problem spaces, whereas macros are

substantially more limited.

There are fundamental drawbacks to the use of templates:
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 Historically, some compilers exhibited poor support for templates. So, the use of templates

could decrease code portability.

 Many compilers lack clear instructions when they detect a template definition error. This can

increase the effort of developing templates, and has prompted the inclusion of Concepts in

the next C++ standard.

 Since the compiler generates additional code for each template type, indiscriminate use of

templates can lead to code bloat, resulting in larger executables.

 Because a template by its nature exposes its implementation, injudicious use in large systems

can lead to longer build times.

Additionally, the use of the "less-than" and "greater-than" signs as delimiters is problematic

for tools (such as text editors) which analyse source code syntactically. It is difficult, or

maybe impossible, for such tools to determine whether a use of these tokens is as comparison

operators or template delimiters. For example, this line of code:

foo (a < b, c > d) ;

may be a function call with two integer parameters, each a comparison expression.

Alternatively, it could be a declaration of a constructor for class footaking one parameter, "d",

whose type is the parametrised "a < b, c >".

7. Generic programming features in other languages

Initially, the concept of templates was not included in some languages, such as Java and C#

1.0. Java's adoption of generics mimics the behavior of templates, but is technically different.

C# added generics (parameterized types) in .NET 2.0. The generics in Ada predate C++

templates. Although C++ templates, Java generics, and .NET generics are often considered

similar, generics only mimic the basic behavior of C++ templates . Some of the advanced

template features utilized by libraries such as Boost and STLSoft, and implementations of the

STL itself, for template metaprogramming (explicit or partial specialization, default template

arguments, template non-type arguments, template template arguments, ...) are not available

with generics. The D programming language attempts to build on C++ by creating an even

more powerful template system. A significant addition is the inclusion of the static

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

135
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



ifstatement, which allows conditional compilation of code based on any information known

at compile time. For example:

template Factorial(ulong n)

{

static if( n <= 1 )

const Factorial = 1;

else

const Factorial = n * Factorial!(n-1);

};

Also note that the !() delimiters are used rather than the <>delimiters. This prevents

ambiguity in the parsing of templates.

Other significant features include typesafe variadic template functions.

T  max(T...)(T args) {  //Simple example, assumes all arguments are of the same type.

static assert(args.length > 1, "Insufficient arguments.");

T  max = args ;  //T  is the the type of the first argument, args  is the first argument.

foreach(arg; args[1..$]) {  //Tuple can be iterated over and sliced like an array.

if(arg > max) {

max = arg;

}

}

return max;

}
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This function will work for any number of arguments, with the foreachiteration over the tuple

of arguments expanded at compile time.

In C++ templates, the compile-time cases are performed by pattern matching over the

template arguments, so the Factorial template's base cases are implemented by matching 0

and 1 rather than with an inequality test, which is unavailable:

// Induction

template <int N> struct Factorial {

const int value = N * Factorial<N - 1>::value;

};

// Base cases via template specialization:

template <>

struct Factorial<0> {

const int value = 1;

};

template <>

struct Factorial<1> {

const int value = 1;

};
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In Section 5 of this course you will cover these topics:
Linked Data Structures

Exception Handling

Standard Template Library

Patterns And Uml

Topic : Linked Data Structures

Topic Objective:

At the end of this topic student would be able to:

 Understand the Nodes and Linked Lists

 Understand the Singly-linked list

 Understand the Doubly-linked list

 Understand the Circularly-linked list

 Understand the Sentinel nodes

 Understand the Applications of linked lists

 Understand the Linked List Applications

 Understand the Doubly-linked lists

 Understand the Iterators

 Understand the Contrasting with indexing

 Understand the Implicit iterators

 Understand the Generators

 Understand the Iterators in different programming languages
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Definition/Overview:

A node is an abstract basic unit used to build linked data structures such as trees, linked lists,

and computer-based representations of graphs. Each node contains some data and possibly

links to other nodes. Links between nodes are often implemented by pointers or references. A

node can be thought of as a logical placeholder for some data. It is a memory block which

contains some data unit and perhaps references to other nodes, which in turn contain data and

perhaps references to yet more nodes. By forming chains of interlinked nodes, very large and

complex data structures can be formed.

Nodes are conceptually similar to vertices, which are elements of a graph.

Key Points:

1. Nodes and Linked Lists

A node is an abstract basic unit used to build linked data structures such as trees, linked lists,

and computer-based representations of graphs. Each node contains some data and possibly

links to other nodes. Links between nodes are often implemented by pointers or references. A

node can be thought of as a logical placeholder for some data. It is a memory block which

contains some data unit and perhaps references to other nodes, which in turn contain data and

perhaps references to yet more nodes. By forming chains of interlinked nodes, very large and

complex data structures can be formed.

Nodes are conceptually similar to vertices, which are elements of a graph.

A node containing a single reference field.

class Node {

data // The data being stored in the node

next // A reference to the next node, null if last node

}

Here three such nodes form a singly-linked list of length 3.
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A node containing two reference fields.

class Node {

data // The data being stored in the node

previous // A reference to the previous node, null if first node

next // A reference to the next node, null if last node

}

Here two such nodes form a doubly-linked list of length 2.

In computer science, a linked list is one of the fundamental data structures, and can be used

to implement other data structures. It consists of a sequence of nodes, each containing

arbitrary data fields and one or two references ("links") pointing to the next and/or previous

nodes. The principal benefit of a linked list over a conventional array is that the order of the

linked items may be different from the order that the data items are stored in memory or on

disk, allowing the list of items to be traversed in a different order. A linked list is a self-

referential datatype because it contains a pointer or link to another datum of the same type.

Linked lists permit insertion and removal of nodes at any point in the list in constant time, but

do not allow random access. Several different types of linked list exist: singly-linked lists,

doubly-linked lists, and circularly-linked lists. Linked lists can be implemented in most

languages. Languages such as Lisp and Scheme have the data structure built in, along with

operations to access the linked list. Procedural or object-oriented languages such as C, C++,

and Java typically rely on mutable references to create linked lists.

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

140
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



2. Singly-linked list

The simplest kind of linked list is a singly-linked list (or slist for short), which contains a

node having two fields, one is information field and another is link field. This link points to

the next node in the list, and last node points to a null value

A singly-linked list containing two values: the value of the current node and a link to the next

node

A singly linked list's node is divided into two parts. The first part holds or points to

information about the node, and second part holds the address of next node. A singly linked

list travels one way.

3. Doubly-linked list

A more sophisticated kind of linked list is a doubly-linked list or two-way linked list. Each

node has two links: one points to the previous node, or points to a null value or empty list if it

is the first node; and one points to the next, or points to a null value or empty list if it is the

final node.

A doubly-linked list containing three integer values: the value, the link forward to the next

node, and the link backward to the previous node

In some very low level languages, XOR-linking offers a way to implement doubly-linked

lists using a single word for both links, although the use of this technique is usually

discouraged.

4. Circularly-linked list

In a circularly-linked list, the first and final nodes are linked together. This can be done for

both singly and doubly linked lists. To traverse a circular linked list, you begin at any node

and follow the list in either direction until you return to the original node. Viewed another

way, circularly-linked lists can be seen as having no beginning or end. This type of list is

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

141
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



most useful for managing buffers for data ingest, and in cases where you have one object in a

list and wish to iterate through all other objects in the list in no particular order.

The pointer pointing to the whole list may be called the access pointer.

A circularly-linked list built on a singly linked list

5. Sentinel nodes

Linked lists sometimes have a special dummy or sentinel node at the beginning and/or at the

end of the list, which is not used to store data. Its purpose is to simplify or speed up some

operations, by ensuring that every data node always has a previous and/or next node, and that

every list (even one that contains no data elements) always has a "first" and "last" node. Lisp

has such a design - the special value nil is used to mark the end of a 'proper' singly-linked list,

or chain of cons cells as they are called. A list does not have to end in nil, but a list that did

not would be termed 'improper'.

6. Applications of linked lists

Linked lists are used as a building block for many other data structures, such as stacks,

queues and their variations. The "data" field of a node can be another linked list. By this

device, one can construct many linked data structures with lists; this practice originated in the

Lisp programming language, where linked lists are a primary (though by no means the only)

data structure, and is now a common feature of the functional programming style. Sometimes,

linked lists are used to implement associative arrays, and are in this context called association

lists. This use of linked lists is easily outperformed by other data structures such as self-

balancing binary search trees even on small data sets (see the discussion in associative array).

However, sometimes a linked list is dynamically created out of a subset of nodes in such a

tree, and used to more efficiently traverse that set.

7. Singly-linked lists

Our node data structure will have two fields. We also keep a variable firstNode which always

points to the first node in the list, or is null for an empty list.
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record Node {

data // The data being stored in the node

next // A reference to the next node, null for last node

}

record List {

Node firstNode   // points to first node of list; null for empty list

}

Traversal of a singly-linked list is simple, beginning at the first node and following each next

link until we come to the end:

node := list.firstNode

while node not null {

(do something with node.data)

node := node.next

}

The following code inserts a node after an existing node in a singly linked list. The diagram

shows how it works. Inserting a node before an existing one cannot be done; instead, you

have to locate it while keeping track of the previous node.

function insertAfter(Node node, Node newNode) { // insert newNode after node

newNode.next := node.next

node.next    := newNode
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}

Inserting at the beginning of the list requires a separate function. This requires updating

firstNode.

function insertBeginning(List list, Node newNode) { // insert node before current first node

newNode.next   := list.firstNode

list.firstNode := newNode

}

Similarly, we have functions for removing the node after a given node, and for removing a

node from the beginning of the list. The diagram demonstrates the former. To find and

remove a particular node, one must again keep track of the previous element.

function removeAfter(node node) { // remove node past this one

obsoleteNode := node.next

node.next := node.next.next

destroy obsoleteNode

}

function removeBeginning(List list) { // remove first node

obsoleteNode := list.firstNode

list.firstNode := list.firstNode.next          // point past deleted node

destroy obsoleteNode

}
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Notice that removeBeginning() sets list.firstNode to null when removing the last node in the

list.

Since we can't iterate backwards, efficient "insertBefore" or "removeBefore" operations are

not possible. Appending one linked list to another can be inefficient unless a reference to the

tail is kept as part of the List structure, because we must traverse the entire first list in order to

find the tail, and then append the second list to this. Thus, if two linearly-linked lists are each

of length n, list appending has asymptotic time complexity of O(n). In the Lisp family of

languages, list appending is provided by the appendprocedure. Many of the special cases of

linked list operations can be eliminated by including a dummy element at the front of the list.

This ensures that there are no special cases for the beginning of the list and renders both

insertBeginning() and removeBeginning() unnecessary. In this case, the first useful data in

the list will be found at list.firstNode.next.

8. Doubly-linked lists

With doubly-linked lists there are even more pointers to update, but also less information is

needed, since we can use backwards pointers to observe preceding elements in the list. This

enables new operations, and eliminates special-case functions. We will add a prev field to our

nodes, pointing to the previous element, and a lastNode field to our list structure which

always points to the last node in the list. Both list.firstNode and list.lastNode are null for an

empty list.

record Node {

data // The data being stored in the node

next // A reference to the next node; null for last node

prev // A reference to the previous node; null for first node

}

record List {

Node firstNode   // points to first node of list; null for empty list

Node lastNode    // points to last node of list; null for empty list
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}

Iterating through a doubly linked list can be done in either direction. In fact, direction can

change many times, if desired.

Forwards

node := list.firstNode

while node ≠ null

<do something with node.data>

node := node.next

Backwards

node := list.lastNode

while node ≠ null

<do something with node.data>

node := node.prev

These symmetric functions add a node either after or before a given node, with the diagram

demonstrating after:

function insertAfter(List list, Node node, Node newNode)

newNode.prev := node

newNode.next := node.next

if node.next = null

list.lastNode := newNode

else
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node.next.prev := newNode

node.next := newNode

function insertBefore(List list, Node node, Node newNode)

newNode.prev := node.prev

newNode.next := node

if node.prev is null

list.firstNode := newNode

else

node.prev.next := newNode

node.prev    := newNode

We also need a function to insert a node at the beginning of a possibly-empty list:

function insertBeginning(List list, Node newNode)

if list.firstNode = null

list.firstNode := newNode

list.lastNode  := newNode

newNode.prev := null

newNode.next := null

else

insertBefore(list, list.firstNode, newNode)

A symmetric function inserts at the end:

function insertEnd(List list, Node newNode)
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if list.lastNode = null

insertBeginning(list, newNode)

else

insertAfter(list, list.lastNode, newNode)

Removing a node is easier, only requiring care with the firstNode and lastNode:

function remove(List list, Node node)

if node.prev = null

list.firstNode := node.next

else

node.prev.next := node.next

if node.next = null

list.lastNode := node.prev

else

node.next.prev := node.prev

destroy node

One subtle consequence of this procedure is that deleting the last element of a list sets both

firstNode and lastNode to null, and so it handles removing the last node from a one-element

list correctly. Notice that we also don't need separate "removeBefore" or "removeAfter"

methods, because in a doubly-linked list we can just use "remove(node.prev)" or

"remove(node.next)" where these are valid.

9. Iterators

In computer science, an iterator is an object that allows a programmer to traverse through all

the elements of a collection, regardless of its specific implementation. An iterator is

sometimes called a cursor, especially within the context of a database. An iterator may be
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thought of as a type of pointer which has two primary operations: referencing one particular

element in the object collection (called element access), and modifying itself so it points to

the next element (called element traversal). There must also be a way to create an iterator so

it points to some first element as well as some way to determine when the iterator has

exhausted all of the elements in the container. Depending on the language and intended use,

iterators may also provide additional operations or exhibit different behaviors. The primary

purpose of an iterator is to allow a user to process every element of a container while

isolating the user from the internal structure of the container. This allows the container to

store elements in any manner it wishes while allowing the user to treat it as if it were a simple

sequence or list. An iterator class is usually designed in tight coordination with the

corresponding container class. Usually the container provides the methods for creating

iterators. Note that a loop counter is sometimes also referred to as a loop iterator. A loop

counter, however, only provides the traversal functionality and not the element access

functionality.

10. Contrasting with indexing

In procedural languages it is common to use indexing based on a loop counter to loop through

all the elements in a sequence such as an array. Although indexing may also be used with

some object-oriented containers, the use of iterators may have some advantages:

 Counting loops are not suitable to all data structures, in particular to data structures with no

or slow random access, like lists or trees.

 Iterators can provide a consistent way to iterate on data structures of all kinds, and therefore

make the code more readable, reusable, and less sensitive to a change in the data structure.

 An iterator can enforce additional restrictions on access, such as ensuring that elements can

not be skipped or that a previously visited element can not be accessed a second time.

 An iterator may allow the container object to be modified without invalidating the iterator.

For instance, once an iterator has advanced beyond the first element it may be possible to

insert additional elements into the beginning of the container with predictable results. With

indexing this is problematic since the index numbers must change.
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The ability of a container to be modified while iterating through its elements has become

necessary in modern object-oriented programming, where the interrelationships between

objects and the effects of operations may not be obvious. By using an iterator one is isolated

from these sorts of consequences.

11. Implicit iterators

Some object-oriented languages such as Perl, Python, C#, Ruby and later versions of Java

and Delphi provide an intrinsic way of iterating through the elements of a container object

without the introduction of an explicit iterator object. An actual iterator object may exist in

reality, but if it does it is not exposed within the source code of the language.

Implicit iterators are often manifested by a "foreach" statement (or equivalent), such as in the

following Python example:

for Value in List:

print Value

Or other times they may be created by the collection object itself, as in this Ruby example:

list.each do |value|

puts value

end

Languages which support list comprehensions or similar constructs may also make use of

implicit iterators during the construction of the result list, as in Python:

MaleNames = [Person.Name for Person in RosterList if Person.IsMale]

Sometimes the implicit hidden nature is only partial. The C++ language has a few function

templates, such as for_each(), that allow for similar implicit iteration. However they still

require explicit iterator objects as their initial input. But once initialized the subsequent

iteration happens implicitly without the continued use of any exposed iterator object.
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12. Generators

One way of implementing iterators is using a special kind of subroutine, known as a

generator, that can yield values to its caller multiple times (instead of returning just once).

Most iterators are naturally expressible as generators, but because generators preserve their

local state between invocations, they're particularly well-suited for complicated, stateful

iterators, such as tree traversers. An example of a generator returning the Fibonacci numbers

using Python's yieldstatement can be seen below.

def fibonacci():

a, b = 0, 1

while True:

yield a

a, b = b, a+b

for number in fibonacci():  # Use the generator as an iterator

print number

13. Iterators in different programming languages, C++

The C++ language makes wide use of iterators in its Standard Template Library, which

provides several different kinds of iterators, including forward iterators, bidirectional

iterators, and random access iterators. All of the standard container template types provide a

rich and consistent set of iterator types. The syntax of standard iterators is designed to

resemble that of ordinary C pointer arithmetic, where the * and ->operators are used to

reference the element to which the iterator points, and pointer arithmetic operators like ++ are

used to advance the iterator to the next element.

Iterators are usually used in pairs, where one is used for the actual iteration and the second

serves to mark the end of the collection. The iterators are created by the corresponding

container class using standard methods such as begin()and end(). The iterator returned by
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begin() points to the first element, while the iterator returned by end()is a special value that

does not reference any element.

When an iterator is advanced beyond the last element it is by definition equal to the special

end iterator value. The following example shows a typical use of an iterator.

ContainerType C; // Any standard container type, like std::list<sometype>

//for (ContainerType::iterator it = C.begin(); it != C.end(); ++it) {    for mutable iterator

//(if you need to modify elements)

for (ContainerType::const_iterator it = C.begin(); it != C.end(); ++it) {

std::cout << *it << std::endl;

}

14. Trees

In computer science, a tree is a widely-used data structure that emulates a hierarchical tree

structure with a set of linked nodes. It is an acyclic connected graph where each node has a

set of zero or more children nodes, and at most one parent node.

15. Terminology

A node may contain a value or a condition or represent a separate data structure or a tree of

its own. Each node in a tree has zero or more child nodes, which are below it in the tree (by

convention, trees grow down, not up as they do in nature). A node that has a child is called

the child's parent node (or ancestor node, or superior). A node has at most one parent. The

height of a node is the length of the longest downward path to a leaf from that node. The

height of the root is the height of the tree. The depth of a node is the length of the path to its

root (i.e., its root path). This is commonly needed in the manipulation of the various self

balancing trees, AVL Trees in particular. Conventionally, the value -1 corresponds to a

subtree with no nodes, whereas zero corresponds to a subtree with one node. The topmost

node in a tree is called the root node. Being the topmost node, the root node will not have

parents. It is the node at which operations on the tree commonly begin (although some

algorithms begin with the leaf nodes and work up ending at the root). All other nodes can be
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reached from it by following edges or links. (In the formal definition, each such path is also

unique). In diagrams, it is typically drawn at the top. In some trees, such as heaps, the root

node has special properties. Every node in a tree can be seen as the root node of the subtree

rooted at that node. Nodes at the bottommost level of the tree are called leaf nodes. Since

they are at the bottommost level, they do not have any children. They are also referred to as

terminal nodes. An internal node or inner node is any node of a tree that has child nodes and

is thus not a leaf node. A subtree is a portion of a tree data structure that can be viewed as a

complete tree in itself. Any node in a tree T, together with all the nodes below it, comprise a

subtree of T. The subtree corresponding to the root node is the entire tree; the subtree

corresponding to any other node is called is a proper subtree (in analogy to the term proper

subset).

16. Tree ordering

There are two basic types of trees. In a recursive tree or unordered tree, a tree is a tree in a

purely structural sense that is to say, given a node, there is no order for the children of that

node. A tree on which an order is imposed for example, by assigning different natural

numbers to each edge leading to a node's children is called an edge-labeled tree or an ordered

tree with data structures built upon them being called ordered tree data structures. Ordered

trees are by far the most common form of tree data structure. Binary trees are one kind of

ordered tree because the childrens are ordered as left and right child.

17. Tree representations

There are many different ways to represent trees; common representations represent the

nodes as records allocated on the heap (not to be confused with the heap data structure) with

pointers to their children, their parents, or both, or as items in an array, with relationships

between them determined by their positions in the array (e.g., binary heap).

18. Trees as graphs

In graph theory, a tree is a connected acyclic graph. A rooted tree is such a graph with a

vertex singled out as the root. In this case, any two vertices connected by an edge inherit a

parent-child relationship. An acyclic graph with multiple connected components or a set of

rooted trees is sometimes called a forest.
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19. Traversal methods

Stepping through the items of a tree, by means of the connections between parents and

children, is called walking the tree, and the action is a walk of the tree. Often, an operation

might be performed when a pointer arrives at a particular node. A walk in which each parent

node is traversed before its children is called a pre-order walk; a walk in which the children

are traversed before their respective parents are traversed is called a post-order wall..

Topic : Exception Handling

Topic Objective:

At the end of this topic student would be able to:

 Understand the Exception Handling Basics

 Understand the Exception safety

 Understand the Verification of Exception Handling

 Understand the Exception support in programming languages

 Understand the Programming Techniques for Exception Handling

 Understand the Checked exceptions

 Understand the Pros and cons

 Understand the Continuable exceptions

Definition/Overview:

Exception handling is a programming language construct or computer hardware mechanism

designed to handle the occurrence of a condition that changes the normal flow of execution.

For signaling conditions that are part of the normal flow of execution, see the concepts of

signal and event handler. In general, the current state will be saved in a predefined location

and the execution will switch to a predefined handler.
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Key Points:

1. Exception Handling Basics

Exception handling is a programming language construct or computer hardware mechanism
designed to handle the occurrence of a condition that changes the normal flow of execution.
For signaling conditions that are part of the normal flow of execution, see the concepts of
signal and event handler. In general, the current state will be saved in a predefined location
and the execution will switch to a predefined handler. Depending on the situation, the handler
may later resume the execution at the original location, using the saved information to restore
the original state. For example, an exception that will usually be resumed is a page fault,
while a division by zero usually cannot be resolved transparently. From the processing point
of view, hardware interrupts are similar to resumable exceptions, although they are usually
not related to the current program flow. From the point of view of the author of a routine,
raising an exception is a useful way to signal that the routine could not execute normally. For
example, when an input argument is invalid (a zero denominator in division) or when a
resource it relies on is unavailable (like a missing file, or a hard disk error). In systems
without exceptions, routines would need to return some special error code. However, this is
sometimes complicated by the semipredicate problem, in which users of the routine need to
write extra code to distinguish normal return values from erroneous ones. In runtime engine
environments such as Java or .NET, there exist tools that attach to the runtime engine and
every time that an exception of interest occurs, they record debugging information that
existed in memory at the time the exception was thrown (call stack and heap values). These
tools are called Automated Exception Handling or Error Interception tools and provide 'root-
cause' information for exceptions. Contemporary applications face many design challenges
when considering exception handling strategies. Particularly in modern enterprise level
applications, exceptions must often cross process boundaries and machine boundaries. Part of
designing a solid exception handling strategy is recognizing when a process has failed to the
point where it cannot be economically handled by the software portion of the process. At
such times, it is very important to present exception information to the appropriate
stakeholders.

2. Exception safety

A piece of code is said to be exception-safe, if run-time failures within the code will not

produce ill effects, such as memory leaks, garbled stored data, or invalid output. Exception-

safe code must satisfy invariants placed on the code even if exceptions occur. There are

several levels of exception safety:

 Failure transparency, also known as the no throw guarantee: Operations are guaranteed to

succeed and satisfy all requirements even in presence of exceptional situations. If an

exception occurs, it will not throw the exception further up. (Best level of exception safety.)
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 Commit or rollback semantics, also known as strong exception safety or no-change

guarantee: Operations can fail, but failed operations are guaranteed to have no side effects so

all data retain original values.

 Basic exception safety: Partial execution of failed operations can cause side effects, but

invariants on the state are preserved. Any stored data will contain valid values even if data

has different values now from before the exception.

 Minimal exception safety also known as no-leak guarantee: Partial execution of failed

operations may store invalid data but will not cause a crash, and no resources get leaked.

 No exception safety: No guarantees are made. (Worst level of exception safety)

For instance, consider a smart vector type, such as C++'s std::vector or Java's ArrayList.
When an item x is added to a vector v, the vector must actually add x to the internal list of
objects and also update a count field that says how many objects are in v. It may also need to
allocate new memory if the existing capacity isn't large enough. This memory allocation may
fail and throw an exception. Because of this, a vector that provides failure transparency
would be very difficult or impossible to write. However, the vector may be able to offer the
strong exception guarantee fairly easily; in this case, either the insertion of x into v will
succeed, or v will remain unchanged. If the vector provides only the basic exception safety
guarantee, if the insertion fails, v may or may not contain x, but at least it will be in a
consistent state. However, if the vector makes only the minimal guarantee, it's possible that
the vector may be invalid. For instance, perhaps the size field of v was incremented but x
wasn't actually inserted, making the state inconsistent. Of course, with no guarantee, the
program may crash; perhaps the vector needed to expand but couldn't allocate the memory
and blindly ploughs ahead as if the allocation succeeded, touching memory at an invalid
address. Usually at least basic exception safety is required. Failure transparency is difficult to
implement, and is usually not possible in libraries where complete knowledge of the
application is not available.

3. Verification of Exception Handling

The point of exception handling routines is to ensure that the code can handle error
conditions. In order to establish that exception handling routines are sufficiently robust, it is
necessary to present the code with a wide spectrum of invalid or unexpected inputs, such as
can be created via software fault injection and mutation testing (which is also sometimes
referred to as fuzz testing). One of the most difficult types of software for which to write
exception handling routines is protocol software, since a robust protocol implementation must
be prepared to receive input that does not comply with the relevant specification(s). In order
to ensure that meaningful regression analysis can be conducted throughout a software
development lifecycle process, any exception handling verification should be highly
automated, and the test cases must be generated in a scientific, repeatable fashion. Several
commercially available systems exist that perform such testing, including the Service
Assurance Platform from Mu Dynamic which can verify exception handling for many
common protocol implementation.
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4. Exception support in programming languages

Many computer languages, such as most .NET languages, Actionscript, Ada, C++, D,

ECMAScript, Eiffel, Java, ML, Object Pascal (e.g. Delphi, Free Pascal, and the like),

Objective-C, Ocaml, PHP (as of version 5), PL/1, Prolog, Python, REALbasic, Ruby, Visual

Prolog, have built-in support for exceptions and exception handling. In those languages, the

advent of an exception (more precisely, an exception handled by the language) unwinds the

stack of function calls until an exception handler is found. That is, if function f contains a

handler H for exception E, calls function g, which in turn calls function h, and an exception E

occurs in h, then functions h and g will be terminated, and H in f will handle E. Excluding

minor syntactic differences, there are only a couple of exception handling styles in use. In the

most popular style, an exception is initiated by a special statement (throw, or raise) with an

exception object (e.g. with Java or Object Pascal) or a value of a special extendable

enumerated type (e.g. with Ada). The scope for exception handlers starts with a marker

clause (try, or the language's block starter such as begin) and ends in the start of the first

handler clause (catch, except, rescue). Several handler clauses can follow, and each can

specify which exception types it handles and what name it uses for the exception object. A

few languages also permit a clause (else) that is used in case no exception occurred before the

end of the handler's scope was reached. More common is a related clause (finally, or ensure)

that is executed whether an exception occurred or not, typically to release resources acquired

within the body of the exception-handling block. Notably, C++ does not need and does not

provide this construct, and the Resource-Acquisition-Is-Initialization technique is used to free

such resources instead. In its whole, exception handling code might look like this (in Java-

like pseudocode; note that an exception type called EmptyLineExceptionwould need to be

declared somewhere):

try {

line = console.readLine();

if (line.length() == 0) {

throw new EmptyLineException("The line read from console was

empty!");

}
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console.printLine("Hello %s!" % line);

console.printLine("The program ran successfully");

} catch (EmptyLineException e) {

console.printLine("Hello!");

} catch (Exception e) {

console.printLine("Error: " + e.message());

} finally {

console.printLine("The program terminates now");

}

As a minor variation, some languages use a single handler clause, which deals with the class

of the exception internally. Languages such as Perl and C don't use the term exception

handling, but include facilities that allow implementing similar functionality. The C++

derivative Embedded C++ excludes exception handling support as it can substantially

increase the size of the object code.

5. Programming Techniques for Exception Handling

A different view of exceptions is based on the principles of Design by Contract and is

supported in particular by the Eiffel language. The idea is to provide a more rigorous basis

for exception handling by defining precisely what is "normal" and "abnormal" behavior.

Specifically, the approach is based on two concepts:

 Failure: the inability of an operation to fulfill its contract. For example an addition may

produce an arithmetic overflow (it does not fulfill its contract of computing a good

approximation to the mathematical sum); or a routine may fail to meet its postcondition.

 Exception: an abnormal event occurring during the execution of a routine (that routine is the

"recipient" of the exception) during its execution. Such an abnormal event results from the

failure of an operation called by the routine.
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The "Safe Exception Handling principle" as introduced by Bertrand Meyer in Object-

Oriented Software Construction then holds that there are only two meaningful ways a routine

can react when an exception occurs:

 Failure, or "organized panic": the routine fails, triggering an exception in its caller (so that the

abnormal event is not ignored!), after fixing the object's state by re-establishing the invariant

(the "organized" part).

 Retry: try the algorithm again, usually after changing some values so that the next attempt

will have a better chance to succeed.

Here is an example expressed in Eiffel syntax. It assumes that a routine send_fast is normally

the better way to send a message, but it may fail, triggering an exception; if so, the algorithm

next uses send_slow, which will fail less often. If send_slow fails, the routine send as a whole

should fail, causing the caller to get an exception.

send (m: MESSAGE) is

-- Send m through fast link if possible, otherwise through slow link.

local

tried_fast, tried_slow: BOOLEAN

do

if tried_fast then

tried_slow := True

send_slow (m)

else

tried_fast := True

send_fast (m)

end
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rescue

if not tried_slow then

retry

end

end

The boolean local variables are initialized to False at the start. If send_fast fails, the body (do

clause) will be executed again, causing execution of send_slow. If this execution of

send_slow fails, the rescue clause will execute to the end with no retry (no else clause in the

final if), causing the routine execution as a whole to fail. This approach has the merit of

defining clearly what a "normal" and "abnormal" cases are: an abnormal case, causing an

exception, is one in which the routine is unable to fulfill its contract. It defines a clear

distribution of roles: the do clause (normal body) is in charge of achieving, or attempting to

achieve, the routine's contract; the rescue clause is in charge of reestablishing the context and

restarting the process if this has a chance of succeeding, but not of performing any actual

computation.

6. Checked exceptions

The designers of Java devised checked exceptions , which are a special set of exceptions. The

checked exceptions that a method may raise are part of the method's signature. For instance,

if a method might throw an IOException, it must declare this fact explicitly in its method

signature. Failure to do so raises a compile-time error. This is related to exception checkers

that exist at least for OCaml . The external tool for OCaml is both transparent (i.e. it does not

require any syntactic annotations) and facultative (i.e. it is possible to compile and run a

program without having checked the exceptions, although this is not suggested for production

code). The CLU programming language had a feature with the interface closer to what Java

has introduced later. A function could raise only exceptions listed in its type, but any leaking

exceptions from called functions would automatically be turned into the sole runtime

exception, failure, instead of resulting in compile-time error. Later, Modula-3 had a similar

feature. These features don't include the compile time checking which is central in the
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concept of checked exceptions, and hasn't (as of 2006) been incorporated into major

programming languages other than Java.

7. Pros and cons

Checked exceptions can, at compile time, greatly reduce (but not entirely eliminate) the

incidence of unhandled exceptions surfacing at runtime in a given application; the unchecked

exceptions (RuntimeExceptions and Errors) can still go unhandled. However, some see

checked exceptions as a nuisance, syntactic salt that either requires large throws declarations,

often revealing implementation details and reducing encapsulation, or encourages the (ab)use

of poorly-considered try/catch blocks that can potentially hide legitimate exceptions from

their appropriate handlers. The problem is more evident considering what happens to code

over time. An interface may be declared to throw exceptions X & Y. In a later version of the

code, if one wants to throw exception Z, it would make the new code incompatible with the

earlier uses. Furthermore, with the adapter pattern, where one body of code declares an

interface that is then implemented by a different body of code so that code can be plugged in

and called by the first, the adapter code may have a rich set of exceptions to describe

problems, but is forced to use the exception types declared in the interface. Others do not

consider this a nuisance as it is possible to reduce the number of declared exceptions by either

declaring a superclass of all potentially thrown exceptions or by defining and declaring

exception types that are suitable for the level of abstraction of the called method, and

mapping lower level exceptions to these types, preferably wrapped using the exception

chaining in order to preserve the root cause. In addition, it's very possible that in the example

above of the changing interface that the calling code would need to be modified as well, since

in some sense the exceptions a method may throw are part of the method's implicit interface

anyway. A simple throws Exception declaration or catch (Exception e) is always sufficient to

satisfy the checking. While this technique is sometimes useful, it effectively circumvents the

checked exception mechanism, so it should only be used after careful consideration.

Additionally, throws Exception forces all calling code to do the same. One prevalent view is

that unchecked exception types should not be handled, except maybe at the outermost levels

of scope, as they often represent scenarios that do not allow for recovery: RuntimeExceptions

frequently reflect programming defects, and Errors generally represent unrecoverable JVM

failures. The view is that, even in a language that supports checked exceptions, there are

cases where the use of checked exceptions is not appropriate.
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8. Exception synchronity

Somewhat related with the concept of checked exceptions is exception synchronity.

Synchronous exceptions happen at a specific program statement whereas asynchronous

exceptions can raise practically anywhere. It follows that asynchronous exception handling

can't be required by the compiler. They are also difficult to program with. Examples of

naturally asynchronous events include pressing Ctrl-C to interrupt a program, and receiving a

signal such as "stop" or "suspend" from another thread of execution.

Programming languages typically deal with this by limiting asynchronity, for example Java

has lost thread stopping and resuming. Instead, there can be semi-asynchronous exceptions

that only raise in suitable locations of the program or synchronously.

9. Condition systems

Common Lisp, Dylan and Smalltalk have a Condition system which encompasses the

aforementioned exception handling systems. In those languages or environments the advent

of a condition (a "generalisation of an error" according to Kent Pitman) implies a function

call, and only late in the exception handler the decision to unwind the stack may be taken.

Conditions are a generalization of exceptions. When a condition arises, an appropriate

condition handler is searched for and selected, in stack order, to handle the condition.

Conditions which do not represent errors may safely go unhandled entirely; their only

purpose may be to propagate hints or warnings toward the user.

10. Continuable exceptions

This is related to the so-called resumption model of exception handling, in which some

exceptions are said to be continuable: it is permitted to return to the expression that signaled

an exception, after having taken corrective action in the handler. The condition system is

generalized thus: within the handler of a non-serious condition (a.k.a. continuable exception),

it is possible to jump to predefined restart points (a.k.a. restarts) that lie between the signaling

expression and the condition handler. Restarts are functions closed over some lexical

environment, allowing the programmer to repair this environment before exiting the

condition handler completely or unwinding the stack even partially.
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11. Restarts separate mechanism from policy

Condition handling moreover provides a separation of mechanism from policy. Restarts

provide various possible mechanisms for recovering from error, but do not select which

mechanism is appropriate in a given situation. That is the province of the condition handler,

which (since it is located in higher-level code) has access to a broader view. An example:

Suppose there is a library function whose purpose is to parse a single syslog file entry. What

should this function do if the entry is malformed? There is no one right answer, because the

same library could be deployed in programs for many different purposes. In an interactive

log-file browser, the right thing to do might be to return the entry unparsed, so the user can

see it -- but in an automated log-summarizing program, the right thing to do might be to

supply null values for the unreadable fields, but abort with an error if too many entries have

been malformed. That is to say, the question can only be answered in terms of the broader

goals of the program, which are not known to the general-purpose library function.

Nonetheless, exiting with an error message is only rarely the right answer. So instead of

simply exiting with an error, the function may establish restarts offering various ways to

continue -- for instance, to skip the log entry, to supply default or null values for the

unreadable fields, to ask the user for the missing values, or to unwind the stack and abort

processing with an error message. The restarts offered constitute the mechanisms available

for recovering from error; the selection of restart by the condition handler supplies the policy.

Topic : Standard Template Library

Topic Objective:

At the end of this topic student would be able to:

 Understand the Iterators

 Understand the Containers

 Understand the Methodology

 Understand the Generic Algorithms
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 Understand the Initialization

 Understand the Selection

Definition/Overview:

The Standard Template Library (STL) is a software library partially included in the C++

Standard Library. It provides containers, iterators, algorithms, and functors. More

specifically, the C++ Standard Library is based on the STL published by SGI. Both include

some features not found in the other. SGI's STL is rigidly specified as a set of headers, while

ISO C++ does not specify header content, and allows implementation either in the headers, or

in a true library. The STL implements five different types of iterators.

Key Points:

1. Iterators

The Standard Template Library (STL) is a software library partially included in the C++

Standard Library. It provides containers, iterators, algorithms, and functors. More

specifically, the C++ Standard Library is based on the STL published by SGI. Both include

some features not found in the other. SGI's STL is rigidly specified as a set of headers, while

ISO C++ does not specify header content, and allows implementation either in the headers, or

in a true library. The STL implements five different types of iterators. These are input

iterators (which can only be used to read a sequence of values), output iterators (which can

only be used to write a sequence of values), forward iterators (which can be read, written to,

and move forward), bidirectional iterators (which are like forward iterators but can also move

backwards) and random access iterators (which can move freely any number of steps in one

operation). It is possible to have bidirectional iterators act like random access iterators, as

moving forward ten steps could be done by simply moving forward a step at a time a total of

ten times. However, having distinct random access iterators offers efficiency advantages. For

example, a vector would have a random access iterator, but a list only a bidirectional iterator.

Iterators are the major feature which allow the generality of the STL. For example, an

algorithm to reverse a sequence can be implemented using bidirectional iterators, and then the

same implementation can be used on lists, vectors and deques. User-created containers only

have to provide an iterator which implements one of the 5 standard iterator interfaces, and all

the algorithms provided in the STL can be used on the container. This generality also comes

www.bsscommunitycollege.in   www.bssnewgeneration.in  www.bsslifeskillscollege.in

164
www.onlineeducation.bharatsevaksamaj.net        www.bssskillmission.in

WWW.BSSVE.IN



at a price at times. For example, performing a search on an associative container such as a

map or set can be much slower using iterators than by calling member functions offered by

the container itself. This is because an associative container's methods can take advantage of

knowledge of the internal structure, which is opaque to algorithms using iterators.

2. Containers

The STL contains sequence containers and associative containers. The standard sequence

containers include vector, deque and list. The standard associative containers are set, multiset,

map and multimap.

Container Description

Sequences (Arrays / Linked Lists) - ordered collections

vector

a dynamic array, like C array (i.e., capable of random access) with the

ability to automatically resize itself when inserting or erasing an object.

Inserting and removing an element to/from back of the vector at the end

takes amortized constant time. Inserting and erasing at the beginning or in

the middle is linear in time.

A specialization for type bool exists, which optimizes for space by storing

bool values as bits.

list

a doubly-linked list; elements are not stored in contiguous memory.

Opposite performance from a vector. Slow lookup and access (linear time),

but once a position has been found, quick insertion and deletion (constant

time).

deque (double

ended queue)

a vector with insertion/erase at the beginning or end in amortized constant

time, however lacking some guarantees on iterator validity after altering

the deque.

Associative containers - unordered collections
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set

a sorted set; inserting/erasing elements in a set does not invalidate iterators

pointing in the set. Provides set operations union, intersection, difference,

symmetric difference and test of inclusion. Type of data must implement

comparison operator < or custom comparator function must be specified.

Implemented using a self-balancing binary search tree.

multiset same as a set, but allows duplicate elements.

map

a sorted associative array; allows mapping from one data item (a key) to

another (a value). Type of key must implement comparison operator < or

custom comparator function must be specified. Implemented using a self-

balancing binary search tree.

multimap same as a map, but allows duplicate keys.

hash_set

hash_multiset

hash_map

hash_multimap

similar to a set, multiset, map, or multimap, respectively, but implemented

using a hash table; keys are not sorted, but a hash function must exist for

key type. These containers are not part of the C++ Standard Library, but

are included in SGI's STL extensions, and are included in common libraries

such as the GNU C++ Library in the __gnu_cxx namespace. These are

scheduled to be added to the C++ standard as part of TR1, with the slightly

different names of unordered_set, unordered_multiset, unordered_map and

unordered_multimap.

Other types of containers

bitset
stores series of bits similar to a fixed-sized vector of bools. Implements

bitwise operations and lacks iterators. Not a Sequence.

valarray

another C-like array like vector, but is designed for high speed numerics at

the expense of some programming ease and general purpose use. It has

many features that make it ideally suited for use with vector processors in

traditional vector supercomputers and SIMD units in consumer-level scalar

processors, and also ease vector mathematics programming even in scalar
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computers.

3. Generic Algorithms

A genetic algorithm (GA) is a search technique used in computing to find exact or

approximate solutions to optimization and search problems. Genetic algorithms are

categorized as global search heuristics. Genetic algorithms are a particular class of

evolutionary algorithms (also known as evolutionary computation) that use techniques

inspired by evolutionary biology such as inheritance, mutation, selection, and crossover (also

called recombination).

4. Methodology

Genetic algorithms are implemented as a computer simulation in which a population of

abstract representations (called chromosomes or the genotype of the genome) of candidate

solutions (called individuals, creatures, or phenotypes) to an optimization problem evolves

toward better solutions. Traditionally, solutions are represented in binary as strings of 0s and

1s, but other encodings are also possible. The evolution usually starts from a population of

randomly generated individuals and happens in generations. In each generation, the fitness of

every individual in the population is evaluated, multiple individuals are stochastically

selected from the current population (based on their fitness), and modified (recombined and

possibly randomly mutated) to form a new population. The new population is then used in the

next iteration of the algorithm. Commonly, the algorithm terminates when either a maximum

number of generations has been produced, or a satisfactory fitness level has been reached for

the population. If the algorithm has terminated due to a maximum number of generations, a

satisfactory solution may or may not have been reached.

Genetic algorithms find application in bioinformatics, phylogenetics, computational science,

engineering, economics, chemistry, manufacturing, mathematics, physics and other fields.

A typical genetic algorithm requires two things to be defined:

 a genetic representation of the solution domain,

 a fitness function to evaluate the solution domain.
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A standard representation of the solution is as an array of bits. Arrays of other types and

structures can be used in essentially the same way. The main property that makes these

genetic representations convenient is that their parts are easily aligned due to their fixed size,

that facilitates simple crossover operation. Variable length representations may also be used,

but crossover implementation is more complex in this case. Tree-like representations are

explored in Genetic programming and graph-form representations are explored in

Evolutionary programming.

The fitness function is defined over the genetic representation and measures the quality of the

represented solution. The fitness function is always problem dependent. For instance, in the

knapsack problem we want to maximize the total value of objects that we can put in a

knapsack of some fixed capacity. A representation of a solution might be an array of bits,

where each bit represents a different object, and the value of the bit (0 or 1) represents

whether or not the object is in the knapsack. Not every such representation is valid, as the

size of objects may exceed the capacity of the knapsack. The fitness of the solution is the sum

of values of all objects in the knapsack if the representation is valid, or 0 otherwise. In some

problems, it is hard or even impossible to define the fitness expression; in these cases,

interactive genetic algorithms are used. Once we have the genetic representation and the

fitness function defined, GA proceeds to initialize a population of solutions randomly, then

improve it through repetitive application of mutation, crossover, inversion and selection

operators.

5. Initialization

Initially many individual solutions are randomly generated to form an initial population. The

population size depends on the nature of the problem, but typically contains several hundreds

or thousands of possible solutions. Traditionally, the population is generated randomly,

covering the entire range of possible solutions (the search space). Occasionally, the solutions

may be "seeded" in areas where optimal solutions are likely to be found.

6. Selection

During each successive generation, a proportion of the existing population is selected to

breed a new generation. Individual solutions are selected through a fitness-based process,

where fitter solutions (as measured by a fitness function) are typically more likely to be

selected. Certain selection methods rate the fitness of each solution and preferentially select
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the best solutions. Other methods rate only a random sample of the population, as this process

may be very time-consuming. Most functions are stochastic and designed so that a small

proportion of less fit solutions are selected. This helps keep the diversity of the population

large, preventing premature convergence on poor solutions. Popular and well-studied

selection methods include roulette wheel selection and tournament selection.

7. Reproduction

The next step is to generate a second generation population of solutions from those selected

through genetic operators: crossover (also called recombination), and/or mutation. For each

new solution to be produced, a pair of "parent" solutions is selected for breeding from the

pool selected previously. By producing a "child" solution using the above methods of

crossover and mutation, a new solution is created which typically shares many of the

characteristics of its "parents". New parents are selected for each child, and the process

continues until a new population of solutions of appropriate size is generated. Although

reproduction methods that are based on the use of two parents are more "biology inspired",

recent researches suggested more than two "parents" are better to be used to reproduce a good

quality chromosome. These processes ultimately result in the next generation population of

chromosomes that is different from the initial generation. Generally the average fitness will

have increased by this procedure for the population, since only the best organisms from the

first generation are selected for breeding, along with a small proportion of less fit solutions,

for reasons already mentioned above.

8. Termination

This generational process is repeated until a termination condition has been reached.

Common terminating conditions are:

 A solution is found that satisfies minimum criteria

 Fixed number of generations reached

 Allocated budget (computation time/money) reached

 The highest ranking solution's fitness is reaching or has reached a plateau such that

successive iterations no longer produce better results
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 Manual inspection

 Combinations of the above

9. Simple generational genetic algorithm pseudocode

 Choose initial population

 Evaluate the fitness of each individual in the population

 Repeat until termination: (time limit or sufficient fitness achieved)

 Select best-ranking individuals to reproduce

 Breed new generation through crossover and/or mutation (genetic operations) and give birth

to offspring

 Evaluate the individual fitnesses of the offspring

 Replace worst ranked part of population with offspring

Topic : Patterns And Uml

Topic Objective:

At the end of this topic student would be able to:

 Understand the Patterns

 Understand the Practice

 Understand the Structure

 Understand the Domain specific patterns

 Understand the UML

 Understand the Before UML 1.x
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Definition/Overview:

In software engineering, a design pattern is a general reusable solution to a commonly

occurring problem in software design. A design pattern is not a finished design that can be

transformed directly into code. It is a description or template for how to solve a problem that

can be used in many different situations.

Key Points:

1. Patterns

In software engineering, a design pattern is a general reusable solution to a commonly

occurring problem in software design. A design pattern is not a finished design that can be

transformed directly into code. It is a description or template for how to solve a problem that

can be used in many different situations. Object-oriented design patterns typically show

relationships and interactions between classes or objects, without specifying the final

application classes or objects that are involved. Algorithms are not thought of as design

patterns, since they solve computational problems rather than design problems. Not all

software patterns are design patterns. Design patterns deal specifically with problems at the

level of software design. Other kinds of patterns, such as architectural patterns, describe

problems and solutions that have alternative scopes.

2. Practice

Design patterns can speed up the development process by providing tested, proven

development paradigms. Effective software design requires considering issues that may not

become visible until later in the implementation. Reusing design patterns helps to prevent

subtle issues that can cause major problems, and it also improves code readability for coders

and architects who are familiar with the patterns. In order to achieve flexibility, design

patterns usually introduce additional levels of indirection, which in some cases may

complicate the resulting designs and hurt application performance. By definition, a pattern

must be programmed anew into each application that uses it. Since some authors see this as a

step backward from software reuse as provided by components, researchers have worked to

turn patterns into components. Meyer and Arnout claim a two-thirds success rate in

componentizing the best-known patterns. Often, people only understand how to apply certain

software design techniques to certain problems. These techniques are difficult to apply to a
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broader range of problems. Design patterns provide general solutions, documented in a

format that doesn't require specifics tied to a particular problem.

3. Structure

Design patterns are composed of several sections (see Documentation below). Of particular

interest are the Structure, Participants, and Collaboration sections. These sections describe a

design motif: a prototypical micro-architecture that developers copy and adapt to their

particular designs to solve the recurrent problem described by the design pattern. A micro-

architecture is a set of program constituents (e.g., classes, methods...) and their relationships.

Developers use the design pattern by introducing in their designs this prototypical micro-

architecture, which means that micro-architectures in their designs will have structure and

organization similar to the chosen design motif. In addition, patterns allow developers to

communicate using well-known, well understood names for software interactions. Common

design patterns can be improved over time, making them more robust than ad-hoc designs.

4. Domain specific patterns

Efforts have also been made to codify design patterns in particular domains, including use of

existing design patterns as well as domain specific design patterns. Examples include User

Interface design patterns, Information Visualization , Secure Usability and web design. The

Pattern Languages of Programming Conference (annual, 1994) proceedings includes many

examples of domain specific patterns.

5. UML

Unified Modeling Language (UML) is a standardized general-purpose modeling language in

the field of software engineering.

UML includes a set of graphical notation techniques to create abstract models of specific

systems.

6. Before UML 1.x

After Rational Software Corporation hired James Rumbaugh from General Electric in 1994,

the company became the source for the two most popular object-oriented modeling

approaches of the day: Rumbaugh's OMT, which was better for object-oriented analysis
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(OOA), and Grady Booch's Booch method, which was better for object-oriented design

(OOD). Together Rumbaugh and Booch attempted to reconcile their two approaches and

started work on a Unified Method. They were soon assisted in their efforts by Ivar Jacobson,

the creator of the object-oriented software engineering (OOSE) method. Jacobson joined

Rational in 1995, after his company, Objectory, was acquired by Rational. The three

methodologists were collectively referred to as the Three Amigos, since they were well

known to argue frequently with each other regarding methodological preferences. In 1996

Rational concluded that the abundance of modeling languages was slowing the adoption of

object technology, so repositioning the work on a Unified Method, they tasked the Three

Amigos with the development of a non-proprietary Unified Modeling Language.

Representatives of competing Object Technology companies were consulted during

OOPSLA '96; they chose boxes for representing classes over Grady Booch's Booch method's

notation that used cloud symbols. Under the technical leadership of the Three Amigos, an

international consortium called the UML Partners was organized in 1996 to complete the

Unified Modeling Language (UML) specification, and propose it as a response to the OMG

RFP. The UML Partners' UML 1.0 specification draft was proposed to the OMG in January

1997. During the same month the UML Partners formed a Semantics Task Force, chaired by

Cris Kobryn and administered by Ed Eykholt, to finalize the semantics of the specification

and integrate it with other standardization efforts. The result of this work, UML 1.1, was

submitted to the OMG in August 1997 and adopted by the OMG in November 1997 ....

7. UML 1.x

As a modeling notation, the influence of the OMT notation dominates (e. g., using rectangles

for classes and objects). Though the Booch "cloud" notation was dropped, the Booch

capability to specify lower-level design detail was embraced. The use case notation from

Objectory and the component notation from Booch were integrated with the rest of the

notation, but the semantic integration was relatively weak in UML 1.1, and was not really

fixed until the UML 2.0 major revision. Concepts from many other OO methods were also

loosely integrated with UML with the intent that UML would support all OO methods. For

example CRC Cards (circa 1989 from Kent Beck and Ward Cunningham), and OORam were

retained. Many others also contributed, with their approaches flavoring the many models of

the day, including: Tony Wasserman and Peter Pircher with the "Object-Oriented Structured

Design (OOSD)" notation (not a method), Ray Buhr's "Systems Design with Ada", Archie
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Bowen's use case and timing analysis, Paul Ward's data analysis and David Harel's

"Statecharts"; as the group tried to ensure broad coverage in the real-time systems domain.

As a result, UML is useful in a variety of engineering problems, from single process, single

user applications to concurrent, distributed systems, making UML rich but also large. The

Unified Modeling Language is an international standard: ISO/IEC 19501:2005 Information

technology Open Distributed Processing Unified Modeling Language (UML) Version 1.4.2

8. Development toward UML 2.0

UML has matured significantly since UML 1.1. Several minor revisions (UML 1.3, 1.4, and

1.5) fixed shortcomings and bugs with the first version of UML, followed by the UML 2.0

major revision that was adopted by the OMG in 2005 . There are four parts to the UML 2.x

specification: the Superstructure that defines the notation and semantics for diagrams and

their model elements; the Infrastructure that defines the core metamodel on which the

Superstructure is based; the Object Constraint Language (OCL) for defining rules for model

elements; and the UML Diagram Interchange that defines how UML 2 diagram layouts are

exchanged. The current versions of these standards follow: UML Superstructure version

2.1.2, UML Infrastructure version 2.1.2, OCL version 2.0, and UML Diagram Interchange

version 1.0 . Although many UML tools support some of the new features of UML 2.x, the

OMG provides no test suite to objectively test compliance with its specifications.

9. Unified Modeling Language topics

UML is not a development method by itself, however, it was designed to be compatible with

the leading object-oriented software development methods of its time (for example OMT,

Booch method, Objectory). Since UML has evolved, some of these methods have been recast

to take advantage of the new notations (for example OMT), and new methods have been

created based on UML. The best known is IBM Rational Unified Process (RUP). There are

many other UML-based methods like Abstraction Method, Dynamic Systems Development

Method, and others, designed to provide more specific solutions, or achieve different

objectives.

10. Modeling

It is very important to distinguish between the UML model and the set of diagrams of a

system. A diagram is a partial graphical representation of a system's model. The model also
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contains a "semantic backplane" documentation such as written use cases that drive the

model elements and diagrams.

UML diagrams represent two different views of a system model :

 Static (or structural) view: Emphasizes the static structure of the system using objects,

attributes, operations and relationships. The structural view includes class diagrams and

composite structure diagrams.

 Dynamic (or behavioral) view: Emphasizes the dynamic behavior of the system by showing

collaborations among objects and changes to the internal states of objects. This view includes

sequence diagrams, activity diagrams and state machine diagrams.

UML models can be exchanged among UML tools by using the XMI interchange format.

11. Diagrams overview

UML 2.0 has 13 types of diagrams divided into three categories. Six diagram types represent

the structure application, seven represent general types of behavior, including four represent

different aspects of interactions. These diagrams can be categorized hierarchically as shown

in the following class diagram:

UML does not restrict UML element types to a certain diagram type. In general, every UML

element may appear on almost all types of diagrams. This flexibility has been partially

restricted in UML 2.0.

In keeping with the tradition of engineering drawings, a comment or note explaining usage,

constraint, or intent is always allowed in a UML diagram.

12. Structure diagrams

Structure diagrams emphasize what things must be in the system being modeled:

 Class diagram: describes the structure of a system by showing the system's classes, their

attributes, and the relationships among the classes.
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 Component diagram: depicts how a software system is split up into components and shows

the dependencies among these components.

 Composite structure diagram: describes the internal structure of a class and the collaborations

that this structure makes possible.

 Deployment diagram serves to model the hardware used in system implementations, and the

execution environments and artifacts deployed on the hardware.

 Object diagram: shows a complete or partial view of the structure of a modeled system at a

specific time.

 Package diagram: depicts how a system is split up into logical groupings by showing the

dependencies among these groupings.
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